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Preface

Artificial intelligence (AI) is the ability of the machine or program to think, learn, and make decisions from simulating human behavior and experience. The magnitude of the changes in the science, engineering, medicine, and socioeconomics caused by AI will be bigger than what we can imagine.

AI has made great progress in automatic natural language processing, speech recognition, image-to-image translation, image-to-text translation, causal inference, automation, robotics, intelligent manufacture, agriculture, and medicine. Computers can read legal documents, write scientific report, and make disease diagnosis and medical decisions. Machines can do everything—think, understand, reason, create—and will even make scientific discovery in the near future. AI is transforming humans and machines and making them work together. In human history, we experienced three great technological revolutions: agricultural, industrial, and electronic and computational. Now we are facing the fourth technological revolution – the AI revolution. The current AI revolution is developing rapidly and is unstoppable.

One crucial issue in AI development is to understand mechanisms underlying intelligence, including reasoning, planning, and imagination. Understanding, transfer and generalization are major principles that give rise, to intelligence. One key component for understanding is causal inference. Causal inference includes intervention, domain shift learning, temporal structure, and counterfactual thinking as major concepts to understanding causation. Unfortunately, these essential components of causality are often overlooked by machine learning, which leads to some failure of deep learning. To overcome these limitations, data augmentation, pre-training, self-supervision, and architecture with special functions are often used in deep learning methods (Scholkopf et al. 2021). However, learning association between variables depends on the distribution of the training data. It is difficult to generalize association results to test data, which are outside the distribution of the training data. Therefore, when environments change and distribution shifts, the interventions and counterfactuals allow modeling of distribution shifts, which will lead to success of generalization.

The principle of the module and compositionality is an essential component of human cognition (Russin et al. 2021). Understanding the complex object or process consists of three stages: (1) identifying the subcomponents, (2) investigating the contents and meaning of the subcomponents, and (3) combining the relevant subcomponents into the whole object or entire process using structural information. The structural causal model (SCM) decomposes the complex object or process into several modules and learns their structural knowledge. Each module may correspond physical causal mechanisms and many modules have similar functions across different tasks. A new task can be accomplished by a combination of a few typical modules.

Intervention and counterfactuals are two basic approaches to causal inference from observational data. Intervention, in general, is the language for the experiment. We use intervention to infer the effect or learn the response of the system under intervention. The counterfactual is the imagined effect or response of the system under the imagined action, i.e., the counterfactual is the imagined consequence of the alternative action.

Causation is a subtle concept. The data format is an essential part of causal inference. There are two types of data: observational and experimental. Intervention is defined for experiments. However, experiments are often expensive, time consuming, and even unethical and infeasible. In practice, only observational data are available. For observational data, both intervention and counterfactuals are unobservable. They can only be imagined, but cannot be observed. Only partial knowledge of the true cause-effect is available.

Therefore, causal inference from observational data needs some assumptions and causal models. The first widely used model that is based on intervention is the SCM. Intuitively, the causal models imply that changes in cause will definitely induce changes in the effect. SCM consists of (1) an effect variable and a set of causal variables, (2) a set of functional structural equations, and (3) a set of independent noise variables. The interventions include (1) changing the functional form, (2) changing the exogenous variables or noise variables, which cannot be explained by the models, and (3) setting the function to a constant. The SCM defines a causal process (or a mechanism) that maps a set of parents (endogenous variables) and the exogenous variables to an effect (or response variables). The SCM represents the data-generating process. The SCM implies the independent mechanism, i.e., the conditional distribution of effect, given cause, is independent of the distribution of cause.

To fully uncover the causal mechanism, we need to consider alternative interventions and imaginary consequences under alternative interventions. These imaginary consequences or results are called counterfactual outcomes, which may correspond to modified mechanisms. Similar to the SCM, there are two types of counterfactual causal reasoning. One type of the counterfactual causal analysis considers two variables: treatment (cause) and effect.

Counterfactual outcome is taken as a potential outcome. The treatment variable can take binary, categorical, and continuous values. The difference between the factual and counterfactual outcomes can be taken as the measure of causal effect. The second type of counterfactual analysis uses the SCM. After the SCM is identified and estimated, we can estimate counterfactual results under the alternative intervention using the SCM.

AI and causal inference involve (1) using AI techniques as major tools for causal analysis and (2) applying the causal concepts and causal analysis methods to solving AI problems. The purpose of this book is to fill the gap between the AI and modern causal analysis.

The classical causal analysis has several limitations. Its first limitation is to assume a linear functional form. The second limitation is to assume no confounders or observed confounders. The third limitation has difficulty dealing with high-dimensional data. The fourth limitation is unable to infer the causal network with large size. The fifth limitation is lack of language or paradigm to composite the smaller modular causal model into the large causal model. In this book, we introduce the AI-based causal inference methods to overcome these limitations.

AI provides rich tools for function representation. In addition to deep feedforward neural networks, convolutional networks and recurrent neural networks (RNNs), the variational autoencoder (VAE), generative adversary network (GAN), or conditional GAN can be used to model nonlinear functions and nonlinear stochastic processes. Therefore, the VAEs and GANs (CGANs) are used to infer the causal-effect relations between two variables and estimate the individualize effect of binary, categorical, and continuous treatment.

The classical statistical methods for construction of causal networks are formulated as a combinatorial optimization problem. It is well known that the combinatorial optimization problem is an NP-hard problem. Solving the combinatorial optimization problem requires heavy computations. Therefore, we are unable to construct large causal networks. Recently, the construction of causal networks is formulated as a continuous optimization problem and is much easier to solve.

A key issue in classical causal analysis is a confounding problem. The VAE, BiCoGAN, other generative implicit models, attention mechanism, and transformer can map the observed variables to the latent space, which provides good approximations to the unobserved confounders. Therefore, the VAE, BiCoGAN, other generative implicit models, attention mechanism, and transformer can be used for causal analysis with unobserved confounders.

The classical statistical methods can only model linear SCM with the scalar feature of each node. The VAE can model quasi-nonlinear SCM with multiple features of each node. The VAE and matrix normal distribution can be used to formulate the construction of causal networks with multiple features of each node as a continuous optimization problem. The VAE can be used to infer the large causal networks with multiple features of each node.

To completely construct functional causal networks with both linear and nonlinear functions, we need to use multiple AI techniques. First, we use BiCoGAN to infer the functional network but with partial directed and cyclic network. Then, the transformer and attention techniques are used to encode and decode directed acyclic graph (DAG). Finally, reinforcement learning (RL) is used to reformulate the discrete optimization problem into a continuous problem. Searching optimal policy in the RL improves the score function of the DAG. Iteratively repeating the RL search, we can obtain the causal network with the best reward. Therefore, the RL with BiCoGAN, transformer, and attention techniques can be used to construct large functional causal networks.

With the help of multiple AI techniques, we introduce the AI-based methods for estimation of individualized treatment effect in the presence of network interference. The book introduces application of the VAE, neural differential equations, RNN, and RL to estimate counterfactual outcomes. The book also covers large-scale nonlinear mediation causal analysis and nonlinear instrumental variable analysis.

To meet core deep learning challenges of robustness, generalizability, bias, and explainability, and build human-like machine intelligence, in the book we develop causal network-based deep learning methods. There are two approaches. For one approach the pipeline is described as follows. First, we construct causal networks from the original data such as images, text variables, and genomic data. Then, map the constructed networks into the latent space and extract features from the latent variables. Finally, deep neural networks use the extracted features for prediction.

The second approach is graph classification (Nguyen et al. 2020). Given a set of graphs and their labels, we learn embedding for each graph to predict its label. Graph networks including undirected and directed graphs update the vector representation of each node by recursively aggregating and transforming the vector representation of its neighbors. Then, we use a polling function to obtain the vector representation of the entire graphs, which are input to the neural networks for classification.

Applications of causal inference to RL for deconfounding and counterfactual estimation are also included in the book. We consider both observed and unobserved confounders. We introduce do-calculus as a tool for adjusting the observed confounders to remove spurious association and return true causation. To deal with unobserved confounders, we first collect many covariates, e.g., images, text data, genomics, geographic data, and lab test results, and then use VAE to map these covariates into the latent space. We develop causal models to infer the causal relations among the latent variables, and action and reward variables that simultaneously affect both action and reward variables. Finally, we adjust for each identified confounders in the RL.

To design alternative actions and predict counterfactual rewards or outcomes in the future under a sequence of alternative actions in the RL, we introduce the SCM and BiCOGAN for estimation of the causal mechanisms and counterfactual outcomes. Then, we introduce data augmentation by counterfactual reasoning, which provides additional information for future reward prediction in RL.

The book is organized into eight chapters. The following is a description of each chapter.

Chapter 1, “Deep Neural Networks”, covers (1) three types of neural networks, (2) dynamic approach to deep learning, and (3) optimal control for deep learning. The power of the neural networks comes from their deep architectures. Deep learning has a potential to improve human lives and our works and is a major component of AI. The deep neural networks are classified as three basic neural networks: feedforward neural networks, convolutional neural networks (CNN), and recurrent neural networks (RNNs). The coverage of three types of neural networks in this book will provide a foundation for application of AI to causal inference. Differential equations including ordinary differential equations, stochastic differential equations, and partial differential equations can be used to design the neural networks and estimate their parameters. This book will introduce differential equations for residual networks (ResNet), reversible networks (RevNet), wide residual networks, generative adversarial networks (GANs), and generative latent function time-series models. Estimation problems in neural networks can be formulated as an optimal control problem where the parameters are taken as control signals. In this book, we formulate deep learning as an optimal control problem and use Pontryagin's Maximum Principle to derive necessary conditions for optimality and develop training algorithms for parameter estimation.

Chapter 2, “Gaussian Processes and Learning Dynamic for Wide Neural Networks”, includes (1) linear models for learning in neural networks, (2) Gaussian processes, and (3) wide neural networks as a Gaussian process. Alternative to deep neural networks, this book covers wide neural networks where the number of hidden units in a fully connected layer or the number of channels in a convolutional layer is infinite. A goal of neural networks is to identify unknown functions that map inputs to outputs. The book includes the linear model and Gaussian process that generates distributions over functions as powerful tools for analysis of wide neural networks and discusses how to define the Gaussian process for the single-layer neural network and multiple layer neural networks.

Chapter 3, “Deep Generative Models”, covers (1) variational inference, (2) variational autoencoders, (3) convolutional variational autoencoders, and (4) graphic convolutional variational autoencoders. Variational inference (VI) is a powerful method for representation learning that maps high-dimensional data to low-dimensional latent space. We first take a statistical approach to fully understand VI. Then, we introduce VAEs. The VAE is a type of generative models. The generative models attempt to find interesting patterns, cluster, statistical correlations, and causal structures of the data. Finally, we introduce two types of very useful VAEs: convolutional variational autoencoder (CVAE) and graphic CVAE. CVAE can be used to extract the important features of two- or three-dimensional data such as the captured videos or images, which reduce the dimension of the datasets while keeping the most of valuable information. Graphic data analysis has broad applications including node clustering and classification, link prediction, and molecular and drug design. Convolutional graph neural networks that redefine the “convolution” for graphs have been developed following the recurrent graph neural networks. The convolutional graph neural networks are divided into the spectral-based approaches and the spatial-based approaches. In addition, many alternative methods for graph neural networks such as graph autoencoders (GAEs) and spatial-temporal graph neural networks, have been developed in the past few years. In general, graph neural networks can be classified into recurrent graph neural networks, convolutional graph neural network, GAEs, and spatial-temporal graph neural networks. This book will focus on GAEs, and specifically graphic CVAEs.

Chapter 4, “Generative Adversarial Networks (GAN)”, moves to another generative implicit model – GAN models. This chapter covers (1) generative adversarial networks, (2) seven types of GANs, and (3) generative implicit networks for causal inference with measured and unmeasured confounders. The GANs that can produce large numbers of samples of data distribution without precise modeling and learn deep representations have become one of the most promising advances in AI in the past decade. The GANs can now (1) generate text, images, image-to-image translation, clinical data, and even music that is indistinguishable as fake to human generated, (2) translate from voice to face, (3) be applied to survival analysis, (4) be applied to regression, (5) be applied to time series generation, (6) be applied to signal processing and speech recognition, (7) be applied to hypothesis testing (Bellot and van der Schaar 2019), and (8) provide tools for causal inference. In this chapter, we will introduce the main concepts and the theoretic models of GANs, their computational algorithms, the evaluation metrics, Wasserstein GAN, seven types of widely used other GANs: conditional GAN, bidirectional conditional GAN, adversarial autoencoder, adversarially regularized GAE, graph variational GAN, deep convolutional GAN, and multi-agent GAN, and generative implicit networks. The application of the GANs to regression, hypothesis testing, and time series will be discussed.

Chapter 5, “Deep Learning for Causal Inference”, focuses on the applications of the AI to causal inferences. This chapter covers (1) functional additive models for causal inference, (2) VAE and GAN for causal analysis, (3) a general framework for formulation of causal inference into continuous optimization, (4) VAE and graph neural network models for learning structural causal models among observed variables, (5) latent causal models, (6) causal mediation analysis, (7) confounding, and (8) linear and nonlinear instrumental variable models.

The problems for causal discovery can be divided into two classes: bivariate causal discovery and causal network discovery. There are many methods for inferring causal relationships. A popular method that can be used for both bivariate causal discovery and causal network discovery is properly constrained functional SCMs, including linear and nonlinear functions. The functional SCMs can be used to model the observational variables and latent variables. The neural network is a universal approximation to any function. In this chapter, we will introduce deep learning as a general framework for causal inference. Two types of generative models, GANs and VAEs, will be explored as major tools for both bivariate causal discovery and large causal network reconstruction with discrete and continuous variables. Mediation analysis is to study how independent variables (causes, interventions) influence the outcomes (effects, outcomes) through intermediate variables (mediators). Univariate, multivariate, cascade unobserved mediation, and application of VAE to cascade unobserved mediation will be discussed. Confounders that affect both an intervention and its outcome obscure the real effect of the causes. Confounders will cause bias. It is a major obstacle to making valid causal inferences from observational data. This chapter introduces VAE with latent variable models and linear and nonlinear instrumental variables for causal inference with unobserved confounders.

Chapter 6, “Causal Inference in Time Series”, covers (1) four concepts of causality for multiple time series: Granger causality, Sims causality, intervention causality, and structural causality, (2) statistical methods for Granger causality inference in time series, and (3) nonlinear structural equation models for causal inference on multivariate time series. An essential difference between time series and cross-sectional data is that the time series data have temporal order, but cross-sectional data do not have any order. As a consequence, the causal inference methods for cross-sectional data, which were discussed in the previous chapters, cannot be directly applied to time series data. In this chapter we introduce causal inference methods in time series. First, we introduce four basic concepts of causality for multiple time series: intervention, structural, Granger, and Sims causality. Then we focus on investigation of two major causal graphical models: Granger graphical and dynamic direct acyclic graphical (DAG) models. Nonlinear structural equation models for causal inference on time series which are implemented by neural networks are discussed.

Chapter 7, “Deep Learning for Counterfactual Inference and Treatment Effect Estimation”, covers (1) potential outcome framework and counterfactual causal inference, (2) combine deep learning with classical treatment effect estimation methods, (3) counterfactual variational autoencoders, (4) variational autoencoders for survival analysis, (5) VAE causal survival analysis, (6) VAE-Cox model for survival analysis, (7) time series causal survival analysis, (8) a general GAN model for estimation of ITE with discrete outcome and any type of treatment, and (9) adversarial variational autoencoder-generative adversarial network (AVAE-GAN) for estimation of treatment effect in the presence of unmeasured confounders. Historically, structural equation models, potential outcome frameworks, and counterfactuals developed relatively independently in different fields, but they can be unified using interventional queries with do-calculus. This allows methods and algorithms developed within one framework to be easily applied to one another, and also allows predictions about the consequences of intervening upon (rather than merely observing) the variables, and provides a method of evaluating counterfactual claims. The SCMs and counterfactual causal inferences can be unified by do-calculus. In Chapter 5, we introduce the SCMs and application of VAE and GAN to the SCMs. In this chapter, we will investigate applications of the VAE and GAN to the counterfactuals and treatment effect estimation.

In causal inference, several methods for dealing with unobserved confounding, including instrumental variables, proxy (or surrogate) variables, network structure, and multiple causes have been developed. The counterfactual VAE (CFVAE) is a remarkable work of application of artificial intelligence (AI) to estimation of ITE in the presence of unobserved confounding.

Causal survival analysis from observational data raises two great challenges. The first challenge is presence of confounders that affect both the treatment and survival time. The second challenge is the censoring problem where we only know that an event has not occurred up to a certain point in time and do not know the exact time when time-to-event takes place. Recently, the neural network-based causal methods use the learned representation to balance distributions across treatment and control groups. Therefore, in this chapter, we introduce the VAE-based causal survival analysis methods, which utilize the balanced (latent) representation learning to predict counterfactual survival outcomes and estimate ITE in observational studies.

Treatment response is heterogeneous. However, the classical methods treat the treatment response as homogeneous and estimate the average treatment effects. Therapy should be offered personally to ensure that the right therapy is offered to “the right patient at the right time”. Consequently, alternative to calculating the average effect of an intervention over a population, we should estimate individualized treatment effects (ITEs). To achieve this, the book covers the GAN-based models for unbiasedly estimating ITE in the absence of unobserved confounding, including vanilla GAN, the counterfactual-GAN (cGAN), and residual GAN. The book also covers the integration models of VAE and GAN for estimating ITE in the presence of unmeasured confounders, including one GAN and two VAEs with measurable proxy for the latent confounders and GAN with adversarial balancing-based representation for ITE estimation in the presence of unmeasured confounders.

Chapter 8, “Reinforcement Learning and Causal Inference”, covers (1) basic reinforcement learning theory, (2) approximate function and approximate dynamic programming, (3) value-based methods – Q-learning and deep Q-learning, (4) policy gradient methods, (5) actor-critic methods, (6) temporal difference method, (7) Sarsa, (8) actor-critic and eligibility trace method, (9) deconfounding reinforcement learning, (10) counterfactuals and reinforcement learning, and (11) reinforcement learning for inferring causal networks. The purpose of this chapter is to stimulate investigation of applications of causal inference to RL and application of RL to causal discovery. To achieve this, we first cover the core part of the RL. Application of causal inference to RL is referred to as causal RL. The current application of structural model to RL is to use SCM to deconfound RL for observational data. The counterfactual can be used as an alternative causal inference framework which is incorporated into RL to remove spurious return. The widely used traditional methods for construction of causal networks are based on score functions. Inferring causal network is reduced to a combinatorial optimization problem to search the causal network with the best score. However, finding the optimal combinatorial problem solution is NP-hard. In Chapter 5, we introduced the recent works on formulating acyclic constraint in term of smooth continuous function and transforming the combinatorial optimization problem to a continuous optimization problem. However, these methods can only infer linear or quasi-nonlinear causal networks. Fortunately, using a combination of RL and graph encoding-decoding algorithms, we also can transform the problem of construction of nonlinear functional causal networks into a continuous optimization problem. Specifically, we use BiCoGAN to infer functional SCM and its graph realization. To enforce acyclicity, exponential smooth constraint is also introduced. Then, we use the recent development in transformer and attention to encoder graphs into continuous latent space. Finally, we use RL to search the functional causal network with the best score in the continuous latent space via searching optimal policy. Therefore, attention networks and RL provide a second approach to transforming a discrete optimization problem for inferring the causal network to a continuous optimization problem. This opens a new way for construction of causal networks with large size.

Overall, this book systematically investigates the application of AI to causal inference and causal inference for improving AI algorithms. This book sets the basis and analytical platforms for further research in this challenging and rapidly changing field. The expectation is that the presented concepts, methods, computational algorithms, and analytic platforms in the book will stimulate the integration of AI and causal inference, and facilitate training next-generation scientists to become armed with both solid AI and causal inference knowledge.

I am deeply grateful to my colleagues and collaborators Eric Boerwinkle, Li, Jin, Wei Lin, and others whom I have worked with for many years. I would especially like to thank my former and current students and postdoctoral fellows for their strong dedication to the research and scientific contributions to the book: Qiyang Ge, Zhixin Hu, Shenying Fang, Li Luo, Yuanyuan Liu, Tao Xu, and Zhouxuan Li. Finally, I must thank my editor, David Grubbs, for his encouragement and patience during the process of creating this book.
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CHAPTER 1Deep Neural Networks
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1.1 THREE TYPES OF NEURAL NETWORKS

Deep neural networks are inspired by the human nervous system and the structure of the brain (Shrestha and Mahmood 2019). Neural Networks have found broad applications ranging from autonomous vehicles to new medical imaging tools. The power of the neural networks comes from their deep architectures. The deep learning has a potential to improve human lives and our works. The neural networks share the similar architectures. They consist of nonlinear processing units (nodes) organized in multiple layers. The nodes in each layer are connected to nodes in adjacent layers, but not connected with the nodes in the same layers. The deep neural networks are classified into three basic neural networks: feedforward neural networks, convolutional neural networks (CNNs), and recurrent neural networks (RNNs).


1.1.1 Multilayer Feedforward Neural Networks


1.1.1.1 Architecture of Feedforward Neural Networks

Multilayer feedforward neural networks transfer information in just one direction from input to output via multiple hidden layers. The networks do not have any cycles. A typical neural network consists of interconnected neurons (processing units) and implements a nonlinear mapping. Given input data X=[x1, …, xp]T to the neural network, the output Y=[y1,…, yq]T of the neural network, is a nonlinear function of X, computed along the forward pass path:


Y=[y1⋮yq]=[σ1(X,W)⋮σq(X,W)],(1.1)

where σk(X,W) is a nonlinear function and W are weights (parameters). Equation (1.1) can be written in a matrix form:


Y=σ(X,W),(1.2)

where σ is a vector that performs element-wise nonlinear mapping. Neural networks are a universal approximates of nonlinear functions which can learn complex nonlinear functions from the data.

Consider a network with p input neurons, q output neurons, and L layers of interconnected neurons (one input layer, one output layer, and L−1 hidden layers) (Figure 1.1). The weight for the connection from the kth neuron in the input layer to the jth neuron in the first layer is denoted by wjk(1). The bias of the jth neuron in the first layer is denoted by bj(1). The weighted input to the jth neuron and activation of the jth neuron in the first layer are denoted by zj(1) and aj(1), respectively. Then, the weighted input zj(1) from the data input layer to the first layer and activation aj(1) of the jth neuron in the first layer are given by

[image: ]
FIGURE 1.1 Architecture of multilayer feedforward neural networks.




zj(1)=∑k=1pwjk(1)xk+bj(1), j=1,…, m1, (1.3)

and


aj(1)=σ(zj1),(1.4)

respectively, where σ is a nonlinear activation function. We often take a sigmoid function σ(z)=11+e-z as an activation function or take rectified linear activation functions σ(z)=max(0,z) as an activating function.

Equations (1.3) and (1.4) can be written in a matrix form:


Z(1)=W(1)X+b(1),(1.5)


a(1)=σ(Z(1)),(1.6)

where

Z(1)=z1(1)⋮zm1(1), W(1)=w11(1)⋯w1p(1)⋮⋮⋮wm11(1)…wm1p(1), X=x1⋮xp, b(1)=b1(1)⋮bm1(1), a(1)=a1(1)⋮am1(1),

σ(Z(1))=[σ(z1(1))⋮σ(zm1(1))].

Similarly, for the lth layer, we denote the weight for the connection from the kth neuron in the (l−1)th layer to the jth neuron in the lth layer by wjk(l), the bias of the jth neuron in the lth layer by bj(l). The weighted input to the jth neuron and activation of the jth neuron in the lth layer are denoted by zj(l) and aj(l), respectively. Equations (1.3) and (1.4) are, in general, expressed as


zj(l)=∑k=1ml−1wjk(l)ak(l−1)+bj(l), j=1,…, ml,(1.7)


aj(l)=σ(zjl).(1.8)

Finally, for the output layer, we have

zj(L)=∑k=1mL−1wjk(L)akL−1+bj(L), j=1,…, mL,(1.9)


aj(L)=σ(zjL).(1.10)

Similarly, in a matrix form, we have


Z(l)=W(l)a(l-1)+b(l),(1.11)


a(l)=σ(zl), l=1,…, L.(1.12)

The activation of the jth neuron in the output layer is the composition of several activation functions in the previous layers and is given by


ajL=σ(∑k=1mL−1wjk(L)σ(∑u=1mL−2wkm(L−1)σ(...)+bk(L−1)))+bj(L)).(1.13)



1.1.1.2 Loss Function and Training Algorithms

Neural networks can be viewed as a general class of nonlinear functions from a vector X of input variables to a vector Y of output variables. Our goal is to approximate output variables as accurately as possible using neural networks. Given a set of input variables {x1, …, xN} and output variables {y1, …, yN}, a cost function for measuring the approximation error when the output is continuous is defined as

C(W)=∑n=1NCn(xn, W),

where


Cn(xn, W)=12N‖yn−aL(xn, W)‖2,(1.14)

where N is the number of training samples, W  are weights in the network and aLxn, W is the vector of activations output from the network when input data xn is given.

When we deal with classification problems, softmax function should be used as the activation function of the output layer. The output of the softmax function is equivalent to a probability distribution of the classes; it measures the probability of the truth of classes. If q classes are studied, the softmax function is then defined as


y^j=σ(zj(L))=ezj(L)∑i=1qezi(L), j=1,…, q.

The cross entropy will be used as a loss function and is defined as


Cn(xn, W)=−∑j=1qyjlogy^j(n),(1.15)

C(W)=∑n=1NCn(xn, W),

where y^j(n) is the output of the network when input data are xn.

It is well known that

−∑j=1qyjlogy^j=−∑j=1qyjlogy^jyjyj

−∑j=1qyjlogyj=−∑j=1qyjlogyjy^j


=HY+DKL(Y||Y^),(1.16)

where DKL is Kullback-Leibler (KL) distance that measures the closeness between two distribution: the distribution of the observed classes and the distribution of the predicted classes (the output of the neural networks). Minimizing loss function is equivalent to minimizing the distance between the observed distribution and output distribution of the classes.

The weights W can be estimated by minimizing


minWC(W)=1N∑n=1NCn(xn,W).(1.17)

The algorithms for solving minimization problem (1.17) include gradient descent, stochastic gradient descent, momentum, and Levenberg-Marquardt algorithm (Shrestha and Mahmood 2019).

A popular algorithm to minimize C(W) is gradient descent methods. The idea is to update the weights along the direction of fastest descent of C(W) and stop once the gradient becomes zero. We first work on a single training example and then work on the whole dataset by summarizing all training examples. The gradient descent algorithm for updating weights is


Wk+1=Wk-ηk∂Cn(xn,W)∂W,(1.18)

where ηk∈R+ is the learning rate.

The gradient ∂Cn(xn,W)∂W is computed by the back-propagation algorithm. Since Cn(xn,w) is a complicated composite function of weights w, a key for computing ∂Cn(xn,w)∂w is a chain rule.

We first examine how the changes in zjL cause changes in cost function Cn(xn,w). We define the error rate δjL in the jth neuron of the output layer as


δjL=∂C(xn,W)∂zjl.(1.19)

Using equations (1.14) and (1.19), we obtain

δjL=(ajL−ynj)∂ajL∂zjL


δjL=(ajL−ynj)∂ajL∂zjL=(ajL−ynj)σ′(zjL)(1.20)

To write equation (1.20) in a vector form, we introduce the Hadamard product that is defined as the element-wise product of the two vectors:


u⊗v=u1⋮um⊗v1⋮vm=u1v1⋮umvm.(1.21)

Equation (1.19) can then be rewritten as


δL=(aL−yn)⊗σ'(zL),(1.22)

where

aL=a1L⋮amLL,yn=yn1⋮ynmL, and σ'(zL)=σ'(z1L)⋮σ'(zmLL).

Next step for calculation of cost function gradient is to move the error backward from the last layer to the input layer through the network. From equations (1.13) and (1.17), we know that


C(xn,w)=C(z1(l+1),...,zml+1(l+1)),(1.23)

where


zk(l+1)=wkj(l+1)aj(l)+..., k=1,...,ml+1, aj(l)=σ(zj(l)).(1.24)

Using chain rule, we obtain


δj(l)=∂C∂zj(l)=∑k=1ml+1∂C∂zk(l+1)∂zk(l+1)∂zjll)=∑k=1ml+1δk(l+1)∂zk(l+1)∂zjll).(1.25)

Again, using chain rule and equation (1.24) gives


∂zk(l+1)∂zj(l)=wkj(l+1)∂aj(l)∂zj(l)=wkj(l+1)σ'(zj(l)).(1.26)

Substituting equation (1.26) into equation (1.25), we obtain


δj(l)=∑k=1ml+1δk(l+1)wkj(l+1)σ′(zj(l)),l=L−1,...,1.(1.27)

Equation (1.27) recursively calculates the error δj(l). Equation (1.27) can be rewritten in a matrix form as


δ(l)=((w(l+1))Tδ(l+1))⊗σ'(z(l)).(1.28)

Now we calculate the rate of change ∂C∂bj(l) of the cost with respect to any bias in the network. Since the cost is a function of zj(l), by definition and chain rule, we have


∂C∂bj(l)=∂C∂zj(l)∂zj(l)∂bj(l)=δj(l)∂zj(l)∂bj(l).(1.29)

Using equation (1.9) gives


∂zj(l)∂bj(l)=1.(1.30)

Substituting equation (1.30) into equation (1.29), we obtain


∂C∂bj(l)=δj(l).(1.31)

Equation (1.31) can be rewritten in a matrix form as


∂C∂b=δ.(1.32)

This shows that the error δj(l) is exactly equal to the rate of change ∂C∂bj(l) of the cost with respect to bias.

Finally, we calculate the rate of change of the cost with respect to any weight in the network ∂C∂wjk(l).

It is clear that the cost involves the weight wjk(l) via the following function:

zj(l)=∑k=1ml−1wjk(l)ak(l−1)+bj(l),....

Therefore, using chain rule, we obtain


∂C∂wjk(l)=∂C∂zj(l)∂zj(l)∂wjk(l)=δj(l)ak(l−1).(1.33)

Now consider the cross entropy loss function (1.15). It flows from equation (1.15) that


δj(L)=∂Cn(xn, W)∂zj(L)=−yjy^j∂y^j∂zj(L)=−yjy^jσ˙(zjL).(1.34)

Define

yy^=y1y^1⋮yqy^q.

Then, equation (1.34) can be rewritten in a matrix form:


δ(L)=-yy^⊙σ˙(ZL).(1.35)

Other formulas are the same as that for the sum of square loss function discussed earlier.




1.1.2 Convolutional Neural Network

CNN is the neural network of choice for image recognition, computer visions, and natural language processing (Shrestha and Mahmood 2019; Henaff et al. 2015). CNNs are widely used to identify faces, objects, and traffic signs. The CNNs were first proposed by Yann LeCun in the 1980s (Dickson 2020). The successful application of the CNNs is to recognize handwritten digits in banking and postal services. The feature that the CNNs needed large samples and compute resources to work efficiently limited their wide applications. For a quite long time, the CNNs remained on the sidelines of image recognition and artificial intelligence (Dickson 2020). In 2012, AlexNet designed by Alex Krizhevsky won the ImageNet Large Scale Visual Recognition Challenge and achieved a top-five error of 15.3%, more than 10.8% points lower than that of the second one (Krizhevsky et al. 2017; AlexNet 2020). The CNN opens a new era of deep learning and artificial intelligence. Next we introduce the four main operations in a CNN: convolution, nonlinearity (ReLU), pooling, and fully connected layer. These four operations are basic components of the CNN.


1.1.2.1 Convolution

Convolution is to extract features from the input image. Convolution preserves the spatial relationship between pixels in its learning the image features and is implemented by filters (or “kernel” or “feature detector”). A filter is a two-dimensional matrix of values. For example, we have a 3×3 filter:

-101102210.

As an example of convolution, we consider a 4×4 image:

4000305003016010200007090.

To perform convolution, we first overlay the filter in the top left corner of the image and then perform element-wise multiplication between the overlapping image values and filter values.

The first element of our output image after convolution is calculated as follows:

−1×40+50×1+60×2+0×0+0×0   +20×1+0×1+30×2+0×0=210.

Similarly, we obtain the rest of the following output image matrix:

2105290141.

The output matrix is called the “Convolved Feature” or “Activation Map” or the “Feature Map”. The filters are designed to detect the patterns of the imaging. To detect different patterns, we need to design different filters. Figure 1.2 shows that different values of the filter matrix will produce different convolved feature maps from the same image. The parameters in the filters are the parameters in the CNNs and will be automatically learned from the data during the training process. However, we still need to design the number of filters, the filter sizes and the sizes of the feature maps. If we want to extract more features of the images, we need to specify the more number of filters. Three parameters: depth, stride, and zero-padding determine the size of the feature maps.

[image: ]
FIGURE 1.2 Convolution operation.



Depth. The depth of the feature maps is defined as the number of feature maps. One filter generates one feature map. Therefore, the depth of the feature maps corresponds to the number of filters.

Stride Size. The stride size is defined as the number of elements (pixels) with which we slide the filter over the input matrix at each step. A larger stride size leads to a smaller output size due to small number of applying filters (Britz 2015). Figure 1.3 plots stride sizes of 1 and 2 of the filter applied to a one-dimensional input.

[image: ]
FIGURE 1.3 Convolution stride size. Up: Stride size 1. Bottom: Stride size 2.



Zero-padding. We often want that the output image has the same size as the input image. To achieve this, we can pad the input matrix with zeros around the border, which allows to apply the filter to bordering elements of the input matrix. Padding zero to the border of the input matrix will control the size of the feature maps.

Now we are ready to compute the size of the convolutional layer in one dimension (feature map). Let W be the input data size (one dimension of the input matrix), F be the size of the filter, S be the stride size, P be the number of padding zeros and m be the size of the output (feature map). The size of the output can be calculated as follows:


m=W-F+2PS+1.(1.36)


Example 1.1: Figure 1.3

For the up feature map, we observe W=7, F=3, p=1, S=1. Then, it follows from equation (1.36) that

m=7-3+21+1=7

i.e., the size of the feature map is the same as that of the input matrix.

For the bottom feature map, similarly, we obtain m=4.





1.1.2.2 Nonlinearity (ReLU)

An additional nonlinear transformation is used after every convolution operation. Rectified Linear Unit (ReLU) that is defined as max⁡(0,x) is often used nonlinear transform function. ReLU is an element-wise operation (applied per pixel). All negative pixel values in the feature map are replaced by zero. Other nonlinear transformation functions include tanh or sigmoid function. However, in many scenarios, the ReLU performs better than other nonlinear transformation functions.



1.1.2.3 Pooling

Since the sizes of the input image that also leads to the high dimension of the feature maps are often large, we need to reduce the dimensions of the feature maps while preserving information contained in the feature maps. Spatial Pooling (also called subsampling or downsampling) is usually used to reduce the dimensionality of each feature map but retains the important information in the feature maps. Similar convolution of the filter, to perform pooling, we slide the window (pooling window) of a certain size with a stride over the feature map. Spatial Pooling includes Max, Average, and Sum.


1.1.2.3.1 Max Pooling Max pooling is to take the largest element from the rectified feature map within the pooling window as the output of max pooling. We slide the window with the specified stride over the rectified feature map to obtain the output of each max pooling within the window. The final output elements of pooling form a pooling layer.



1.1.2.3.2 Sum Pooling Instead of taking the maximum of the elements, we can take sum of all elements in the pooling window. The generated pooling layer is called sum-pooling layer.



1.1.2.3.3 Average Pooling Similarly, instead of taking maximum or sum of the elements, we take the average of the elements in the pooling window.

Figure 1.4 shows three pooling operations with 6×6 input matrix, 3×3 pooling window and stride 3. It shows that pooling operation reduced 6×6 dimensions to 2×2 dimensions. Many papers report that in practice Max Pooling performs better than sum and average pooling.

[image: ]
FIGURE 1.4 Three types of pooling.






1.1.2.4 Fully Connected Layers

Convolution, pooling, and nonlinear transformation operations extract the features from the image. We are analyzing these features independently. To jointly use these features, we need to combine them. Furthermore, if our task is classification, we need to convert matrix of features into one dimension for final classification. The fully connected layer that is a traditional multi-layer perceptron (MLP) will be used to implement these tasks. In other words, fully connected layers take the output of the previous layers and convert them into a single vector that can be taken as an input to the next layer. Fully connected layers consist of several layers: the first fully connected layer, hidden fully connected layers, and output fully connected layer.




1.1.3 Recurrent Neural Networks

Unlike feedforward neural networks and CNNs, a recurrent neural network (RNN) is a class of networks that form a directed graph along a temporal sequence. The RNNs are able to model temporal sequential data and to investigate their dynamic behavior (Salehinejad et al. 2018). RNNs are widely used in natural language processing and language modeling (Mikolov et al. 2011), speech recognition (Bourlard and Morgan 2012), translation, video analysis (Venugopalan et al. 2014), and time series forecasting (Petneházi 2019). In this section, we will introduce standard RNN, long short-term memory (LSTM) network (Sherstinsky 2018), convolutional RNN (Keren and Schuller 2016), and space-temporal neural networks (Delasalles e al. 2019).


1.1.3.1 Simple RNN


1.1.3.1.1 Architecture of RNN We begin with a simple RNN because other types of RNN are extension of simple RNN. An RNN consists of a sequence of identical feedforward neural networks. The feedforward neural network is a core of the RNN and called “RNN cells”. The RNN consists of two types of inputs and outputs: (1) internal input and output and (2) external input and output. The internal output of RNN can be viewed as “system state” that is passed to the next timestep. An RNN cell receives a prior internal state and a current external input and generates a current internal state and an external current output.

Consider a sequence of data {…, Xt-1, Xt, Xt+1,…}, where Xt=[xt1,…, xtk]T is a k-dimensional vector. A basic structure of RNN has three layers: input, recurrent hidden, and output layers (Figure 1.5(a)) (Salehinejad et al. 2018). Assume that the dimension of the hidden state space is m and ht=[ht1,…, htm]T is an m-dimensional state vector. The data Xt is inputted into the input layer. The linear transformation WxhXt of the data Xt is then sent to the hidden layer, where Wxh is an m×k dimensional matrix. The hidden layer receives information from the input layer and hidden layer at the previous time point. The state is determined by the following nonlinear transformation of its received information:

[image: ]
FIGURE 1.5 Basic structure of RNN, architecture of a general RNN.




ht=fh(Whhht-1+WxhXt+bh),(1.37)

where Whh is an m×m dimensional weight matrix that connects the previous state to the current state, and bh=[bh1,…, bhm]T is an m-dimensional bias vector that corrects the bias, and fh is a element-wise nonlinear activation function and is often defined as the following “tanh” function:

tanh⁡x=ex-e-xex+e-x.

The neurons in hidden layer are connected to the output layer via a q×m dimensional weight matrix Whz. Let Zt=[zt1,…,ztq]T be a q-dimensional output vector. The output (target) vector is determined by


Zt=fo(Whzht+bo),(1.38)

where fo is an element-wise activation function and bo is the bias vector of the output neurons. If the outputs are continuous, the activation functions are sigmoid function defined as σx=11+e-x or ReLU activation function defined as σx=max⁡(x,0). If the output variables are discrete, then the activation function is softmax, defined as


Zt=softmaxα=σ(α1)⋮σ(αq),(1.39)

where σαi=eαi∑j=1qeαj.

The architecture of the unfolded RNN through time is shown in Figure 1.5(b). The input information is transmitted through recurrent hidden layer. The neurons of the hidden layer summarize all information about the past states. Finally, we use the neurons of the output layers to make accurate prediction at the output layer.


Example 1.2: Forward Pass of RNN

The data for two time points are given below:

Wxh=0.290.850.650.410.900.750.540.280.540.120.650.55,Whh=0.43, bh=0.570.570.57,

Whz=0.370.970.830.400.270.670.650.920.100.350.330.21, X1=1000, X2=0100.

First we use equation (1.37) to calculate the hidden state h0. The procedures are given as follow:

Set the initial state

h0=0000. Then, we have Whhht-1=Whhh0=000, WxhX1=0.290.900.54 and

β=Whhh0+WxhX1+bh=0.861.471.11, which implies h1=0.700.900.80.

Next we calculate h2. We first calculate

Whhh1=0.43*0.700.900.80=0.3010.3870.344 and WxhX2=0.850.750.12, which implies

β=Whhh1+WxhX2+bh=1.721.711.03 and h2=0.9380.9370.774. Now we obtain

α=Whzh2=0.370.970.830.400.270.670.650.920.100.350.330.210.9380.9370.774=1.911.151.550.80. Finally, we obtain the output

Z2=softmaxα=0.400.190.280.13.





1.1.3.1.2 Loss Function Let Yt be the observed output at the time t and Zt be the corresponding target. The loss function is defined as


L(Y,Z)=∑t=1TL(Yt,Zt),
(1.40)

where if Yt is real numbers then L(Yt,Zt) is defined as L(Yt,Zt)=12‖Yt−Zt‖2 is defined as a cross entropy: LYt,Zt=-∑kYtklog⁡Ztk.



1.1.3.1.3 Parameter Estimation and Backpropagation Algorithm A number of algorithms for parameter estimation in the RNN, such as gradient descent, extended Kalman filter (Puskorius and Feldkamp 1994), expectation and maximization (Ma and Ji 1998), and Levenberg-Marquardt algorithm (Chan and Szeto 1999), have been developed. This section will focus on the backpropagation algorithm. Backpropagation algorithm is a gradient descent method. Tensor calculus (Kochman 2017) is a powerful tool for deriving partial derivatives of complicated functions and is briefly summarized in Appendix 1A.

A general recursive procedure for using gradient descent method to update the weights of the RNN is


W(k+1)=W(k)-η∂L∂W.
(1.41)

Now a key issue for parameter estimation is how to calculate the gradient of the objective function with parameters ∂L∂W. The parameters can be scalar variables, vectors, and matrices. To provide a unified language for partial derivative calculations, we use tensor to represent scalar variables, vectors, and matrices. A scalar, vector, and matrix are called a tensor of zeroth, first order, and second order, respectively. Definitions of gradient of a tensor with respect to tensor and their calculations are summarized in Appendix 1A.

Using equations (1.37), (1.38), (1.40), and chain rule in Section 1A2.4, we obtain


∂L(Y,Z)∂Whh=∑t=1T∂L(Yt,Zt)∂Zt∂Zt∂ht∂ht∂Whh.
(1.42)

First, we calculate ∂L(Yt,Zt)∂Zt. If loss function is sum of square of errors, we obtain


∂L(Yt,Zt)∂Zt=Zt-Yt.
(1.43)

Next we calculate ∂Zt∂ht. It is clear that Zt is a nonlinear composite function of ht. Let


ut=Whzht+bo. Then, using chain rule, we obtain


∂Zt∂ht=∂Zt∂ut∂ut∂ht.
(1.44)

Using equation (A54), we obtain


∂ut∂ht=Whz.
(1.45)

Substituting equation (1.45) into equation (1.44), we obtain


∂Zt∂ht=∂f0(ut)∂utWhz.
(1.46)

Next we calculate ∂ht∂Whh. Using chain rule and equation (1.37), we obtain


∂ht∂Whh=∂fh∂Whh+∂fh∂ht-1∂ht-1∂Whh.
(1.47)

Let at=∂ht∂Whh, bt=∂fh∂Whh and ct=∂fh∂ht-1. Then, equation (1.47) can be written as


at=bt+ctat-1.
(1.48)

Recursively, we obtain

at=bt+ctbt-1+ctct-1at-2

=bt+ctbt-1+ctct-1bt-2+ctct-1ct-2at-3


=bt+∑i=1t−1∏j=i+1tcjbi.
(1.49)

Therefore, we have


∂ht∂Whh=∂fh∂Whh+∑i=1t−1∏j=i+1t∂fh∂hj−1∂fh∂Whh,
(1.50)

which shows that we can use the chain rule to compute ∂ht∂Whh recursively.

Let


Zt=Whzht+bo.
(1.51)

Then, using equation (A57), we obtain


∂Zt∂Whz=htT.
(1.52)

Using equations (1.40), (1.43), and (1.52), we obtain


∂L(Y,Z)∂Whz=∑t=1T(Zt−Yt)htT.
(1.53)

Let


ut=Whhht-1+WxhXt+bh.
(1.54)

It follows from chain rule and equation (A37) that


bt=∂fh(Whhht-1+WxhXt+bh)∂Whh=∂fh(ut)∂ut∂ut∂Whh=∂fh(ut)∂utht-1T.
(1.55)

Using equation (A54), we obtain


∂ut∂ht-1=Whh.
(1.56)

Then, ht=fh(ut). Using chain rule and equation (1.55), we obtain


ct=∂fh(Whhht-1+WxhXt+bh)∂ht-1=∂fh(ut)ut∂ut∂ht-1=∂fh(ut)utWhh.
(1.57)

Combining equations (1.49), (1.50), (1.55), and (1.57), we obtain


at=∂ht∂Whh=∂fh(ut)∂utht−1T+∑j=1t−2(∏k=j+2t∂fh(uk)∂ukWhh)∂fh(uj+1)∂uj+1hjT,
(1.58)

where ut=Whhht-1+WxhXt+bh.

If fh is a linear equation, i.e.,

fhWhhht-1+WxhXt+bh=Whhht-1+WxhXt+bh,

Then equation (1.58) is reduced to


at=âˆ‚htâˆ‚Whh=∑j=1t−1Whht−j−1hjT.
(1.59)

If fh is a tanh function, then


∂fh(ut)∂ut=4eut1+e-ut12⋯0⋮⋮⋮0⋯4eutK+e-utK2=diag 4eutl+e-utl-2.
(1.60)

Equation (1.58) is reduced to


at=∂ht∂Whh=diagÂ (4(eutl+e−utl)−2)ht−1T        +∑j=1t−2(∏k=j+2tWhh)diag (4(eukl+e−ukl)−2)



 diag 4euj+1l+e-uj+1l-2 hjT.
(1.61)

If the loss function is sum of square errors, then Zt=Whzht+bo. Using equation (1.45), we obtain


∂Zt∂ht=Whz.
(1.62)

Therefore, combining equations (1.42), (1.43), (1.61), and (1.62), we obtain


∂L(Y,Z)∂Whh=∑t=1TWhz(Zt−Yt)[diag(4(eutl+e−utl)−2)ht−1T+∑j=1t−2(∏k=j+2tWhh)diag (4(eukl+e−ukl)−2) diag (4(euj+1l+e−uj+1l)−2) hjT]
(1.63)

If loss function is a cross entropy, then equation (1.42) can be rewritten as

∂L(Y,Z)∂Whh=∑t=1T∂L(Yt,Zt)∂ut∂ut∂ht∂ht∂Whh.

In Appendix 1B, we can show that

∂L(Yt,Zt)∂ut=Zt-Yt.

Then, equation (1.63) still holds for cross entropy loss function.

Similarly, we calculate ∂L∂Wxh. What we need to change is to calculate ∂fh(ut)∂Wxh instead of calculating ∂fh(ut)∂Whh.

Using equation (1.52), we obtain


∂fh(ut)∂Wxh=∂fh(ut)∂ut∂ut∂Wxh=∂fh(ut)∂utXtT.
(1.64)

Similar to deriving equation (1.58), we obtain


∂ht∂Wxh=∂fh(ut)∂utXtT             +∑j=1t−2(∏k=j+2t∂fh(uk)∂ukWhh)∂fh(uj+1)∂uj+1XjT.
(1.65)

Therefore, we obtain

∂L(Y,Z)∂Wxh=∑t=1t=1Whz(Zt−Yt)[diag (4(eutl+e−utl)−2)XtT+∑j=2t−2(diag (4(eukl+e−ukl)−2)∏k=j+2tWhhdiag(4(euj+1l+e−uj+1l)−2)XjT)].

In summary, the gradients of loss function with respect to weights in the RNN are given by


∂L(Y,Z)∂Whz=∑t=1T(Zt−Yt)htT,
(1.66)


∂L(Y,Z)∂Whh=∑t=1TWhz(Zt−Yt)[diag(4(eutl+e−utl)−2)ht−1T+∑j=1t−2(∏k=j+2tWhh)diag(4(eukt+e−ull)−2)diag(4(euj+1l+e−uj+1l)−2)hjT]
(1.67)


∂L(Y,Z)∂Wxh=∑Tt−1Whz(Zt−Yt)[diag(4(eutl+e−utl)−2)XtT+∑j=1t−2(diag(4(euj+1l+e−uj+1l)−2)∏k=j+2tWhhdiag(4(euj+1l+e−uj+1l)−2)XjT)].
(1.68)


∂L(Y,Z)∂bh=∑t=1TWhz[diag(4(eutl+e−utl)−2)+∑j=1t−2(∏k=j+2tdiag(4(eukl+e−ukl)−2)Whh)diag(4(euj+1l+e−uj+1l)−2)(Zt−Yt)]'
(1.69)


∂L(Y,Z)∂b0=∑t=1T∂f0ut∂ut(Zt-Yt).
(1.70)




1.1.3.2 Gated Recurrent Units

In the previous section we investigated how the parameters in the RNN are estimated by gradient methods. In practice, the gradients may vanish or explode due to long product of matrices. In training RNN we often need to store vital early information, skip irrelevant information, and reset internal state representation. The gated recurrent units (GRU) that control how to use the present input and previous memory for producing the current state can meet these requirements (Zaremba et al. 2014; Dey and Salem 2017).

The essential function of the GRU is to gate the hidden states via new introduced resetting and updating gates. The outputs of reset and update gates are vectors whose components take values in the interval [0, 1]. The inputs to the hidden state are the previous state and new states. The reset and update gates attempt to assign the appropriate weights to the previous and new states. The final hidden state is a convex linear combination of the previous and current hidden states. The architecture of the GRU is shown in Figure 1.6.
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FIGURE 1.6 Architecture of gated recurrent units.



Let xt∈Rd be the external d-dimensional input vector and ht, rt, zt be the l-dimensional hidden state vector, output vectors of reset gate and update gate at the time t, respectively. The output of a gate is given by a fully connected layer with a sigmoid as its activation function. The reset gate and update gate are, respectively, defined as


rt=σWrx xt+Wrhht-1+br,
(1.71)


zt=σ(Wztxt+Wzhht-1+bz),
(1.72)

where Wrx, Wrh,Wzt, and Wzh are weight matrices, br and bz are biases, σ is an element-wise nonlinear transformation that often uses a sigmoid function.

Next we discuss how to integrate the reset gate with a regular latent state updating information. Recall that in the simple RNN, the regular latent state update is given by


ht=tanh⁡(Whhht-1+Whxxt+bh),
(1.73)

where Whh, Whx are weight matrices and bh is a bias.

To reduce the influence of the previous states, we can multiply the previous state by rt element-wise. When rt is close to 1, we only use the previous hidden state information and keep the previous hidden state unchanged. Similarly, when rt is close to 0, the previous hidden state information is skipped, we only use the current input information to upstate the current hidden state. The candidate hidden state is calculated by


h˜t=tanh⁡(Whhrtʘht-1+Whxxt+bh),
(1.74)

where ⊙ represents the element-wise multiplication.

Finally, we incorporate the effect of the update gate into update of the hidden state at the time t;


ht=ztʘht-1+(1-zt)ʘh˜t.
(1.75)

Equation (1.74) shows that when the update gate zt is close to 1, we ignore the current information from xt  and retain the old state. However, when zt is close to 0, the candidate hidden state h˜t will be taken as the new hidden state ht.

In summary, the GRU model is given as follows.


1.1.3.2.1 The GRU RNN Model rt=σWrx xt+Wrhht-1+br,

zt=σ(Wztxt+Wzhht-1+bz),

h˜t=tanh⁡(Whhrtʘht-1+Whxxt+bh),

ht=ztʘht-1+(1-zt)ʘh˜t.




1.1.3.3 Long Short-Term Memory (LSTM)

The LSTM attempts to preserve long-term useful information and skip short-term irrelevant information. Both GRU and LSTM share many common properties. To solve the problem of long-term dependencies, Hochreiter and Schmidhuber (1997) developed long short-term memory (LSTM). Because they have remarkable learning properties, the LSTMs have been widely applied to many areas, including speech recognition (He and Droppo 2016), dynamic trajectory prediction and time series forecasting (Altché and Fortelle 2017) and correlation analysis (Mallinar and Rosset 2018). The LSTM has become one of the focuses of deep learning.

Next I will introduce the basic principles and major components of the LSTM. The architecture of the LSTM is shown in Figure 1.7. The LSTM is inspired by logic gates of a computer. Gated memory cells are major components of the LSTM. A number of gates are used to control a memory cell. We first introduce input, forget, and output gates.

[image: ]
FIGURE 1.7 Architecture of the LSTM.




1.1.3.3.1 Input Gates, Forget Gates, and Output Gates Information inputting into the LSTM is the input xt at the current time point and hidden state ht-1 at the previous time point. The key to LSTMs is the cell state. The LSTM does have the ability to remove or add information to the cell state. Removing and adding operations are carefully regulated by the structures, which we call gates. The gates consist of a fully connected layer with sigmoid activation function and a point-wise multiplication operation. The output of the gate which takes values in the interval [0, 1] determines how much information going through. A value of zero indicates no information through, while a value of one indicates that let all information through.

We first introduce forget gate layer. The forget gate decides what information is thrown away from the cell state. Let ft be the output vector of the forget gate. The input to the forget gate is the current input vector xt and the hidden state ht-1. The output of the forget gate is defined as


ft=σ(Wfxxt+Wfhht-1+bf),
(1.76)

where Wfx, Wfh are weight matrices and bf is a bias vector.

Next we discuss input gate layer. The input gate layer determines what new information stores in the cell state. Again, the input gate layer is a fully connected layer with sigmoid activation function. Let it be the output vector of the input gate, which is defined as


it=σ(Wixxt+Wihht-1+bi),
(1.77)

where Wix, Wih are weight matrices and bi is a bias vector.



1.1.3.3.2 Candidate Memory Cell Now we introduce candidate memory cell which determines now much new data should be taken into account. The output of the candidate memory cell is defined as


c˜t=tanh⁡(Wcxxt+Wchht-1+bc),
(1.78)

where Wcx, Wch are weight matrices and bc is a bias vector.



1.1.3.3.3 Memory Cell Memory cell determines how much information in the old state should be memorized and retained and how much new information should be added to the current hidden state in the cell. The previous old cell state should be updated via candidate memory cell, input gate, and forget gate. The new cell state ct at the time point t should be updated by


ct=ftʘct-1+itʘc˜t,
(1.79)

where ⊙ denotes element-wise multiplication.

Equation (1.79) shows that when the output of forget gate ft is close to 1 and the output of input gate is simultaneously close to 0, then the state ct-1 of the past memory cell will be stored and passed to the current cell state. This mechanism allows to alleviate the vanishing gradient problem and retains the dependencies in the sequence data.



1.1.3.3.4 Output Gate and Update Hidden State Finally we introduce output gate and discuss how to update the hidden state. The output gate is a fully connected layer with sigmoid activation function, which determines what parts of the cell state will be output. Formally, the output gate is defined as


ot=σ(Woxxt+Wohht-1+bo),
(1.80)

where Wox, Woh are weight matrices and bo is a bias vector.

Hidden state ht can be updated using information from the output gate ot and cell state ct as follows:


ht=otʘtanh⁡(ct),
(1.81)


zt=softmax (Wzhht+bz),
(1.82)

where Wzh is a weight matrix and bz is a bias vector.

We update the hidden state ht by tanh transformation of cell state, multiplied by the output of the sigmoid output gate. When the output gate is 1, we pass all memory information in the cell state through to the predictor. In contrast, when the output is 0, we keep all the information only within the cell.

The Models for the LSTM are summarized by the following equations.



1.1.3.3.5 The LSTM Models The LSTM can be expressed succinctly in the following discrete dynamic and vector equations:


ft=σ(Wfxxt+Wfhht-1+bf)
(1.83)


it=σ(Wixxt+Wihht-1+bi)
(1.84)


c˜t=tanh⁡(Wcxxt+Wchht-1+bc)
(1.85)


ct=ftʘct-1+itʘc˜t
(1.86)


ot=σ(Woxxt+Wohht-1+bo)
(1.87)


ht=otʘtanh⁡(ct)
(1.88)


zt=softmax (Wzhht+bz)
(1.89)




1.1.3.4 Applications of RNN to Modeling and Forecasting of Dynamic Systems

Dynamic systems widely exist in all area of science such as engineering, public health, medicine, economics, and finance. System modeling and forecasting are very important for prediction of the dynamic behavior of the system and its control.

Consider a general nonlinear state space model for a dynamic system:


ht=fhht-1, ut, θt+vt,
(1.90)


yt=fYht, ut, βt+wt,
(1.91)

where ht∈Rd is a state vector, ut∈Rl is an input or control vector, Yt∈Rq is an output vector, θt∈Rk, βt are vectors of parameters, vt∈Rd, and wt∈Rq are vectors of noises with

E[vt]=0, E[wt]=0 and E{[vtwt][vtTwtT]=[QSSTR]}δts.

Equation (1.90) is state transition equations and (1.91) is observation equations.

In the case of deterministic identification, we assume vt=0 and wt=0. In neural network implementation, we only consider the deterministic case. State transition equation (1.90) is implemented by an RNN and observation equation is implemented by a feedforward neural network (NN). The architecture of recurrent state space model (RSSM) is shown in Figure 1.8(a). Specifically, equation (1.90) can be implemented by
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FIGURE 1.8 (a) Architecture of state space RNN, (b) architecture of recurrent state space model with hidden intervention variable.




ht=fh(Whhht-1+Wxhyt⋮yt-k+1+Wuhut+bh),
(1.92)

where k is the number of lags, Whh,  Wxh are weight matrices, and bh is a bias parameter. Equation (1.91) can be implemented by a two-layer MLP:


Yt+1=σ2Wzh2σ1Wzh1ht+Wzuut+b1+b2,
(1.93)

or

a linear transformation


Yt+1=Wzhht+Wzuut+b1,
(1.94)

where σ1,σ2 are nonlinear activation functions such as ReLU, Wzh2, Wzh1, Wzh, Wzu are weight matrices and b1, b2 are bias parameters.



1.1.3.5 Recurrent State Space Models with Autonomous Adjusted Intervention Variable

The widely used epidemiological model for predicting the transmission dynamic trajectory of outbreak of infectious diseases is the susceptible-exposed-infected-recovered (SEIR) model which is a mathematical compartmental model based on the average behavior of a population under study. The entire population is divided into four groups (compartments): susceptible group S, exposed group E, infected group I, and recovered group R. The SEIR for modeling the dynamics of epidemic system is given by


dS(t)dt=-βI(t)S(t)N,
(1.95)


dE(t)dt=βItStN-σE(t),
(1.96)


dI(t)dt=σEt-rI(t),
(1.97)


dR(t)dt=rI(t),
(1.98)

where N=St+Et+It+R(t) is assumed a constant across the time, β, σ, and r are the exposure, infection, and recovery rates, respectively.

To further simplify the model, we remove the exposure group as intermediate group of infection and assume direct transition from susceptible to infected. The simplified susceptible-infected-recovered (SIR) model is given by


dS(t)dt=-βItStN,
(1.99)


dI(t)dt=βItStN-rI(t),
(1.100)


dR(t)dt=rR(t),
(1.101)

where β and r are infection and recovery rate, respectively. The reproduction number R is defined as


R=βr.
(1.102)

The classical SEIR and SIR models have several serious limitations. First, both SEIR and SIR models assume that the parameters β,σ, and r are constants. Second, if we assume that the parameters of the SEIR and SIR are time dependent, the small sample sizes do not allow the robust parameter estimation. The number of parameters in the SEIR and SIR are 3 and 2, respectively. The observed quantities have only two variables I(t) and R(t). At the fixed time, we only have one sample and two observed variables. In this case, the variance of the estimators will be large. Third, the parameters in the model are hypothesized. The relationships between many public health intervention measures such as the rate of the virus test, travel and public transportation restriction, social distancing cancelling large group gatherings, mandatory quarantine, and school closures and model parameters are not explicitly represented. The changes in the public intervention measures cannot explicitly change the parameters in the models. The intervention measure changes cause changes in the model parameters only through changed observations I(t) and Rt. Fourth, the SEIR and SIR models assume a homogeneous population which is evenly mixed. Fifth, an epidemic system is a control dynamic system. The dynamics of the epidemic system are in the constant changes due to changes in intervention strategies. Sixth, models are not unique and the models with different parameters can coexist for a single system. Some parameters in the epidemiological models are unidentified (Roda et al. 2020).

To make the reproduction number to be time varying, Dandekar and Barbastathis (2020) proposed a following model:


dS(t)dt=-βI(t)S(t)N,
(1.103)


dI(t)dt=βItStN-r+QtI(t),
(1.104)


dR(t)dt=rI(t),
(1.105)


dT(t)dt=QtI(t),
(1.106)

where


Q(t) is a newly defined variable, quarantine strength, and calculated as follows:


Qt=σ(WkσWk-1…σW1u=NN(W,u), u=(St,It,Rt,Tt),
(1.107)


W=(Wk… W1) are weigh matrices and σ is a activation function in the feedforward neural networks.

A time varying reproduction number is defined as


Rt=βr+Q(t).
(1.108)

The quarantine strength is the variable that is synthesized from the observed It, R(t), and unobserved S(t). The MIT model still has three limitations. First, the model still assumes that the infection parameter β is constant across the time. Second, the model assumes that the quarantine strength affects only the recovery rate. However, the quarantine strength also affects the infection rate in the reality. Third, the model still assumes that initial values of St,It,Rt,Tt are known. In practice, these values are unknown and guessed subjectively.

Public intervention measure can be decomposed into two parts. One part is due to the large rate of the virus testing, social distance, and quarantine measured, for example, by Google mobility index. Second part is due to autonomous isolation. When an infected individual is detected, the infected individual will be immediately isolated. Then, more and more infected individuals are identified, more and more infected individuals are isolated. The infection and recovery parameters β and r are a function of the infected individuals I(t). The second part intervention cannot be measured from outside system and cannot be inputted to the system as covariates. Therefore, we define a new variable, that is called an intervention measure at, to account for the second unmeasured intervention part. The intervention measure at is a state variable and should be estimated. The RSSM with intervention measure as a state variable is given by


ht=fh(ht-1, at-1, yt,…,yt-k+1, ut, θ),
(1.109)


at=gi(ht-1, at-1, yt,…,yt-k+1, ut, β),
(1.110)


yt+1=fy(ht, at, ut,φ).
(1.111)

The architecture of the RSSM for implementing equations (1.109)–(1.111) is shown in Figure 1.8(b). Equation (1.108) can be implemented by the following RNN:


[htat]=Fh([Whh1Whh2]ht−1+[Wyh1Wyh2][yt⋮yt−k+1]+[Wuh1Wuh2]ut+[bh1bh2]),
(1.112)

where the parameters θ and β are represented by the weight matrices and bias vectors.

Equation (1.112) can be implemented by a two-layer MLP:


Yt+1=σ2Wzh2σ1Wzh1ht+Wzaat+Wzuut+b1+b2,
(1.113)

or

a linear transformation


Yt+1=Wzhht+Wzaat+Wzuut+b1,
(1.114)

where σ1,σ2 are nonlinear activation functions such as ReLU, Wzh2, Wzh1, WzaWzh, Wzu are weight matrices and b1, b2 are bias parameters.





1.2 DYNAMIC APPROACH TO DEEP LEARNING


1.2.1 Differential Equations for Neural Networks

Differential equations including ordinary differential equation (Simmon 2016), stochastic differential equations (Särkkä 2012), and partial differential equations (Miersemann 2012) can be used to design the neural networks and estimate their parameters (Xiong and Wang 1992; Chang et al. 2017; Haber and Ruthotto 2017; Haber et al. 2017; Haber and Ruthotto 2017; Long et al. 2017; Lu et al. 2017; Chen et al. 2018). In this section, we will introduce differential equations for residual networks (ResNet), reversible networks (RevNet) (Chang et al. 2018), wide residual networks (Zagoruyko and Komodakis 2017), generative adversarial networks (GANs) (Grover et al. 2018), and generative latent function time-series model (Kingma and Welling 2014; Choi et al. 2016; Toderici et al. 2017). These will lay foundation for optimal control, stability analysis, and robust control of dynamic systems for modeling deep neural networks.



1.2.2 Ordinary Differential Equations for ResNets

A residual neural network that discretizes a dynamic system is called a difference neural network (He et al. 2015, 2016; Chang et al. 2017, 2018; Haber et al. 2017). Consider a residual neural network with two layers (Figure 1.9(a)). Two-layer neural network can be either feedforward neural network or CNN. Let xn=[xn1,…,xnr]T be the r-dimensional input vector of variables and xn+1=[xn+1 1,…, xn+1 r]T be the output of the residual network. Let

[image: ]
FIGURE 1.9 Network structures realizing neural ordinary differential equations. ResNet, PolyNet, RevNet, normalizing flows.




W(1)=[W11(1)⋯W1r(1)⋮⋮⋮Wr1(1)⋯Wrr(1)], b(1)=[b1(1)⋮br(1)]  W(2)=[W11(2)⋯W1r(2)⋮⋮⋮Wr1(2)⋯Wrr(2)], b(2)=[b1(2)⋮br(2)]


be two weight matrices. Let σ=[σ,…, σ]T be a vector of ReLU function, i.e., σx=max⁡(0,x).

Then, the output xn+1 is given by

xn+1=xn+W2σW1xn+b1+b(2)


=xn+f(xn,W,b),
(1.115)

where

fxn,W=f1(xn,W)⋮fr(xn,W)=W2σW1xn+b1+b(2).

In the limit, equation (1.115) is transformed to ordinary differential equation (ODE):


dx(t)dt=f(xt,θ),
(1.116)

where θ=(W,b) and fxt,θ=W2σW1x(t)+b1+b(2).

Since function f(xt,θ) is specified by a neural network, equation (1.116) is called a neural ODE (NODE). A node can be realized by a cascade of neural networks (Figure 1.9 (a)) and defines a dynamic system. In the defined dynamic system, the input of the neural networks x0 is the initial value of the dynamic system, a residual network block with two layers defines function f(xt,θ) and the final solution XT of the dynamic system (1.116) is the output of the output layer in the cascade of neural networks.

Recursively, equation (1.115) can be written as the summation of the outputs of all preceding residual functions:


xn+1=x0+∑i=0nf(xi,θi).
(1.117)


Example 1.3: PolyNet

Figure 1.9(b) shows the structure of PolyNet (Zhang et al. 2017). Each residual block can be modeled by

xn+1=xn+Fxn+F(Fxn).

If the block is a feedforward neural network, then the function F(x) is

FX=W2σW1x+b1+b(2).

Equation (1.116) for PolyNet is then reduced to

dx(t)dt=f(xt,θ),

where

fxt,θ=Fx+F(Fx)).

If the residual block is the feedforward neural network, then


fxt,θ=W2σW1x+b1+b(2)+W2σW1(W2σW1x+b1+b2)+b1+b(2).
(1.118)





1.2.3 Ordinary Differential Equations for Reversible Neural Networks


1.2.3.1 Stability of Dynamic Systems

Reversible neural networks allow the simulation of the dynamic going from the final time to the initial time, and vice versa (Chang et al. 2017). The reversible neural networks are related to the stability of the neural networks or dynamic systems. Instable of the dynamic systems can be caused by (1) perturbation of the initial state or (2) the perturbation of the input. There are three major types of definition of stability: (1) Poisson definition of stability, (2) Lyapunov definition of stability, and (3) asymptotic stability. Poisson stability means that if the dynamic system is perturbed by small changes in input, after a while, the system will return to an arbitrarily small neighborhood of the initial point x0=x(t0). Poisson stability is important, but cannot characterize the behavior of neighboring trajectories, initially close to x0(t). To overcome this limitation, the Lyapunov stability is proposed. The trajectory x0(t). is said to be Lyapunov stable if the initial state x0=x(t0) is perturbed, after while, the system x(t) will return to the neighborhood of the original trajectory x0(t), i.e., xt-x0t< ε for small ε>0. If the system xt-x0t→0, as t→∞ after perturbation vanishes, then the system is called asymptotically stable.

If f(x*,t)=0 for all t≥0 then x* is called an equilibrium point of a dynamic system. Without loss of generality, we assume that x*=0 is the equilibrium point of the dynamic system. Consider a nonlinear dynamic system:


dxdt=f(x,t), x*=0 is the equilibrium point.
(1.119)

Assume that f(x,t) can be expanded by a Taylor expansion:


fx,t=Jtx+R(x),
(1.120)

where

Jt=∂f∂xT| x*=0 and ∂f∂xT= ∂f1∂x1⋯∂f1∂xr⋮⋮⋮∂fr∂x1⋯∂fr∂xr.

Substituting equation (1.120) into equation (1.119), we obtain


dxdt=Jtx+R(x).
(1.121)

The first Lyapunov criterion for stability can be stated as the theorem 1.1.


Theorem 1.1: First Lyapunov Criterion for Stability


	If all the eigenvalues of the Jacobin matrix Jt have negative real part, then the equilibrium point x* is asymptotically stable and is not related with R(x);


	If at least one of the eigenvalues of the matrix Jt has positive real part, then the equilibrium point x* is unstable and is not related with R(x);


	If at least one of the eigenvalues of the matrix Jt has zero real part, while all the other eigenvalues have negative real part, then it is not possible to conclude anything about the stability of the equilibrium point.






Example 1.4

Consider the nonlinear dynamic system:

dx1dt=2x1-x1x2

dx2dt=x1x2-x2.

The equilibrium points are xe1*=[0, 0] and xe2*=[1, 2]. The Jacobian matrix is

J=2-x2-x1x2x1-1.

The eigenvalues of the Jacobin matrix J at xe1*=[0, 0] are λ1=2, λ2=-1. The system at xe1*=[0, 0] is unstable. The eigenvalues of the Jacobin matrix J at xe2*=[1, 2] are λ1=2i, λ2=-2i. It is not possible to conclude anything about the stability of the equilibrium point xe2*=[1, 2].





1.2.3.2 Second Method of Lyapunov

In this section, we introduce the second method or direct method of Lyapunov that allows to determine the stability properties of the dynamic system without directly integrating differential equation.

We first define the Lyapunov function.


Definition 1.1: Lyapunov Function

If a function Vx: Rn→R satisfies the following conditions:


	
Vx=0 if and only if x=0;


	
Vx>0 if and only if x>0;


	
dV(x)t=(∂V(x)∂x)Tf(x,t)≤0 for all x≠0.



Now we are ready to introduce the basic Lyapunov Theorem.




Theorem 1.2: Basic Lyapunov Theorem


	If Lyapunov function exists, then the system is stable in the sense of Lyapunov.


	If Lyapunov function exists and dV(x)t<0, then the system is asymptotically stable, i.e., every trajectory of the dynamic system converges to zero as t→∞.


	If Vx is positive V0=0, Vx>0, for all x>0 and dV(x)t>0 then the system is unstable.






Example 1.5

Consider a dynamic system:

dx1dt=x2,

dx2dt=-x1-x2.

It is clear that x1=0 and x2=0 are the equilibrium points. The Jacobian matrix is

J=01-1-1.

Its eigenvalues are x1=-1+3i2 and x2=-1-3i2. Since the real part of all eigenvalues is negative, then the system is asymptotically stable.

Now consider a quadratic function

Vx=12(x1+x2)2+2x12+x22.

It is clear that V0=0, Vx>0, for all x≠0. Now calculate its derivative with respect to time:


dV(x)dt=[(x1+x2)dx1dt+2x1dx1dt+(x1+x2)dx2dt+x2dx2dt]


=x1+x2dx1dt+dx2dt+2x1dx1dt+x2dx2dt

=-x1x1+x2+2x1x2-x2x1+x2

=-x12+x22<0.

This shows that the system is asymptotically stable. This example shows that when the first method of Lyapunov cannot make conclusion, the second method of Lyapunov determines that the system is asymptotically stable.




Example 1.6: Stability Analysis of ResNet

Consider the ODE for the ResNet with a single layer (Haber et al. 2017):

dxdt=σ(Wx+b).

Its Jacobian matrix is

J=∂σ∂xT=σ˙(W1x+b)W1⋮σ˙(Wrx+b)Wr

=σ˙(W1x+b)⋯0⋮⋮⋮0⋯σ˙(Wrx+b)W1⋮Wr

=diag σ˙W, where

diag  (σ˙)=[σ˙(W1x+b)⋯0⋮⋮⋮0⋯σ˙(Wrx+b)],  W=[W1⋮Wr] and we use the equality∂x∂xT=I.

We can show that the sign of eigenvalues of the matrix J is the same as that of eigenvalues of the weight matrix W (Exercise 1.2). Therefore, the stability of the ResNet depends on the eigenvalues of the weight matrix W. Therefore, without restriction, the eigenvalues of the weight matrix can be positive, negative, and imaginary. Therefore, the ResNet can be stable, unstable, and ill-posed. For example, consider the following three matrices:

W+=1-102, W-=-105-2 and W*=0-440.

It is clear that the eigenvalues of W+ are 1 and 2, the system is unstable, the eigenvalues of W- are –1 and –2, the system is stable and the eigenvalues of W* are 2i and -2i and the learning of the ResNet under this condition is ill-posed.




1.2.3.2.1 Krasofskii Method for Construction of Lyapunov Function There are no general methods for construction of Lyapunov function. In practice, we often assume that Lyapunov function has a quadratic form. Krasofskii method provides a practical method for construction of Lyapunov function (Sastry 1999).



1.2.3.2.2 Krasofskii Method Consider the dynamic system:

dxdt=f(x) in Rr.

If there exists P,Q∈Rr×r, two positive definite matrices, such that

P∂f∂xT+(∂f∂xT)TP=-Q.

Then, Vx=fT(x)Pf(x) is a Lyapunov function and x*=0 is globally asymptotically stable. Specifically, we can assume P=Q=I. Then, if Fx=∂f∂xT+∂fT∂x is negative definite, then, Vx=f(x)Tf(x) is a Lyapunov function and x*=0 is globally asymptotically stable.

Proof

We outline a brief proof. In fact, we have

dV(x)dt=(∂f(x)∂xTf(x))TPf(x)+fT(x)P∂f(x)∂xTf(x)

=fTxP∂f∂xT+(∂f∂xT)TPf(x)

=-fTxfx<0.




1.2.3.3 Lyapunov Exponent

To quantify the Lyapunov stability, we use the Lyapunov exponent that measures the rate of separation of xt and x0(t).

Let δx0=x0-x0(0) be the initial separation between two trajectories and δxt=xt-x0(t) be the divergence between two trajectories at the time t. We want to measure the rate


log⁡|δxt||δx0| .
(1.122)

Recall that the dynamic system is defined by


dxdt=f(x,t),
(1.123)

xt0=x0.

Let Jt=∂f∂xT be the Jacobian matrix of the nonlinear function f(x,t). Define the transition matrix


dΦ(t,t0)dt=J(t)Φ(t,t0), Φt0,t0=I.
(1.124)

Assume that singular valued decomposition (SVD) of the transition matrix is

Φt,t0=WΛVT.

It is clear that

Φt,t0TΦt,t0=VΛ2V

and vi is the eigenvector of the matrix Φt,t0TΦt,t0. Now we define the Lyapunov exponent.


Definition 1.2: Lyapunov Exponent

The Lyapunov exponent of the dynamic system (1.123) is defined as


λi=limt→∞⁡1t-t0log⁡|Φt,t0vit0|, i=1,2,…,r
(1.125)

or

the eigenvalues of the matrix Λ, where


∧=limt−∞12(t−t0)log[Φ(t,t0)TΦ(t,t0)].
(1.126)

The largest of λi (i=1,…,r) is called the maximal Lyapunov exponent or defined as


λ=lim→∞⁡limδx0→0⁡1tlog⁡|δxt||δx0|.
(1.127)





1.2.3.4 Reversible ResNet

It is well known that a two-layer neural network can approximate any monotonically-increasing continuous function (Hornik 1991). Chang et al. (2017) proposed two-layer reversible deep residual neural networks to improve stability and generalization of the ResNet. Consider two-layer reversible ResNet (Fig 1.9c):

dxdt=(W1(t))Tσ(W1(t)yt+b1t)

dydt=-(W2(t))Tσ(W2(t)xt+b2t),

or


dxdtdydt=(W1(t))T00-(W2(t))Tσ0W1(t)W2(t)0xy+b1tb2t,
(1.128)

where W1(t) and W2(t) are weight matrices, and b1(t) and b2(t) are vectors of bias.

The Jacobian matrix of dynamic system (1.128) is given by


J=[(W(1)(t))T00−(W(2)(t))T]diag  (σ˙)[0W(1)(t)W(2)(t)0]⋅,
(1.129)

where

diag (σ˙)=[σ˙⋯0⋮⋮⋮0⋯σ˙]  and using ∂[xy]∂[xTyT]=I.

Chang et al. (2017) showed that all eigenvalues of J are imaginary and RevNet is stable and well-posed.



1.2.3.5 Residual Generative Adversarial Networks

Residual neural networks can be used design both generator and discriminator in generative adversarial networks (GANs) (Mehrotra and Dukkipati 2017; Shen and Liu 2017; Zhao et al. 2018). Figure 1.10 shows the structure of residual generative adversarial networks (RGANs), where NN denotes the neural network and both generator and discriminator consist of residual neural networks.
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FIGURE 1.10 Structure of residual generative adversarial networks.



Let xn=z. Then, in the generator, each residual block has two layers of neural networks. The output xn+1 and input xn have the following relationship:


xn+1=xn+W2σW1xn+b1+b(2).
(1.130)

In the limit, we obtain


dx(t)dt=f(xt,θ),
(1.131)

where θ=(W,b) and fxt,θ=W2σW1x(t)+b1+b(2).

Similarly, we can define the following differential equation for the ResNet in the discriminator:


dy(t)dt=g(yt,ϕ),
(1.132)

where ϕ=(W,b) and gyt,ϕ=W4σW3y(t)+b3+b(4).

Now we investigate the loss function for the RGANs. The loss function can be defined as


minθ⁡maxϕ⁡VD,G=Ey˜Pdata(y)[log⁡Dy,ϕ+Ex˜Pxx[log⁡(1-DGx,θ],
(1.133)

where Dy,ϕ represents the probability that y came from the data rather than faked sample and is calculated as the output of the ResNet for the discriminator, and Gx,θ denotes a transformation function and is calculated as the output of the ResNet for the generator.

The expectations in equation (1.133) will be approximated by their sampling formula. The optimization problem (1.133) can be decomposed into the following two problems. The first problem is to assume that m noise sample points x1,…, xm and data points {y1,…, ym} are sampled. Then, the optimization problem (1.133) can be first approximated by the following problem:

maxϕ⁡VD, G*=1m∑i=1m[log⁡Dyi,ϕ+log⁡(1-D(G(xi,θ*), ϕ)]


maxϕ⁡VD, G*=1m∑i=1m[log⁡YTyi,ϕ+log⁡(1-YT(GT(xi,θ*), ϕ)],
(1.134)

where YTyi,ϕ is the final value of solution to the ODE (1.132) (discriminator) with initial values yi and input ϕ (parameters), YT(Gxi, θ*,ϕ) is the final value of the solution to the ODE (1.132) with initial values GTxi, θ* and input ϕ, and GTxi, θ* is the final values of the solution to the ODE (1.131) (generator) with initial values xi and input θ*.

The second problem is to assume that m noise sample points x1,…, xm are sampled. Then, we solve the following optimization problem:


minθ⁡CG=1m∑i=1mlog⁡(1-YT(GT(xi,θ), ϕ*)),
(1.135)

where GT(xi,θ) is the final values of the solution (output) to the ODE (1.131) (generator) with initial values xi and input θ, and YT(Gxi, θ,ϕ*) is the final value of the solution to the ODE (1.132) with initial values GTxi, θ and input ϕ*.



1.2.3.6 Normalizing Flows

Consider K invertible mappings (invertible transformations) fk, i.e., fk:Rd→Rd, k=1,…,K with inverse fk-1 such that fk-1°fk=fk-1fkz=z. Let p(z0) be the distribution of the random variable z0. The random variable zK is obtained by successively transforming a random variable z0 via a sequence of invertible transformation fk (Figure 1.9(d)):

zK=fK°fK-1°…°f2°f1(z0).

Now we first calculate the distribution z1=f1(z0). Using the change of variable theorem, we obtain

p(z1)=p(z0)|∂f1∂zT|−1,(1.136)

where ∂f∂zT is the Jacobian matrix of invertible function and |.| denotes the determinant of the matrix.

Similarly, we have pz2=pz1|∂f2∂zT|-1=pz0|∂f1∂zT|-1|∂f2∂zT|-1.

Therefore, using the same argument, we obtain


log⁡pzK=log⁡pz0-∑k=1Klog⁡|∂fk∂zk-1|.
(1.137)

Using the similar argument, we obtain


log⁡pzt+1=log⁡pzt-log⁡∂f∂z(t).
(1.138)





1.3 OPTIMAL CONTROL FOR DEEP LEARNING


1.3.1 Mathematic Formulation of Optimal Control

Estimation problem in neural networks can be formulated as an optimal control problem where the parameters are taken as control signals. The optimal control problem consists of three parts: (1) boundary conditions: xt0=x0 and xtf=xT, where t0 and tf are the initial time and terminal time, respectively, or the constraint set S={x|gx,tf=0}; (2) control function θ(t)∈Rr that satisfies constraints θ(t)∈Ur; and (3) the cost function l(θ.) (Appendix 1.C).

Consider a neural ODE for a neural network:


dxdt=f(x,t,θ),
(1.139)

where x=[x1,…,xm]T is a vector to represent the state of dynamic system, f=[f1,…,fm]T is a vector of nonlinear functions, t is time, and θ=[θ1,…,θr]T is a vector of parameters in the neural networks or the control function in the dynamic system. Our goal is to choose (x,θ) to minimize or maximize a cost function subject to boundary conditions and constraints of control function.

Cost functional can be in general defined in three different forms that can be converted from one to another.


	Integral form (Lagrange form)

Let L:Rm×R×Rr→R be a smooth function and J(x) is a performance index or an objective function. Then, the integral type of performance index is defined as


Jθ=∫t0tfLx(t), t, θ(t)dt.
(1.140)



	Terminal value form (Mayer form)

Mathematic representation of Mayer form is defined as


Jθ=Φ(xtf, tf, θ(tf)),
(1.141)

where Φ:Rm×R×Rr→R is a function.


	General form (Bolza form)

Combining Lagrange form and Mayer form, we obtain a general form of performance index or objective function of optimal control defined as


Jθ=Φxtf, tf+∫t0tfLx(t), t, θ(t)dt.
(1.142)




These three forms can be converted to each other.

A general nonlinear optimal control problem for the parameter estimation of neural network can be formulated as follows:

minθ⁡Jθ=Φxtf, tf+∫t0tfLx(t), t, θ(t)dt

s.t. dxdt=f(x,t,θ),

xt0=x0, Ψxtf, tf=0,

θ(t)∈Ur,

gxt,θt, t≥0, Z˙(t)2=g, Zt0=0,


w˙t=θt, wt0=0.
(1.143)



1.3.2 Pontryagin's Maximum Principle

The Pontryagin's Maximum Principle can be used to solve the optimal control problem (Pontryagin 1987) (Appendix 1C). The Pontryagin's Maximum Principle gives necessary conditions for solving the optimal control problem. Before introducing the Pontryagin's Maximum Principle, we define a Hamiltonian function:


Hx,λ,u,t=Lx,u,t+λTf(x,u,t),
(1.144)

where λ is a multiplier vector or adjoint vector. Now we introduce the Pontryagin's Maximum Principle.


Theorem 1.3: Pontryagin's Maximum Principle

The Pontryagin's Maximum Principle gives a first order necessary condition for optimality. Let u˜(t) be an optimal control, x˜(t) be its corresponding optimal trajectory, and λ˜(t) be an adjacent vector. Then, u˜(t), x˜(t), and λ˜(t) must satisfy the following conditions:


	Nominal equations


dx˜dt=∂∂λH(x˜t, λ˜t, u˜t, t),
(1.145)


dλ˜dt=-∂∂xH(x˜t, λ˜t, u˜t, t),
(1.146)



	Optimal control u˜(t) must be minimizer of the Hamiltonian function on the optimal trajectory x˜t:


H(x˜t, λ˜t, u˜t, t)≤minu∈Ω⁡H(x˜t, λ˜t, ut, t),
(1.147)

where Ω is a set of admissible control.

If Hamiltonian function is differentiable, then the optimal condition for u˜(t) is


∂∂utHx˜t, λ˜t, ut, t=0.
(1.148)



	Terminal condition:


Hx˜t, λ˜t, u˜t, t+∂Φ∂tf+∂ΨT∂tfvtf=0.
(1.149)



	Transversality condition of adjacent vector λ˜t:


λ˜tf=∂Φ∂x+∂ΨT∂xvtf.
(1.150)



	Boundary conditions for the optimal trajectory:


xt0=x0,
(1.151)


Ψxtf, tf=0.
(1.152)








1.3.3 Optimal Control Approach to Parameter Estimation

Learning representation of neural networks can be formulated as learning dynamic systems (Ayed et al. 2019). Neural ODEs and optimal controls are major tools for dynamic approach to neural networks (Chen et al. 2018; Li and Hao 2018; Dupont et al. 2019; Liu et al. 2019; Quaglino et al. 2019). In this section, we formulate deep learning as an optimal control problem and use Pontryagin's Maximum Principle to derive necessary conditions for optimality and develop training algorithms for parameter estimation.

In Section 1.2, a neural network can be formulated as a dynamic system:


dxdt=f(x, θ,t),
(1.153)

xt0=x0,

where the parameters θ are used as control signals.

The terminal time of the systems is denoted by tf. Our goal is to optimize a scalar-valued loss function:


Lxtf=L∫t0tffx,θ,tdt.
(1.154)

Let

Y(t)=x(t)θt.

Define an augmented dynamic system (Chen et al. 2018):


Y˙t=x˙(t)θ˙t˙=FY,θ, t=f(x, θ, t)01.
(1.155)

Let λ=λxλθλt be a vector of adjoint states. Assume that a Hamiltonian function is given by


Hy,λ, θ,t=λFY,θ, t=λxλθλtf(x, θ, t)01.
(1.156)

Using equations (1.146) and (1.156), we obtain


dλdt=-∂H∂YT=-λxλθλt∂f(x, θ, t)∂x∂f(x, θ, t)∂θ∂f(x, θ, t)∂t000000,
(1.157)

which implies that


dλxdt=-λx∂f(x, θ, t)∂x,
(1.158)


dλθdt=-λx∂f(x, θ, t)∂θ,
(1.159)


dλtdt=-λx∂f(x, θ, t)∂t.
(1.160)

Connecting adjoint states with the loss function, we define


λxt=-∂L∂x(t),
(1.161)


λθt=∂L∂θ(t),
(1.162)


λtt=∂L∂t(t).
(1.163)

Combing equations (1.159) and (1.162), we obtain


∂L∂θ(t)=-∫t0tfλx(t)∂f(x, θ, t)∂θdt=∫tft0λx(t)∂f(x, θ, t)∂θdt.
(1.164)

Similarly, combining equations (1.160) and (1.163), we obtain


∂L∂t(tf)=-λx(tf)∂f(x(tf), θ, tf)∂tf,
(1.165)


∂L∂t(t0)=-∫t0tfλx(t)∂f(x(t), θ, t)∂tdt.
(1.166)

Equation (1.158) can be easily derived from equation (1.161). Since loss function Lxt is a composite function of time t. Using chain rule, we obtain


∂L∂t=∂L∂xT∂x∂t.
(1.167)

Substituting equation (1.153) into equation (1.167) yields


∂L∂t=λxTf(x, θ,t).
(1.168)

Taking derivative with respect to x on both sides of equation (1.168), we obtain


∂2L∂x∂t=λxT∂f(x, θ,t)∂x.
(1.169)

However,


∂2L∂x∂t=∂∂t∂L∂x=-dλxdt.
(1.170)

Substituting equation (1.170) into equation (1.169), we obtain equation (1.158):

dλxdt=-λx∂f(x, θ, t)∂x.

In summary, we derive thee equations for the adjoint vectors and one equation for the dynamic system:


dλxdt=-λxT∂f(xt,t,θ)∂x,
(1.171)


∂L∂θ(t)=∫tft0λx(t)∂f(x, θ, t)∂θdt,
(1.172)


∂L∂t(tf)=-λx(tf)∂f(x(tf), θ, tf)∂tf,
(1.173)


dxdt=f(x, θ,t),
(1.174)


∂L∂t(t0)=∫tft0λx(t)∂f(x(t), θ, t)∂tdt.
(1.175)


λxtf=∂L∂x(tf).
(1.176)

The major procedures for solving the four ODEs are summarized in the Algorithm 1.1 (Chen et al. 2018).


Algorithm 1.1

Input of parameters and initial values:

Parameters θ in the dynamic systems, start time t0, stop time tf, final state x(tf), gradient of loss function ∂L∂x(tf).

Step 1: Compute initial values

∂L∂tf=-∂L∂x(tf)T∂f(x,θ,t)∂tf,

Ytf=x(tf)∂L∂x(tf)0∂L∂tf.

Step 2: Solve the equation

Y˙=x˙λ˙x∂L∂θ∂L∂t=f(x, θ,t)-λxT∂f(xt,t,θ)∂x∫tft0λx(t)∂f(x, θ, t)∂θdt∫tftλx(t)∂f(x(t), θ, t)∂tdt.

Step 3: Output all gradients

∂L∂x(t0), ∂L∂θ, ∂L∂t0, ∂L∂tf.





1.3.4 Learning Nonlinear State Space Models


1.3.4.1 Joint Estimation of Parameters and Controls

Optimal control approach can be applied to parameter estimation and identification of nonlinear state space models, which can be taken as a new data-driven paradigm for learning dynamical systems (Ayed et al. 2019;). We formulate the problem of learning nonlinear state space models as a continuous-time optimal control problem, where the nonlinear dynamic systems are modeled by neural networks and parameters of the neural network are viewed as control variables.

The nonlinear state transition equations can be modeled by the following ODEs:


dxdt=f(x,u1,θ,t),
(1.177)

xt0=x0,

where x(t)∈Rd is a vector of state variables, θ∈Rq is a vector of parameters, u1(t)∈Rp is a vector of control variables,  t0 is an initial time, and x0 is a vector of initial values of states. The initial value can also be specified by the constraint:


xt0=g(Y-k, x^0,θ).
(1.178)

The states are partially observed. Consider the following observation equation in the nonlinear state space model:


yt=H(x, u1 θ,t),
(1.179)

where y(t) is a vector of observed variables.

Consider a sum of square of errors as a loss function:


Jθy,y^, θ,u1=∫t0tfyt-y^(x,u1,θ,t)2dt,
(1.180)

where y^(t, u1,θ) is the output of the system.

The second loss function that accounts for the cost of control signal u1(t) is defined as


Ju*u1=∫t0tfJu(x,u1,t)dt.
(1.181)

The Lagrangian is given by


Lx,λ,u1,θ=Jθy,y^, θ, u1+Juu1+∫t0tfλTfx,u1,θ,t-x˙dt+μT(gY-k, x^0,θ-x0).
(1.182)

The Hamiltonian function is


Hx, λ, u1, θ,t=yt-y^(x,u1,θ,t)2+Jux,u1,t+ λTfx,u1,θ,t.
(1.183)

Using equation (1.145), we obtain


λ˙=-∂H∂x=2(˙y^x,u1,θ,t-y(t))∂∂xy^x,u1,θ,t+∂∂xJux,u,t+λT∂∂xfx,u1,θ,t.
(1.184)

Using equation (1.148), we obtain

∂H∂u1=2y^x,u1,θ,t-yt∂∂u1y^x,u1,θ,t+∂∂u1Jux,u,t+λT∂∂u1fx,u1,θ,t=0

or


∂∂u1Jux,u,t=-2y^x,u1,θ,t-yt∂∂u1y^x,u1,θ,t+λT∂∂u1fx,u1,θ,t.
(1.185)

Again, using optimality condition, we obtain


∂L∂θ=∂Jθ∂θ+∫t0tfλT∂fx,u1,θ,t∂θdt+μT∂gY-k, x^0,θ∂θ=0,
(1.186)

which implies


∂Jθ∂θ=-∫t0tfλT∂fx,u1,θ,t∂θdt-μT∂gY-k, x^0,θ∂θ,
(1.187)

Procedures for learning nonlinear state space models using optimal control approach are summarized in Algorithm 1.2 (Ayed et al. 2019).


Algorithm 1.2

Input: Training samples (Y-k, x^0, yt0, yt0+1,…,ytf)

Step 1: Initialization θ0, u10t, t=t0,…, tf.

If the state variables are all observed then

x0 ←x^0

else

x0← gY-k, x^0,θ

end

m←0

Step 2: While not convergence for parameter θ do

Solve transition differential equation:

dxdt=f(x,u1k(t),θk,t),

xt0=x0, t=t0, …, tf.

Solve adjoint state equation:

λ˙=2(˙y^x,u1k(t),θk,t-y(t))∂∂xy^x,u1k(t),θk,t+∂∂xJux,u1k(t),t+λT∂∂xfx,u1k(t),θk,t.

Step 3: For t=t0… tf

l←0

Step 4: While not convergence for control signal u1(t) do

Calculate gradient:

∂∂u1Jux,u1l,t=-2y^x,u1l(t),θk,t-yt∂∂u1y^x,u1l(t),θ,t+λT∂∂u1fx,u1l(t),θ,t

Update u1(t)

u1l+1t=u1lt-γ∂∂u1Jux,u1l,t.

l←l+1.

end while u1m(t)←u1l+1t.

Step 5: Calculate gradient:

∂Jθ∂θθm=-∫t0tfλT∂fx,u1m(t),θm,t∂θdt-μT∂gY-k, x^0,θm∂θ.

Update parameters θ:

θm+1=θm-α∂Jθ∂θθm.

m←m+1.

end while

Output the estimated θ and u1t, t=t0,…,tf.





1.3.4.2 Multiple Samples and Parameter Estimation

In the previous section, we consider one sample and joint estimation of the parameters and control signals. In this section, we consider multiple samples and only estimation of parameters.

Let

xt=xt1⋮xtS, ut=ut1⋮utS, yt=yt1⋮ytS, fx,u,θ=f(xt1, ut1, θ)⋮f(xtS, utS, θ).

Define system state equation:


x˙t=f(x,u,θ),
(1.188)

xt0=x0, or


xt0=gY-k, x^0,θ=g(Y-k1, x^01, θ)⋮g(Y-kS, x^0S, θ).
(1.189)

and observation equation:


yt=Gxt,ut,β=G(xt1, ut1,β)⋮G(xtS,utS,β).
(1.190)

Assume that θ∈Ω, where Ω is an open set. Define a lost functional of the form:

J(x,y,u,θ)=1S∑s=1S∫t0tf‖yts−G(xts, uts,β)‖2 dt.(1.191)

Define a Hamiltonian function:


H(x,y,u,θ¸,β, λ)=1S∑s=1S‖yts−G(xts, uts,β)‖2         +λTf(x,u,β),
(1.192)

where


λ=λ1⋮λS.
(1.193)

Necessary conditions for optimality using the Pontryagin's Maximum Principle are


State Equation: x˙s=f(xts,uts,θ).
(1.194)


Adjoint Equation: λ˙s=-∂H∂xts=2SGxts,uts,β-yts∂Gxts,uts,β∂xts+λsT∂f(xts,uts,θ)∂xts.
(1.195)

Stationarity Condition:


∂H∂β=∑s=1S(G(xts,uts,β)−yts)∂f(xts,uts,β)∂β=0,
(1.196)


∂H∂θ=λT∂f(x,u,θ)∂θ=0.
(1.197)

Transversality Conditions: λ*tf=0.

The boundary condition: xt0=x0, or


xt0=gY-k, x^0,θ=g(Y-k1, x^01, θ)⋮g(Y-kS, x^0S, θ).
(1.198)

Equations (1.195) and (1.196) that define local optimum solutions can be solved by the following ODE (Liu 1991):


β˙=∑s=1SGxts,uts,β-yts∂Gxts,uts,β∂β˙,
(1.199)


θ˙=λT∂f(x,u,θ)∂θ.
(1.200)

In Summary, we need to solve the following differential equations:


x˙s=f(xts,uts,θ), xt0s=x0s or xt0s=gY-ks, x^0s, θ, s=1,…,S.
(1.201)


λ˙s=2SGxts,uts,β-yts∂Gxts,uts,β∂xts+λsT∂f(xts,uts,θ)∂xts, λs*tf=0.
(1.202)


dβdτ=∑s=1SGxts,uts,β-yts∂Gxts,uts,β∂β, β0=β0.
(1.203)


dθdt=λT∂f(x,u,θ)∂θ, θ0=θ0, randomly initiated vlue.
(1.204)



1.3.4.3 Optimal Control Problem

If we assume that dynamic system is learned, our goal is to design optimal strategy to make the cost minimum. Consider the following control problem:


x˙=fx,u,t,θ,
(1.205)


xt0=x0,
(1.206)


Ψxtf. tf=0, tf is unknown,
(1.207)


g(x,u)≥0.
(1.208)

Define the cost function:


Ju=Φxtf,tf+∫t0tfLx,u,tdt.
(1.209)

Define Hamiltonian function:


Hx,u,λ,t=Lx,u,t+λTfx,u,t,θ.
(1.210)

The necessary conditions for the optimality are given by


State Equation: x˙=∂H∂λ=fx,u,t,θ,
(1.211)


Adjoint Equation: λ˙=-∂H∂x=-∂∂xLx,u,t-λT∂fx,u,t,θ∂x,
(1.212)


Optimal Control: Hx*,λ*, u*,t=minu∈Ω⁡H(x*,λ*,u,t),
(1.213)

where Ω={u(t)| g(x,u)≥0}.


Transversality Conditions:λ*tf=∂Φxtf,tf∂x+∂Ψxtf. tfT∂xvtf,
(1.214)


Hx*,λ*, u*,t+∂Φxtf,tf∂tf+∂Ψxtf. tfT∂tfvtf=0,
(1.215)

Boundary Conditions:


xt0=x0,
(1.216)


Ψxtf. tf=0.
(1.217)




SOFTWARE PACKAGE

Code for “Deep Residual Networks” is posted on the website: https://github.com/KaimingHe/deep-residual-networks

PyTorch Implementation of Differentiable ODE Solvers is published in the website: https://github.com/rtqichen/torchdiffeq

A curated, quasi-exhaustive list of state-of-the-art publications and resources about Generative Adversarial Networks (GANs), their applications and codes are posted on the website: https://github.com/GKalliatakis/Delving-deep-into-GANs

The website: https://github.com/georgezoto/Convolutional-Neural-Networks includes the code for convolutional neural networks.

Code for Recurrent Neural Networks is posted on the website: https://github.com/kjw0612/awesome-rnn

Code for the paper “on complex gated recurrent neural networks” is posted on the website: https://github.com/v0lta/Complex-gated-recurrent-neural-networks

Code for LSTM Neural Network for Time Series Prediction can be downloaded from https://github.com/jaungiers/LSTM-Neural-Network-for-Time-Series-Prediction



APPENDIX 1A: BRIEF INTRODUCTION OF TENSOR CALCULUS

In Appendix 1A, we will briefly introduce tensor algebra and tensor calculus which are adapted from the note written by Kochmann (2017). Tensor calculus can significantly simplify the notations of back propagation.

1A1 Tensor Algebra

1A1.1 Vector and Einstein's Summation Convention

Vector, matrix, and tensor can be expressed in terms of bases. First, we consider an n -dimensional vector. Suppose that a set of bases in the n -dimensional space is given by

S={e1,…, en}.

Then, each vector x with components {xi, i=1,…,n} can be represented as

x=x1e1+…+xnen.

If we assume that each basis is represented by

e1=10⋮0, …, en=0⋮01, then the vector can be expressed as

x=x1x2⋮xn.

These are widely used representations. Next, we introduce Einstein's summation convention of the vector basis representation:


x=xiei,(1A1)

which is equivalent to summation:

x=∑i=1nxiei.

In equation (1A1), the summation sign is dropped and it is understood that the index i is repeated n times. The repeated index i is called a dummy index.

To further simplify index notation, we omit the base vectors for every vector quantity. Vector x is often written as


xi,(1A2)

which reads in full as xiei. For example, a vector equation y=x can be written as


yi=xi,(1A3)

which implies

y1=x1, …, yn=xn.


1A1.2 Inner Product of Two Vectors

The inner product of two vectors is defined as


x.y=xycos⁡θ,(1A4)

where θ is the angle between two vectors x and y. Let δij be Kronecker delta defined as


δij=1i=j0i≠j.(1A5)

Using the definition (1A4), the inner product of set of orthonormal bases is


ei.ej=δij.(1A6)

Let x=∑i=1nxiei and y=∑j=1nyjej. Then, the inner product is

x.y=∑i=1nxiei. ∑j=1nyjej=∑i=1nxiyi,

which can be written as


x.y=xiyi.(1A7)

The norm of a vector x is defined as


x=x.x=xixi.(1A8)


1A1.3 Cross Product of Two Vectors

Cross product of two vectors is defined as (Figure 1.11a)

[image: ]
FIGURE 1.11 (a) A geometric representation of cross product of two vectors; (b) a Cartesian system.




x×y=xysin⁡θ e,(1A9)

where θ is an angle and e is a unit vector perpendicular to the plane spanned by x and y and oriented by the right-hand-rule. The norm of cross product is equal to

x×y=xysin⁡θ,

which represents the area of the parallelepiped spanned by vectors x and y.

A set of orthonormal bases (Figure 1.11b) can be represented by cross product as follows:


e1×e2=e3, e2×e3=e1, e3×e1=e2,(1A10)


e2×e1=-e3, e1×e3=-e2, e3×e2=-e1,(1A11)


e1×e1=0, e2×e2=0, e3×e3=0.(1A12)

Equations (1A10)–(1A12) can be rewritten as


ei×ej=εijkek,(1A13)

where εijk is defined as

εijk=1i,j,k is a cycic sequence-1 i,j,k is a anticycic sequence0ijk is a acyclic sequence .

Let x=xiei and y=yjej. Then, it follows from equation (1A13) that


x×y=xiyjei×ej=εijk xiyjek,(1A14)

which implies that


x×yk=εijk xiyj.(1A15)

Using equation (1A14), we obtain

x×y=∑i=13∑j=13∑k=13εijk xiyjek,

which implies

x×y=e1e2e3x1x2x3y1y2y3,

where |A| denotes the determinant of the matrix A.


1A1.4 Mapping, Tensor, and Matrix

Consider two sets Q,H∈Rd. Let T be a mapping that assigns to each point x∈ Q a unique point y=T(x)∈H. For the convenience of discussion, we furthermore assume that mapping is linear, i.e.,

Tx+y=Tx+Ty and Tαx=αT(x).

A scaler is called a zero-order tensor, a vector is called a first-order tensor, and linear transformation is called a second-order tensor or simply called tensor.

Now we study a tensor that acts on the bases vectors ei∈Rd (i=1,…,n). Recall that T(ei) maps ei to a vector whose components are denoted by T1i, T2i, …, Tni. Therefore, we obtain

Tei=T1ie1+T2ie2+…+Tnien, or

T(e1)⋮T(en)=T11⋯Tn1⋮⋮⋮T1n⋯Tnne1⋮en.

Since

Tej=Tijei,

then inner product of T(ej) and ek is

Tej.ek=Tijei.ek=Tijδik=Tkj.

The tensor can be represented by a matrix. The element Tij represents the ith coordinate of the vector obtained by mapping T(ej). This shows that matrix T=(Tij) defines the components of a second-order tensor T.

Now we consider the action of the second-order tensor T on a vector x:

y=yiei=Tx=Txjej=xjTej=xjTijei,

which implies


yi=Tijxj or yi=∑j=1nTijxj(1A16)

Equation (1A16) can be written in a matrix form:


y1⋮yn=T11⋯T1n⋮⋮⋮Tn1⋯Tnnx1⋮xn, or(1A17)


y=Tx.(1A18)


1A1.5 Outer Product of Two Vectors

Next we introduce outer product of two vectors or tensor product. The outer product of two vectors x,y∈Rd is denoted by x⊗y. Outer product is a tensor. The action of tensor x⊗y on a vector z is defined as


x⊗yz=x(y.z).(1A19)

Equation (1A19) can also be taken as a definition of the outer product of two vectors. We can show that the tensor T=x⊗y defined by equation (1A19) is a linear mapping. It is clear that

Tαu+βv=x⊗yαu+βv=x(y.αu+βv)

=xαy.u+βy.v=α(xy.u+βxy.v

=αx⊗yu+βx⊗yv=αTu+βT(v).

The tensor can also be written in a component form:


T=x⊗y=xiei⊗yjej=xiyjei⊗ej, or(1A20)


T=∑i=1n∑j=1nxiyjei⊗ej.(1A21)

Equation (1A21) implies that the components of the tensor are


Tij=xiyj, i=1,…, n, j=1,…,n.(1A22)

Let

x=x1⋮xn and y=y1⋮yn.

Then, equation (1A22) can be written as


T=xyT=x1⋮yny1⋯yn=x1y1⋯x1yn⋮⋮⋮xny1⋯xnyn.(1A23)

Next, we consider action of the second-order tensor T on a vector z in a matrix form. Using equation (1A21) and index notation, we have

uiei=u=Tz=Tijei⊗ejzkek=Tijzk(ei⊗ej)ek

=Tijzkeiej.ek=(Tijzj)ei,

which implies


ui=Tijzjor


u=u1⋮un=Tz=T11⋯T1n⋮⋮⋮Tn1⋯Tnnz1⋮zn.(1A24)

Now we extend a second-order tensor to an nth-order tensor. We define the tensor of order n as

T=Tij…nei⊗ej⊗…⊗en

where n base vectors are connected by outer products.

Recall that


x⊗yz=x(y.z).(1A25)

Equation (1A25) can be generalized to cross product:


x⊗y×z=x(y×z).(1A26)


1A1.6 Transpose of Tensor and Trace

Now we first introduce a transpose of a tensor. By definition of inner product, we have


x.Ty=y.(TTx).(1A27)

Using index notation, we obtain


x.Ty=xiTijyj=xjTjiyi=yiTijxj and(1A28)


y.TTx=yi(TT)ijxj.(1A29)

Combining equations (1A27)–(1A29), we obtain


(TT)ij=Tji.(1A30)

Equation (1A30) defines the transpose of a tensor. By the similar argument, we can show that


(x⊗y)T=(xiyjei⊗ej) T=yixjei⊗ej=yieixjej=y⊗x.(1A31)

The trace of a tensor is defined as


Trx⊗y=x.y.(1A32)

It follows from equation (1A32) that


Trx⊗y=xiyi=Tii,(1A33)

where T=xyT.

In other words, the trace of the tensor is the sum of all diagonal entries in the tensor matrix expression.


1A1.7 Multiplication of Tensors

Consider two maps: S and T. Suppose that S and T are represented by

S=Sklek⊗el and T=Tijei⊗ej.

Then, we have

S(Tu)=S(Tumem)=SumTem=S(umTijei⊗ejem)

=SumTijeiej.em=STijujei=TijujSkl(ek⊗el)ei

=TijujSklekel.ei=SkiTijujek=STu,

where STkj=SkiTij.

Therefore, the multiplication of two tensors S and T is defined as


ST=SikTkjei⊗ej, or(1A34)

ST=∑kSikTkjei⊗ej.

Let S=a⊗b and T=x⊗y. Then, we have the following useful equality:

ST= a⊗bx⊗y=abTxyT=b.xayT=b.x(a⊗y).

Multiplication of two tensors has another expression:

u⊗vT=uivjei⊗ejTklek⊗el=Tkluivjei⊗elej.ek


=Tjlvjuiei⊗el=uiei⊗Tjlvjel=u⊗(TTv).(1A35)

Now consider trace of two tensors. Let T=u⊗v=uivkei⊗ek and S=Sjlej⊗el Then,

S u⊗v=(Sjlej⊗el)(uivkei⊗ek)=Sjluivk(ej⊗el)(ei⊗ek))


=Sjluivkej⊗ekel.ei=Sjiuivkej⊗ek.(1A36)

Therefore, using equation (1A35), we have


Tr S u⊗v=Sjiuivkδjk=vjSjiui=v.Su.(1A37)


1A1.8 Inner Product of Two Tensors, Norm of a Tensor

Consider two tensors of the same order with base vectors:

ei⊗ej⊗…⊗em and ek⊗el⊗…⊗en.

The inner product of these two tensors are defined as inner products of all pairs of base vectors:


ei⊗ej⊗…⊗em.ek⊗el⊗…⊗en=ei.ekej.el…(em.en).(1A38)

Let

S=Sij…mei⊗ej⊗…⊗em and T=Tkl…nek⊗el⊗…⊗en.

Then, the inner product of two general tensors of the same order is given by


S.T=Sij…mTkl…nei.ekej.el…em.en=Sij…mTij…m,(1A39)

which is equivalent to


S.T=TrSTT=Tr(STT).(1A40)

Specifically, inner product of two vectors x and, the first-order tensor, is

x.y=xiyi.

Consider two matrices A=(aij) and B=(bij). Then, the inner product of two matrices is


A.B=aijbijor

A.B=∑i∑jaijbij=Tr(ABT).(1A41)

The norm of a tensor T is defined as


‖T‖=T.T=Tr(TTT)=∑i∑jTij2.(1A42)



1A2 Tensor Calculus

1A2.1 Tensor-Valued Functions

We consider three types of arguments and three types of function values.


	Function value is a scalar.


	argument is a scalar. f:R→R, t→f(t)


	argument is a vector. f:Rd→R, x→f(x)




	Function is a vector.


	argument is a scalar. F:R→Rd, t→F(t)


	argument is a vector. F:Rd→Rd, x→F(x)




	Function is a tensor.


	argument is a scalar. T:R→L(Rd,Rd), t→T(t)


	argument is a vector. T:Rd→L(Rd,Rd), x→T(x)






1A2.2 Gateaux Derivative

In the classical calculus, we learned three related variation concepts: directional derivatives, partial derivatives, and gradients. Gateaux derivative is a generalization of directional derivative. Let, h∈Rd. Then, a Gateaux derivative is defined as


Dhfx=lim∈→0⁡fx+εh-f(x)ε=ddεf(x+εh)ε=0.(1A43)

It is clear that the Gateaux differential is a one-dimensional calculation along a specified direction h. Therefore, we can always use classical one variable calculus as a tool to calculate the Gateaux derivative.


Example 1A.1: Inner Product

Let fx=x.x. Then,

Dhfx=ddεx+εh.(x+εh)ε=0=2x.h.




Example 1A.2: Quadratic Function

Let fx=xTAx. Then,

Dhfx=ddε((x+εh)TA(x+εh)ε=0=2hTA(x+εh)ε=0=2hTAx.




Example 1A.3: Exponential

Let fx=exp⁡(x). Then its Gateaux derivative is

Dhfx=ddεexp⁡(x+εh)ε=0=hexp(x+εh)ε=0=hexp(x).





1A2.3 Gradient

1A2.3.1 Gradient of a Scalar Function

A gradient of a scale function I defied as a linear mapping which maps each direction h onto its Gateaux derivative Dhf:


gradfx.h=Dhf=ddεf(x+εh)ε=0=∂f(x+εh)∂(x+εh).∂(x+εh)∂εε=0=∂f∂x.h=∂f∂xi.h.(1A44)

However, gradfx.h can be written as


gradfx.h=grad f(x)ihi.(1A45)

Comparing equation (1A45) with equation (1A44), we obtain

grad f(x)i=∂f∂xi or


grad f=∂f∂x.(1A46)


Example 1A.4: Inner Product Continued

Recall that fx=x.x. Then,

grad f=∂f∂x=2x.

For the convenience of discussion, the comma index notation can be used to denote partial derivative as follows:


∂∂xif=f,i and ∂2∂xi∂xjf=f, ij.(1A47)

For example, we have

∂∂xix.x=(x.x),i=2xi and xk,i=δki.




1A2.3.2 Gradient of a Tensor Function

The gradient of a scalar function can be extended to a tensor with high order. In general, a gradient of a tensor function is defined as


grad fx=f,j⊗ei.(1A48)

Similarly, divergence and curl of a tensor function can be defined as


div fx=f,i.ei and rl fx=-f,i×ei.(1A49)


Example 1A.5: Gradient of a Vector Function

Let Fx: Rd→Rd be a vector function and can be represented by


Fx=Fi(x)ei.(1A50)

Then, using equations (1A48) and (1A50), we obtain


grad F=∂F∂xj⊗ej=∂Fi(x)∂xjei⊗ej,(1A51)

which implies that

grad F ij=∂Fi(x)∂xj=Fi,j.


grad F can be rewritten as

grad F=∂F∂xT=∂F1∂xT⋮∂Fd∂xT=∂F1∂x1⋯∂F1∂xd⋮⋮⋮∂Fd∂x1⋯∂Fd∂xd.

Let Fx=x. Then, grad F=I, where I is an identity matrix.




Example 1A.6: Divergence of a Vector Function

Using equation (1A49), we obtain


div Fx=F,i.ei=∂Fjej∂xi.ei=∂Fi∂xi=(Fi),i.(1A52)




Example 1A.7: Divergence of a Tensor Function

Let T:Rd→L(Rd,Rd) be a tensor. Then, using equation (1A48), we obtain

div T=T,i.ei=Tjkej⊗ek,i.ei=∂Tjk∂xiej⊗ek.ei=∂Tji∂xiej=Tji,iej.




1A2.3.3 Gradient of a Tensor Function with Respect to Tensor Argument

Now we introduce partial derivatives with respect to general tensors of arbitrary order. Let T be any tensor quantity of arbitrary order. Then, gradient of a tensor function with respect to a vector can be calculated by


∂T∂x=grad T=∂T∂xj⊗ej.(1A53)

Consider an example. Let x∈Rd be a vector and T∈L(Rd, Rd) be a tensor. Then, gradient of Tx with respect to a vector x is

grad Tx=∂Tx∂xk⊗ek=∂Tijxjei∂xk⊗ek=Tij∂xj∂xkei⊗ek=Tijδjkei⊗ek=Tijei⊗ej, i.e.,


∂Tx∂x=T.(1A54)

Consider partial derivative of a tensor with respect to a tensor, we assume


∂Tij…n∂Tab…m=δiaδjb…δnm.(1A55)

Now equation (1A53) for the gradient of a tensor with respect to a vector can be generalized to the gradient of a tensor of arbitrary order, including scalar, vector, and tensor with high order, with respect to tensors of arbitrary order:


∂(.)∂S=∂T∂S=∂(.)∂Sij…n⊗ei⊗ej⊗…⊗en=∂T∂Sij…n⊗ei⊗ej⊗…⊗en.(1A56)

Applying equation (1A56) to trace of a tensor, we obtain


∂Tr(T)∂T=∂Tr(T)∂Tijei⊗ej=∂Tkk∂Tijei⊗ej=δkiδkjei⊗ej=δijei⊗ej=I.(1A57)



1A2.4 Chain Rule and Product Rule

Let F, Q be tensors of second order. Then, we calculate the gradient of the product of two tensors F and Q:

∂(FQ)∂F=∂FijQkl(ei⊗ej)(ek⊗el)∂Fmn(em⊗en)

=∂FijQkl∂Fmn(ej.ek)(ei⊗el)(em⊗en)

=δimδjnδjkQkl(ei⊗el)(em⊗en)

=δimδjnδjkQkl(el.em)(ei⊗en)

=δimδjnδjkδlmQkl(ei⊗en)

=Qnm(em⊗en),

which implies


∂(FQ)∂F=QT.(1A58)

The chain rule for tensor calculus is the same to the chain rule for the classical calculus if the scalar numbers in the chain rule for the classical calculus are replaced by tensors of arbitrary orders. I explain chain rule by examples. Let W:L(Rd,Rd)→R be a scalar composite function of two tensors F, Q∈L(Rd, Rd). Then, we calculate ∂W(FQ)∂F via chain rule and equation (1A58) as follows:


∂W(FQ)∂F=∂W(FQ)∂(FQ)∂(FQ)∂F=∂W(FQ)∂(FQ)QT.(1A59)

Now consider the second example:

∂Tr(ATA)∂A=∂Tr(B)∂B∂B∂A=∂Bnn∂Bij∂Bij∂Aklek⊗el

=δniδnj∂AniAnj∂Aklek⊗el=δniδnj(δnkδilAnj+Aniδnkδjl)ek⊗el

=2Aklek⊗el,

which implies


∂Tr(ATA)∂A=2A.(1A60)

Finally, we introduce the product rule for tensor multiplication, including inner, outer, and cross product. Let X,Y, and T be tensors of arbitrary order and ⊙ denote any tensor multiplication. Then, we have the following product rule:


∂(XʘY)∂T=∂X∂TʘY+Xʘ∂Y∂T.(1A61)




APPENDIX 1B: CALCULATE GRADIENT OF CROSS ENTROPY LOSS FUNCTION

Let ut=Whzht+bt,

ut=ut1⋮utk, Zt= Zt1⋮ZtKand Zt=softmax (ut).

Softmax function of ut is defined as


Ztj=eutj∑i=1Keuti.(1B1)

Thus, log⁡Ztj=utj-log⁡∑i=1Keuti.

Note that


Ytlog⁡Zt=∑j=1KYtjlog⁡Ztj=∑j=1KYtj(utj-log⁡∑i=1Keuti),(1B2)

which implies

∂YtlogZt∂utl=∑j≠lKYtj(−exp(utl)∑i=1Kexp(uti))+Ytl(1−exp(utl)∑i=1Kexputi)


=Ytl−(∑Kj=1Ytj)exp(utl)∑i=1Kexputi.(1B3)

Note that the summation of probability mass is equal to 1, i.e.,


∑j=1KYtj=1.(1B4)

Substituting equations (1B1) and (1B4) into equation (1B3) yields


∂Ytlog⁡Zt∂utl=Ytl-Ztl.(1B5)

Therefore,


∂L(Yt,Zt) ∂ut=-∂Ytlog⁡Zt∂ut1⋮∂Ytlog⁡Zt∂utK=Zt-Yt.(1B6)



APPENDIX 1C: OPTIMAL CONTROL AND PONTRYAGIN's MAXIMUM PRINCIPLE

In this appendix, we briefly introduce optimal control theory and Pontryagin's Maximum Principle.

1C1 Optimal Control

Consider a dynamic system that can be controlled by some external forces:


x˙=f(xt, ut),(1C1)

where x(t)∈Rn is an n-dimensional vector of functions, u(t)∈Rm is an m-dimensional vector of control variables, and equation (1C1) is state equation that determine how the state of the system is changed by the external forces.

Let xt0=x0 be the initial value of the system state and x(tf) be the value of targeted final state, where tf is the time when the system enters the final state. The target value should satisfy the constraint:


Ψxtf,tf=0, where Ψ is a differentiable function.

The goal of optimal control is to reach x(tf) with optimal cost, starting with the initial value x0. The loss function over the entire time period is defined as


Ju=Φxtf, tf+∫t0tfLxt,ut,tdt,(1C2)

where L(xt, ut,t) is the point loss function of the control at the time t, depending on the state x(t) and control u(t).

To precisely formulate the optimal control problem, we also need to introduce constraints on control variables. Let g(t)∈Rl be an l-dimensional vector of differentiable function. Then, the control variable u(t) should satisfy the following inequality:


g(xt, ut,t)≥0.(1C3)

In summary, the optimal control problem can be mathematically defined as


minu⁡Ju=Φxtf, tf+∫t0tfLxt,ut,tdt,(1C4)


x˙=fxt, ut,(1C5)


xt0=x0, Ψxtf, tf=0.(1C6)


1C2 Pontryagin's Maximum Principle

The Pontryagin's Maximum Principle can be used to solve the optimal control problem (Pontryagin 1987). The Pontryagin's Maximum Principle gives necessary conditions for solving the optimal control problem. Before introducing the Pontryagin's Maximum Principle, we define a Hamiltonian function:


Hx,λ,u,t=Lx,u,t+λTf(x,u,t),(1C7)

where λ is a multiplier vector or adjoint vector. Now we introduce the Pontryagin's Maximum Principle.


Theorem 1C.1: Pontryagin's Maximum Principle

The Pontryagin's Maximum Principle gives a first order necessary condition for optimality. Let u˜(t) be an optimal control, x˜(t) be its corresponding optimal trajectory, and λ˜(t) be an adjacent vector. Then, u˜(t), x˜(t), and λ˜(t) must satisfy the following conditions:


	

dx˜dt=∂∂λH(x˜t, λ˜t, u˜t, t),(1C8)


dλ˜dt=-∂∂xH(x˜t, λ˜t, u˜t, t),(1C9)



	Optimal control u˜(t) must be minimizer of the Hamiltonian function on the optimal trajectory x˜t:


H(x˜t, λ˜t, u˜t, t)≤minu∈Ω⁡H(x˜t, λ˜t, ut, t),(1C10)

where Ω is a set of admissible control.

If Hamiltonian function is differentiable, then the optimal condition for u˜(t) is


∂∂utHx˜t, λ˜t, ut, t=0.(1C11)



	Terminal condition:


Hx˜t, λ˜t, u˜t, t+∂Φ∂tf+∂ΨT∂tfvtf=0.(1C12)



	Transversality condition of adjacent vector λ˜t:


λ˜tf=∂Φ∂x+∂ΨT∂xvtf.(1C13)



	Boundary conditions for the optimal trajectory:


xt0=x0,(1C14)


Ψxtf, tf=0.(1C15)







Coronary 1C.1: Typical Boundary Conditions


	
Φxtf, tf=0, xtf=xf is fixed and tf is free.

In this case, we assume that Φxtf, tf=0 and Ψxtf, tf=xtf-xf=0, which do not explicitly contain tf. Thus, we have


∂Φxtf, tf∂tf=0, ∂Ψxtf, tf∂tf=0, and ∂∂xΨxtf, tf=1,(1C16)

which implies


Hx˜t, λ˜t, u˜t, ttf=0.(1C17)

Equation (1C17) will determine tf.

It follows from equations (1C13) and (1C16) that


λ˜tf=vtf.(1C18)

Equation (1C18) shows that there is no constraint posted on λ˜tf.


	
Φxtf, tf=0, Ψixtf, tf=hixtf=0, i=1,…, n-k, and tf is free.

Under these conditions, we obtain

∂Φxtf, tf∂tf=0, ∂Ψxtf, tf∂tf=0,

which combines equation (1C12) yields


Hx˜t, λ˜t, u˜t, ttf=0.(1C19)

Recall that


∂Ψixtf, tf∂x(tf)=∂hixtf∂x(tf), i=1,…, n-k.(1C20)

Using equation (1C13), we obtain


λ˜tf=∂h1∂x(tf)⋯∂hn-k∂x(tf)v1⋮vn-k.(1C21)



	
Φxtf, tf=0, x(tf) and tf is free.

Using equations (1C12) and (1C13), we obtain

Htf=0 and λtf=0.



	
Φxtf, tf=0, xtf=h(tf) or Ψxtf=xtf-htf, and tf is free.

In this case, ∂Φxtf, tf∂tf=0 and ∂ Ψxtf∂x=1.

Using equation (1C13), we obtain


λ˜tf=v.(1C22)

Using equation (1C12) yields


Htf=-∂Ψ∂tfλ˜(tf).(1C23)







1C3 Calculus of Variation

Pontryagin's Maximum Principle is a generalization of calculus of variation. Before proving Pontryagin's Maximum Principle, we introduce calculus of variation, a powerful tool for optimization. Let X be a linear space over R with norm ||.||, define a real-valued functional J on X as a function mapping J:X→R and denoted as J(x).


Example 1C.1

Jx=∫01xtex(t)dt,




Example 1C.2

Jx=∫01et+x˙2dt.




Example 1C.3

J(y)=∫011+y˙(x)2 dx.




Example 1C.4

Jy=∫abLt,yt, y˙tdt.




Definition 1C.1: Minimum of Functional

Let Jx be a functional. A point x˜ be a minimizer of the functional Jx if J(x˜)≤J(x) for all x∈X.




Definition 1C.2: First Variation (Gateaux Variation, Directional Derivative)

The Gateaux variation (or first variation) of the functional J(x) at x∈D⊂X in the direction h is defined as


δJx,h=limε→0⁡Jx+εh-J(x)ε(1C24)

=ddεJ(x+εh)ε=0.




Example 1C.5: Example 1C.1 Continued

It is clear that

Jx+εh=∫01(x+εh)ex+εhdt.

Thus, using the definition of first variation, we obtain

∂∂ε Jx+εh= ∫01(hex+εh+hxex+εh)ε=0dt=∫01h(1+x)exdt.




Example 1C.6: Example 1C.4 Continued, Euler-Lagrange Equation

It follows from example C4 that

Jy+εh=∫abL(t, y+εh, y˙+εh˙)dt˙.

Again, using the definition of first variation and chain rule, we obtain

∂Jy+εh∂ε=∫ab(∂L∂yh+∂L∂y˙h˙)dt

=∫ab∂L∂yhdt+∫ab∂L∂y˙h˙dt


=∫ab∂L∂yhd+h∂L∂y˙ab-∫abddt(∂L∂y˙)hdt.(1C25)

Since y(a) and y(b) are fixed, then we have


ha=hb=0.(1C26)

Substituting equation (1C26) into equation (1C25), we obtain


δJy,h=∂Jy+εh∂ε=∫ab∂L∂y-ddt∂L∂y˙hdt.(1C27)

Taking


h=∂L∂y-ddt∂L∂y˙,(1C28)

and substituting equation (1C28) into equation (1C27) and letting δJy,h=0, we obtain

∂L∂y-ddt∂L∂y˙=0,

which is also called Euler-Lagrange equation.




Lemma 1C.1

Suppose that x˜ is a minimizer of the functional J(x). Then, its first variation δJ(x,h) should be equal to zero for all direction, i.e.,


δJx,h=0, for all h.(1C29)




1C4 Proof of Pontryagin's Maximum Principle

First, we use Lagrange multipliers λ∈Rn, v∈Rr, and γ∈Rl to transform constrained dynamic optimization problem into the following unconstrainted optimization problem:


Ju=Φ(xtf+vTΨxtf, tf+∫t0tfLx,u,t+λTfx,u,t-x˙+γT(gx,u,t-Z˙2)dt.(1C30)

Define function


Fx,x˙, u, Z˙, λ, γ,t=Hx, λ,u,t-λTx˙+γT[gx,u,t-Z˙2],(1C31)

where Hx, λ,u,t is Hamiltonian function defined as


H, λ,u,t=Lx,u,t+λTf(x,u,t).(1C32)

Define

w˙=u(t).

Now equation (1C30) can be rewritten as


Ju=Φ(xtf, tf)+vTΨxtf, tf+∫t0tfFx,x˙, w˙, Z˙, λ, γ,tdt.(1C33)

The first variation of the functional J(u) is


δJu=δJtf+δJx+δJw+δJZ,(1C34)

where

δJtf=ddε[Φxtf, tf+εδtf+vTΨxtf, tf+εδtf+∫t0tf+εδtfFx,x˙, w˙, Z˙, λ, γ,tdt]


=[∂∂tfΦxtf, tf+vT∂∂tfΨxtf, tf+Fx,x˙, w˙, Z˙, λ, γ,t]tfδtf,(1C35)

δJx=ddεΦx+εδxf, tf+ΨTx+εδxf, tf +∫t0tfF(x+εδx,x˙+εδx˙, w˙, Z˙, λ, γ,t)dt


=δxfT∂∂xΦ+vTΨtf+∫t0tfδxT∂F∂x+δx˙T∂F∂x˙dt,(1C36)

Since initial state x(t0) is fixed, we obtain


δxt0=0,(1C37)

which implies


δxT∂F∂x˙t0=0.(1C38)

Using equation (1C38), we obtain


∫t0tfδx˙T∂F∂x˙dt=δxT∂F∂x˙t0tf-∫t0tfδxTddt∂F∂x˙=δxT∂F∂x˙tf-∫t0tfδxTddt∂F∂x˙dt.(1C39)

Substituting equation (1C39) into equation (1C36), we obtain


δJx=δxfT∂∂xΦ+vTΨtf+δxT∂F∂x˙tf+∫t0tfδxT∂F∂x-δxTddt∂F∂x˙dt.(1C40)

Note that variation of terminal state variable x(tf) can be expressed as (Figure 1.12)

[image: ]
FIGURE 1.12 Scheme of variation of terminal state variable.



δxf=xtf+δtf-xtf+xtf+δxtf-xtf


=x˙tfδtf+δx(tf),(1C41)

which implies


δxtf=δxf-x˙tfδtf.(1C42)

Substituting equation (1C42) into equation (1C40), we obtain


δJx=δxfT∂∂xΦ+vTΨ+∂F∂x˙tf-x˙T∂F∂x˙tfδtf+∫t0tfδxT(∂F∂x-ddt∂F∂x˙)dt.(1C43)

Next we calculate δJw. Using definition of the first variation, we obtain

δJw=ddε∫t0tfFx,x˙,w˙+εδw˙, Z˙,λ, γ,tdt

=∫t0tfδw˙T∂F∂w˙dt


=δwT∂F∂w˙t0tf-∫t0tfδwTddt∂F∂w˙dt.(1C44)

Since u(t0) is fixed, we have


δwt0=0.(1C45)

Substituting equation (1C45) into equation (1C44) yields


δJw=δwT∂F∂w˙tf-∫t0tfδwTddt∂F∂w˙dt.(1C46)

Finally, we calculate δJZ. Again, using definition of first variation, we obtain

δJZ=ddε∫t0tfFx,x˙,w˙, Z˙+εδZ˙,λ, γ,tdt

=∫t0tfδZ˙T∂F∂Z˙dt


=δZT∂F∂Z˙t0tf-∫t0tfδZTddt∂F∂Z˙dt.(1C47)

Recall that


Zt0=0, which implies


δZTt0=0.(1C48)

Substituting equation (1C48) into equation (1C47) leads to


δJZ=δZT∂F∂Z˙tf-∫t0tfδZTddt∂F∂Z˙dt.(1C49)

Combining equations (1C34), (1C35), (1C43), (1C46), and (1C49), we obtain


δJu=δtf[∂∂tfΦ+∂ΨT∂tfv+F-x˙T∂F∂x˙]tf+ δxfT∂∂xΦ+vTΨ+∂F∂x˙tf+δwT∂F∂w˙tf+δZT∂F∂Z˙tf +∫t0tfδxT(∂F∂x-ddt∂F∂x˙)dt-∫t0tfδwTddt∂F∂w˙dt-∫t0tfδZTddt∂F∂Z˙dt.(1C50)

Using the necessary condition δJu=0 of the minimizer of the functional J(u) and arbitrary δtf, δxf,δw, δZ, we obtain:

Euler Equations:

∂F∂x-ddt∂F∂x˙=0, ddt∂F∂w˙=0 and ddt∂F∂Z˙=0

and transversality conditions:

[∂∂tfΦ+∂ΨT∂tfv+F-x˙T∂F∂x˙]tf=0, ∂∂xΦ+vTΨ+∂F∂x˙tf=0, ∂F∂w˙tf=0 and ∂F∂Z˙tf=0.



EXERCISES

EXERCISE 1.1

Consider the dynamic system:

dx1dt=2x2-x1(x12+x22)

dx2dt=-x1-x2(x12+x22).

Assess its stability.

EXERCISE 1.2

Consider two matrices: A=diag (a1,…,an) with ai>0, i=1,…,n and B. Show that the sign of all eigenvalues of the matrix B as that same of AB. (Hint: λI-AB=A|λA-1-B|).
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2.1 INTRODUCTION

In Chapter 1, we have introduced three types of deep neural networks. Despite unprecedented performance of deep neural networks across a wide range of tasks (Devlin et al. 2018), theoretical analysis of deep neural networks including the gradient-based training dynamics of the parameter estimation are intractable (Lee et al. 2019). Alternative to deep neural networks, in this chapter, we introduce wide neural networks where the number of hidden units in a fully connected layer or the number of channels in a convolutional layer is infinite. The wide neural networks have several remarkable features. First, the output of the wide neural networks can be analytically expressed (Borovykh 2019). Second, output dynamics of the evolving wide neural networks are a Gaussian process (GP) (Matthews et al. 2018; Novak et al. 2019). Third, the wide neural networks provide a powerful tool for understanding the network output and its generalization capabilities, which are essential for the success of the neural networks (Li et al. 2019).

In this chapter, I first introduce linear models for learning output of the wide neural networks.



2.2 LINEAR MODELS FOR LEARNING IN NEURAL NETWORKS


2.2.1 Notation and Mathematic Formulation of Dynamics of Parameter Estimation Process

Let x∈Rn0 be the input data and y∈Rk be the labels. Assume that N individuals are sampled. Define

Xn=x1n⋯xn0n, X=X1⋮XN, Yn=Y1n⋯Yknand Y=Y1⋮YN.

Let D={X, Y} be the training set. Consider a fully-connected feed forward network with L hidden layers and nl neurons in the lth layer for i=1,…,L, and an output layer with nL+1=k neurons that correspond to the number of labels. Define

zlx=z1l⋯znll, hl(z)=h1l(z)⋯hnll(z), Wl+1=w11l+1⋯w1nl+1l+1⋮⋯⋮wnl1l+1⋯wnlnl+1l+1, and bl+1=b1l+1⋮bnl+1l+1

be the pre- and post-activation function at layer l with input x.

The nonlinear transformation relationships in a feed-forward neural network are given by


hl+1z=zlWl+1+bl+1(2.1)


zl+1=φ(hl+1),(2.2)

where φ is a nonlinear activation function. The weights and biases can be defined as functions of random variables as follows:


Wijl=σωnlωijl and bjl=σbβjl,(2.3)

where σω2 and σb2 are variances of weight and bias, ωijl, βjl ˜N(0,1) at initialization. The parametrization methods in equations (2.1)–(2.3) are called the Neural Tangent Kernel (NTK) parameterization.

Let


θl=[ω.1lβ1l⋮ωnllβnll], Yn=ftT(xn, θ¸(t))=[ft1(xn,  θ(t))⋯ftk(xn,θ(t))]=



[h1L+1(xn, θ(t))⋯hkL+1(xn, θ(t))], θ=[θ1⋮θL+1],



Y^n=Y^1n⋯Y^kn=f^(xn, θ), Y^=Y^1⋮Y^N.


Let lY^n, Yn=l(ftxn, θt,Y): Rk×Rk→R be the loss function. Widely used loss functions are mean square error (MSE), which is defined as


l(Y^n, Yn)=12‖Y^n−Yn‖22,
(2.4a)

and cross entropy loss which is defined as


lftxn,θt,Yn=-∑i=1ky^inlog⁡yin=-∑i=1ky^inlog⁡fi(xn,θ).
(2.4b)

The loss function for N sample is


L(ftx,θt)=1N∑n=1Nl(ftxn, θt, Yn).
(2.5)

The lost function is a composite function of parameters θt. By chain rule, the gradient of the loss function with respect to θ is given by


∇θL=∂ftT∂θ∂L∂ft.
(2.6)

The recursive procedures for updating the parameters θ using gradient descent method are


θt+1-θt=-η∂ftT∂θ∂L∂ft,
(2.7)

where η is a learning rate. Equation (2.7) can be approximated by


θ˙t=-η∂ftT∂θ∂L∂ft.
(2.8)

Define


ftX=ft(X1)⋮ft(XN) and θ=θ1⋮θL+1, which imply that


∂ft(X)∂θT∂ftT(X)∂θ=∑l=1L+1∂ft(X)∂θlT∂ftT(X)∂θl.


By rules of derivative of composite function, we obtain


∂ft(X)∂t=∂ft(X)∂θTθ˙t=-η∂ft(X)∂θT∂ftT(X)∂θ∂L∂ft(χ)=-ηΠt(X, X)∂L∂ft(χ),
(2.9)

where


ΠtX, X=∂ft(χ)∂θT∂ftT(χ)∂θ=∑l=1L+1∂ft(X)∂θlT∂ftT(X)∂θl.
(2.10)

and is called the tangent kernel at time t.


Example 2.1: Neural Tangent Kernel (NTK) at the First Layer

Now we calculate the NTK ΠtX, X at time t.

Consider layer L=1. It is known that


θ1=W.11⋮W.n01b1.


Then, we have


ΠtXn, Xn=∂ft(X)∂θ1T∂ftT(X)∂θ1



=∂ft1∂θ1T⋮∂ftk∂θ1T∂ft1∂θ1⋯∂ftk∂θ1



=[∂ft1∂θ1T∂ft1∂q1⋯∂ft1∂θ1T ∂ftk∂θ1⋮⋮⋮∂ftk∂θ1T ∂ft1∂θ1â‹¯∂ftk∂θ1T∂ftk∂θ1]=[∏11t(Xn, Xn)⋯∏1kt(Xn,  Xn)⋮⋮⋮∏k1t(Xn, Xn)⋯∏kkt(Xn, Xn)].


Recall that


ftiXn,θ=σωn0XnW.i(1)+σbβi(0),



ftjXn,θ=σωn0(W.j(0))T(Xn)T+σbβj(0),


Therefore, we have


∂fti(Xn)∂θT=0⋯0σωn0Xnσb0…0,



∂ftj(Xn)∂θ=0⋯0σωn0(Xn)Tσb0…0 and



∏ijtXn, Xn=σω2n0Xn(Xn)T+σb2.






2.2.2 Linearized Neural Networks

The output ft(x,θt) of neural network is a nonlinear function of parameters. The first order Taylor expansion of the output is given by


ftlinx,θt=f0x,θ0+∂f0∂θTωt,
(2.11)

where ωt=θt-θ0.

It follows from equation (2.8) that


dωtdt=dθtdt=-η∂ftT∂θ∂L∂ft.
(2.12)

Combining equations (2.11) and (2.12), we obtain the derivative of ftlinx,θt:


dftlinx,θtdt=∂f0∂θTdωtdt=-η∂f0∂θT∂f0T∂θ∂L∂ft=-ηΠ0x, x∂L∂ft,
(2.13)

where Π0x, x=∂f0∂θT∂f0T∂θ.

For the MSE loss, we have


∂ltX,θt,Y)∂ftX,θt=2(ft(X,θt)-Y).
(2.14)

Substituting equation (2.14) into equation (2.13) and using equation (2.11), we can obtain


dωtdt=-2η∂f0T∂θ(ft(X,θt)-Y)



≈-2η∂f0T∂θ(ftlin(X,θt)-Y))



=-2η∂f0T∂θ(∂f0∂θTωt+f0x,θ0-Y),



=-2η∂f0T∂θ∂f0∂θTωt-η∂f0T∂θ(f0x,θ0-Y)



=-2ηΠ0(X,X)ωt-η∂f0T∂θ(f0X,θ0-Y),
(2.15)

where Π0(X,X)=∂f0T∂θ∂f0∂θT,

and


dftlin(X,θt)dt=−2η∏0(X, X)(ft(X,θt)−Y)



≈−η∏0(X, X)(ftlin(X, θt)−Y))



=−η∏0(X,  X)ftlin(X,θt)+η∏(X,  X)Y
(2.16)

Now we solve ordinary equations (ODEs) (2.15) and (2.16). The solutions to ODEs (2.15) and (2.16) are (Appendix 2B)


ωt=−∏0−1(X,X)(I−e−η∏0(X,X)t)  ∂f0T∂θ¸(f0(X,θ0)−Y).
(2.17)

Similarly, we can prove (Exercise 2.1)


ftlinX=I-e-ηΠ0(X,X)tY+e-ηΠ0(X,X)tf0(x).
(2.18)

For any point x, we have


ftlinx=μtx+γt(x),
(2.19)

where


μt(x)=∏0(x, χ)∏0−1(X,X)(I−e−η∏0 (X,X)t)Y 
(2.20)

and


γt(x)=f0(x)−∏0(x, χ)∏0−1(X,X)(I−e−η∏0 (X,X)t)f0(X).
(2.21)

When t go to infinity, we obtain


μ∞(x)=∏0(x,χ)∏0−1(X,X),



γ∞(x)=f0(x)(I−∏0(x, χ)∏0−1(X,X)),  which implies



f∞lin(x)=f0(x).
(2.22)




2.3 GAUSSIAN PROCESSES


2.3.1 Motivation

A goal of neural network is to identify unknown functions that map inputs to outputs. GP that generates distributions over functions is a powerful tool for analysis of wide neural networks. The GP captures a comprehensive picture of relations between inputs and outputs via infinite number of parameters (Schulz et al. 2018).

Let X∈Rd be an input vector and Y be an output variable. The relations between input X and output Y can be statistically described by a conditional distribution of Y, given X. This relation can be decomposed into a systematic and a random component. We assume that the systematic variation is captured by a latent function f(X). Therefore, the output Y can be modeled by


Y=fX+ε,
(2.23)

where ε follows a Gaussian distribution ε˜N(0, σε2) with mean 0 and variance σε2. If the latent function is a linear function, then the general function model (2.23) is reduced to the linear model:


Y=XTW+ε,
(2.24)

where X is a column output vector and W is a column parameter vector.

Viewing the parameters as random variables and taking Bayesian regression approach, we assume that a Gaussian prior over the parameters is PW=N(0, Σ) and the Gaussian likelihood is given by (Schulz et al. 2018):


PYX,W=N(XTW, σε2).
(2.25)

The posterior distribution of the parameters W, given the observed data {X,Y} is given by


P(W|X,Y)∝PWP(Y|X,W)



∞exp{−12σƒε2(Y−XTW)T(Y−XTW)}     exp{−12WT∑−1W}.
(2.26)

It can be shown that (Exercise 2.2)


exp{−12σƒε2(Y−XTW)T(Y−XTW)}exp{−12WT∑−1W}



∞  exp{−12(W−μW)T(XXTσƒε2+∑−1)(W−μW)}.
(2.27)

Therefore, we obtain


PWX,Y=N(μW, Λ).
(2.28)

where


μW=(1σε2XXT+Σ-1)-1XY,



Λ=(XXTσε2+Σ-1)-1.


Next we assume that a new input X* is given. We want to estimate the posterior distribution of the function value f*=X*TW, given the data (X,Y), i.e.,


P(f*|X,Y).


Since conditional distribution P(W|X,Y) is Gaussian, the conditional distribution P(f*|X,Y) is also Gaussian distribution with the mean


μ*=X*TE[W]=X*T(1σƒε2XXT+∑−1)TXY
(2.29)

and the variance


σ*2=X*T∧X*=X*T(XXTσε2+∑−1)X*.
(2.30)

In the linear models, if we assume that the prior distributions of the parameters are Gaussian, the posterior distributions of the parameters are also Gaussian and can be analytically computed. The distribution of the new output values corresponding new inputs can also be analytically calculated. However, only few relations in the real world are truly linear (Schulz et al. 2018), we need to extend the above approach from linear regression to nonlinear regression. This motives us to introducing GP in the next section.



2.3.2 Gaussian Process Models

Unlike linear regression where we can introduce Gaussian prior for the parameters, for the nonlinear regression models, we define a Gaussian prior for the nonlinear function. A GP can lead to different paths. These paths are usually referred to realizations of the process. Each realization can be interpreted as a nonlinear function. In theory, a nonlinear function is defined by infinite number of pairs of input and output. However, in the real world, the realization of the nonlinear function is the finite number of pairs of input and output. Therefore, we first define the multivariate Gaussian prior for the nonlinear function with the finite number of pairs of input and output. Consider the nonlinear function f(x) defined on the following finite set of pairs of input and output:


yi=fxi, i=1, …, n.
(2.31)

We define the following n-variate Gaussian prior over the nonlinear function (2.31):


N(m(x),∑x),
(2.32)

where


mx=E[fx1]⋮E[fxn],
(2.33)

and


∑x=[E[(f(x1)−m(x1))2⋯⋮⋮E[(f(x1)−m(x1))(f(xn)−m(xn))]⋯    E[(f(xn)−m(xn))(f(x1)−m(x1))]⋮E[(f(xn)−m(xn))]2].
(2.34)

Now we are ready to define a GP (Schulz et al. 2018).


Definition 2.1: Gaussian Process

A GP is a real valued stochastic process indexed by x and is defined as a collection of any finite number of random variables that follow a joint multivariate Gaussian distribution.

The GP is understood as a distribution over functions f(x) with a continuous time or space domain. GPs have two remarkable properties. First, it is clear from definition that a GP is fully determined by its mean μx=E[fx] and covariance functions Kx,x’=cov(f(x),f(x’)). Second, prediction of output for a new input can be done by conditional distribution of the normal distribution, which is a linear function of the observed values. The GP over function f(x) is denoted as


f(x)˜GP(mx, Kx,x’).
(2.35)

If the function is defined in equation (2.31). Then, the mean function mx and covariance function (kernel) function are defined in equations (2.31) and (2.32), respectively.

A GP is completely determined by a mean function and covariance (kernel) function (Bartels and Hennig 2019). The covariance (kernel) function determines a distribution over functions. The covariance (kernel) function should be positive definite. Here we introduce several covariance (kernel) functions (Duvenaud 2020). The widely used covariance (kernel) function is the squared exponential kernel, or exponentiated quadratic covariance function (also called as the radial basis function (RBF kernel)). It is defined as


KSEx,x’=σf2exp-||x-x’||22τ2,
(2.36)

where σf2 is referred to as a signal variance and determines the average distance between the function and mean of GP, and τ2 is a length scale, which determines the length of the “fluctuation” in the function.




Example 2.2 Rational Quadratic Kernel

Rational quadratic kernel is defined as


KRQ(x,x′)=σ2(1+(x−x′)22αl2)−α,
(2.37)

where the parameter α measures the relative weighting of large-scale and small-scale variations. After some algebra, we obtain


(1+(x−x′)22αl2)−α=(1+12l2(x−x′)2α)−(x−x′)22l2 2l2(x−x′)2α       →exp{−(x−x′)22l2}, α→∞.
(2.38)

This shows that when, α→∞, Rational quadratic kernel converges to the exponentiated quadratic kernel. Adding many exponentiated quadratic kernels with different length scales can generate the rational quadratic kernel.

Exponentiated quadratic kernel and rational quadratic kernel are designed for smooth continuous functions. If functions are discontinuous then either lengthscale will become very small or posterior mean will become zero almost everywhere (Duvenaud 2020).




Example 2.3: Periodic Kernel

A periodic kernel is defined as


Kper=σ2exp⁡2sin2πx-x’pl2,
(2.39)

where the parameter p determines the period of the function and l measures the length of wiggles in the function. The periodic kernel is designed to fit the periodic functions.




Example 2.4: Locally Periodic Kernel

Locally periodic kernel is defined as the product of the exponentiated quadratic kernel and periodic kernel:


KLocalPerx,x’=KSEx,x’Kperx,x’=σ2exp-||x-x’||22τ2exp⁡2sin2πx-x’pl2.
(2.40)

The local periodic kernel is designed to model the functions that are only locally periodic, but with time varying shape of the periodic part of the function.





2.3.3 Gaussian Processes for Regression

Similar to Bayesian regression, GP that models distributions over functions can be used for regression. Given a set of input and output variables as a training dataset, we can define a mean and a kernel function, which determine a GP. GP is then taken as a prior on the regression function. To predict the output of a set of the new input data, we calculate the posterior distribution of the output, given the set of the new input data. The posterior distribution is then used to predict the expected values and probability of the output variables. We first consider the prediction with noise-free observations and then investigate the prediction using noise observation.


2.3.3.1 Prediction with Noise-Free Observations

We assume that the observations are noise free. Consider a training dataset X={xi, i=1,…, n1} and Y={yi=f(xi), i=1,…, n1}. Given a new test dataset X*={xj*, j=1,…, n2}. We want to predict Y*=f(X*). It follows from the GP theory that for the finite number of samples, the outputs (Y, Y*) follow the following joint Gaussian distribution:


YY*˜Nμ(X)μ(X*)K(X,X)K(X,X*)K(X*, X)K(X*,X*),
(2.41)

where


μ(X)=E[f(X)]n1×1, μ(X*)=E[f(X*)]n2×1,



KX,X=E[(f(X)-μX)(f(X)-μX)T],



KX, X*=E[(f(X)-μX)(f(X*)-μX*)T],



KX*,X=E[(f(X*)-μX*)((f(X)-μX)T],



KX*, X*=E[(f(X*)-μX*)(f(X*)-μX*)T].


Using joint distribution (2.39), we obtain the conditional distribution of Y, given Y, X, and X*:


P(Y*|Y, X, X*)=N(μY*|Y,∑Y*|Y),
(2.42)

where


μY*|Y=μX*+ K(X*, X)KX,X-1(Y-μX),
(2.43)

and


∑Y*|Y=K(X∗,X)−(X∗,X) K(X,X)−1 K(X,X′).
(2.44)

Equation (2.41) shows that the conditional mean μY*|Y is weighted averages of the observed variables Y with the kernel function K as weights. We can use the conditional mean μY*|Y of GP to predict outputs Y* that correspond to the input X*. Next we discuss the prediction with noise observation.



2.3.3.2 Prediction with Noise Observations

In the previous discussion, we assume that the predictions fX=Y are from noiseless observation. Now we assume the noise observations and consider the model:


Y=f(X)+ε,
(2.45)

where ε follows a Gaussian distribution with variance σε2. We assume that the GP GP(mx, KX,X) as a prior over the function f(X). The outputs Y also follow the Gaussian distribution:


N(mx, KXX+σε2I).
(2.46)

Now the outputs (Y, Y*) follow the following joint Gaussian distribution:


[YY*]∼N(μ(X)μ(X*)[K(X,X)+σε2IK(X,X*)K(X*, X)K(X*,X*)]).
(2.47)

The conditional distribution of Y*, given Y, X, and X*:


P(Y*|Y, X, X*)=N(μY*|Y, ∑Y*|Y),
(2.48)

where


μY*|Y=μX*+ K(X*, X)(KX,X)+σε2I-1(Y-μX),
(2.49)

and


∑Y*|Y=K(X*,X*)−(X*, X)(K(X,X)+σε2I)−1K(X,X*).
(2.50)

For the noise observation, we only need to change the covariance (kernel) functions K(X,X) of the function f(X) to K(X,X)+σε2I.





2.4 WIDE NEURAL NETWORK AS A GAUSSIAN PROCESS

In this section, we discuss how to derive a GP as a prior for the output of the wide neural networks. When the number of the nodes in the hidden layer approaches infinitely, the central limit theorem ensures that the output of the wide neural network converges to a multivariate Gaussian distribution. The Gaussian distribution will be determined by its mean and covariance (kernel) function. Next we discuss how to define the GP for the single-layer neural networks and multilayer neural networks (Lee et al. 2018).


2.4.1 Gaussian Process for Single-Layer Neural Networks

We first consider the input layer. The pre-activations, Zi(X), can be expressed as


Zi0X=bi0+∑k=1dinWik0Xk and Zi0X’=bi0+∑k=1dinWik0X’k,
(2.51)

where din is the dimension of input vector X∈Rdin.

We assume Wik0˜N0, σw2din, bj0˜N(0, σb2).

Then, it follows from the central limit theorem that


Zi0XZi0X’˜NμZK(X,X’),
(2.52)

where


μZ=E[Zi0X]E[Zi0X’]=00, and



KX,X’=Var(Zi0X)E[Zi0XZi0X’]E[Zi0X’Zi0X]Var(Zi0X’) .
(2.53)

It follows from equation (2.51) that


VarZi0X=σb2+var∑k=1dinWik0Xk=σb2+∑k=1dinσw2din(Xk)2=σb2+σw2XTX,
(2.54)

Similarly, we obtain


EZi0XZi0X’=σb2+σw2XTX’, EZi0X’Zi0X=σb2+σw2X’TX and



VarZi0X’=σb2+σw2X’TX’.
(2.55)

Substituting equations (2.54) and (2.55) into equation (2.53), we obtain


KX,X’=σb2+σw2XTXσb2+σw2XTX’σb2+σw2X’TXσb2+σw2X’TX’.
(2.56)

Therefore, GP for the pre-activation function Zi(X) is


Zi(X)˜GP(0, K(X,X’).
(2.57)

Next we consider the first layer. Suppose that the pre-activation function Zi1(X) in the first layer is given by


Zi1X=bi1+∑j=1n1Wij1Xj1(X),
(2.58)

where


Xj1X=ϕbj0+∑j=1dinWjk0Xk.
(2.59)

If we consider the collection of Zi1X1, …, Zi1Xn, then the multidimensional central limit theorem implies that Zi1X1, …, Zi1Xn are asymptotically distributed as


N0⋮0K1(X1, X1)⋯K1(X1, Xn)⋮⋮⋮K1(Xn,X1) ⋯K1(Xn,Xn.
(2.60)

Now we calculate K(Xi, Xj). By definition, we obtain


K1(Xi, Xj)=E[Zi1XiZi1(Xj)]=E[(bi1+∑j=1n1Wij1Xj1(Xi))(bi1+∑j=1n1Wij1Xj1(Xj))]



=σb2+∑j=1n1∑k=1n1EWij1Wik1E[Xj1XiXk1Xj].
(2.61)

Using the assumption that weights Wij1 and Wik1 are independent, we have


EWij1Wik1=σw2dinj=k0j≠k.
(2.62)

Substituting equation (2.62) into equation (2.61) yields


K1Xi, Xj=σb2+σw2EXj1XiXj1Xj=σb2+σw2C(Xi,Xj),
(2.63)

where for ReLU nonlinear function, C(Xi,Xj) is equal to (Appendix 2B, Cho and Saul 2009)


CXi,Xj=12π(σb2+σw2|Xi|2)(σb2+σw2|Xj|2)sin⁡θXi,Xj0+π-θXi,Xj0cosθXi,Xj0,


where θXi,Xj0=arccos(σb2+σw2<Xi,Xj>(σb2+σw2||Xi||2)(σb2+σw2||Xj||2)), <Xi,Xj> denotes inner product of Xi and Xj.



2.4.2 Gaussian Process for Multilayer Neural Networks

The derivation of the previous section can be extended to multilayer neural networks via induction. Consider the lth layer. We assume that the pre-activation function Zil-1 follows a GP GP(0, Kl-1Xm, Xn), where Xm and Xn are the inputs of the mth sample and nth sample, respectively. We also assume that Zil-1 and Zjl-1 are independent and identically distributed, which implies that Xjl(X) are independent and identically distributed. The pre-activation function Zil in the lth layer is


ZilX=bil+∑j=1nlWijlXjl(X), XjlX=ϕ(Zjl-1X).
(2.64)

Consider a finite collection of Zi1X1, …, Zi1Xn. Again, multidimensional central limit theorem implies that asymptotic joint distribution of Zi1X1, …, Zi1Xn is multivariate Gaussian distribution. By the same argument as that in the previous section,


Zil(X)˜GP(0, KlXm, Xn),
(2.65)

where


KlXm, Xn=σb2+σw2EZil-1˜GP0, Kl-1[ϕZil-1XmϕZil-1Xn].
(2.66)

By the previous GP assumption of Zil-1, we have


[Zil−1(Xm)Zil−1(Xn)]∼N(00Kl−1(Xm, Xm)Kl−1(Xm, Xn)Kl−1(Xn, Xm)Kl−1(Xn, Xn)).
(2.67)

Therefore, EZil-1˜GP0, Kl-1[ϕZil-1XmϕZil-1Xn] is a nonlinear function, denoted as


EZil−1˜GP(0, Kl−1)[ϕ(Zil−1(Xm))ϕ(Zil−1(Xn))]=Fϕ(Kl−1(Xm, Xm),Kl−1(Xm, Xn),Kl−1(Xn, Xn)).
(2.68)

Substituting equation (2.68) into equation (2.66) yields


Kl(Xm, Xn)=σb2+σw2Fϕ(Kl−1(Xm, Xm),Kl−1(Xm, Xn),Kl−1(Xn, Xn)).
(2.69)

In Appendix 2B, we show that for ReLU nonlinear function, we have


Kl (Xm, Xn)=σb2+σw22πKl−1(Xm, Xm)Kl−1(Xn, Xn) (sinθXm,Xnl−1+(π−θXm,Xnl−1)cosθXm,nl−1),


where


θXm,Xnl=arccos⁡σb2+σw2<Xm,Xn>(σb2+σw2|Xm|2)(σb2+σw2|Xn|2).
(2.70)

Now we can use Bayesian regression discussed in Section 2.3.3.2 to predict the output ZiLX* of the neural network, given new input X*. Consider a training dataset Dtr={X1, Y1, …, Xn, Yn} and a test dataset Dte={X*}. In the earlier section, we shown that the GP for ZiL is


ZiL˜GP(0, KL).


We assume the model:


Y=Zx+ε.
(2.71)

Using equation (2.47), we obtain


[YY*]∼N([00][KL(X,X)+σε2IKL(X,X*)KL(X*,X)KL(X*,X*)]).
(2.72)

From equations (2.48) and (2.49), the conditional distribution of Y*, given X,Y, X*, is


Y*˜NμY*|YKY*|Y,
(2.73)

where


μY*|Y=KL(X*,X)(KL(X,X)+σε2I)-1Y
(2.74)

and


KY*|Y=KLX*, X*-KL(X*,X)(KL(X,X)+σε2I)-1KL(X,X*).
(2.75)

The detailed expressions of equations (2.74) and (2.75) are


KLX,X=KL(X1, X1)⋯KL(X1, Xn)⋮⋮⋮KL(Xn, X1)⋯KL(Xn,Xn),
(2.76)


KLX, X*=KL(X1,X*1)⋯KL(X1, X*m)⋮⋮⋮KL(Xn, X*1)⋯KL(Xn, X*m),
(2.77)


KLX*, X*=KL(X*1, X*1)⋯KL(X*1, X*m)⋮⋮⋮KL(X*m, X*1)⋯KL(X*m,X*m),
(2.78)

and


Y=Y*1⋮Y*m.
(2.79)

An essential problem for the success of Gaussian regression is to calculate the kernel functions. For the ReLU function, we introduced analytical formula (2.70) to calculate the kernel function. For other nonlinear functions, we need to use numerical methods to calculate the integral in equation (2.68):


Fmn=∫-∞∞ϕugϕuhcexp{-12uguhssrsrsuguhdugduh,
(2.80)

where


c=1∫-∞∞∫-∞∞exp⁡{-12 uguhssrsrsuguhdugduh ,



s=KlXm,Xm=Kl(Xn, Xn), r=Kl(Xm,Xn)KlXm,XmKl(Xn, Xn)=Kl(Xm,Xn)S.


Numerical algorithm for kernel function calculation is summarized Algorithm 2.1 (Lee et al. 2018).


Algorithm 2.1: Numerical Calculation of Kernel Function

Step 1: All inputs are normalized to have identical norm.

Step 2: To calculate integral, the pre-activation function u(Zil) is set to be in the interval u=[-umax, …, umax], set variances s in the interval [0, …, smax], and correlations r=[-1,…,1]. The intervals for u, s, and r are divided into ng, nv and nr small intervals, respectively. All intervals and sampling grids are fixed and are reused across data points and layers.

Step 3: Calculate a look up table for Fmn in equation (2.68) or (2.80). The total number of elements in the look up table is nvnr. Using equation (2.80), we calculate the element in the look up table:


Fij=∑g∑hϕugϕuhexp⁡{-12uguhsisirjsirjsiuguh ∑g∑hexp⁡{-12uguhsisirjsirjsiuguh,
(2.81)

where ug, uh∈=-umax, …, umax, si∈0, …, smax, rj∈[-1,…,1].






APPENDIX 2A: RECURSIVE FORMULA FOR NTK CALCULATION

First we denote the pre- and post-activation functions at layer l by hl(X) and αl(X), respectively. Their recursive relations in the network are defined as


α0X, θ=X,
(2A1)


hl+1X,θ=1nlWlαlX,θ+βbl,
(2A2)


αlX,θ=σ(hlX,θ),
(2A3)

where σ is a nonlinear function.

The NTK is defined as


Πtχ, χ=∂ft(χ)∂θT∂ftT(χ)∂θ,
(2A4)

where


∏t(χ, χ)= [∂ft1(X1,θ)∂θT⋮∂ft1(Xn,θ)∂θT⋮∂ftk(X1,θ)∂θT⋮∂ftk(XN,θ)∂θT][∂ft1(X1,θ)∂θ¸⋯∂ft1(Xn,θ)∂θâ‹¯∂ftk(X1,θ)∂θâ‹¯∂ftk(XN,θ)∂θ] or



∏t(χ,χ)=π11(X1, X1)⋯π11(X1, XN)⋯π1nl(X1,X1)⋯π1k(X1,XN)⋮⋮⋮⋮⋮⋮⋮π11(XN, X1)⋮πk1(X1,X1)⋮πk1(XN,X1)⋯⋮⋯⋮…π11(XN,XN)⋮πk1(X1,XN)⋮πk1(XN,XN)⋯⋮⋯⋮…π1nl(XN,X1)⋮πkk(X1,X1)⋮πkk(XN,X1)⋯⋮⋯⋮…π1k(XN,XN)⋮πkk(X1,XN)⋮πkk(XN,XN),



πijXn,Xm=∂fti(Xn,θ)∂θT∂ftjT(Xm,θ)∂θ.


Now we consider layer L=1. Then, ftX,θ=h1(X,θ). Define


∏1t(χ,χ)=∂h1(χ,θ)∂θT∂(h1(χ,θ))T∂θ.


Hence, we have


ftiXn,θ=hi1Xn,θ=1n0XnT(Wi.(0))T+βbi(0),
(2A5)


ftjXm,θ=hj1Xm,θ=1n0Wj.(0)Xm+βbj(0),
(2A6)

where Wi.(0)=[Wi1(0), Wi2(0),…,Win0(0)].


Therefore, we have


∂fti(Xn,θ)∂θT=0⋯01n0XnTβ0⋯0⋯0 and
(2A7)


∂ftj(Xm, θ)∂θ=0⋮000⋮1n0Xmβ⋮0.
(2A8)

The row index of the element in the NTK is determined by the index of the neuron in the network, and column index of the element in the NTK is determined by the index of the data samples. We define the element in the NTK as


∏ijtXn,Xm=∂fti(Xn,θ)∂θT∂ftj(Xm,θ)∂θ=1n0XnTXm+β2i=j0i≠j,
(2A9)

where i=1,…, n1, j=1,…, n1, n=1,…, N, m=1, …, N.

Let


π1=1n0X1TX1+β2⋯1n0X1TXN+β2⋮⋮⋮1n0XNTX1+β2⋯1n0XNTXN+β2.


In the first layer, we obtain


∏1tχ, χ= π1⊗In1,


where ⊗ denotes Kronecker product and In1 is a n1 dimensional identity matrix.

We define


Γ1=Γ˜1⊗In1,
(2A10)

where Γ˜1=π1.


Next consider layer l. The NTK for layer l is


∏ltχ,χ=∂hl(χ, θ)∂θT∂hl(χ,θ)T∂θ.
(2A11)

Equation (2A11) can be written as


∏ltχ, χ=∏lt(X1,X1)⋯∏lt(X1,XN)⋮⋱⋮∏lt(XN,X1)⋯∏lt(XN,XN),
(2A12)

where


∏ltXn,Xm=π11lXn,Xm⋯π1nllXn,Xm⋮⋱⋮πnl1lXn,Xm⋯πnlnllXn,Xm,



πijlXn,Xm=∂hil(Xn,θ)∂θT∂hjl(Xm,θ)T∂θ.


It follows from equation (2A2) that


hlX,θ=1nl-1Wl-1αl-1X,θ+βbl-1,


or


hilXn,θ=1nl-1Wi.l-1αl-1Xn,θ+βbil-1, i=1,…, nl
(2A13)

which implies that


∂hl(X,θ)∂θT=1nl-1Wl-1∂αl-1(X,θ)∂θT+β∂bil-1∂θT+∂1nl-1Wl-1∂θT



∂hil(Xn,θ)∂θT=1nl-1Wi.l-1∂αl-1∂θT+1nl-1αl-1(Xn,θ)T∂(Wi.l-1)T∂θT+β∂bil∂θT.
(2A14)

Recall equation (2A3)


αl-1X,θ=σhl-1X,θ
(2A15)

and chain rule (1.4.6)


∂αl-1(Xn,θ)∂θT=∂αl-1(Xn,θ)∂hl-1(Xn,θ)T∂hl-1(Xn,θ)∂θT.
(2A16)

It follows from equation (2A15) that


∂αl-1(Xn,θ)∂hl-1(Xn,θ)T=σ˙(h1l-1Xn,θ)⋯0⋮⋱⋮0⋯σ˙(hnl-1l-1Xn,θ)˙.
(2A17)

Combining equations (2A16) and (2A17) yields


∂αl-1(Xn,θ)∂θT=σ˙(h1l-1Xn,θ)∂h1l-1(Xn,θ)∂θT⋮σ˙(hnl-1l-1Xn,θ)∂hnl-1l-1Xn,θ∂θT.
(2A18)

Again, using equations (2A13), we obtain


∂hjl(Xm,θ)T∂θ=1nl-1∂αl-1(Xm,θ)T(Wi.l-1)T∂θ+1nl-1∂Wi.l-1∂θαl-1(Xm,θ)+β∂(bil-1)T∂θ.
(2A19)

Similar to equation (2A16), we have


∂αl-1(Xm,θ)T∂θ=∂hl-1(Xm,θ)T∂θ∂αl-1(Xm,θ)T∂hl-1(Xm,θ).
(2A20)

Using equations (2A15), we obtain


∂αl-1(Xm,θ)T∂hl-1(Xm,θ)=σ˙(h1l-1Xm,θ)⋯0⋮⋱⋮0⋯σ˙(hnl-1l-1Xm,θ)˙.
(2A21)

Thus, combining equations (2A19) and (2A21), we obtain


∂αl-1(Xm,θ)T∂θ=∂h1l-1(Xm,θ)∂θσ˙(h1l-1Xm,θ)⋯∂hnl-1l-1Xm,θσ˙(hnl-1l-1Xm,θ)∂θ.
(2A22)

Similar to equation (2A7), we obtain


1nl−1αl−1(Xn,θ)T∂(Wi.l−1)T∂θ+β∂bil∂θT[0 ⋯ 0 1nl−1αl−1(Xn,θ)T β  0  ⋯  0  ⋯  0]
(2A23)

Again, similar to equation (2A8), we obtain


1nl-1∂Wi.l-1∂θαl-1(Xm,θ)+β∂(bil-1)T∂θ=0⋮000⋮1nl-1αl-1(Xm,θ)β⋮0.
(2A24)

Recall that πijlXn,Xm in equation (2A12) is defined as


πijlXn,Xm=∂hil(Xn,θ)∂θT∂hjl(Xm,θ)T∂θ.
(2A25)

Using equations (2A18)


∂αl-1(Xn,θ)∂θT∂αl-1(Xm,θ)T∂θ=σ˙(h1l-1Xn,θ)∂h1l-1(Xn,θ)∂θT⋮σ˙(hnl-1l-1Xn,θ)∂hnl-1l-1Xn,θ∂θT∂h1l-1(Xm,θ)∂θσ˙(h1l-1Xm,θ)⋯∂hnl-1l-1Xm,θσ˙(hnl-1l-1Xm,θ)∂θ



=ϕ11l-1(Xn,Xm)⋯ϕ1nl-1l-1(Xn,Xm)⋮⋱⋮ϕnl-11l-1(Xn,Xm)⋯ϕnl-1nl-1l-1(Xn,Xm)=Φl-1(Xn,Xm),
(2A26)

where


ϕuvl-1(Xn,Xm)=σ(˙hul-1(Xn,θ))σ˙(hvl-1Xm,θ)∂hul-1(Xn,θ)∂θT∂hvl-1Xm,θ∂θ.
(2A27)

It follows from equation (2A12) that


πuvl-1Xn,Xm=∂hul-1(Xn,θ)∂θT∂hvl-1Xm,θ∂θ.
(2A28)

Combining equations (2A27) and (2A28), we obtain


ϕuvl-1Xn,Xm=σ(˙hul-1(Xn,θ)σ˙(hvl-1Xm,θ)πuvl-1Xn,Xm.
(2A29)

Define


∂αl-1(χ,θ)∂θT∂αl-1(χ,θ)T∂θ=Φl-1χ,χ=Φl-1(X1,X1),⋯Φl-1(X1,XN)⋮⋱⋮Φl-1(XN,X1),⋯Φl-1(XN,XN).
(2A30)

Combining equations (2A23) and (2A24) leads to


(1nl−1αl−1(Xn,θ)T∂(Wi.l−1)T∂θT+β∂bil∂θT)(1nl−1∂Wj.l−1∂θ¸αl−1(Xm,θ)+β∂(bjl−1)T∂θ¸)



=1nl-1αl-1(Xn,θ)Tαl-1Xm,θ+β2i=j0i≠j
(2A31)

Define


γl-1(Xn,Xm,θ)=1nl-1αl-1(Xn,θ)Tαl-1Xm,θ+β2,
(2A32)


γl-1(χ,χ)=γl-1(X1,X1)⋯γl-1(X1, XN)⋮⋱⋮γl-1(XN,X1)⋯γl-1(XN,XN),
(2A33)

and


Γl-1(χ,χ)=γl-1(χ,χ)⊗Inl-1.
(2A34)

Then,


∂[1nl-1Wl-1αl-1χ,θ+βbl-1] θT∂[1nl-1Wl-1αl-1χ,θ+βbl-1 ]T∂θ=Γl-1(χ,χ).
(2A35)

Combining equations (2A11), (2A14), (2A30), and (2A35), we obtain


∏ltχ,χ=∂hl(χ, θ)∂θT∂hl(χ,θ)T∂θ=1nl-1W˜l-1Φl-1χ,χ(W˜l-1)T+Γl-1(χ,χ),
(2A36)

where


W˜l-1=Wl-1⋮Wl-1.
(2A37)

Let


Δ=1nl-1W˜l-1Φl-1χ,χ(W˜l-1)T.
(2A38)

Then,


∆=∆˜11⋯∆˜1N⋮⋱⋮∆˜N1⋯∆˜NN,
(2A39)

where


∆˜nm=1nl-1Wl-1Φl-1(Xn,Xm)(Wl-1)T.
(2A40)

It follows from equation (2A40) that


∆˜nm=∆11nm⋯∆1nl-1nm⋮⋱⋮∆nl-11nm⋯∆nl-1nl-1nm=1nl-1W1.l-1Φl-1Xn,Xm(W1.l-1)T⋯W1.l-1Φl-1Xn,Xm(Wnl-1.l-1)T⋮⋱⋮Wnl-1.l-1Φl-1Xn,Xm(W1.l-1)T⋯Wnl-1.l-1Φl-1Xn,Xm(Wnl-1.l-1)T.
(2A41)

Using large number of theorem, we obtain


∆ijnm=1nl-1Wi.l-1Φl-1Xn,Xm(Wj.l-1)T→a.s.1nl-1E[Wi.l-1Φl-1Xn,Xm(Wj.l-1)T].
(2A42)

By the assumption, we have


E[(Wj.l−1)T]=0
(2A43)

and


Cov(Wj.l-1)T, Wi.l-1=σω2Inl-1i=j0i≠j.
(2A44)

By the formula for the expected value of a quadratic form, we obtain


λijnm=1nl−1E[Wi.l−1Φl−1(Xn,Xm)(Wj.l−1)T]     ={σω21nl−1Tr(Φl−1(Xn,Xm))i=j0i≠ j .
(2A45)

Combining equations (2A41), (2A42), and (2A45), we obtain


∆˜nm→a.s1nl-1σω2Tr(Φl-1Xn,Xm)Inl-1.
(2A46)

Combining equations (2A39), (2A40), and (2A46) yields


Δ→a.sΛl-1χ, χ=Ψl-1(χ, χ)⊗Inl-1,
(2A47)

where


Ψl-1χ,χ=πlX1,X1⋯πlX1, Xn⋮⋱⋮πlXN,X1⋯πlXN,XN=1nl-1σw2Tr(Φl-1X1,X1)⋯Tr(Φl-1X1, XN)⋮⋱⋮Tr(Φl-1XN,X1)⋯Tr(Φl-1XN,XN).
(2A48)

Combining equations (2A36) and (2A47), we obtain


∏lt(χ,χ)=Λl−1(χ,χ)+Γl−1(χ,χ),


which implies


∏ltχ,χ=πlχ,χ⊗Inl-1=Ψl-1χ, χ⊗Inl-1+γl-1(χ,χ)⊗Inl-1,
(2A49)

where


πlχ,χ=πl(X1,X1)⋯πl(X1,Xn)⋮⋱⋮πl(XN,X1)⋯πl(XN,XN).


If we assume in equation (2A28) that


πuvl-1Xn, Xm=0, for u≠v.
(2A50)

Using large number of theorem, equations (2A29) and (2A30), we obtain


πl-1Xn, Xm=σω21nl-1∑u=1nl-1πuul-1Xn,Xm=σω2E[π11l-1Xn,Xm].
(2A51)

We assume that


σ(˙hul-1(Xn,θ))σ˙hvl-1Xm,θ→a.sE[σ˙(u(Xn)σ˙VXm].
(2A52)

Using equations (2A26) and (2A29), we obtain


1nl-1TrΦl-1Xn,Xm=1nl-1∑u=1nl-1ϕuul-1(Xn, Xm)



=1nl−1∑u=1nl−1σ˙(hul−1(Xn,θ))σ˙(hvl−1(Xm,θ))πuul−(Xn,Xm) →a.sE[σ˙(u(Xn))(u(Xn)σ˙(V(Xm))]πl−1(Xn, Xm)
(2A53)

Combining equations (2A36)–(2A39), (2A47)–(2A49), and (2A53), we have


πlXn, Xm=γl-1Xn,Xm+σω2E[σ˙(hul-1(Xn,θ))σ˙hvl-1Xm,θ]πl-1Xn, Xm.
(2A54)

We show that when the number of neurons in the layer l increases to infinite, the output of the network in the layer l will converge to a GP. Recall that the output hl(X,θ) of the network layer l is defined as


hlX,θ=1nl-1Wl-1αl-1X,θ+βbl-1.


We assume that the weights and bias parameters are i.i.d, and


EWl-1=0, and 



E [Wl-1Wl-1)T=nl-1σw2Inl-1


.

In summary, the recursive formulas for the calculation of the NTK are given as follows (Appendix 2A):


∏ltχ,χ=πlχ,χ⊗Inl-1=Ψl-1χ, χ⊗Inl-1+γl-1χ,χ⊗Inl-1, l=1,…, L+1,



∏ltXn,Xm=π11lXn,Xm⋯π1nllXn,Xm⋮⋱⋮πnl1lXn,Xm⋯πnlnllXn,Xm,



πuvlXn,Xm=∂hul(Xn,θ)∂θT∂hvl(Xm,θ)T∂θ,



Ψl-1χ,χ=πlX1,X1⋯πlX1, Xn⋮⋱⋮πlXN,X1⋯πlXN,XN,



=1nl−1σw2[Tr(Φl−1(X1,X1))⋯Tr(Φl−1(X1, XN))⋮⋱⋮Tr(Φl−1(XN,X1))⋯Tr(Φl−1(XN,XN))],



Φl-1Xn,Xm=ϕ11l-1(Xn,Xm)⋯ϕ1nl-1l-1(Xn,Xm)⋮⋱⋮ϕnl-11l-1(Xn,Xm)⋯ϕnl-1nl-1l-1(Xn,Xm),



ϕuvl-1Xn,Xm=σ(˙hul-1(Xn,θ)σ˙(hvl-1Xm,θ)πuvl-1Xn,Xm,



πuvl-1Xn,Xm=∂hul-1(Xn,θ)∂θT∂hvl-1(Xm,θ)T∂θ.


γl-1(χ,χ)=γl-1(X1,X1)⋯γl-1(X1, XN)⋮⋱⋮γl-1(XN,X1)⋯γl-1(XN,XN),



γl-1(Xn,Xm,θ)=1nl-1αl-1(Xn,θ)Tαl-1Xm,θ+β2.




APPENDIX 2B: ANALYTIC FORMULA FOR PARAMETER ESTIMATION IN THE LINEARIZED NEURAL NETWORKS

Define ODE


dωtdt=-Pωt-Q,
(2B1)

where P=η∏0, Q=η∂f0T∂θ(f0x,θ0-Y).

First, we solve equation


dωtdt=-Pωt.
(2B2)

Equation (2B2) can be transformed to


dlog⁡ωtdt=-P.
(2B3)

Solving ODE (2B3), we obtain


log⁡ωt=-Pt+c,


or


ωt=e-PtC.
(2B4)

Taking derivative on both sides of equation (2B4), we obtain


dωtdt=dCdte-Pt-PCe-Pt=-PCe-Pt-Q,
(2B5)

which implies


e-Pt dCdt=-Q, or



dCdt=-ePtQ.
(2B6)

Solving equation (2B6), we obtain


C=-∫0teη∏0dτQ+C0=-η-1∏0-1eη∏0t-IQ+C0.
(2B7)

Since ω0=0, we have C0=0. Therefore, we obtain


C=-η-1∏0-1eη∏0t-IQ.
(2B8)

Substituting equation (2B8) into equation (2B4), we obtain


ωt=-∂f0T∂θ∏0-1(I-e-η∏0t)(f0x,θ0-Y).
(2B9)


EXERCISES

EXERCISE 2.1

Please show


ftlinx=I-e-η∏0tY+e-η∏0tf0(x).


EXERCISE 2.2

Please show


exp{−12σε2(Y−XTW)T(Y−XTW)}exp{−12WT∑−1W}



∞ exp{−12(W−μW)T(XXTσε2+∑−1)(W−μW)}.
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3.1 VARIATIONAL INFERENCE


3.1.1 Introduction

Variational inference (VI) is a powerful method for representation learning that maps high-dimensional data to low-dimensional latent space and intends to approximate the posterior distribution (Wainwright and Jordan 2008; Kingma and Welling 2013; Rezende et al. 2014; Ranganath et al. 2016; Nguyen et al. 2017; Blei et al. 2018; Jeremias et al. 2019; Lin et al. 2019; Tang et al. 2019). Variational neural networks have been applied to computer vision, information retrieval, machine translation, image translation, music composition, molecular and chemical design, and speech recognition (Gasulla 2015; Wang et al. 2017; Ban et al. 2018; Salha et al. 2019; Yellapragada and Konkimalla 2019). We take statistical approach to VI to fully understand VI. Most materials in this section are from Blei et al. (2018).



3.1.2 Variational Inference as Optimization

Let x∈RD be a set of observed variables and z∈Rd be a set of latent variables, where d≪D. Suppose that the observed variables x are generated by the latent variable z. Let X=[x1,…,xn]T and Z=[z1,…,zn]T. Suppose that each zi is sampled from the prior distribution p0(zi) and each data point xi is generated from the conditional distribution pθ(xi|zi) independently (Blei et al. 2018).

Bayesian inference is to compute the posterior distribution of latent variables given observations:


pzx=p(x,z)p(x),(3.1)

where p(x,z) is a joint distribution of observed variable x and latent variable z, and the denominator is the marginal density p(x) of observations and also is referred to as the evidence. The marginal distribution can be calculated by marginalizing out the latent variables from the joint distribution:


px=∫px,zdz.(3.2)

Since the data dimension is very high and distribution function may be complex, in general, the integral does not have analytical solutions. Computing integral is intractable.


Example 3.1

Consider two unit-variance univariate Gaussian distributions N(μ1,1) and N(μ2,1). Assume that μ1˜N(0,σ2) and μ2˜N(0,σ2), where μ1 and μ2 are independent, σ2 is a hyperparameter. To generate an observation xi, we define a latent cluster assignment indicator variable ci, using one-hot encoding, where ci=[1, 0]T indicates an observation xi comes from the first class, ci=[0, 1]T indicates an observation xi comes from the second class, and ci˜categorical (12,12). Then, we sample ci from categorical (1/2, ½) distribution to determine which latent cluster observation comes from and generate xi from the corresponding Gaussian distribution N(ciTμ,1), where μ=[μ1, μ2]T. It is clear that the latent variables are z={μ, c}, where c is label assignment indicator variable, which can take value 0 or 1. The marginal distribution for this example is then given by

px= ∫pμ1, μ2pc1=0px1c1=0, μ+pc1=1px1c1=1, μ+

pc2=0px2c2=0, μ+pc2=1px2c2=1, μ+


pc3=0px3c3=0, μ+pc3=1px3c3=1, μdμ1dμ2.(3.3)

From equation (3.3), we observe that the term involved in equation (3.3) is 23. If the number of clusters for mixture of Gaussians is K, then the time complexity of numerical integrations is O(Kn). Computing marginal distribution p(x) is intractable in practice. Therefore, instead of directly calculating posterior distribution, we approximate posterior distribution with a simpler distribution via VI, which sidesteps the intractability of computing marginal distribution. In other words, we define a set Ω of distributions over the latent variables. Let q(z)∈Ω be a candidate distribution or variational distribution. The goal of VI is to approximate the posterior distribution pzx by q(z). We use Kullback-Leibler (KL) divergence (relative entropy) to measure the difference between q(z) and pzx. The VI is reduced as the following optimization problem:


q*z=argminqz∈Ω⁡KL(qz||pzx).(3.4)





3.1.3 Variational Bound and Variational Objective

Objective function in equation (3.4) still involves the marginal distribution p(x). To see this, we rewrite:

KL(q(z)|pzx=Eq(z)log⁡qz-Eq(z)log⁡p(z|x)

=Eq(z)log⁡qz-Eq(z)log⁡p(x,z)p(x)

=Eq(z)log⁡qz-Eqzlog⁡px,z+Eq(z)log⁡p(x)


=Eq(z)log⁡qz-Eqzlog⁡px,z+log⁡p(x).(3.5)

Equation (3.5) shows that the objective function in equation (3.4) implicitly depends on the marginal distribution p(x), which implies that computation of KL(q(z)|pzx is intractable. Fortunately, minq(z)⁡KL(q(z)|pzx is equivalent to minq(z)⁡KL(qzp(x,z). In fact, minq(z)⁡KL(qzp(x,z) is equivalent to

minq(z)⁡KL(q(z)p(x,z)=minq(z)⁡Eqzlog⁡qz-Eq(z)log⁡p(x,z)

=minq(z)⁡{Eq(z)log⁡qz-Eqzlog⁡px,z+log⁡p(x)}


=minq(z)⁡KL(q(z)|pzx.(3.6)

Let,


ELBOq=Eqzlog⁡px,z-Eq(z)log⁡q(z).(3.7)

Combining equations (3.5) and (3.6) yields


log⁡p(x)=KL(q(z)|pzx+ELBOq,(3.8)

which implies


log⁡p(x)≥ELBOq.(3.9)

Optimization problem (3.4) can be reduced to


q*z=argmaxqz∈Ω⁡ELBOq,(3.10)

where ELBO is called the evidence lower bound.

Recall that


Eq(z)log⁡px,z=Eq(z)log⁡pz+Eq(z)log⁡p(x|z).(3.11)

Substituting equation (3.11) into equation (3.7) yields


ELBOq=Eq(z)log⁡p(x|z)-KL(q(z)||pz).(3.12)

When qz=p(z), equations (3.9), (3.10), and (3.12) show that the optimization choses values of z that explain the observed data.



3.1.4 Mean-Field Variational Inference


3.1.4.1 A General Framework

The complexity of optimization is largely determined by the complexity of the variational family Ω. In this section, we introduce the mean-field variational family that is a fully factorized distribution (Blei et al. 2018). The mean-field variational family should have two features: (1) accuracy of approximating the posterior distribution and (2) simplicity of the family that leads to tractable approximation. A mean-field approximation assumes that the latent variables are mutually independent and the variational density of each latent variable is determined by a distinct factor. The mean-field variational family for latent variables z is


qz=∏j=1mqj(zj),(3.13)

where qj(zj) is a variational factor.

A fully factorized variational distribution allows iteratively performing optimization of each factor, each time updating one latent variable while keeping other latent variables unchanged. Indeed, substituting factorization in equation (3.13) into equation (3.7), we obtain


ELBOq=∫qj(zj)Eq(z-j)log⁡px,zjz-jdzj-∫q(zj)log⁡qzjdzj+cj,(3.14)

where z-j denotes the set z excluding zj and cj denotes a constant that includes all terms that are constant with respect to zj in the update of zj.

Next we need to find q*(zj) that minimizes


ELBOqzj=∫qj(zj)Eq(z-j)log⁡px,zjz-jdzj-∫q(zj)log⁡qzjdzj.(3.15)

Using calculus of variations, we obtain (Appendix 3A)


q*(zj)∝Exp{Eq(z-j)log⁡p(zj|z-j,x)},(3.16)

or


q*(zj)∝Exp{Eq(z-j)log⁡p(zj,z-j,x)}.(3.17)

Equations (3.16) and (3.17) present algorithms for iteratively updating variational distribution q(z) of each latent variable, which will finally converge the optimal solution. This algorithm is called coordinate ascent variational inference (CAVI) algorithm (Bishop 2006; Blei et al. 2018). It is summarized as follows.



	CAVI Algorithm


	Step 1: Initialization of variational factors qjzj, j=1,…,m.

Calculate ELBO0q=E[log⁡p(x,z)]-E[log⁡q(z)].


	Step 2: Set t←t+1


	Step 3: For j∈{1,…,m} do



qj(zj)←exp⁡{Eq(z-j)log⁡p(zj|z-j,x)}


	End


	Step 4: Compute



ELBO(t)q=E[log⁡p(x,z)]-E[log⁡q(z)].


	Step 5: Check convergence


	If |ELBOtq-ELBOt-1q|≤ε then stop, output q(z);


	Otherwise, go to Step 2, where ε is a prespecified error.






 
3.1.4.2 Bayesian Mixture of Gaussianss


3.1.4.2.1 Overview As an example of the mean-field variational family, we consider Bayesian mixture of Gaussian. Consider K mixture components and n sampled data points x=[x1,…,xn]T. The kth component follows a Gaussian distribution N(μk,1). We further assume that μk˜N(μk,σk2 and they are independent. The mean-field variational family consists of two parts: (1) the distribution on the jth observations's mixture assignment q(cj; φj) where cj is an indicator K-vector, all zeros except for a value 1 in the component corresponding to the cluster the data xj comes from, and (2) a Gaussian distribution q(μk: mk, σk2) on the kth mixture component's mean parameter. Therefore, the mean-field variational family is of the form:


qz=qμ,c=∏k=1Kq(μk;mk, σk2)∏j=1n q(cj; φj).(3.18)

Next, we define the joint distribution of the observed variable x and latent variable z. By the definition, the joint distribution p(x,z) is given by


px,z=pμ,c,x=∏k=1Kp(μk)∏j=1npcjp(xj|cj,μ),(3.19)

where

μ˜N0,σ2, pcj=k=1K, pxjcj,μ=12πe-(xj-cjTμ)22.

We combine the joint distribution (3.19) and mean-field variational distribution family (3.18) to form the following ELBO for the mixture of Gaussian:

ELBO=∑k=1KE[log⁡p(μk)]+∑j=1n(E[log⁡pcj]+E[log⁡pxjcj, μ])


-∑j=1nE[log⁡q(cj)]-∑k=1KE[log⁡q(μk)].(3.20)

The CAVI algorithm performs optimization to update each variational parameter in turn. We first study updating the variational cluster assignment factor q(c) and investigate the updating the variational mixture component factor q(μ).



3.1.4.2.2 Update the Variational Cluster Assignment Recall from equation (3.17) that

q*(cj)∝exp⁡{Eμ[Ec-j[log⁡pμ,c,x]]


∝exp⁡{log⁡pcj+E[log⁡p(xj|cj, μ)]}.(3.21)

In equation (3.19), we assume that

log⁡pcj=-log⁡K,

which implies that log⁡p(cj) for all possible values of cj and provides no information for updating cluster assignment distribution. Therefore, we need to only consider the second term in equation (3.21).

Since cj is an indicator vector, the conditional probability log⁡p(xj|cj, μ) can be written as


pxjcj,μ=∏k=1Kp(xj|μk)cjk,(3.22)

where

cjk=1if xjis from the kth cluster0otherwise.

Taking logarithm on both sides of equation (3.22), we obtain


log⁡pxjcj,μ=∑k=1Kcjklog⁡p(xj|μk).(3.23)

Taking expectation on both sides of equation (3.23), we obtain


E[logp(xj|cj,μ)]=∑Kk=1cjkE[logp(xj|μk)].(3.24)

It follows from equation (3.19) that


E[log ⁡p(xj|μk)]=E-(xj-μk)22-12log⁡2π.(3.25)

Since expectation in equation (3.25) is taken over the parameter of the kth component of the Gaussian distribution and is not taken over the observed variable xj, we obtain


E[(xj−Î¼k)2]=xj2−2E[μk]xj+E[μk2].(3.26)

Substituting equations (3.25) and (3.26) into equation (3.24) yields


E[logp(xj|cj,μ)]=∑k=1Kcjk(E[μk]xj−12E[μk2])+const.(3.27)

Substituting equation (3.27) into equation (3.12), we obtain


q*(cj)∞ exp{∑k=1Kcjk(E[μk]xj−12E[μk2])}.(3.28)

Equation (3.28) indicates that calculation requires E[μk] and E[μk2 for each mixture component. Next we discuss how to calculate the variational density q*(μk) for the kth mixture component.



3.1.4.2.3 Update the Variational Density of the Mixture Means It follows from equation (3.19) that the joint distribution of the observed variables x and the kth  latent mixture component is


Px, μk=p(μk)∏j=1np(xj|cj, μ).(3.29)

Using equation (3.17), we calculate the coordinate-optimal q(μk) for the mean of the kth latent mixture component:

q(μk)∝exp⁡{Eq(μ-k, c-k)log⁡Px, μk} 


∝exp⁡{log⁡pμk+∑j=1nEq(μ-k, c-k)log⁡Pxj|cj, μ}.(3.30)

Substituting equation (3.17) into equation (3.30) yields

q(μk)∝exp⁡{log⁡pμk+∑j=1nE[cjklog⁡p(xj|μk)]}


∝exp⁡{log⁡pμk+∑j=1KE[cjk]log⁡p(xj|μk)}.(3.31)

Define


φjk=E[cjk].(3.32)

Substituting equation (3.32) into equation (3.31), we obtain


q(μk)∝exp⁡{log⁡pμk+∑j=1nφjklog⁡p(xj|μk)}.(3.33)

Recall that


pμk=12πe-μk22σ2 , pxjcj,μ=12πe-(xj-cjTμ)22.(3.34)

Substituting equation (3.34) into equation (3.33) yields

qμk ∝ exp⁡{-μk22σ2+∑j=1nφjk-(xj-μk)22}+const,

∝exp⁡{-μk22σ2+(∑j=1nφjkxj)μk-(∑j=1nφjk)μk22}+const,


∝exp⁡{(∑j=1nφjkxj)μk-(12σ2+∑j=1nφjk2)μk2}+const.(3.35)

Equation (3.35) shows that μk follows a Gaussian distribution with the mean and variance given by


mk=∑j=1nφjkxj1σ2+∑j=1nφjk and σk2=11σ2+∑j=1nφjk. (3.36)

In summary, we introduce coordinate mean-field VI for Bayesian mixture of Gaussians. Variational updates consist of two procedures: (1) update for the cluster assignment:


q*(cj)∞ exp{∑k=1Kcjk(E[μk]xj−12E[μk2])}(3.37)

and (2) update for the variational mixture-component means and variances:


mk=∑j=1nφjkxj1σ2+∑j=1nφjk and σk2=11σ2+∑j=1nφjk.



3.1.4.2.4 CAVI Algorithms for the Mixture of Gaussians The coordinate mean-field VI algorithms for Bayesian mixture of Gaussians are summarized as follows (Blei et al. 2018):



	CAVI algorithms for the mixture of Gaussians.

Data and Parameter Input: n×D dimensional data matrix, number of components K, variance of prior Gaussian distribution for component means.


	Output: Variational densities for the means q(μk; mk, σk2) and data point cluster assignment indicator vector q(cj; φj).




	Step 1: Initialization. Variational means and variances m0=[m10,…,mk0]T, (s2)0=[(σ12)0,…,(σk2)0]T and data point cluster assignment probabilities φ0=[(φ1)0,…,(φn)0]T. Set t=0.


	Step 2: Set t=t+1.


	Step 3: For j∈{1,…,n} do


	Set



φjkt∝exp⁡{E[μk t-1; mkt-1, σk2)t-1]xj-E[(μk2)t-1; mkt-1, σk2)t-1]}


	End


	Step 4: For k∈{1,…, K) do


	Set



 mkt←∑j=1nφjktxj1σ2+∑j=1nφjkt

(σk2)t←11σ2+∑j=1nφjkt.


	end


	Step 5: Compute ELBO


	Compute



E[logp(μkt)]=−(mkt)22σ2,E[logP(cj)]=−logK,

E[logP(xj|cjt,μt)]=φjktxjmkt−φjkt(mkt)22,

E[logq(cjt)]=−logK      +∑k=1K[φjktmktxj−((σk2)t+(mkt)], and

E[logq(μkt)]=(∑j=1nφjkxj)μkt      −(12σ2+∑j=1nφjk2)(mkt)2.


	Compute



ELBOt=∑k=1KE[log⁡p(μkt)]+∑j=1n(E[log⁡pcj]+E[log⁡P(xj|cjt,μt)]

-∑j=1nE[log⁡q(cjt)]-∑k=1KE[log⁡q(μkt)].


	Step 6: Check convergence


	If |ELBOt-ELBOt-1|≤ε then stop and output



qμ,c=∏k=1Kq(μkt)∏j=1nq(cjt);


	else go to Step 2.





We can use the estimated variational density to calculate the posterior distribution and perform a posterior decomposition of the data (Blei et al. 2018). For example, we assume that the posterior of the kth  mixture component can be estimated as a Gaussian distribution with means mk and variance σk2. Therefore, given data points, we can determine their most likely mixture component assignment cj=argmaxk⁡φjk and estimate cluster mean as variational means mk.

Bayesian mixture of Gaussian model assume that data come from the corresponding Gaussian N(cjTμ, 1). The density of new data can be predicted by


pxnewx=1K∑k=1K12πe-(xnew-mk)22.(3.38)




3.1.4.3 Mean-Field Variational Inference with Exponential Family


3.1.4.3.1 Exponential Family Complete Conditionals In Section 3.1.4.2, we investigated Bayesian mixture of Gaussians, proposed a general coordinate-ascent algorithms for optimizing the ELBO, and obtained variational coordinate update in closed form. Gaussian distribution is a specific form of exponential family. We expect that the variational coordinate update for exponential family will also take the simple closed form. In this section, we generalize the variation inference for the Bayesian mixture of Gaussian to exponential family (Amari 1982; Blei et al. 2018).

We assume that each complete conditional follows the distribution in the exponential family:


pzjz-j,x=exp⁡{ηjz-j,x)Tzj-aηjz-j,xh(zj),(3.39)

where latent variable zj is a sufficient statistic, ηj(z-j,x) is a function of other latent variables and observed variables that are taken as parameters, and h(zj) is a function of latent variable.

Variational exponential family includes Bayesian mixtures of exponential family models with conjugate priors, hierarchical hidden Markov models, Kalman filter models, and Bayesian linear regression.

Using equations (3.13) and (3.16), we can obtain mean-field variational density for the exponential family models:

qz=∏j=1mqj(zj),

where


qjzj∝exp⁡{E[log⁡p(zj|z-j,x)]}.(3.40)

Taking logarithm on both sides of equation (3.39) and then taking expectation, we obtain


E[log⁡pzjz-j,x]=E[ηj(z-j,x)]Tzj-E[aηjz-j,x ]+log⁡h(zj).(3.41)

Substituting equation (3.41) into equation (3.40) leads to

qjzj∝exp⁡{E[ηj(z-j,x)]Tzj-E[aηjz-j,x ]+log⁡hzj}


∝hzjexp⁡{E[ηj(z-j,x)]Tzj}.(3.42)

Equation (3.42) shows that each optimal variational factor is in the same exponential family with the same base function h(.) and log normalizer a(.) as its corresponding complete conditional. Define the variational parameter for the jth variational factor:


vj=E[ηjz-j,x].(3.43)

After computing vj, variational factor can then be easily updated by


qjzj∝hzjexp⁡(vj).(3.44)



3.1.4.3.2 Conjugate Prior for Exponential Family The exponential families that are readily integrated are very useful in practice. Conjugate priors have appealing computational properties, and hence are widely used in practice. In this section, we introduce concept of prior and a general form of conjugate prior for exponential family. Let p(θ|x) be the posterior distribution of variables θ after data x are observed and p(θ) be a prior distribution of θ.


Definition 3.1

The prior P(θ) and posterior distributions p(θ|x) are called conjugate distributions if they are in the same probability distribution family. The prior P(θ) is called a conjugate prior for the likelihood function p(x|θ).

The posterior distribution p(θ|x) is proportional to the product of prior distribution and likelihood as follows:


p(θ|x)∝pθp(x|θ),(3.45)

where p(x|θ) is a likelihood function. The prior is often found by selecting the prior pθ such that p(θ|x) and pθ are in the same family. We illustrate this by some examples.




Example 3.2: Bernoulli Distribution and Beta Priors

The likelihood for Bernoulli distribution is


pxθ=θx(1-θ)1-x.(3.46)

To retain the form of a product of powers of θ and 1-θ, we need to multiply a distribution with powers of θ and 1-θ similar to

p(θ)∝θα1(1-θ)α2.

This suggests that prior distribution is beta distribution. Indeed,

pθx=B(α1, α2)θα1-1(1-θ)α2-1θx(1-θ)1-x=B(α1+x, α2+x)θα1+x(1-θ) α2+x-1,

where both pθx and p(θ) are beta distribution.




Example 3.3: A Generic Conjugate Prior for Exponential Family

Now we consider a generic conjugate prior for an exponential family. The exponential family density in canonical form is given by


pxθ=hxexp⁡{θTTx-aθ}.(3.47)

Conjugate prior for exponential family is


pθγ=hγexp⁡{θTγ1+γ2-aθ}.(3.48)

The product of likelihood function and prior is equal to


pθγpxθ=p(θ+x)∝hγexp⁡{θTTx+γ1+(1+γ2)(-aθ},(3.49)

which is in the same family as the conjugate prior pθγ.





3.1.4.3.3 Variational Inference for Conditionally Conjugate Models Conditionally conjugate models are an important special case of exponential family. The conditionally conjugate models are characterized by global parameters and local variables. The joint density for the conditionally conjugate models is


pβ,z,x=p(β)∏j=1np(zj,xj|β),(3.50)

where β is a vector global latent variable influencing every date point, and z is a vector of local latent variables whose jth component locally affects the data xj.

We assume that terms in the model (3.50) are selected to ensure that each complete conditional is the exponential family. To achieve this, we assume that the conditional density of each (xj, zj) pair given the global parameters β is


pzj, xjβ=hzj,xjexp⁡{βTTzj,xj-αβ}.(3.51)

Its conjugate prior is


pβ=hβexp⁡{γ1Tβ+γ2-αβ-aγ}.(3.52)

The posterior distribution p(β|x,z) is given by


p(β|z,x)∝p(β)∏j=1np(zj,xj|β).(3.53)

Substituting equations (3.51) and (3.52) into equation (3.53) yields the complete conditional of the global variables:

p(β|z,x)∝hβexp⁡{γ1Tβ+γ2-αβ-aγ+(∑j=1nTzj, xj)Tβ-nαβ},

∝hβexp⁡{(γ1+∑j=1nTzj,xj)Tβ+(γ2+n)(-αβ)},


∝hβexp⁡{[β, -αβ]Tγ},(3.54)

where


γ=[γ1+∑nj=1T(zj,xj), γ2+n]T.(3.55)

Next we study complete conditional of the local variable zj, given β, xj and other local variables z-j and other data x-j. However, equation (3.50) shows that local variable zj is conditionally independent of other local variables z-j and other data x-j, given β, xj. In other words, we have


pzjxj, β, z-j,x-j=p(zj|xj, β).(3.56)

In the following discussion, we assume that p(zj|xj, β) is in an exponential family and given by


pzjxj, β=hzjexp⁡{η(β,xj)Tt(zj)-αηβ,xj}.(3.57)

Now it is ready to study CAVI for the conditionally conjugate models. We consider two types of parameters: global parameter β and local parameters z=(z1,…,zn). Let q(β|γ) be the variational approximation to posterior distribution of latent global variables and q(zj|φj) be the variational approximation to the latent local variables zj.

Comparing equation (3.42) with equation (3.57) and using equation (3.43), we obtain the local variational update:


φj=Eγ[η(β,xj)].(3.58)

Using equation (3.16), we obtain the optimal mean-field variational density for the global latent variables β:


q*(β)∝exp⁡{E[log⁡P(β|z,x)]}.(3.59)

Substituting equations (3.54) and (3.55) into equation (3.59), we obtain


q∗(β)∝ h(β)exp{[β,−αg(β)]Tγ},(3.60)

where


γ=[γ1+∑j=1nT(zj,xj),γ2+n]T.(3.61)

Therefore, the global variational update is


γ=[γ1+∑j=1nEφj[T(zj,xj),γ2+n]]T.(3.62)

Now we calculate ELBO(qβ, qz). Extending equation (3.7) to the conditionally conjugate models, we obtain


ELBOqβ, qz=E[log⁡p(β,z,x)]-E[log⁡q(β,z)].(3.63)

Using equations (3.54) and (3.55), we obtain


E[logp(β,z,x)]=(γ1+∑j=1nEφj[T(zj,xj)])TEγ(β)       −(γ2+n)Eγ[αg(β)].(3.64)

Using equations (3.57) and (3.58), we obtain


E[logq(z)]=∑j=1n{φjTEφj[t(zj)]−αl(φj)}.(3.65)

Similarly, we have


E[log⁡q(β)]=γTEγ[T(β)]-αg(γ).(3.66)

Combining equations (3.65) and (3.66), we obtain

E[log q(β,z)]=E[log q(β)]+E[log q(z)]


=γTEγ[T(β)]−αg(γ)    +∑j=1n{φjTEφj[t(zj)]−αl(φj)}.
(3.67)

Using equations (3.64) and (3.67), we can calculate ELBOqβ, qz.

We derive all formulas for local and global variational updates. CAVI algorithms for the generic exponential family are summarized as follows.


	CAVI algorithms for the Generic Exponential Family.


	Data and Parameter Input: n×D dimensional data matrix and exponential family.


	Output: Variational posterior approximation on the global and local parameters q(β,z).


	Step 1: Initialization. Set β0, φj0=Eηβ0, xj, j=1,…,n, γ=[α1+∑j=1nEφj0Tzj, xj,α2+n]T Set t=0.


	Step 2: Set t=t+1.


	Step 3: For j∈{1,…,n} do


	Set



φjt=Eηβt, xj.


	End


	Step 4:


	Set



γt=[γ1t, γ2t]T=[γ1t−1+∑j=1nEφjt−1[T(zj,xj)], γ2t+n]T.


	end


	Step 5: Compute ELBO


	Compute



ELBO(qt(β), qt(z))=E[logpt(βt,z,x)]                                                          −E[log qt(βt,z)],

E[logpt(βt,z,x)]=(γ1t+∑j=1nEφjt[[T(zj,xj)])T         ×Eγt(βt)−(γ2t+n)Eγt[α(βt)],

E[log qt(βt,z)]=(γt)TEγt[T(βt)]−α(γt)         +∑j=1n(φjt)TEφjT[zj]−α(φjt).


	Step 6: Check convergence


	If |ELBOt-ELBOt-1|≤ε then stop and output



qt(βt,z);


	else go to Step 2.







3.1.5 Stochastic Variational Inference

In the previous section, we showed VI formulated the Bayesian inference as an optimization problem. In general, we assume that sampling is independent; the variation objective can be decomposed into sum over contributions from all individual data points. As a consequence, such optimization problems can be efficiently solved using stochastic optimization (Hoffman et al. 2013; Zhang et al. 2019). The widely used stochastic optimization methods are gradient methods. However, the traditional gradient methods implicitly depend on the Euclidean distance metric. VI optimizes the parameters in the distributions. The Euclidean distance metric for the parameters cannot fully capture the major properties such as the shape of the distribution. Natural gradient is an extension of gradient from Euclidean space to distributional space to overcome this limitation. In this section, we mainly introduce the natural gradient-based stochastic optimization methods for VI.


3.1.5.1 Natural Gradient Decent

Let L(θ) be an objective function with parameters θ. The Newton method for optimizing l(θ) with respect to θ is derived as follows. The necessary condition for optimizing l(θ) is


∂l(θ)∂θ=0.(3.68)

Taylor expansion of ∂l(θ+d)∂θ is

∂l(θ+d)∂θ=∂l(θ)∂θ+∂2l(θ)∂θ∂θTd≈0,

which implies


d=-(H)-1∂l(θ)∂θ.(3.69)

where H=∂2l(θ)∂θ∂θT is the Hessian matrix of the objective function l(θ) with respect to θ.

KL distance is a metric to measure difference between two distributions. To derive the formula similar to equation (3.69), we first derive the gradient of KL distance KL(p(x|θ)||pxθ') (Exercise 3.4):


∂KL(p(x|θ)||pxθ')∂θ'=-∫p(x|θ)∂log⁡p(x|θ')∂θ'dx.(3.70)

The first order Taylor series expansion of ∂KL(p(x|θ)||pxθ')∂θ' is


∂KL(p(x|θ)||pxθ+d)∂θ'=∂KL(p(x|θ)||pxθ')∂θ'|θ'=θ+HKL(p(x|θ)||pxθ')|θd,(3.71)

where θ'=θ+d and H is the Hessian matrix of KL distance:

HKL(p(x|θ)||pxθ')=∂2KL(p(x|θ)||pxθ')∂θ'(∂θ')T.

We can show that the Hessian matrix of the KL distance is equal to the Fisher matric F defined as (Exercise 3.5):


F=-∫pxθ∂2log⁡pxθ∂θ∂θTdx=HKL(p(x|θ)||pxθ').(3.72)

Substituting equation (3.72) into equation (3.71) yields


∂KL(p(x|θ)||pxθ+d)∂θ'=∂KL(p(x|θ)||pxθ')∂θ'|θ'=θ+Fd.(3.73)

Using equation (3.70), we obtain

∂KL(p(x|θ)||pxθ')∂θ'|θ'=θ=-∫p(x|θ)∂log⁡p(x|θ')∂θ'dx

=-∫p(x|θ)1p(x|θ)∂p(x|θ)∂θdx


=-∫∂pxθ∂θdx=-∂∂θ∫pxθdx=-∂∂θ1=0.(3.74)

Substituting equation (3.74) into equation (3.73), we obtain


∂KL(p(x|θ)||pxθ+d)∂θ'=∂KL(p(x|θ)||pxθ+d)∂d=Fd.(3.75)

Using equations (3.72) and (3.74), we obtain the second order Taylor expansion of KL distance KL(p(x|θ)||pxθ'):


KL(p(x|θ)||pxθ+d≈12dTFd.(3.76)

Now it is ready to derive the deepest decent direction to minimize the loss function or the objective function l(θ) of VI in distribution space. In other words, we want to find out in which direction we can decrease the KL distance the most, i.e., we attempt to solve the following optimization problem:

mind⁡l(θ+d)


s.t. KL(p(x|θ)|pxθ+d=c.(3.77)

Using the Lagrangian method, the constraint optimization problem (3.77) can be reformulated as the following unconstrained optimization problem:


mind⁡Ld=lθ+d+λ(KL(p(x|θ)|pxθ+d-c).(3.78)

The necessary optimum condition of L(d) is


∂L(d)∂d=0,(3.79)

where


∂L(d)∂d=∂l(θ)∂θ+λ∂∂dKL(p(x|θ)|pxθ+d.(3.80)

Substituting equation (3.75) into equation (3.80), we obtain


∂L(d)∂d=∂l(θ)∂θ+λFd.(3.81)

Combining equations (3.79) and (3.81) yields


∂l(θ)∂θ+λFd=0.(3.82)

Solving equation (3.82) for d, we obtain the steepest direction in the distribution space:


d=-1λF-1∂l(θ)∂θ,(3.83)

which implies the following natural gradient definition.


Definition 3.2: Natural Gradient

Natural gradient of the function l(θ) is defined as


∇˜θlθ=F-1∂l(θ)∂θ.(3.84)

Natural gradient adjusts the direction of the traditional gradient using Fisher information matrix.





3.1.5.2 Revisit Variational Distribution for Exponential Family

Instead of using equation (3.16) or (3.17) to define variational distribution q(z) and equation (3.59) or (3.60) to define variational distribution q(β), we define variational distribution q(z,β) as follows (Hoffman et al. 2013).


qz,β=q(β|λ)∏j=1n∏m=1Mq(zjm|φjm),(3.85)

where λ represents a vector of global parameters for β and φj=[φj1,…,φjM]T are a vector of local parameters for zj. The variational distributions q(β|λ) and q(zjm|φjm) are assumed to be in exponential families and defined as


qβλ=hβexp⁡{λTTβ-agλ},(3.86)


qzjmφjm=hzjmexp⁡{φjmTTzjm-alφjm}.(3.87)

Recall that if we introduce a vector of fixed parameters α and write a distribution of global latent variables as p(β|α) and then joint distribution factorization equation (3.50) can be written as


px,z,βα=p(β|α)∏j=1np(xj,yj|β).(3.88)

A complete conditional distribution of global variables β in equation (3.52) that is the conditional probability of global variables β, given the other latent variables z and observations x can be written as


pβx,z,α=h(β)exp⁡{ηg(x,z,α)TTβ-agηgx,z,α}.(3.89)

Equation (3.51) can be written as


pxj, zjβ=hxj,zjexp⁡{βTTxj,zj-alβ}.(3.90)

The prior distribution p(β|α) that is also in an exponential family use given by


pβα=hβexp⁡{αTTβ-agα}.(3.91)

Now we calculate ELBO as a function of λ. Similar to equation (3.63), we have

lλ=ELBOλ=Eq(z,β)[log⁡p(x,z,β|α)]-Eqz,β[log⁡q(z,β)]

=Eq(z)[log⁡p(x,z)]+Eq(z,β)log⁡p(β|x,z,α)]-Eqz,β[log⁡q(z,β)]

=Eq(z,β)log⁡p(β|x,z, α)]-Eqz,β[log⁡q(z,β)]+const

=ηg(x,z,α)TEq(β)[T(β)]−Eq(z,β)[log q(β|λ)]     −∑j=1n∑m=1MEq(z,β)[log q(zjm|φjm)]+const


=ηg(x,z,α)TEqβTβ-λTEqβTβ+agλ+const.(3.92)

It is well known that for the exponential family the expectation of the sufficient statistics is equal to the gradient of the log normalizer, i.e.,


EqβTβ=∂ag(λ)∂λ.(3.93)

Substituting equation (3.93) into equation (3.92), we obtain


lλ=ηg(x,z,α)T∂agλ∂λ-λT∂agλ∂λ+agλ+const.(3.94)

Taking gradient on both sides of equation (3.94), we obtain

∂lλ∂λ=∂2agλ∂λ∂λTηgx,z,α-∂2λ∂λ∂λTλ-∂agλ∂λ+∂agλ∂λ


=∂2agλ∂λ∂λT(ηgx,z,α-λ).(3.95)

Recall that for the exponential family Fisher information matrix is equal to

Fβ=∂2agλ∂λ∂λT.

Multiplying both sizes of equation (3.95) by Fβ-1, we obtain the natural gradient of ELBO with respect to λ


∇˜λlλ=Fβ-1∂lλ∂λ=ηgx,z,α-λ.(3.96)

Next we calculate ELBOφ=l(φ). Again, similarly, we have

lφ=ELBOφ=Eq(z,β)[log⁡p(x,z,β|α)]-Eqz,β[log⁡q(z,β)]

=Eqz,β[log⁡p(β)]+Eqz,β[log⁡p(x,z|β)]-Eqz,β[log⁡q(z,β)]

=Eqz,β[log⁡p(x,z|β)]-Eqz,β[log⁡q(z,β)]+const

=∑j=1n∑m=1MEq(z,β)[log⁡p(zjm|xj, zj,-m, β)]-Eqz,β[log⁡q(z,β)]+const


=∑j=1n∑m=1MEq(z,β)[ηl(xj,zj,-m,β)]TEqzTzj,m-Eqz,β[log⁡q(z,β)]+const.(3.97)

Recall that


Eqz,β[log⁡q(z,β)]=∑j=1n∑m=1M{ϕj,mTEq(z)Tzj,m-al(φj,m)},(3.98)


Eq(z)Tzj,m=∂al(φj,m)∂φj,m.(3.99)

Substituting equations (3.98) and (3.99) into equation (3.97) yields


lφ=∑j=1n∑m=1Mηl(xj,zj,-m,β)T∂alφj,m∂φj,m-∑j=1n∑m=1M{ϕj,mT∂al(φj,m)∂φj,m-al(φj,m)}+const.(3.100)

Taking partial derivative with respect to φjm on both sides of equation (3.100), we obtain

∂lφ∂φjm=∂2alφj,m∂φj,m2Eq(z,β)[ηlxj,zj,-m,β-∂2alφj,m∂φj,m2φj,m+∂alφj,m∂φj,m-∂alφj,m∂φj,m

=∂2alφj,m∂φj,m2(Eqz,β[ηlxj,zj,-m,β-φj,m)


=Fφ(Eqz,β[ηlxj,zj,-m,β-φj,m).(3.101)

Multiplying inverse of Fisher information matrix on both sides of equation (3.101), we obtain the following natural gradient:


∇˜φjm=Eλ, φj,m[ηlxj,zj,-m,β-φj,m).(3.102)





3.2 VARIATIONAL AUTOENCODER

Variational autoencoders (VAEs) are the types of generative models. The generative models attempt to find interesting patterns, cluster, statistical correlations, and causal structures of the data. Suppose that data points X are distributed over some potentially high-dimensional space. The VAE attempts to generate model of distributions P(X) over all the variables X. In other words, the generative model learns how the data are generated. The generative model has two remarkable features (Kingma and Welling 2019). First, the generative model formulates the major part in physical laws and constraints into the data generative process and takes the unknown minor or unimportant part as noise. The theory or hypothesis can be tested by the generative model and data. Second, the generative model describes causal relations of the world. Causal relations allow better generalization than mere association.

In the past several years, the great progress in the development and application of VAE has been made. In this section, we will introduce the VAE for cross-sectional data following the tutorial of Kingma and Welling (2019) and the extension of the VAE to temporal data based on paper “Dynamical Variational Autoencoders: A Comprehensive Review” (Girin et al. 2020).


3.2.1 Autoencoder

The architecture of VAE is two coupled, but independently parameterized encoder or recognition model, and the decoder or generative model. Before introducing VAE, we first introduce classical autoencoder.

Autoencoders consist of two connected networks, an encoder and a decoder (Figure 3.1), for learning latent representations. The encoder receives an input data point X and converts it to a representation in a lower dimensional hidden space Z. The decoder reconstructs the original input X as close as possible from the low-dimensional representation Z. The reconstruction accuracy is determined by the quality of low-dimensional representation Z. Both encoder and decoder are implemented by neural networks. The aim of the autoencoder is to compress the high-dimensional original data to the low-dimensional representation. Because the neural networks can learn nonlinear relationships, the autoencoder is a nonlinear extension of the principal component analysis (PCA).

[image: ]
FIGURE 3.1 Outline of autoencoder.



The accuracy of reconstruction can be measured by loss function. A widely used loss function is defined as mean square error between the original data X and reconstructed X^:

LX,X^=X-X^2.



3.2.2 Deep Latent Variable Models and Intractability of Likelihood Function

Deep latent variable models whose distribution is parameterized by neural networks are a powerful tool for data modeling (Kingma and Welling 2019). Latent variables are unobserved. They are part of the model, but are not the part of the dataset. Let z be a set of latent variables, pθ(x) be a marginal distribution of the observed variables x and pθ(x,z) be a joint distribution of the observed variables and latent variables z. The marginal distribution of the observed variables, or marginal likelihood, pθ(x) is given by


pθx=∫pθx,zdz.(3.103)

The deep latent variable models can also be conditional on some context, which is denoted by

pθ(x,z|y).

Since the joint distributions pθ(x,z) are parameterized by neural networks, a remarkable feature of the deep latent variables is that, although each factor in the directed model may be simple, the marginal distribution pθ(x) derived from the joint distribution pθ(x,z) can be very complex. Therefore, the complicated marginal distribution can be well approximated by the deep latent variable models.


Example 3.4: Decoder for Gaussian Data

Consider a simple deep latent variable models for continuous data (Kingma and Welling 2014). Assume that a Gaussian latent space with pz=N(0, I). Given the latent variables z, the logarithm of conditional distribution of output of decoder is given by

log⁡pxz=log⁡N(x, μ,σ2I).

The parameters μ, σ2 in the conditional distribution p(x|z) can be modeled by two layers of multilayered perceptrons (MLPs):

μ=W4tanh⁡W3z+b3+b4,

log⁡σ2=W5tanh⁡W3z+b3+b5.

Computing the marginal distribution using equation (3.103) involves integration. Maximum likelihood estimation of the parameters in integral ∫pθx,zdz does not, in general, have analytic solution or even efficiently differentiate the integral with respect to the parameters θ. The maximum likelihood estimation of the parameters in the marginal distribution pθ(x) is intractable. The intractability of the marginal distribution pθ(x), in turn, affects the intractability of the posterior distribution pθ(z|x). In fact, the posterior distribution pθ(z|x) is defined as


pθzx=pθ(x,z)pθ(x).(3.104)

Although, the joint distribution pθ(x,z) can be efficiently computed, pθ(x) is still involved in equation (3.104). Since MLE of pθ(x) is intractable, the MLE of pθ(z|x) must be intractable.

To overcome intractability problem in the computation of both pθ(x) and pθ(z|x), approximate inference techniques should be developed to allow us to approximate the marginal distribution pθ(x) and posterior distribution pθ(z|x) in the deep latent variable models.





3.2.3 Approximate Techniques and Recognition Model

An essential issue in machine learning is to discover a complex probability distribution pθ(x) with only a limited set of high-dimensional data points x sampled from this distribution. Directly deriving the probability distribution pθ(x) is intractable. Approximation methods are sought. Two distribution approximation methods exist. One is a Markov Chain Monte Carlo sampling method. However, the Markov Chain Monte Carlo method is computationally expensive and is difficult to apply to large data sets. The second method is the so-called VI, a deterministic approximation technique. The VI forms the core in VAE.

The key idea in applying the approximation techniques to the deep latent variable models is to introduce an encoder or a recognition model q∅(z|x), which approximates the posterior distribution pθ(z|x). The parameters ∅ are called the variational parameters. The variational parameters ∅ are chosen to make q∅(z|x) to approach pθ(z|x) as accurate as possible.

The recognition models have two remarkable features (Kingma and Welling 2019). First, similar to the deep latent variable models, the recognition models can be any directed graphical models and can be factorized as

q∅zx=q∅z1,…,zKx=∏j=1Kq∅(zj|Pa(zj),x),

where K is the dimension of the latent space, Pa(zj denotes the set of parent variables of the variable zj in the directed graph.

Second, the neural networks are used to parameterize the distribution q∅(z|x), where the variational parameters ∅ includes the parameters of the neural networks. We often assume that q∅(z|x) follows a multivariate normal distribution with a mean vector μ and a diagonal covariance matrix diag (σ):


q∅zx=N(μ, diag σ),(3.105)

where the parameters μ and σ are modeled by neural networks:


μ=NeuralNet∅1(x),(3.106)


log⁡σ=NeuralNet∅2(x),(3.107)

where variation parameters are shared across the data points.



3.2.4 Framework of VAE

The serious limitation of autoencoder is lack of ability to generate similar, but diversified data. The autoencoder could only generate data that are similar to the original inputs. To overcome this limitation, VAEs have been developed (Kingma and Welling 2014; Rezende et al. 2014). The remarkable property that distinguishes the VAEs from AEs is that the latent spaces of VAEs are, by design, continuous, and can be easy random sampled and interpolated. The architecture of VAE is shown in Figure 3.2.

[image: ]
FIGURE 3.2 Variational autoencoder.



The VAE consists of encoder and decoder. The encoder is a neural network and is also called a reference network or the recognition model q(z|x). It takes data x as input whose distribution is typically complicated, and generates latent representation z (code) whose prior distribution can be simple such as Gaussian distribution. The encoder learns a mapping between an observed x–space and a latent z–space. The decoder is also a neural network and is called a generator. Given a code z, it generates a distribution over the possible corresponding values of the original data x.

Now we derive variational lower bound or ELBO in estimation of log-likelihood function log⁡pθ(x) (Kingma and Welling 2019). Using the Bayesian rule, the log-likelihood can be changed to

log⁡pθx=log⁡pθ(x,z)pθ(z|x)

=log⁡pθ(x,z)q∅(z|x)q∅(z|x)pθ(z|x)

=log⁡pθ(x,z)q∅(z|x)+log⁡q∅(z|x)pθ(z|x)


=log⁡pθx,z-log⁡q∅zx+log⁡q∅(z|x)pθ(z|x).(3.108)

Taking expectation with respect to q∅zx on both sites of equation (3.108), we obtain


log⁡pθx=Eq∅(z|x)log⁡pθx,z-Eq∅zxlog⁡q∅zx+Eq∅zxlog⁡q∅(z|x)pθ(z|x).(3.109)

Recall that the last term in equation (3.109) is a the KL distance between the distribution q∅zx and distribution pθ(z|x):


KLq∅zxpθzx=Eq∅zxlog⁡q∅(z|x)pθ(z|x).(3.110)

Substituting equation (3.110) into equation (3.109) yields


log⁡pθx=Eq∅(z|x)log⁡pθx,z-Eq∅zxlog⁡q∅zx+KLq∅zxpθzx.(3.111)

Recall that KL distance is always non-negative, i.e.,

KLq∅zxpθzx≥0, which implies


log⁡pθx≥Eq∅(z|x)log⁡pθx,z-Eq∅zxlog⁡q∅zx.(3.112)


Lθ,∅x=Eq∅(z|x)log⁡pθx,z-Eq∅zxlog⁡q∅zx(3.113)

is called ELBO or variational lower bound.

The ELBO can also be expressed as (Exercise 3.6)

Lθ,∅x=Eq∅(z|x)[log⁡pθ(x|z)]-KL(q∅(z|x)p(z)).

Therefore, the log-likelihood log⁡pθ(x) is equal to


log⁡pθ(x)=Lθ,∅x+KLq∅zxpθzx.(3.114)

The gap between the log-likelihood log⁡pθ(x) and ELBO Lθ,∅x is the KL distance KLq∅zxpθzx. The more accurate q∅(|x) approximates the posterior distribution pθzx, the smaller the gap.



3.2.5 Optimization of the ELBO and Stochastic Gradient Method

The maximum likelihood estimation of parameters is transformed to maximize the ELBO:


maxθ, ∅⁡Lθ,∅x=maxθ,∅⁡∑i=1nLθ,∅(xi),(3.115)

where xi are the independently and identically sampled data points.

Widely used optimization method is stochastic gradient method. A general procedure of stochastic gradient method is given by


θk+1∅k+1=θk∅k+η∇θ Lθ,∅x∇∅Lθ,∅xθk, ∅k.(3.116)

A key step for iterative procedure (3.116) is to calculate gradients. It follows from equation (3.113) that

∇θLθ,∅x=∇θEq∅(z|x)log⁡pθx,z-log⁡q∅(z|x)

=Eq∅(z|x)∇θ(log⁡pθx,z-log⁡q∅zx)

=Eq∅(z|x)∇θlog⁡pθx,z


≈∇θlog⁡pθx,z.(3.117)

However, it is difficult to compute ∇∅Lθ,∅x as the following formula shown:

∇∅Lθ,∅x=∇∅Eq∅(z|x)log⁡pθx,z-log⁡q∅(z|x)

≠Eq∅(z|x)∇∅(log⁡pθx,z-log⁡q∅zx).

To overcome this difficulty, a reparameterization trick for computing ∇∅Lθ,∅x has been developed (Kingma and Welling 2014, 2019; Rezende et al. 2014).



3.2.6 Reparameterization Trick

A key idea of reparameterization trick is to make a change of variables, which lead to simplified computation of expectation with respect to a set of new changed variables. We assume that the set of latent variables z is transformed from a set of random variables with simple distributions:


z=g(ε, ∅,x),(3.118)

where random variables ε are independent of x or ∅.

Then, using statistical theory of changes of variables, we obtain


q∅z|x=pεd(∅,x),(3.119)

and

log⁡q∅z|x=log⁡pε-log⁡d∅,x,

where q∅(z|x) is the conditional probability density function of the variable z, d(∅,x) is the absolute value of the determinant of Jacobian matrix:


d(∅,x)=|det(J)|=|det[∂z1∂ε1⋯∂z1∂εm⋮⋮⋮∂zm∂ε1⋯∂zm∂εm]|.
(3.120)

Let f(z) be a nonlinear function of z. Then, we have

Eq∅[f(z)]=∫q∅(z|x) f (z) dz

=∫pεd∅,xf(gε, ∅,x)d∅,xdε

=∫p(ε)f(gε, ∅,x)dε

=Ep()fgε, ∅,x.

Therefore, the ELBO can be calculated as follows:

Lθ,∅x=Eq∅(z|x)(log⁡pθx,z-log⁡q∅zx)]

=Ep()[log⁡pθx,gε,∅,x-log⁡p()d(∅,x)]

=Ep(ε)[log⁡pθx,gε,∅,x-log⁡pε+log⁡d(∅,x))]

=log⁡d(∅,x))+Ep(ε)[log⁡pθx,gε,∅,x-log⁡pε].

The above results can be summarized to


Lemma 3.1

Define

z=g(ε, ∅,x), where random variables ε are independent of x or ∅ and f(z) be a nonlinear function. Then, we have


Eq∅(z|x)[f(z)]=Ep(∈)[f(g(ε, ∅,x))],(3.121)


Lθ,∅x=log⁡d(∅,x))+Ep(ε)[log⁡pθx,gε,∅,x-log⁡pε], and a simple Monte Carlo estimator L˜θ,∅(x) of the individual-data point ELBO is


L˜θ,∅x=log⁡pθx,z-log⁡q∅(z|x).(3.122)

Lemma 3.1 provides a simple formula for computing Eq∅(z|x)fz and ELBO.





3.2.7 Gradient of Expectation and Gradient of ELBO

In our setting, the expectation and gradient become commutative. Therefore, it follows from equation (3.121) and simple Monte Carlo estimation that

∇∅Eq∅(z|x)[f(z)]=∇∅Ep(∈)[f(g(ε, ∅,x))]

=Epε[∇∅fgε, ∅,x]


≈∇∅fgε, ∅,x.(3.123)

Figure 3.3 illustrates the procedures for gradient of expectation under the original form and reparametrized trick form. We can see that under the reparametrized form, the gradient of expectation of function is reduced to gradient of function, which is much easier to compute.

[image: ]
FIGURE 3.3 Illustration of gradient of expectation.



Using equations (3.122) and (3.123), we obtain


∇θ, ∅Eq∅zx[Lθ,∅(x)]≈∇θ,∅Lθ,∅(x).(3.124)



3.2.8 Bernoulli Generative Model

Consider a Gaussian latent space with Gaussian prior:

pz=N(z;0,I).

The probability for Bernoulli distribution is defined by a neural network:

p=DecoderNeuralNetθ(z).

The generative model with Bernoulli distribution is

log⁡pθxz=∑j=1dlog⁡p(xj|z)


=∑j=1dxjlog⁡pj+(1-xj)log⁡(1-pj).(3.125)

Therefore, we have

log⁡pθx,z=log⁡pθz+log⁡pθ(x|z)

=−12∑i=1m(log(2π)+zi2)  +∑j=1d(xjlogpj+(1−xj)log(1−pj)).(3.126)



3.2.9 Factorized Gaussian Encoder

Consider m-dimensional latent space with Gaussian latent variable q∅zx=N(z;μ, diag(σ2) (Kingma and Welling 2019). The posterior distribution q∅(z|x) can be factorized as


q∅zx=∏i=1mq∅zix=∏i=1mN(zi;μi, σi2).(3.127)

We further assume that the parameters μ and σ2 are defined by neural networks:


(μ, log⁡σ2)=EncoderNueralNet∅x,(3.128)

where μ=[μ1, …, μm]T and σ=σ1,…, σmT.

The transformation z=g(ε, ∅,x) can be defined as


z=μ+σ⊙ε,(3.129)

where ⊙ is the element-wise product and


ε∼N(0,I).(3.130)

The Jacobean matrix of the transformation is


J=∂z∂ε=σ1⋯0⋮⋮⋮00σm.(3.131)

Combining equations (3.120) and (3.131), we obtain


d∅,x=∏i=1mσi.(3.132)

Let q∅zx=p(z). It follows from equations (3.119) that

log⁡q∅zx=log⁡pε-log⁡d(∅,x)

=∑i=1mlog⁡Nεi;0,1-log⁡σi


=-12∑i=1mlog⁡(2π+εi2+log⁡σi).(3.133)



3.2.10 Full Gaussian Encoder

Now we introduce latent variance space with full covariance Gaussian. The full covariance Gaussian posterior distribution is given by

q∅zx=N(z;μ,Σ).

Using Cholesky decomposition, we obtain

Σ=LLT,

where L is a lower triangular matrix.

Consider the transformation:

z=μ+Lε, ε∼N(0,I).

The Jacobian matrix of the above transformation is

J=∂z∂εT=L, which implies


log⁡d∅,x=∑i=1mlog⁡Lii.(3.134)

Using equation (3.119), we obtain

log⁡q∅zx=log⁡pε-∑i=1mlog⁡|Lii|


=-12∑i=1mlog⁡2π+εi2+log⁡|Lii|.(3.135)

Next we discuss how to define the lower triangular matrix L. First, define

Lmask=00⋯010⋯0⋮1⋮1⋮⋯⋮0,

where the elements on and above diagonal are zeros, and elements below diagonal are ones. Then, use neural networks to approximate the parameters in the distributions:


(μ, log⁡σ, L1)←EncodeNeuralNet∅(x),(3.136)


L←Lmask⊙L1+diag(σ).(3.137)

It is clear that


Lii=σi.(3.138)

Combining equations (3.134) and (3.138), we obtain


log⁡d∅,x=∑i=1mlog⁡Lii=∑i=1mlog⁡σi.(3.139)

Substituting equation (3.139) into equation (3.135) yields


log⁡q∅zx=-12∑i=1mlog⁡2π+εi2+log⁡σi.(3.140)



3.2.11 Algorithms for Computing ELBO

Combining equations (3.120), (3.126), and (3.128) yields the ELBO with the Bernoulli generative model. The ELBO is summarized as Lemma 3.2.


Lemma 3.2

Assume the Bernoulli generative model. The approximate ELBO is given by

L∼θ,∅x=-12∑i=1mlog⁡2π+zi2+∑j=1dxjlog⁡pj+(1-xj)log⁡(1-pj)


+12∑i=1mlog⁡2π+εi2+log⁡σi.(3.141)

The procedures for computation of estimate of single data point ELBO are summarized in Algorithm 3.1, assuming a full-covariance Gaussian inference model and a factorized Bernoulli generative model (Kingma and Welling 2019).




Algorithm 3.1: Computation of Unbiased Estimate of Single Point ELBO

Input Data


x: An observed data point


ε: A sample from multivariate standard normal distribution N(0, I)

θ: Parameters in generative model

∅: Parameters in recognition model

q∅(z|x): Conditional distribution of latent variables, given the observed data

pθ(x,z): Joint distribution of observed data and latent variables

Output Result


L∼θ,∅(x): Unbiased estimate of the single data point ELBO Lθ,∅(x)


	Step 1: Encoder



(μ, log⁡σ, L1)←EncoderNeuralNet∅x

L←Lmask⊙L1+diag (σ)

ε∼N(0,I)

z←Lε+μ


	Step 2: Calculate ELBO due to encoder



L∼logq∅(z|x)=-12∑i=1mεi2+log⁡2π+log⁡σi


	Step 3: Calculate ELBO due to decoder



p ←DecoderNeuralNetθ(z)

L∼logpθ(z)←-12∑i=1mzi2+log⁡(2π)

L∼logpθ(x|z)←∑i=1dxilog⁡pi+(1-xi)log⁡(1-pi)


	Step 4: Calculate total ELBO



L∼θ,∅x=L∼logq∅(z|x)+L∼logpθ(z)+L∼logpθ(x|z).





3.2.12 Improve the Lower Bound

There are two ways to improve the lower bound on the estimator of log-likelihood pθ(x). The first approach is importance sampling (Burda et al. 2015). The second approach is to increase the flexibility of the generative model (Kingma and Welling 2019).


3.2.12.1 Importance Weighted Autoencoder

It is clear that

log⁡pθx=log⁡∫pθx,zdz

=log⁡∫q∅(z|x)pθx,zq∅(z|x)dz

=log⁡Eq∅(z|x)pθx,zq∅(z|x).

Assume that {zl, l=1,2, …, k} are randomly sampled from the distribution q∅(z|x). A Monte Carlo estimator of the expectation gives

log⁡pθx=log⁡1k∑l=1kpθ(x,zl)q∅(zl|x).

Let Lk=log12∑l=1kpθ(x,zl)q∅(zl|x) (Exercise 3.7). When k increases, the lower bound Lk increases. When k goes to infinite, Lk converges to the log-likelihood log⁡pθ(x).

When k = 1, L1 equals the ELBO estimator of the standard VAE.



3.2.12.2 Connection between ELBO and KL Distance

We further investigate connection between ELBO and KL distance. Consider i.i.d dataset D={x1,…, xnD}. Let qD(x) be empirical data distribution and can be expressed as


qDx=1nD∑i=1nDqDi(x),(3.142)

where qDi(x) is a Dirac delta distribution centered at value x(i) such that


∫qDixfxdx=f(xi).(3.143)

Assume that data are independently and identically distributed, log-likelihood function is


log⁡pθD=1nD∑i=1nDlog⁡pθxi=1nD∑x∈Dlog⁡pθ(x).(3.144)

Next we show that


EqD(x)[log⁡pθ(x)]=log⁡pθ(D).(3.145)

In fact, using definition of expectation, and equations (3.142) and (3.143), we obtain

EqD(x)[log⁡pθ(x)]=∫qD(x)log⁡pθxdx

=∫1nD∑i=1nDqDi(x)log⁡pθxdx

=1nD∑i=1nD∫qDi(x)log⁡pθxdx

=1nD∑i=1nDlog⁡pθ(xi)

=log⁡pθD.

The KL distance between data distribution qD(x) and model distribution pθ(x) can be written as


KL(qD(x)|pθx=EqDx[log⁡qD(x)]-EqDx[log⁡pθ(x)].(3.146)

Substituting equation (3.145) into equation (3.146) yields

KL(qD(x)|pθx=EqDx[log⁡qD(x)]-log⁡pθ(D), which implies


log⁡pθ(D)=-KL(qD(x)|pθx-H(qDx),(3.147)

where H(qDx) is an entropy of qDx.

Equation (3.147) shows Lemma 3.3.


Lemma 3.3

Maximization of the data log-likelihood log⁡pθ(D) is equivalent to minimization of KL distance KL(qDxpθx) between the data distribution qD(x) and model distribution pθx.

Next we study the connection between the ELBO and KL distance. Let qD,∅(x,z) be a joint distribution over data x and latent variables z. The joint distribution qD,∅(x,z) can be factorized to


qD,∅x,z=qD(x)q∅(z|x).(3.148)

KL distance KL(qD,∅x,z pθ(x,z) can be reduced to


KL(qD,∅x,z pθx,z)=EqD,∅x,zlog⁡qD,∅x,zpθx,z.(3.149)

Substituting equation (3.148) into equation (3.149) yields

KL(qD,∅x,z pθx,z)=EqD,∅x,zlog⁡qD(x)q∅(z|x)pθx,z

=EqD(x)Eq∅zxlog⁡qDxq∅zxpθx,z


=EqD(x)Eq∅zx-log⁡pθx,z+log⁡qDx+log⁡q∅zx.(3.150)

Substituting equation (3.113) into equation (3.150) leads to

KL(qD,∅x,z pθx,z)=-EqD(x)Lθ,∅x-log⁡qD(x)


=-Lθ,∅D-H(qDx).(3.151)

Results in equation (3.151) can be summarized in Lemma 3.4.




Lemma 3.4

Maximization of the ELBO is equivalent to the minimization of the KL distance KL(qD,∅x,z pθx,z).







3.3 OTHER TYPES OF VARIATIONAL AUTOENCODER


3.3.1 Convolutional Variational Autoencoder

Convolutional VAE (CVAE) can be used to extract the important features of two- or three-dimensional data such as the captured videos or images, which reduce the dimension of the datasets while keeping the most of the valuable information (Nugroho et al. 2020).


3.3.1.1 Encoder

The structure of CVAE is shown in Figure 3.4. It consists of three main parts: the encoder, the latent space, and the decoder. Assume the CVAE is fully convolutional VAE. All layers in the network architecture are convolutional layers. A typical CVAE assumes that the input is two- or three-dimensional images. In the standard VAE, the encoder is implemented by the multilayer feedforward neural networks. In the CVAE, the multilayer feedforward neural networks are replaced by convolutional neural networks (CNNs). The CNN consists of convolutional layers with ReLU activation function, pooling layer, flattened layer, and fully connected neural networks. Let nwl and nhl be the width and height dimension of the convolutional layer, respectively. Let p be the padding size, f be the kernel size, and s be the stride size. The width and height dimensions of the convolutional layer are, respectively, determined by
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FIGURE 3.4 Scheme of convolutional variational autoencoder.



nwl=nwl-1+2p-fs+1

nhl=nhl-1+2p-fs+1.

Detailed descriptions of the CNN are in Section 1.1.2.



3.3.1.2 Bottleneck

The block following encoder is the bottleneck that generates latent variables and latent space. The encoder outputs two vectors: mean vector and covariance matrix. Define the mean vector and variance matrix as

μ=μ1⋮μkand covariance matrix Σ=σ11⋯σ1k⋮⋮⋮σk1⋯σkk.

Let Σ=L1L1T.

The output of encoder is given by

(μ, log⁡σ, L1)←EncoderConvolutionalNet∅x

The latent variables are generated by the following procedures:

L←Lmask⊙L1+diag (σ)

ε∼N(0, Ik)


z=μ+Lε.(3.152)

If we assume the diagonal variance matrix

Σ=σ11⋯0⋮⋮⋮0⋯σkk,

Then the latent variables are generated by

εi∼N(0,1),


zi=μi+σiiεi, i=1,…,k.(3.153)

The dimension k of mean vector and covariance matrix specifies the dimension of the features extracted from the input data (image).



3.3.1.3 Decoder

The decoder generates the output from the sampled latent variables z to reconstruct the input. The decoder is also implemented by CNN, but in a reverse version of CNN in the encoder.




3.3.2 Graphic Convolutional Variational Autoencoder

Graphic data analysis has broad applications including node clustering and classification (Kipf and Welling 2016; Zhang et al. 2019, 2020), link prediction (Pan et al. 2018), and molecular design (Liu et al. 2018). The graph neural networks were initially investigated for recurrent graph neural networks (Gori et al. 2005; Scarselli et al. 2009; Gallicchio and Micheli 2010). Convolutional graph neural networks that redefine the “convolution” for graphs have been developed following the recurrent graph neural networks. The convolutional graph neural networks are divided into the spectral-based approaches and the spatial-based approaches (Micheli 2009; Bruna et al. 2013; Henaff et al. 2015; Defferrard et al. 2016; Niepert et al. 2016; Gilmer et al. 2017; Kipf and Welling 2017). In addition, many alternative methods for graph neural networks such as graph autoencoders (GAEs) and spatial-temporal graph neural networks have been developed in the past few years (Wu et al. 2019). In general, graph neural networks can be classified into recurrent graph neural networks, convolutional graph neural network, GAEs, and spatial-temporal graph neural networks (Wu et al. 2019; Zhang et al. 2020). In this section, we focus on graph autoencoders, specifically, on graphic convolutional VAEs.


3.3.2.1 Notation and Basic Concepts for Graph Autoencoder

Graph autoencoders (GAEs) (Kipf and Welling 2016; Zhang et al. 2020) encode the node features and graph structure into the latent representation and decode the latent representation back into graphs. Consider an undirected graph G={V, E, X}, where V={v1, v2,…, vn} denotes a set of nodes, E denotes a set of edges with eij=(vi, vj)∈E denoting the edge between the node vi and vj, xi∈Rm denotes a m-dimensional vector of features for the ith node, and X=x1,x2,…,xn T be an n×m-dimensional matrix of features. The neighborhood of a node v is defined as a set of nodes Nv={u∈V|(v,u)∈E}.

Define an adjacency matrix:

A=a11⋯a1n⋮⋮⋮an1⋯ann,

where

aij=1xi is connected to xj0otherwise.

The number |V| of the nodes is n. The weight associated with an edge is a real number and measures the degree of connection.


Example 3.5: Adjacency Matrix

An adjacency matrix is Shown in Figure 3.5. The graph G is mapped to latent space. Assume that a k-dimensional vector zi in the latent space is the latent representation of the node vi with the m-dimensional feature vector xi. Define the latent representation matrix:

[image: ]
FIGURE 3.5 Example 3.5.



Z=z1T⋮znT=z11⋯z1k⋮⋮⋮zn1⋯znk.

The latent representation matrix Z contains the topological structure and node features information of the graph. Let f:(A,x)→Z be a map from the graph to the latent space.





3.3.2.2 Spectral-Based Convolutional Graph Neural Networks

Convolution is a key operation in CNNs. The CNNs are designed to analyze images. Convolution operation uses a filter to convolve the pixels in the images for extraction of features. The pixels in the images are regularly arranged into a matrix. In other words, the images have Euclidean structure. However, graphs have non-Euclidean structure or topology structure. Convolution operation cannot be directly applied to graphs without any changes. Therefore, CNNs cannot be directed extended to graphs. To extend CNN to graph data, we first need to extend convolution mathematic operation to graphs using spectral graph theory with eigenvalue analysis of matrices associated with the graph, such as its adjacency matrix or Laplacian matrix.


3.3.2.2.1 Laplacian Matrix There are three types of Laplacian matrices:


	Combinatorial Laplacian that is defined as

L=D-A,

where A is an adjacency matrix, D is a diagonal matrix with Dii=∑jAij.


	Symmetric normalized Laplacian that is defined as

Lsys=D-12LD-12.



	Random walk normalized Laplacian that is defined as

Lrw=D-1L.





Example 3.6: Laplacian Matrix (Example 3.5 Continue)

Combinatorial Laplacian:

L=3-10-1-1-12-1000-1-1-100100010001,

Symmetric normalized Laplacian:

Lsys=1-16000-161-12000-13-13-1200100010001, and

Random walk normalized Laplacian:

Lrw=013013131201200011100000000000.





3.3.2.2.2 Graph Fourier Transform


3.3.2.2.2.1 General Formula for Graph Fourier Transform The inner product is defined as 〈f,g〉=∫f(x)g(x)¯dx,

where g(x)¯ is the conjugate function of the complex function g(x).

The classical Fourier transform of the function f(x) (Exercise 3.8) is


f^ω=Ffx=〈f,eiωx〉 =∫f(x)e-iωxdx.(3.154)

If the Fourier transform f^ω is known, the function f(x) can be obtained by inverse Fourier transform of f^ω:


F-1f^ω=∫f^(ω)eiωxdω.(3.155)

Let ∆=∂2∂x2 be the one-dimensional Laplace operator. Then, we have


∆e-iωx=-ω2e-iωx.(3.156)

Equation (3.156) clearly shows that function e-iωx is an egenfunction of the Laplace operator. Convolution theorem states that the Fourier transform of a convolution of two signals is equal to the product of their Fourier transforms (https://en.wikipedia.org/wiki/Convolution_theorem).

Now we study how to apply Fourier transform theory to the convolution of graph. Suppose that the Laplacian matrix can be decomposed to


L=UΛUT,(3.157)

where U=[u1, …, un] is an orthonormal matrix of eigenvectors ordered by eigenvalues, i.e., UUT=I, Λ is a diagonal matrix of eigenvalues (spectrum):


U=u11⋯u1n⋮⋮⋮un1⋯unn, Λ=λ1⋯0⋮⋮⋮0⋯λn.(3.158)

Now we define the Fourier transform of the graph. Comparing Laplacian operator and Laplacian matrix, we can think that an eigenvector of the Laplacian matrix corresponds to an eigenfunction of the Laplacian operator.

Fourier transform in equation (3.154) can be discretized to


f^ω=∑k=1nf(xk)e-iωxk=fTuω,(3.159)

where

f=f(x1)⋮f(xn) and uω=e-iωx1⋮e-iωxn.

Similar to equation (3.159), for the Fourier transform of graph, the feature vector of the nodes in the graph f=f1, …, fnT can be taken as f=fx1, …, f(xn)T and eigenvector ul=u1l,…, unlT of the Laplacian matrix can be taken as uω. The graph Fourier transform for one particular eigenvalue λl is then defined as


fλl=〈f,ul〉=fTul.(3.160)

The whole graph Fourier transform is then defined as


f^(λ1)f^(λ2)⋮f^(λn)=u11⋯ul1⋯un1u12⋯ul2⋯un2⋮u1n⋮⋯⋮uln⋮⋯⋮unnf1f2⋮fn.(3.161)

Let f^λ=f^λ1, …,f^(λn) T. Then, equation (3.161) can be written in the following matrix form:


f^λ=UTf.(3.162)

The inverse graph Fourier transform for specific feature fi is given by


fi=∑l=1nuilf^(λl),(3.163)

and the inverse graph Fourier transform is given by


f=Uf^λ,(3.164)

or

f1⋮fn=u11⋯u1n⋮⋮⋮un1⋯unnf^(λ1)⋮f^(λn).



3.3.2.2.2.2 Graph Convolution Now we introduce the formula for graph convolution. Let h be a kernel and f be a feature vector of a graph. A convolution of the kernel h with the graph feature vector f is denoted by f*h. Then, the Fourier transform of convolution f*h is equal to the product of the Fourier transform of the feature vector f and the Fourier transform of the kernel h:


Ff*h(λl)=F(f)(λl)F(h)(λl).(3.165)

Using equation (3.162) we obtain


Ff=f^=UTf,(3.166)


Fh=h^=UTh,(3.167)

where

f=f1⋮fn, f^=f^(λ1)⋮f^(λn), h=h1⋮hnand h^=h^(λ1)⋮h^(λn).

Thus, we obtain


Ff*h(λl)=f^(λl)h^(λl),(3.168)


Ff*h=f^(λ1)h^(λ1)⋮f^(λn)h^(λn).(3.169)

It follows from equation (3.169) that


Ff*h=h^⊙f^=(UTh)⊙(UTf),(3.170)

where Hadamard product ⊙ denotes element-wise multiplication.

Let

h^D=h^(λ1)⋯0⋮⋮⋮0⋯h^(λn).

Then,


h^Df^=h^(λ1)⋯0⋮⋮⋮0⋯h^(λn)f^=f^(λ1)h^(λ1)⋮f^(λn)h^(λn)=h^⊙f^.(3.171)

Using equations (3.164), (3.170), and (3.171), we obtain the convolution of graphic kernel with the graph feature vector:


f*h=U((UTh)⊙(UTf))=U(h^DUTf).(3.172)


Lemma 3.5

The spectral graph convolution of the graph feature vector fwith a kernel h is

f*h=U((UTh)⊙(UTf))=U(h^DUTf).

For the convenience of computation, the Fourier-domain kernel matrix h^D can be reduced to a simple learnable kernel matrix


gθΛ=θ1⋯0⋮⋮⋮0⋯θn,(3.173)

where θ1,…, θn are learnable parameters.

In this case, equation (3.172) is simplified to


f*gθ=U(gθ(Λ)UTf.(3.174)

Equation (3.174) has two serious limitations. Firstly, each time forward update requires multiplications of three matrices. Secondly, complete specification of a kernel needs n parameters. To overcome these limitations, h^D(λl) is defined as

h^Dλl=∑j=0Kαjλlj,

which implies


gθΛ=∑j=0KαjΛj,(3.175)

where

Λ=λ1⋯0⋮⋮⋮0⋯λn.

Recall that

L=UΛUT, UTU=I,

Lj=UΛUTUΛUT…UΛUTUΛUT=UΛjUT,

which implies that


Λj=UTLjU.(3.176)

Combining equations (3.174)–(3.176), we obtain


f*gθ=∑j=0KαjLjf.(3.177)

The kernel gθΛ defined in equation (3.175) has three remarkable features:


	The number of parameters K is, in general, much less than the number of nodes n in the graph.


	Computation of graph convolution does not require eigenvector decomposition of the Laplacian matrix of the graph.


	This type of graph kernel has good spatial localization. The number K is the receptive field. Each computation of graph convolution summarizes the features of K-hop neighbors of the central node with the weights αj.







3.3.2.2.2.3 Chebyshev Polynomials Approximation Recall that gθ(Λ) in equation (3.174) is a function of the eigenvalues of the normalized graph Laplacian L. It can be well approximated by Chebyshev polynomials (Hammond et al. 2011; Kipf and Welling 2017): gθΛ=∑j=0KαjTj(Λ∼),(3.178) where Tj(x) is the jth order Chebyshev polynomials and Λ∼=2λmaxΛ-I.

The Chebyshev polynomials can be recursively defined by

T0x=1

T1x=x


Tnx=2xTn-1x-Tn-2(x),(3.179)

where -1≤x≤1.

We can show (Exercise 3.11) that

-1≤Λ∼=2λmaxΛ-I≤1.

Therefore, Tj(Λ∼) is well defined.

A convolution of a feature vector of the graph with the kernel gθΛ is given by


gθΛ*f=U∑j=0KαjTj(Λ∼)UTf.(3.180)

Since Tj (Λ∼ is a diagonal matrix, we have


UαjTjΛ∼UT=αjTjUΛ∼UT=αjTjL∼,(3.181)

where


L∼=2λmaxL-I.(3.182)

Equation (3.181) implies

gθΛ*f=∑j=0KαjTjL∼f=∑j=0K-1θjTjL∼f.

This shows that convolution with a spectral graph filter can be performed using Chebyshev polynomials in Laplacian without Fourier transform, and hence no eigen-decomposition is required.


Lemma 3.6

By approximating the kernel with an expansion of kth-order Chebyshev polynomials, the convolution of graph kernel with the node feature vector is given by


gθΛ*f=∑j=0KθjTjL∼f.(3.183)





3.3.2.2.2.4 Linear Model for Graphic Convolution To simplify the computation, we can limit the order of Chebyshev polynomials K=1 and consider a linear model for graphic convolution with λmax≈2 and L∼=L-I. The graph convolution equation (3.183) is reduced to


gθΛ*f=θ0f+θ1L-If.(3.184)

Recall that the Laplacian matrix L is defined as


L=I-D-12AD-12.(3.185)

Substituting equation (3.185) into equation (3.184), we obtain


gθΛ*f=θ0f-θ1D-12AD-12f,(3.186)

with two parameters θ0 and θ1.

To avoid overfitting and minimizing the number of operations, we further reduce two parameters θ0 and θ1 into one parameter θ. Let θ0=θ and θ1=-θ. Then, equation (3.186) is reduced to


gθΛ*f=θI+D-12AD-12f.(3.187)

Since the eigenvalues of the matrix I+D-12AD-12 is in the ranger [0, 2], its gradient may be exploding (vanishing) when the largest eigenvalue is larger than 1 (is close to zero). To overcome this limitation, we change equation (3.187) to


gθΛ*f=θD∼-12A∼D∼-12,(3.188)

where A∼=A+I and D∼ii=∑jA∼ij.

Consider c features (c channels) for each node and m kernels (feature maps), equation (3.188) can be generalized to

Z=D∼-12A∼D∼-12XW,

where X∈Rn×c is a signal matrix, W∈Rc×m is a parameter matrix and Z∈Rn×m is the convolved signal matrix (Kipf and Welling 2017).


Lemma 3.7: Convolution of a General Graph

Consider c features (c channels) for each node and m kernels (feature maps). The convolution of m kernels with the n nodes and c channels are given by


Z=D∼-12A∼D∼-12XW.(3.189)






3.3.2.2.3 Graph Convolutional Networks Consider the lth layer with cl channels and ml kernels. Let Zl∈Rml×cl be input matrix for convolution in the lth layer, A∈Rn×n be an adjacency matrix and Wl∈Rcl×ml be the learnable parameter (weight) matrix, Zl+1∈Rml+1×cl+1 be the output matrix after convolution, and σ be a element-wise nonlinear activation function. Let Z0=X and A^=D∼-12A∼D∼-12. Then, a layer-wise transformation by a spectral graph convolution function σ(Zl, A|Wl) is given by


Zl+1=σ(Zl, A|Wl)(3.190)


=σ(A^ZlWl+1),(3.191)

where A^=D∼-12A∼D∼-12.

A two-layer graph convolutional network (GCN) for supervised or semi-supervised node classification is defined by


Z=softmax (A^ReLUA^XW0W1),(3.192)

where softmax is defined as

σ(Z)i=eZi∑j=1qeZi.

Let Ωq be the set of node indices that have labels. For multi-class classification, the cross-entropy error over all labeled examples can be used as objective function for classification (Kipf and Welling 2017):


L=−∑q∈Ωq∑f=1FYqflogZqf.(3.193)




3.3.2.3 Graph Convolutional Encoder

The graph convolutional encoder (GCE) has Le transformation layers. The input data are an adjacency matrix A∈Rn×n and a feature matrix X∈Rn×c. The GCE consists of GCNs. The GCNs learn a layer-wise transformation by a spectral graph convolution mapping defined in equations (3.190) and (3.191) (Kipf and Welling 2016; Zhang et al. 2020).

Similar to equations (3.128) and (3.129), the latent variables can be generated by


q∅ZX,A=∏j=1Kq∅ZjX,A=∏j=1KN(Zj; μj,σj2),(3.194)

where


(μ, log⁡σ2)=EncoderNueralNet∅(x)=GCN∅(X,A).(3.195)

Specifically, the inference model is defined as


Zl+1=σA^ZlWl+1, l=1,…, Le-2,(3.196)


μ=σA^Zle-1Wμle,(3.197)


log⁡σ2=σA^Zle-1Wσle,(3.198)

or


μ, log⁡σ2=σA^Zle-1Wle,(3.199)

where A^=D∼-12A∼D∼-12, A∼=A+I, Z1=X, and D∼ii=∑jA∼ij.


Example 3.7: Three-Layer GCN Inference Model

The three-layer GCN inference model with ReLU as the activation function σ is defined as

μ=A^ReLU(A^ReLU A^XW1W2)Wμ3,

log⁡σ2=A^ReLU(A^ReLU A^XW1W2)Wσ3.

If we combine two of two-layer GCNs together, we get

μ, log⁡σ2=A^ReLU(A^ReLU A^XW1W2)W3.

Parameterization trick is used to calculate the latent variables Z:

Z=μ+σ*ε,

where ε∼N(0,I).





3.3.2.4 Graph Convolutional Decoder

The output of decoder or generative model consists of two parts: a reconstructed graph structure and node features (Zhang et al. 2020). The node features decoder is the mirror process of the encode. Let Zle=Z. Similar to equation (3.196), we have


Zl+1=σA^ZlWl+1, l=le,…, ld-1,(3.200)

where X^=Zld is the reconstructed node features.

Let A* be reconstructed adjacency matrix. It is generated by an inner product between latent variables (Kipf and Welling 2016):


PA*Z=∏i=1n∏j=1nP(Aij*|Zi,Zj),(3.201)

Or

simply by


A*=σ(ZZT),(3.202)

where


PAij*=1Zi, Zj=σ(ZiTZj),(3.203)


Aij* are the elements of the reconstructed adjacency matrix A* and σ is the logistic sigmoid function.



3.3.2.5 Loss Function

The loss function for learning graph autoencoder consists of four parts (Zhang et al. 2020). The first part is the reconstruction loss of node feature. The reconstruction loss of node feature is calculated as


Lx=X-X^F2,(3.204)

where X^=Zld and .F is the Frobenius Norm.

The second part is the reconstruction loss of the graph structure. It is calculated as


LA=A-A*F2,(3.205)

where A*=σ(ZZT).

The third part is the loss of connection between nodes in the latent space. It is defined as

LL=∑i=1n∑j=1n(Zi-Zj22aij+γaij2)


=TrZLZT+γAF2,(3.206)

s.t. aiT1=1, 0≤ai≤1,

where ai∈Rn is the ith column vector of adjacency matrix A, the Laplacian matrix L is defined as

L=12D-A, Dii=∑j=1naij+aji2.

Finally, the fourth part is the regularizer term LR to prevent overfitting. It is defined as

LR=12∑i=1ldWiF2.

The total loss function is then given by


LGVAE=LX+LA+αLL+λLR.(3.207)



3.3.2.6 A Typical Approach to Variational Graph Autoencoders

This section is an extension from Kingma and Welling (2014). There are two types of graph data. The first type of graph data has a unique feature vector of nodes X=[x1,…, xn]T and an adjacency matrix A. The second type of graph data has m feature vectors of nodes X=X1, …, Xm, Xj=x1j, …, xnjT and an adjacency matrix A. The first type of graph data is a special case of the second type of graph data when m=1. In the following discussion, we only consider the second type of graph data. Let Z∈Rn×d be a latent space with each node zi∈Rd.

The marginal likelihood can be written as log⁡pθ(X1, …, Xm, A)=∑j=1mpθ(Xj, A) if the data are independently sampled. Since stochastic gradient method is used for optimization, we can consider marginal likelihood of one data point (Appendix 3B):

log⁡pθXi,A=∫q∅(Z|Xi,A)log⁡pθXi,AdZ

= KL(q∅ZXi,A|pθZXi,A+L(θ,∅,Xi, A)


≥ L(θ,∅,Xi, A),(3.208)

where


Lθ,∅,Xi, A=Eq∅ZXi,Alog⁡pθ(Xi, A|Z)-KL(q∅ZXi,A|pθZ.(3.209)

Our goal is to use lower bound Lθ,∅,Xi, A to estimate both variation parameters ∅ and generate parameters θ using gradient methods. If we assume that both q∅ZXi,A and pθZ are normally distributed, the KL distance between these two distributions can be analytically calculated.

Define the following variable change:


Z=g∅ε, X,A, ε∼p(ε),(3.210)

where g∅ε, X,A can be a vector of linear or nonlinear functions.

Monte Carlo estimates of expectations of Eq∅ZXi,Alog⁡pθ(Xi, A|Z), the first term in equation (3.209) is given by


Eq∅ZXi,Alog⁡pθ(Xi, A|Z)≈1L∑l=1Llog⁡pθ(Xi, A|Zi,l),(3.211)

where Zi,l=g∅εl, Xi, A, εl∼p(ε).

Now we want to calculate the KL distance between the prior distribution and posterior distribution. We first assume that the prior over latent matrix Z has standard matrix normal MNnd0, I, I. Its density function is given by

log⁡pZ=-nd2log⁡2π-12Tr(vec(Z)vec(Z)T,

where Tr denotes the trace of the matrix: TrA=∑i=1nAii.

It can be shown that expectation of log⁡p(Z) is given by (Appendix 3B)


Eq∅ZX,A[log⁡p(Z)]=-nd2log⁡2π-12∑i=1n∑j=1d(ΩiiMjj+μij2),(3.212)

where Σz=Ω⦻M.

Next we assume that the variational approximate posterior q∅(Z|X,A) has the following matrix normal MNnd(μz. Ωz, Vz) (Appendix 3C):


log⁡q∅ZX,A=-nd2log⁡2π-12log⁡Σz-12TrΣz-1(vec(Z-μ)vec(Z-μ)T.(3.213)

Its expectation is given by


Eq∅ZX,A[log⁡q∅ZX,A]=-nd2log⁡2π-12log⁡Σz-nd2.(3.214)

Combining equations (3.212) and (3.214), we obtain the KL distance between the prior and posterior distributions:


-KL(q∅ZX,A|pz=12log⁡Σz+nd-∑i=1n∑j=1dΩiiMjj+μij2.(3.215)

If we assume that

Σz=diag S11, …, Sn1, S12,…,Sn2, …, S1d, …, Snd=Sz, Sij=ΩiiMjj,

then equation (3.215) is reduced to


-KL(q∅ZX,A|pz=12∑i=1n∑j=1d(log⁡Sij+1-Sij-μij2).(3.216)

If we assume that d=1 and n samples are independent, then equation (3.216) is reduced to


-KL(q∅ZX)||p(z)=12∑i=1nlog⁡σi2+1-σi2-μi2.(3.217)

The three-layer GCN inference model with ReLU as the activation function is defined as


(μZ,log⁡SZ)=A^ReLU(A^ReLU A^XW1W2)W3,(3.218)

where A^=D∼-12A∼D∼-12, A∼=A+I, D∼ii=∑jA∼ij, and W1, W2, W3 are weight matrices in the GCN.

The generative model is defined as


pX,AZ=pθ1(A|Z)pθ2(X|Z),(3.219)

where we assume that graph structure generating process and node feature generating process are independent.

The elements of the adjacent matrix A are generated by an inner product between latent variables:


pθ1AZ=∏i=1n∏j=1np(Aij|Zi, Zj),(3.220)

where pAij=1Zi, Zj=f(ZiTZj, Aij are the elements of adjacent matrix A and f is the logistic sigmoid function.

The node features decoder is the mirror process of the encoder. We assume that distribution pθ2(X|Z) is matrix normal distribution. The latent variable Z can be sampled by


Zl=μZ+SZ⊙εl, εl∼MNnd0, I, I, l=1, 2, …, L.(3.221)

Define the three-layer GCN decoder model for continuous feature sector of node with ReLU as the activation function:


[μxl, log⁡Sxl]=A^ReLU(A^ReLUA^ZlWx1Wx2)Wx3,(3.222)

where A^=D∼-12A∼D∼-12, A∼=A+I, D∼ii=∑jA∼ij, and Wx1, Wx2, Wx3 are weight matrices in the GCN.

Then, we can obtain the following expectation:

Eq∅ZX,A[log⁡pθ2(X|Z)]≈-1L∑l=1Lnd2log⁡2π+12∑i=1n∑j=1dlog⁡Sxijl⁡+Xij-μxlij2Sxijl.

The Monte Carlo approximation of the ELBO:

Lθ,∅,X,A≈12∑i=1n∑j=1d(log⁡Sij+1-Sij-μij2)+1L∑l=1L∑i=1n∑j=1nlog⁡f(ZilTZjl)


-1L∑l=1Lnd2log⁡2π+12∑i=1n∑j=1dlog⁡Sxijl⁡+Xij-μxlij2Sxijl.(3.223)



3.3.2.7 Directed Graph Variational Autoencoder

Now we extend undirected graph VAE to directed VAE. Unlike undirected graph where the adjacency matrix is symmetric, the directed graph must have asymmetric measures (Gasulla 2015; Salha et al. 2019). Essential issue is how to effectively map directed graph to latent space using the graph VAE and to reconstruct asymmetric relationships from latent variables.


3.3.2.7.1 Directed Graph Representation in Latent Space In this section, we introduce an asymmetric graph decoding scheme for coding directed graph in latent space, which is inspired by Newton's theory of universal gravitation (Salha et al. 2019). We first define the adjacency matrix A as the transition matrix: Aij=pij, where pij represents the probability of the node i is directed to the node j. Typically, we define


pij=1if node i is directed to node j0otherwise (3.224)

We assume that a graph encoder model assigns a d-dimensional latent vector Zi to each node i of the graph. In order to represent directed graph in the latent space, we add a mass parameter mi∈R+ as one additional component of the latent vector Zi for each node to determine the direction of the edge. Consider a pair of nodes i and j with the feature vectors Zi and Zj. Define the measure:

ai→j=mjrij2,

where rij2=Zi-Zj2. If aj→i>ai→j then the node j is directed to i. According to universal gravitation model, if we view mi and mj as the mass of nodes i and j, respectively, aj→i>ai→j implies that mi>mj then the node j will move toward the node i.

Define the elements of the adjacency matrix in the latent space as


A∼ij=flog⁡ai→j=f(log⁡Gmj-log⁡Zi-Zj2).(3.225)



3.3.2.7.2 Encoder To encode direction, we need to augment matrix Z∈Rn×d to the matrix Z∼∈Rn×(d+1), where last column denotes the model's estimate of M∼=m∼1,…, m∼nT, where m∼i=log⁡Gmi. The normalized adjacency matrix in the classical graph VAE is replaced by Dout-1(A+I), where A is the adjacency matrix, defined in equation (3.224), Dout represents the diagonal out-degree matrix of A+I, where Douti,i=∑jAij+1 denotes the number of edges going out of node i, plus one.

The three-layer GCN inference model with ReLU as the activation function is defined as (μ∼Z,log⁡S∼Z)=A^ReLU(A^ReLU A^XW1W2)W3,(3.226)

where μ∼Z∈Rn×(d+1), the number of diagonal elements in the matrix S∼z is nd+1, A^=D∼-12A∼D∼-12, A∼=A+I, D∼ii=∑jA∼ij, and W1, W2, W3 are weight matrices in the GCN.



3.3.2.7.3 Decoder The generative model is defined as


pX,AZ∼=pθ1(A|Z∼)pθ2(X|Z∼),(3.227)

where Z∼=[Z, M]∼, we assume that graph structure generating process and node feature generating process are independent.

The elements of the adjacent matrix A are generated by an inner product between latent variables:


pθ1AZ,M∼=∏i=1n∏j=1np(Aij|Zi, Zj, m∼j),(3.228)

where


pAij=1Zi, Zj,m∼ =f(log⁡mj-log⁡Zi-Zj2),(3.229)

or


pAij=1Zi, Zj,m∼ =f(log⁡mj-λlog⁡Zi-Zj2),(3.230)

where Aij are the elements of adjacent matrix A and f is the logistic sigmoid function.

Sampling latent variable Z:


Z∼l=μ∼Z+S∼Z⊙εl, εl∼MNnd0, I, I, l=1, 2, …, L.(3.231)

where Z∼l=[Zl, m∼l]

The Monte Carlo estimation of Eq∅Z∼X,A[log⁡pθ1(A|Z∼)] :


Eq∅Z∼X,A[log⁡pθ1(A|Z∼)]≈1L∑l=1L∑i=1n∑j=1nlog⁡f(m∼j-log⁡Zil-Zjl2).(3.232)

Define the three-layer GCN decoder model for continuous feature sector of node with ReLU as the activation function:


[μxl, log⁡Sxl]=A^ReLU(A^ReLUA^Z∼lWx1Wx2)Wx3,(3.233)

where A^=D∼-12A∼D∼-12, A∼=A+I, D∼ii=∑jA∼ij, and Wx1, Wx2, Wx3 are weight matrices in the GCN.

The Monte Carlo estimation of the ELBO is given by

Lθ,∅,X,A≈12∑i=1n∑j=1d+1(log⁡Sxij⁡ +1- Sxij-μxij2 )

+1L∑l=1L∑i=1n∑j=1nlog⁡f(m∼j-log⁡Zil-Zjl2)


-1L∑l=1Lnd2log⁡2π+12∑i=1n∑j=1dlog⁡Sxijl⁡+xij-μxlij2Sxijl.(3.234)

Next we consider discrete categorical variables X. Categorical variable can be coded by a one-hot vector, where the “1” indicates the value of the corresponding variable, others takes the “0” values. Let Px be probability matrix for X. The probability matrix Px is generated by


Pxl=softmax(A^ReLUA^ReLUA^Z∼lWx1Wx2Wx3).(3.235)

The probability distribution pθ2(X|Z∼) for the categorical variables is given by


pθ2XZ∼l=∑i=1n∑j=1dXijlog⁡Pxlij.(3.236)

Since we assume that the prior and posterior distributions are not changes, which in turn implies that KL distance between them is also unchanged. Therefore, the evidence lover bound for categorical variables is given by

Lθ,∅,X,A≈12∑i=1n∑j=1d+1(log⁡Sxij⁡ +1- Sxij-μxij2 )


+1L∑l=1L∑i=1n∑j=1nlog⁡fm∼j-log⁡Zi-Zj2+1L∑l=1L∑i=1n∑j=1dXijlog⁡Pxlij.(3.237)




3.3.2.8 Graph VAE for Clustering

Clustering aims to group individuals into several classes without label information (Yang et al. 2019). There are model-based and similarity-based approaches for clustering. Due to space limitation, in this section, we only introduce spectrum approach for graph clustering (Wang et al. 2017). The spectral graph clustering offers the estimation of the number of optimal clusters and similarity measures. The procedures of the spectral graph clustering are given below (Wang et al. 2017).


	Step 1: Let Z0=ZL, where




ZL=μxL+SxL⊙εl, the final output of Graph VAE(3.238)


	Step 2: Construct similarity matrix:



Z1=Z0Z0T.


	Step 3: Construct normalized Laplacian Matrix:



Z2=12(Z1+Z1T).


	Step 4: Eigenvalue decomposition:




Z2=UΛUT,(3.239)

where

U=u11⋯u1n⋮⋮⋮uk1⋮un1⋯⋮⋯ukn⋮unn  and Λ=λ1⋯0⋮⋱⋮0⋯λn, λ1≥λ2≥…≥λk≥…≥λn.


	Step 5: Cluster analysis:


	Take k eigenvectors corresponding to the k largest eigenvalues as points in Rk space:



Y=u11⋯uk1⋮⋮⋮un1⋯unk.


	Step 6: Renormalize the rows of Y to have unit length.



Y∼ij=Yij∑jYij2.

Let Y∼=Y∼ijn×k.

Use clustering algorithms, for example K-means algorithm to cluster k vectors in the matrix Y∼.




SOFTWARE PACKAGE

Code for VAE for directed graph can be downloaded from:

https://github.com/muhanzhang/D-VAE

Code for “Gravity-Inspired Graph Autoencoders for Directed Link Prediction” is posted on the website:

https://github.com/deezer/gravity_graph_autoencoders

Code for the paper “SPECTRALNET: spectral clustering using deep neural networks” is published on the website: https://github.com/KlugerLab/SpectralNet

Software for VAE for regression is posted on the website:

https://github.com/QingyuZhao/VAE-for-Regression

Code for “Deep Clustering by Gaussian Mixture Variational Autoencoders with Graph Embedding” can be downloaded from:

https://github.com/dodoyang0929/DGG.git

Code for the paper “DAG-GNN: DAG Structure Learning with Graph Neural Networks” is posted on the website:

https://github.com/fishmoon1234/DAG-GNN


APPENDIX 3A

Define


Fqzj=∫qj(zj)Eq(z-j)log⁡px,zjz-jdzj-∫q(zj)log⁡qzjdzj.(3A1)

Now we use calculus of variation to find minimizer of Fqzj. The necessary condition for the optimum of functional Fqzj is the first variation of a functional Fqzj must be equal to zero. The first variation of a functional Fqzj is given by


δFqzj, h=∂F(qzj+εh)∂ε.(3A2)

Note that


Fqjzj+εh=∫(qjzj+εh)Eq(z-j)log⁡px,zjz-jdzj-∫(qjzj+εh)log⁡(qjzj+εh)dzj.(3A3)

Substituting equation (3A3) into equation (3A2), we obtain

∂F(qzj+εh)∂ε=∫hEq(z-j)log⁡px,zjz-jdzj-∫[hlog⁡qjzj+h]dzj


=∫{Eq(z-j)log⁡px,zjz-j-[log⁡qjzj+1]}hdzj.(3A4)

It follows from equation (3A4) that ∂F(qzj+εh)∂ε=0 requies


log⁡qj*zj=Eq(z-j)log⁡px,zjz-j-1,(3A5)

or


qj*zj∝exp⁡{Eqz-jlog⁡px,zjz-j}.(3A6)



APPENDIX 3B: DERIVATION OF ALGORITHMS FOR VARIATIONAL GRAPH AUTOENCODERS

3B1 Evidence of Lower Bound

This appendix is mainly from Kingma and Welling (2014). There are two types of graph data. The first type of graph data has a unique feature vector of n nodes X=[x1,…, xn]T and an adjacency matrix A. The second type of graph data has m feature vectors of nodes X=X1, …, Xm, Xj=x1j, …, xnjT and an adjacency matrix A. The first type of graph data is a special case of the second type of graph data when 
m=1. In the following discussion, we only consider the second type of graph data. Let Z∈Rn×d be a latent space with each node zi∈Rd.

The marginal likelihood can be written as log⁡pθ(X1, …, Xm, A)=∑j=1mpθ(Xj, A), if the data are independently sampled. Since stochastic gradient method is used for optimization, we can consider marginal likelihood of one data point:

log⁡pθXi,A=∫q∅(Z|Xi,A)log⁡pθXi,AdZ

=∫q∅(Z|Xi,A)log⁡pθ(Xi,A,Z)pθ(Z|Xi,A)dZ

=∫q∅(Z|Xi,A)log⁡q∅(Z|Xi,A)q∅(Z|Xi,A)pθ(Xi,A,Z)pθ(Z|Xi,A)dZ

=-∫q∅ZXi,Alog⁡q∅ZXi,AdZ+KL(q∅ZXi,A|pθZXi,A+ ∫q∅ZXi,Alog⁡pθ(Xi,A,Z)dZ

= KL(q∅ZXi,A|pθZXi,A+L(θ,∅,Xi, A)


≥ L(θ,∅,Xi, A), (3B1)

where


Lθ,∅,Xi, A=Eq∅ZXi,A-log⁡q∅ZXi,A+log⁡pθ(Xi,A,Z).(3B2)

Note that


log⁡pθ(Xi,A,Z)=log⁡pθ(Z)+log⁡pθ(Xi, A|Z)(3B3)

Substituting equation (3B3) into equation (3B2) yields


Lθ,∅,Xi, A=Eq∅ZXi,Alog⁡pθ(Xi, A|Z)-KL(q∅ZXi,A|pθZ.(3B4)

Our goal is to use lower bound Lθ,∅,Xi, A to estimate both variation parameters ∅ and generate parameters θ using gradient methods. If we assume that both q∅ZXi,A and pθZ are normally distributed, the KL distance between these two distributions can be analytically calculated. The remaining term in the lower bound involves to derive gradient

∇∅Eq∅ZX,AfZ=Eq∅(Z|X,A)[f(Z)∇q∅(Z|X,A)log⁡q∅(Z|X,A)]


≈1L∑l=1Lf(Zl)∇q∅(Zl|X,A)log⁡q∅(Zl|X,A),(3B5)

where Zl∼q∅(Zl-1|X,A).

Calculation of equation (3B5) requires iteration, and hence is intractable.



3B2 The Reparameterization Trick

A key challenge in computation of ∇∅Eq∅ZX,AfZ is that expectation involves variational parameters ∅. If we can transfer ∅ from the distribution of q∅ZX,A to the function fZ, then the problem of estimation of the variation parameters ∅ is mitigated. Changing variable technique in the distribution theory can achieve this. Define the following variable change:


Z=g∅ε, X,A, ε∼p(ε),(3B6)

where g∅ε, X,A can be a vector of linear or nonlinear functions.

Let ∂g∅ε, X,A∂εT be the Jacobian matrix of the transformation g∅ε, X,A. The distribution p(Z|X,A) is given by


pZX,A=p(ε)|det⁡(∂g∅ε, X,A∂εT)|,(3B7)

where det (.) denotes determinant of a matrix. The distribution p(ε) involves no variational parameters ∅. The distribution p(Z|X,A) can be used to approximate q∅ZX,A. Therefore,


q∅ZX,AdZ=pZX,Adz.(3B8)

Substituting equation (3B7) into equation (3B8) yields


q∅ZX,AdZ=p(ε)|det⁡(∂g∅ε, X,A∂εT)|dZ.(3B9)

It follows from equation (3B6) that


dZ=|det⁡(∂g∅ε, X,A∂εT)|dε.(3B10)

Substituting equation (3B10) into equation (3B9), we obtain


q∅ZX,AdZ=pεdε,(3B11)

which implies that conditional probability q∅ZX,AdZ can be calculated by pεdε. Therefore,

Eq∅ZX,AfZ=∫fZq∅ZX,AdZ


=∫fg∅ε, X,Apεdε.(3B12)

Now quantity ∫fg∅ε, X,Apεdε involves only random variable ε.


3B3 Stochastic Gradient Variational Bayes (SGVB) Estimator

Now Monte Carlo estimates of expectations of some function f(Z) can be calculated by


Eq∅ZX,AfZ≈1L∑l=1Lfg∅εl, X,A, ε∼p(ε).(3B13)

We first apply equation (3B13) to equation (3B2). Let

fZ=-log⁡q∅ZXi,A+log⁡pθXi,A,Z.

Then, it follows from equations (3B2) and (3B13), we obtain the estimator of the first version of lower bound:


L^Aθ,∅,Xi, A≈1L  ∑l=1L[log⁡pθXi, A,Zi,l-log⁡q∅Zi,lXi,A],(3B14)

where Zi,l=g∅εl, Xi,A, εl∼p(ε).

Now we consider lower bound in equation (3B4). Both prior distribution pθZ and approximate posterior distribution q∅ZXi,A are often assumed normal distribution. The second term KL distance can be calculated analytically and can be interpreted as regularizing variation parameters ∅ to enforce the approximate posterior q∅ZXi,A to be close to the prior pθ(Z). We only need to use Stochastic Gradient Variational Bayes to estimate the first term, reconstruction error Eq∅ZXi,Alog⁡pθ(Xi, A|Z), in equation (3B4):


Eq∅ZXi,Alog⁡pθ(Xi, A|Z)≈1L∑l=1Llog⁡pθ(Xi, A|Zi,l),(3B15)

where Zi,l=g∅εl, Xi, A, εl∼p(ε).

Substituting equation (3B15) into equation (3B4), we obtain the estimator of the second version of the lower bound:


L^Bθ,∅,Xi, A=1L∑l=1Llog⁡pθ(Xi, A|Zi,l)-KL(q∅ZXi,A|pθZ.(3B16)

Suppose that N data points {Xi, i=1, …, N, A} are sampled. Let M be size of minibatch. Using minibatch, the marginal likelihood can be estimated by


Lθ, ∅, X,A≈L^Mθ, ∅, XM, A=NM∑i=1ML^(θ,∅,Xi, A),(3B17)

where XM={Xi, i=1, …, M} are randomly sampled M data points from the entire dataset X with sample size N. The number of sample L is often set to 1 when the minibatch size M is larger than 100.

There are three main choices of selecting a differentiable transformation function g∅(ε,X,A) (Kingma and Welling 2014).


	Tractable inverse cumulative distribution function (CDF) of q∅(Z|X,A). Let y=Fz=PZ≤z be the CDF. The inverse of CDF is F-1(y). For example, let Fz=1-e-z be a CDF of exponential distribution. Then, its inverse CDF is -log⁡(1-y). Inverse CDF of Exponential, Cauchy, Logistic, Rayleigh, Pareto, Weibull, Reciprocal, Gompertz, Gumbel, and Erlang distributions are typical examples for transformation functions.


	Location-scale family distribution. Let μ denote location and σ denote scale. The standard location-scale distribution with μ=0 (or matrix μ) and σ=1 (or covariance matrix Σ=I) can be taken as the auxiliary variable ε. Define the transformation function gZX,A=μ+Σ⊙ε, ε∼MN(0, I, I). Location-scale family distribution includes Laplace, Elliptical, Student's t, Logistic, Uniform, Triangular, and Gaussian distributions when scalar variable is considered.


	Composition: Transformation function can be composite function of tractable transformation function. Typical examples include Log-Normal, Gamma, Dirichlet, Beta, Chi-Squared, and F distributions.




3B4 Neural Network Implementation

The inference (recognition) model and generative model can be implemented by feedforward neural networks, CNNs, and recurrent neural networks.

3B4.1 Encoder (Inference Model)

Recall that Z∈Rn×d is a latent space with each node zi∈Rd. Assume that the prior over latent matrix Z has standard matrix normal MNnd0, I, I. Its density function is given by

pZ=2π-nd2exp-12vecZTvec(Z)

=2π-nd2exp-12Tr(vecZTvec(Z))

=2π-nd2exp-12Tr(vec(Z)vec(Z)T, which implies


log⁡pZ=-nd2log⁡2π-12Tr(vec(Z)vec(Z)T.(3B18)

Next we assume that the variational approximate posterior q∅(Z|X) has the following matrix normal MNnd(μz. Ωz, Vz) (Appendix 3C):

q∅ZX,A=2π-nd2Σz-12exp-12TrΣz-1(vec(Z-μ)vec(Z-μ)T or


log⁡q∅ZX,A=-nd2log⁡2π-12log⁡Σz-12TrΣz-1(vec(Z-μ)vec(Z-μ)T,(3B19)

where Σz=Ωz⦻ Vz.


Eq∅ZX,A[log⁡p(Z)]=-nd2log⁡2π-12Tr(Eq∅ZX,AvecZvecZT).(3B20)

Note that

Eq∅ZX,AvecZvecZT=Σz+vec(μ)vec(μ)T, which implies


TrEq∅ZX,AvecZvecZT=∑i=1n∑j=1d(ΩiiMjj+μij2),(3B21)

where Σz=Ω⦻M.

Substituting equation (3B21) into equation (3B20) yields


Eq∅ZX,A[log⁡p(Z)]=-nd2log⁡2π-12∑i=1n∑j=1d(ΩiiMjj+μij2).(3B22)

Next it follows from equation (3B19) that


Eq∅(Z|X,A)[logq∅(Z|X,A)]=−nd2log(2π)−12log|∑z|−12Tr(∑z−1E[vec(Z−μ)(vec(Z−μ))T])


=−nd2log(2π)−12log|∑z|−12Tr(∑z−1∑z)


=−nd2log(2π)−12log|∑z|−nd2.(3B23)

Combining equations (3B22) and (3B23), we obtain

−KL(q∅(Z|X,A)‖p(z))=12{log|∑z|+nd−∑i=1n∑j=1n(ΩiiMjj+μij2)}.(3B24)

If we assume that

∑z=diag (S11, …, Sn1,… S12,…,Sn2, …, S1d, …, Snd)=Sz, Sij=ΩiiMjj,(3B25)

then equation (3B24) will be reduced to


−KL(q∅(Z|X,A)||p(z))=12(∑i=1n∑j=1n(logSij+1−Sij−μij2)).(3B26)

If we assume that d=1 and n samples are independent, then equation (3B24) is reduced to


-KL(q∅ZX)||p(z)=12∑j=1nlog⁡σj2+1-σj2-μj2.(3B27)

The three-layer GCN inference model with ReLU as the activation function is defined as


(μZ,log⁡SZ)=A^ReLU(A^ReLU A^XW1W2)W3,(3B28)

where A^=D∼-12A∼D∼-12, A∼=A+I, D∼ii=∑jA∼ij,  and W1, W2, W3 are weight matrices in the GCN.


3B4.2 Decoder (Generative Model)

The generative model is defined as


pX,AZ=pθ1(A|Z)pθ2(X|Z),(3B29)

where we assume that graph structure generating process and node feature generating process are independent.

The elements of the adjacent matrix A are generated by an inner product between latent variables:


pθ1AZ=∏i=1n∏j=1dp(Aij|Zi, Zj),(3B30)

where p(Aij=1|Zi, Zj)=f(ZiTZj), Aij are the elements of adjacent matrix A and f is the logistic sigmoid function.

The node features decoder is the mirror process of the encoder. We assume that distribution pθ2(X|Z) is matrix normal distribution:


pÎ¸2(X|Z)=(2π)−nd2|Sx|−12exp{−12(vec(X−μ))TSx−1vec(X−μ)},
(3B31)

where Sx=diag(Sx11, …, Sxn1,Sx12,…, Sx1n, Sxnn).

Thus, log⁡pθ2XZ is given by

log⁡pθ2XZ=-nd2log⁡2π-12log⁡Sx-12vecX-μTSx-1vecX-μ


=-nd2log⁡2π-12∑i=1n∑j=1dlog⁡Sxij+Xij-μxij2Sxij.(3B32)

Sampling latent variable Z:


Zl=μZ+SZ⊙εl, εl∼MNnd0, I, I, l=1, 2, …, L.(3B33)

Combining equations (3B30) and (3B33), we obtain the Monte Carlo estimation of Eq∅(Z|X,A)[logpθ1(A|Z)]:


Eq∅(Z|X,A)[logp∅1(A|Z)]≈1L∑l=1L∑i=1n∑j=1nlogf((Zil)TZjl).(3B34)

Define the three-layer GCN decoder model for continuous feature sector of node with ReLU as the activation function:


[μxl, log⁡Sxl]=A^ReLU(A^ReLUA^ZlWx1Wx2)Wx3,(3B35)

where A^=D∼-12A∼D∼-12, A∼=A+I, D∼ii=∑jA∼ij,  and Wx1, Wx2, Wx3 are weight matrices in the GCN.

The Monte Carlo estimation of Eq∅(Z|X,A)[logpθ2(X|Z)] is given by


Eq∅(Z|X,A)[logpθ2(X|Z)]≈1L∑l=1Llogpθ2(X|Zl)


=12∑l=1L(nd2log(2π)+12(∑i=1n∑j=1d(log(Sx)ijl+(Xij−(μx)ij)2(Sx)ij)))(3B36)

Therefore, using equations (3B16), (3B26), (3B34), and (3B36), we obtain the Monte Carlo approximation of the ELBO:

Lθ,∅,X,A≈12∑i=1n∑j=1n(log⁡Sij+1-Sij-μij2)+1L∑l=1L∑i=1n∑j=1nlog⁡f(ZilTZjl)


-1L∑l=1Lnd2log⁡2π+12∑i=1n∑j=1dlog⁡Sxijl⁡+Xij-μxij2Sxij.(3B37)

Next we consider discrete categorical variables. Categorical variable can be coded by a one-hot vector, where the “1” indicates the value of the corresponding variable, others takes the “0” values. For example, suppose that we have four discrete variables X1, X2, X3, and X4. One-hot vector representation can be as follows:




	
X1


	1


	0


	0


	0





	
X2


	0


	1


	0


	0





	
X3


	0


	0


	1


	0





	
X4


	0


	0


	0


	1







Assumptions about the latent variables and latent space are not changed. We still assume that the prior and the posterior distributions are matrix normal distributions. Let p(X|Z) be conditional distribution of X, given latent variables Z, and Px be its probability matrix where each row denotes a vector of probability for the corresponding variable. The probability matrix Px is generated by


Pxl=softmax(A^ReLU(A^ReLU(A^ZlWx1)Wx2)Wx3).(3B38)

The probability distribution pθ2(X|Z) for the categorical variables is given by


pθ2XZl=∑i=1n∑j=1dXijlog⁡Pxlij.(3B39)

Since we assume that the prior and posterior distributions are not changes, which in turn imply that KL distance between them is also unchanged. Therefore, the evidence lover bound for categorical variables is given by

ℒ(θ,∅,X,A)≈12(∑i=1n∑j=1n(logSij+1−Sij−μij2))


+1L∑l=1L∑i=1n∑j=1nlog⁡fZilTZjl+1L∑l=1L∑i=1n∑j=1dXijlog⁡Pxlij.(3B40)

Now we study Eqϕ(Z|X,A)[log⁡p(X,A|Z)]. We assume that the variables in the latent space are independent and prior over each latent variable is the centered isotropic multivariate Gaussian pθzi=N(zi;0, Id). The generative model will produce the feature vector.




APPENDIX 3C: MATRIX NORMAL DISTRIBUTION

In this appendix, we introduce basic properties of matrix normal distribution, mainly based on Ding et al. (2014).

3C1 Notations and Definitions

Consider a random matrix X=Xijnr×nc. The mean and covariance matrix of X are, respectively, defined as

μ=EX=μijnr×nc and


∑=E[vec X-μvecX-μT],(3C1)

where

X=X11⋯X1nc⋮⋯⋮Xnr1⋯Xnrnc=X.1⋯X.nc,

μ=μ11⋯μ1nc⋮⋮⋮μn11⋯μnrnc=μ.1⋯μ.nr,


vec X-μ∈Rnrnl is the vectorization of the matrix X-μ:

vec X-μ=X.1-μ.1⋮X.nc-μ.nc.

Before we introduce density function for random normal matrix, we show an equality:


TrAB=vecATTvec(B), or TrATB=vecATvec(B).(3C2)

Proof.

Let

vecAT=A1.T⋮An.Tand vecB=B.1⋮B.n.

Then,

TrAB=A1.B1.+…+An.B.n=vecATTvec(B).

We assume that vec(X) follows a multivariate normal distribution with density function:


fXx=fvecXvecX=2π-nrnc2∑-12exp⁡{-12vecX-μT∑-1vecX-μ}.(3C3)

Dimension of the covariance matrix Σ=E[vecX-μvecX-μT] is nrnc2 is often very high. Computation of the covariance matrix Σ may be very heavy. To reduce the computational time of the covariance matrix Σ we want to decompose the covariance matrix Σ into the Kronecker product of two positive definite matrices Ω with dimension nr and M with dimension nc i.e., Σ=Ω⦻M. Recall that Σ-1=Ω-1⦻M-1 and Σ=ΩnrMnc. Then, density function of the random matrix X in equation (3C3) can be reduced to


fvecXvecX=2π-nrnc2Ω-nr2M-nc2exp⁡{-12vecX-μTΩ-1⦻M-1vecX-μ}.(3C4)

Recall that

Ω-1⦻M-1vecX-M=vec(M-1X-MΩ-1), which implies


vecX-μTΩ-1⦻M-1vecX-μ=vecX-μTvec(M-1X-MΩ-1).(3C5)

Using equation (3C2), we obtain

vecX-μTvecM-1X-MΩ-1=Tr(X-μTM-1X-MΩ-1)


=Tr(Ω-1X-μTM-1X-M).(3C6)

Substituting equation (3C6) into equation (3C4), we obtain


fvecXvecX=2π-nrnc2Ω-nr2M-nc2exp⁡{-12Tr(Ω-1X-μTM-1X-M)}.(3C7)

Now we can define the following matrix normal distribution.


3C1.1 Definition: Matrix Normal Distribution

If the covariance matrix of the random matrix X can be decomposed as the Kronecker product of two positive definite matrices Ω and M, and vec (X) follows a multivariate normal distribution with mean vec(μ) and covariance matrix Σ=Ω⦻M, then the random matrix X has a matrix normal distribution and denoted as Nnr×nc(μ,Ω,M). The density function of matrix normal distribution is given by


fvecXvecX=2π-nrnc2Ω-nr2M-nc2exp⁡{-12vecX-μTΩ-1⦻M-1vecX-μ}(3C8)

or


fvecXvecX=2π-nrnc2Ω-nr2M-nc2exp⁡{-12Tr(Ω-1X-μTM-1X-M)}.(3C9)



3C2 Properties of Matrix Normal Distribution


Lemma 3C.1

The second moments of X are


EX-μX-μT=MTr(Ω),(3C10)


EX-μTX-μ=ΩTr(M).(3C11)

We intuitively show equations (3C10) and (3C11). Let

X-μ=X.1-μ.1⋯X.nc-μ.nc and

X-μT=X.1-μ.1T⋮X.nc-μ.ncT.

Then, we have the following second moment:

EX-μX-μT=EX.1-μ.1⋯X.nc-μ.ncX.1-μ.1T⋮X.nc-μ.ncT


=∑j=1nccov(X.j, X.j),(3C12)

where covX.j, X.j=EX.j-μ.jX.j-μ.jT.

Recall that

∑=E[vecX-μvecX-μT]

=E{[X.1−μ.1⋮X.nc−μ.nc][(X.1−μ.1)T⋯(X.nc−μ.nc)T]}

=cov(X.1, X.1)⋯cov(X.1, X.nc)⋮⋮⋮Cov(X.nc, X.1)⋯cov(X.nc, X.nc) 


=Ω11M⋯Ω1nrM⋮⋮⋮Ωnr1M⋯ΩnrnrM,(3C13)

where


covX.j, X.j=ΩjjM.(3C14)

Combining equations (3C12) and (3C14), we obtain

EX-μX-μT=∑j=1nccov(X.j, X.j)

=∑j=1ncΩjjM=∑j=1ncΩjjM=TrΩM.

This shows equation (3C10). Similarly, we can show equation (3C11).

Next we derive the distribution of the transpose of matrix.




Lemma 3C.2: Transpose

Distribution of the transpose of matrix with matrix normal distribution is also matrix normal distribution and denoted as XT∼MNnc×nr(μT, M, Ω).

Proof

For simplicity, we consider 2×2 dimensional matrix

X=X11X12X21X22.

Recall that

EvecXvexXT=cov(X11, X11)cov(X11,X21)cov(X11, X12)cov(X11, X22)cov(X21, X11)cov(X21, X21)cov(X21, X12)cov(X21, X22)cov(X12, X11)cov(X22, X11)cov(X12, X21)cov(X22, X21)cov(X12, X12)cov(X22, X12)cov(X12, X22)cov(X22, X22)


=Ω×M=Ω11M11Ω11M12Ω12M11Ω12M12Ω11M21Ω11M22Ω12M21Ω12M22Ω21M11Ω21M21Ω21M12Ω21M22Ω22M11Ω22M21Ω22M12Ω22M22.(3C15)


Evec(XT)vec(XTT=cov(X11, X11)cov(X11,X12)cov(X11, X21)cov(X11, X22)cov(X12,X11) cov(X12, X12)cov(X12, X21)cov(X12, X22)cov(X21, X11)cov(X22, X11)cov(X21, X12)cov(X22, X12)cov(X21, X21)cov(X22, X2`1)cov(X21, X22)cov(X22, X22).(3C16)

Substituting cov(Xij, Xkl) in equation (3C15) into equation (3C16), we obtain


Evec(XT)vec(XTT=Ω11M11Ω12M11Ω11M12Ω12M12Ω21M11Ω22M11Ω21M12Ω22M12Ω11M21Ω21M21Ω12M21Ω22M21Ω11M22Ω21M22Ω12M22Ω22M22=M⦻Ω.(3C17)

This shows that XT∼MNnc×nr(μT, M, Ω).




Lemma 3C.3: Transformation

Let D∈Rr×nr, C∈Rnc×s. Then, the random matrix DXC has a matrix normal distribution DXC∼MNrs(DμC, DΩDT, CTMC) (Exercise 3.12).




Lemma 3C.4: Expectation of Quadratic Forms

Let A∈Rnc×nc, B∈Rnr×nr, C∈Rnc×nr, X∈Rnr×nc. Then, we have the following formula for computing expectation of quadratic forms:


EXAXT=MTrAΩ+μAμT,(3C18)


EXTBX=ΩTrMBT+μTBμ,(3C19)


EXCX=ΩCTM+μCμ. (3C20)

Proof

Let

X=X1.⋮Xnr..


Then, XAXT=EX-μ+μAX-μ+μT=EX-μAX-μT+μAμT.(3C21)

Note that

EX-μAX-μT=E[X1.AX1.T]E[X2.TAX1.]E[X2.AX1.T]E[X2.AX2.T].

Using theorem of quadratic form of the vector, we obtain


EX1.AX1.T=ETrX1.AX1.T=Tr(AEX1.TX1.).(3C22)

Recall that


EvecXTvecXTT=EX1.TX1.X1.TX2.X2.TX1.X2.X2.T.(3C23)

Substituting equation (3C17) into equation (3C23), we obtain


EvecXTvecXTT=M⦻Ω=M11ΩM12ΩM21ΩM22Ω.(3C24)

Combining equations (3C22) and (3C24), we obtain

EX1.TX1.=M11Ω,

which implies that


EX1.AX1.T=TrM11AΩ=M11Tr(AΩ).(3C25)

Using the similar arguments, we obtain


EX2.TAX1.=M12Tr(AΩ),(3C26)


EX2.AX1.T=M21Tr(AΩ),(3C27)


EX2.AX2.T=M22 Tr(AΩ).(3C28)

Combining equations (3C21), (3C22), (3C25–3C28), we obtain

EXAXT=MTrAΩ+μAμT, which proves equation (3C18). By the similar argument, we can prove equations (3C19) and (3C20).




EXERCISES

EXERCISE 3.1

Write CAVI for a Bayesian mixture of Gaussians, Assuming k=2 and n=2.

EXERCISE 3.2

 Derive priors for the multinomial distribution and Poisson distribution.

EXERCISE 3.3

 Write CAVI for Bernoulli distribution.

EXERCISE 3.4

 Show that

∂KL(p(x|θ))‖p(x|θ′)∂θ′=−∫p(x|θ)∂logp(x|θ′)∂θ′.

EXERCISE 3.5

 Show that

HKL(p(x|θ)‖p(x|θ′))=∂2KL(p(x|θ)‖p(x|θ′))∂θ′(∂θ′)T          =F=−∫p(x|θ′)∂2logp(x|θ′)∂θ∂θTdx.

EXERCISE 3.6

Show that

ℒθ,∅(x)=Eq∅(z|x)[logpθ(x|z)]−KL(q∅(z|x)‖p(z))..

EXERCISE 3.7

 Please show

Let Lk=log⁡1k∑l=1kpθ(x,zl)q∅(zl|x). Show Lk+1≥Lk.

EXERCISE 3.8

Consider a Fourier expansion:

fx=∑n=-∞∞cne2πinTx.

Show that

cn=1T∫-T2T2f(x)e-2πinTxdx,

f^nT=∫-T2T2f(x)e-2πinTxdx→∫-∞∞fxe-iωxdx=f^(ω) when T→∞, and

fx=∫-∞∞f^(ω)eiωxdω.

EXERCISE 3.9

Let f=[1, 2, 0 4, 3, 1] and

L=3-10-1-1-12-1000-1-1-100100010001.

Calculate its graph Fourier transform.

EXERCISE 3.10

The Chebyshev polynomials of the first kind (Tn) are defined as

Tn(cos(θ))=cos(nθ).

Let x=cos⁡(θ). Show that

T0x=1

T1x=x

T2x=2xT1x-1.

EXERCISE 3.11

Assume that λmax represents the largest eigenvalue of the normalized graph Laplacian matrix L

Show that

-1≤Λ∼=2λmaxΛ-I≤1.

EXERCISES 3.12

Let D∈Rr×nr, C∈Rnc×s. Then, the random matrix DXC has a matrix normal distribution DXC∼MNrs(DμC, DΩDT, CTMC).






CHAPTER 4Generative Adversarial Networks

DOI: 10.1201/9781003028543-4



4.1 INTRODUCTION

In the past decade, great progress in artificial intelligence (AI) has been made. Generative adversarial networks (GANs) that can produce large number of samples of data distribution without precise modeling and learn deep representations (Salehi et al. 2020) have become one of the most promising advances in AI in the past decade (Goodfellow et al. 2014). The GANs can now (1) generate text, images, image-to-image translation, clinical data, and even music that is indistinguishable as fake to human generated (Beaulieu-Jones et al. 2017; Brock et al. 2018; Emami et al. 2018; Galbusera et al. 2018), (2) translate from voice to face (Wen et al. 2019), (3) be applied to survival analysis (Chapfuwa et al. 2018), (4) regression (Aggarwal et al. 2020), (5) time series generation (Yoon et al. 2019; Smith and Smith 2020), (6) signal processing and speech recognition (Kong et al. 2020), (7) hypothesis testing (Bellot and van der Schaar 2019), and (8) provide tools for causal inference (Athey and Imbens 2016; Hartford et al. 2016; Lopez-Paz and Oquab 2016; Goudet et al. 2017; Hartford et al. 2017; Kocaoglu et al. 2017; Goudet et al. 2018; Kalainathan et al. 2018; Li et al. 2018; Ramachandra 2018; Bica et al. 2020).

Although they are powerful generative models (Miyato et al. 2018), the GANs suffer from training instability and fail to converge in some cases (Qin et al. 2020). To improve the training stability and sample quality, several techniques, including Wasserstein GAN, ordinary differential equations approach, and style-based generator architecture, and three new architectures: convolutional, conditional, and autoencoder for GANs have been developed (Mirza and Osindero 2014; Radford et al. 2015; Makhzani et al. 2016; Arjovsky et al. 2017; Arjovsky and Bottou 2017; Gulrajani et al. 2017; Fathoby and Goela 2018; Wei et al. 2018; Karras et al. 2019; Bica et al. 2020; Chrysos et al. 2020; Li et al. 2020; Pidhorskyi et al. 2020; Salehi et al. 2020).

In this section, we will introduce the main concepts and the theoretic models of GANs, their computational algorithms, the evaluation metrics, and widely used three types of GANs: convolutional, conditional, and autoencoder. The application of the GAN to regression, hypothesis testing, and time series will be discussed. Using GANs for causal inference will be discussed in Chapters 5, 6, and 7.



4.2 GENERATIVE ADVERSARIAL NETWORKS


4.2.1 Framework and Architecture of GAN

The GANs learn the models that capture the statistical distribution of training data via adversarial process, allowing us to synthesize samples from the learned models which are very similar to the real data distribution (Goodfellow et al. 2014; Salehi et al. 2020). The GAN consists of two major components: a generator and a discriminator (Figure 4.1). The generator tries to generate fake data that is indistinguishable from real-world data by learning the distribution of the trained real data. On the other hand, discriminator tries to discriminate whether a given data is the synthesized fake data or the data from real world. Both generator and discriminator are adversarial networks. They are in constant conflict, simultaneously optimize themselves and compete against each other to improve their capabilities during training process, finally reaching a stationary state where neither the generator nor the discriminator can improve its benefit. The generator and discriminator can be represented by neural networks (either multilayer feedforward neural networks or convolution neural networks) (Salehi et al. 2020).

[image: ]
FIGURE 4.1 Scheme of generative adversarial networks.



Random noise vector z∈Rd with distribution pz(z), e.g., a uniform distribution or a Gaussian distribution, are inputted to the generator that transforms z to G(z;θg), where G is a differentiable nonlinear function and represented by a neural network with parameters θg. The generator outputs (synthesizes) the faked sample x'=G(z;θg). The discriminator D(x;θd) transforms input x to a single scalar that represents the probability of x being from real data, denoted by xdata, rather than from faked data.

The generator network can be considered as mapping from some representation space, called a latent space z, to the space of the data. Let x'=G(z). The density function pg(x') of the faked data x' can be derived as by changes of variables theorem (https://mathworld.wolfram.com/ChangeofVariablesTheorem.html):


pgx′=pz(z)∂G(z)∂z,(4.1)

where pz(z) is a density function of the random vector z and ∂G(z)∂z is the absolute value of the Jacobian matrix of the transformation G(z).

The discriminator function D(x) is defined as


Dx=1x is from real data0x is from the generator.(4.2)

Equation (4.2) shows that the discriminator is a binary classification and discriminate the real xdata sample from fake G(Z) sample. When a generator G(z) is fixed, the discriminator, D, is trained to classify the input data as either being from the real data (close to one) or from a fixed generator (close to zero). The GAN plays game of two players. The generator and discriminator are in competition with each other.



4.2.2 Loss Function

The objective of the generator is to produce samples that are as close to real data samples as possible; while the discriminator is to identify the fake samples produced by the generator and distinguish between real data samples and the fake samples produced by the generator.

In summary, the goal of training D is to maximize the probability of correctly classify the real data samples and fake samples. The discriminator learns to recognize the generator's fake samples, while the generator learns to fool the discriminator.

Recall that D(x) is the probability of the discriminator receiving the data from real samples and 1-D(x) is the probability of the discriminator receiving the data from the samples produced by the generator. We assume that D=1 indicates that the data are from the real sample and D=0 from fake sample. The discriminator classifies the data from x with probability D(x) and classifies the data from the fake sample with the probability 1-D(Gz).

The likelihood and log likelihood of observing the output of the discriminator are


L1=D(x)(1-D(Gz),(4.3)


log⁡L1=log⁡Dx+log⁡(1-D(Gz),(4.4)

respectively.

If it is known that the data inputing to discriminator are from the generator, its loglikelihood is


L2=log⁡(DGz.(4.5)

Taking expectations of loglikelihood, we obtain


l1=Ex∼pdata(x)[logD(x)]+Ez∼pz(z)[log(1−D(G(z))],(4.6)


l2=Ez˜pz(z)[log⁡(DGz],(4.7)

where pz(z) is a density function of the latent variable z and pdata(x) is a density function of the real data xdata.

The maximum likelihood estimators of D(x) and G(z) can be obtained by


maxDl1=Ex∼pdata(x)[log⁡D(x)]+Ez∼pzz[log⁡(1-D(Gz)],(4.8)


maxGl2=Ez∼pz(z)[log⁡D(Gz)].(4.9)

Optimization problem (4.9) can be transferred to


minGEz∼pzz[log⁡(1-DGz)].(4.10)

Combining optimization problems (4.8) and (4.10) together gives


minGmaxDlD,G=Ex∼pdata(x)[log⁡D(x)]+Ez∼pz(z)[log⁡(1-D(Gz)].(4.11)



4.2.3 Optimal Solutions

Now we first solve optimization problem (4.8). The optimal solution is summarized in Proposition 4.1 (Goodfellow et al. 2014).


Proposition 4.1: Given generator G(z), the optimal discriminator D(x), denoted by D^Gx, is


D^Gx=pdata(x)pdatax+pg(x),(4.12)

where pg(x) is the density function of the faked data.

Proof

We first transform the loglikelihood function l1 as follows:

l1=Ex∼pdatax[log⁡D(x)]+Ez∼pzzlog⁡(1-D(Gz)


=∫pdataxlog⁡Dxdx+∫pz(z)log⁡(1-DGzdz.(4.13)

Let x=G(z). Making change in variable z and using equation (4.1), we obtain

l1=∫pdataxlog⁡Dxdx+∫|G'(z)|pg(x)log⁡(1-DGz1|G'z|dx


=∫pdataxlog⁡Dxdx+∫pg(x)log⁡(1-Dxdx.(4.14)

Since D(x) is a function, the traditional calculus is difficult to apply for solving optimization problem (4.14). We employ variation of calculus to find optimal discriminator D(x) (Xiong 2018a).

Assume that function D(x) moves to Dx+εδ(x), where δ(x) is a differential. Define


Fε=∫pdataxlog⁡Dx+εδxdx+∫pg(x)log⁡1-Dx-εδxdx.(4.15)

Taking derivative of F(ε) with respect to ε, we obtain


dF(ε)dε|ε=0=∫pdataxDxδxdx-pgx1-Dxδxdx.(4.16)

Let


δx=pdata(x)D(x)-pg(x)1-D(x).(4.17)

Substituting equation (4.17) into equation (4.16) yields


dF(ε)dε|ε=0=∫pdataxDx-pgx1-Dx2dx.(4.18)

Optimality of l1 requires


dF(ε)dε|ε=0=0,(4.19)

which implies

pdata(x)D(x)−pg(x)1−D(x)=0 or


D^(x)=pdata(x)pdata(x)+pg(x).(4.20)

Substituting equation (4.12) into equations (4.11) and (4.14), we obtain

minGmaxDl(D,G)=minGEx∼pdata(x)[logD^(x)]        +Ex∼pg[log(1−D^(x)]


=minG∫pdata(x)logpdata(x)pdata(x)+pg(x)dx    +∫pg(x)log(1−pdata(x)pdata(x)+pg(x))dx


=minG∫pdata(x)logpdata(x)pdata(x)+pg(x)dx   +∫pg(x)log(pg(x)pdata(x)+pg(x))dx.(4.21)

Let


pmx=pdatax+pg(x)2.(4.22)

Then, the optimization problem can be transformed to

minG[KL(pdata(x)||pm(x))+KL(pg(x)||pm(x))−2log2],(4.23)

where KL(pr||pθ) denotes the Kullback-Leibler (KL) distance between two distributions pr and pθ (Xiong 2018b).

Define


p^gx=pdata(x).(4.24)

Then, we have


[KL(pdata(x)‖pm(x))+KL(p^g(x)‖pm(x))−2log2]=−2log2.(4.25)

Since

[KL(pdata(x)‖pm(x))+KL(pg(x)‖pm(x))−2log2]≫−2log2.

then, p^gx=pdata(x) is the optimal solution to the problem (4.21).

In summary, the solution to GAN is summarized in Theorem 4.1.




Theorem 4.1

The optimal solution to the GAN problem (4.11) is


p^gx=pdata(x) and D^x=12.(4.26)

The optimal value of the objective function is


minGmaxDlD,G=-2log⁡2.(4.27)





4.2.4 Algorithm

According to equations (4.20) and (4.24), ideally, the discriminator is trained until optimal with respect to the current generator; then the generator is again updated. The discriminator and generator are represented by neural networks. The update of the discriminator and generator in the iterations is implemented by updating their weights via backpropagation. The algorithm is summarized as follows (Goodfellow et al. 2014).


Algorithm 4.1

Let k be the number of steps which updating discriminator takes before updating the generator and n be the number of samples in the real dataset.

For number of training iterations do

For k steps do


	Sample minibatch of n noise samples {Z(1),…,Z(n)} from distribution pz(z).


	Input minibatch of n real data samples {x1,…,xn} that have distribution pdata(x).


	Search optimal solution for discriminator, given the generator by updating weights of the discriminator via ascending its stochastic gradient:



∇θd1n∑i=1n[logD(x(i), θd)+log  (1−D(G(z(i), θg)θd)) ].

end for


	Sample minibatch of n noise samples z(1),…,zn} from distribution pz(z).


	Update the weights of the generator by descending its stochastic gradient to search the optimal solution to the generator:



 ∇g1n∑i=1nlog⁡1-DG(zi, θg).

end for

Despite the theoretical guarantee of unique solutions, GAN training is challenging for several reasons.

First, the training is often unstable. Second, the generative model may collapse, which generates very similar samples for different inputs. Third, the gradient may quickly vanish. To overcome these limitations, Arjovsky et al. (2017) developed a new version of GAN, Wasserstein GAN that is based on the Wasserstein distance.





4.2.5 Wasserstein GAN


4.2.5.1 Different Distances

There are two approaches to learning the generative models. One approach is to directly learn the probability density function pθ via maximum likelihood function. Second approach is to learn a function that transforms the existing distribution z into the density function pθ via pθ=Gθ(z). We first study the maximum likelihood estimator.

Assume that real data samples {x1,…,xn with density function pr(x) being given. We define a parametric family of density pθ(x). The maximum likelihood estimator is to maximize the likelihood of the data:


maxθ1n∑i=1nlog⁡pθ(xi).(4.28)

By law of large numbers, we have


1n∑i=1nlog⁡pθ(xi)→Ex∼pr[log⁡pθ(x)].(4.29)

Combining equations (4.28) and (4.29), we obtain


limn→∞⁡maxθ⁡1n∑i=1nlog⁡pθ(xi)=maxθ∫pr(x)log⁡pθxdx.(4.30)

Recall that the KL distance between two distributions pr(x) and pθ(x) is defined as


KL(pr‖pθ)=∫pr(x)logpr(x)pθ(x)dx.(4.31)

Using equation (4.31), the maximization problem (4.30) can be transformed to the following optimization problem:

limn→∞⁡maxθ⁡1n∑i=1nlog⁡pθ(xi)=maxθ∫pr(x)log⁡pθxdx

=-minθ⁡∫prxlog⁡pθxdx

=minθ∫prxlog⁡prxdx-∫prxlog⁡pθxdx

=minθ∫pr(x)log⁡pr(x)pθ(x)dx


=min⁡KL(pr|pθθ.(4.32)

Equation (4.32) implies that maximum likelihood estimation is equivalent to minimization of KL distance. In other words, we want to find the density function pθ  of the generative model that makes the KL distance as small as possible.

Major limitation of the maximum likelihood estimation of the generative models is that when two distributions pθ and pr are not completely overlapped, for example, pθx0=0, where prx0>0, then KL distance goes to +∞. This will happen when the distribution pθ has low dimensional support, because pr may be high dimensional and it is unlikely that all of pr lies in the low dimensional support of pθ.

The solution is to learn a nonlinear function map gθ:Z→χ (typically a neural network) that to transform a random variable z with a known distribution p(z) (typically, uniform or normal distribution) to a certain distribution pθ. By varying θ, we can change distribution pθ, making it close to the real data distribution pr. To measure the degree of closeness, we need to develop distance or divergence between two distributions pθ and pr.


4.2.5.1.1 Total Variation (TV) Distance Assume that pr and pθ are two probability distributions defined on the space Ω. Then, TV distance between two distributions is defined as


δPr,Pθ=supA∈Ϝ⁡|prA-pθA|,(4.33)

where Ϝ∈Ω is a subset of Ω.


Example 4.1

Consider probability distributions defined over probability space R2. Let Z∼U[0,1] be the uniform distribution on the unit interval. Let p0 be the distribution defined on (0,Z) and pθ be the distribution defined on (θ,Z), where θ is a single real parameter. Define

A={0,z, z∈0,1.

Then, p0A=z and pθA=0 when θ≠0. Thus, when θ≠0, we have


|prA-pθA|=z, which implies

supA∈Ϝ⁡|prA-pθA|=1.

When, θ=0, we obtain p0A=pθ(A). Therefore,

δp0,pθ=1θ≠00θ=0.





4.2.5.1.2 The Kullback-Leibler (KL) Divergence The KL divergence between two distributions is defined as


KL(pr‖pθ)=∫prlogprpθdx.(4.34)


Example 4.1 (continue)

KL(pr‖pθ)={+∞θ≠00θ=0.





4.2.5.1.3 The Jenson-Shannon (JS) Divergence Let pm=pr+pθ2. The JS divergence is defined as


JS(pr‖pθ)=KL(pr‖pm)+KL(pθ‖pm).(4.35)


Example 4.1 (continue)

When θ≠0, where p0≠0, pθ=0, then we have pm=pr2. Similarly, when θ=0 where pθ=p0=1, we have pm=pθ+pr2=1. Thus, we obtain

JSp0, pθ=log⁡2θ≠00θ=0.





4.2.5.1.4 Earth Mover (EM) or Wasserstein Distance When we consider discrete probability distributions, the Wasserstein distance is also descriptively referred to as the earth mover's distance (EMD). Consider two discrete distributions pr and pθ, each will possible l states x or y. The distribution pr(x) is defined as the probability mass of each point. The distribution pθ can be similarly defined. Our goal is to move mass around to change the distribution prx into pθ (y). Let r(x,y) be a transportation plan that moves r(x,y) mass from x to y. The distance from x to y is denoted as ||x−y||. The cost moving r(x,y) mass from x to y is equal to r(x,y)||x−y||. The moving plan r(x,y) can be viewed as a joint distribution. It should satisfy the following constraints:


pr(x)=∑yr(x,y) and pθ¸(y)=∑xr(x,y).

Let Π(pr, pθ) be the set of all possible joint distributions with marginal distributions pr(x) and pθ(y). The EMD is then defined as the minimum cost required to move r(x,y) mass from x to y:


W(pr,pÎ¸)=infr∈∏(pr, pθ¸) ∑x∑yr(x,y)||x−y||   =infr∈∏(pr, pθ¸) E(x,y)∼r[||x−y||].(4.36)

If the variables are continuous, equation (4.36) can be extended to


W(pr,pθ¸)=infr∈∏(pr, pÎ¸) ∫x∫yr(x,y)||x−y||dxdy.(4.37)


Example 4.1 (continue)

Consider two distributions p0z and pθ(z), where Z∼U(0,1). Let x=0,z and y=θ,z. It is clear that x-y=|θ|.


Wpr,pθ=infr∈Π(pr, pθ)∫x∫yrx,y|x-y|dxdy

=θinfr∈Πpr, pθ∫x∫yrx,ydxdy=|θ|.






4.2.5.2 The Kantorovich-Rubinstein Duality

Now we briefly introduce the Kantorovich-Rubinstein duality theory (Herrmann 2021). We first formulate Wasserstein distance in terms of linear programming (LP). Define the matrices

Γ=r(x,y)=r(x1,y1)⋯r(x1,yl)⋮⋮⋮r(xl,y1)⋯r(xl,yl) and

D=|x-y|=|x1-y1|⋯|x1-yl|⋮⋮⋮|xl-y1|⋯|xl-yl|.

We can write Wasserstein distance as


Wpr,pθ=infr∈Π(pr, pθ)<D,Γ>F,(4.38)

where <, >F is the Frobenius inner product (sum of all the element-wise products).

Let

x=vec(ΓT), c=vec(D) and

b=prpθ.

To pose constraints: prx=∑yr(x,y) and pθy=∑xr(x,y), we define matrix A such that


Ax=b.(4.39)

To make presentation easy, we consider l=2. Let

A=1100001110011001, x=r(x1,y1)r(x1, y2)r(x2, y1)r(x2,y2).

Then, we have

Ax=pr(x1)pr(x2)pθ(y1)pθ(y2)=b.

In general, we define

A=11⋯00⋯⋯00⋯00⋯11⋯⋯00⋯⋯010⋯0⋯001⋯⋯⋯⋯⋯⋯⋯1⋯010⋯0⋯001⋯⋯⋯⋯⋯⋯⋯1⋯⋯⋯⋯⋯⋯⋯110⋯0⋯101⋯⋯⋯⋯⋯⋯⋯1.

Then, we have

Ax=b.

It is clear that <D,Γ>F=cTx. Then, the problem of calculating the Wasserstein distance can be formulated as the following primal LP problem:


minx⁡ z=cTx (4.40)

s.t. Ax=b

x≥0.

However, solving the primal LP problem of the Wasserstein distance is impractical for two major reasons. The first, in general the dimension is high. The number of variables in x exponentially increases as the dimension of input variable increases. The second, the distribution pθ appears in the right side of the constraint. It is not easy to calculate gradient ∇pθW(pr,pθ). Overcome these limitations, we consider its dual form:


maxy⁡ z∼=bT y (4.41)

s.t. ATy≤c.

It is clear that


z=cTx≥yTAx=yTb=z∼,(4.42)

which implies that the optimal solution z∼ of dual LP is a lower bound of the optimal solution of the primal LP. In fact, we can show that z=z∼.

Let y=fg. Then, z∼=fTpr+gTpθ. Consider l=2.Its dual form is

maxy⁡ z∼=fx1prx1+fx2prx2+gx1pθx1+g(x2)pθ(x2) 

1010100100111001f(x1)f(x2)g(x1)g(x2≤D11D21D12D22

or

fx1+g(x1)≤D11

fx1+g(x2)≤D21

fx2+g(x1)≤D12

fx2+g(x2)≤D22.

In general, we have


fxi+g(xj)≤Dji, i=1,…,l,j=1,…,l.(4.43)

When i=j, then fxi+g(xi)≤0. It is known from optimization theory (Kuhn-Tucker conditions) that the optimal solutions are in boundary. Therefore, we have


gxi=-f(xi).(4.44)

Substituting equation (4.44) into equation (4.43), we obtain

fxi-f(xj)≤ Dji and

fxj-f(xi)≤Dij.

But, Dij=Dji=xi-xj.

Combining the above two inequality, we obtain Lipschitz condition with Lipschitz constant 1:


|fxi-fxj|≤xi-xj.(4.45)

The objective function can be written as


∑if(xi)pr(xi)+∑ig(xi)pÎ¸(xi)=∑if(xi)pr(xi)−∑if(xi)pÎ¸(xi)


=Ex∼prfx-Ex∼pθf(x).(4.46)

Combining equations (4.45) and (4.46), dual problem can be reduced to


Wpr, pθ=sup||f||L≤1⁡Ex∼prfx-Ex∼pθf(x).(4.47)



4.2.5.3 Wasserstein GAN

Now we introduce the Wasserstein GAN (Arjovsky et al. 2017; Gulrajani et al. 2017; Wei et al. 2018). Optimization problem (4.47) is a constrained optimization. Solving optimization problem under Lipschitz constraints with constant 1 is intractable. To alleviate the problem, we release the Lipschitz constraints with constant 1 to Lipschitz constraints with constant K, i.e.,

fxi-f(xj)≤Kxi-xj.

Let gx=f(x)K. Then, we have gxi-g(xj)≤xi-xj, i.e., g(x) is a Lipschitz function with constant 1.

The supremum over K-Lipschitz constraints is still hard to implement, but it allows easier to approximate. Consider a parametrized function family {fw}w∈W, where W is the set of all possible weights. These functions are also K-Lipschitz functions. Then, we have

sup||f||L≤KEx∼prf(x)−Ex∼pθf(x)=Ksup||g||L≤1Ex∼prg(x)−Ex∼pθg(x)=KW(pr,pθ),  which implies

maxw∈WEx∼prfw(x)−Ex∼pθfw(gθ(z))≤sup||f||L≤KEx∼prf(x)−Ex∼pθf(x)=KW(pr,pθ).

Therefore, the optimization problem (4.47) can be approximated by


maxw∈W⁡Ex∼prfwx-Ex∼pθfw(x).(4.48)

Let


x=gθ(z).(4.49)

Substituting equation (4.49) into equation (4.48), we obtain


Wpr,pθ≥maxw∈W⁡Ex∼prfwx-Ez∼pzfw(gθ(z)).(4.50)

Both functions fw(x) and gθ(z) can be modeled by neural networks and parameters w and θ are the weights in the neural networks. Our goal is to find the generator gθ(z), making the Wasserstein distance between the distribution pr  of the real data and distribution pθ of the generator as small as possible, i.e.,


minθ⁡Wpr,pθ.(4.51)

The Wasserstein distance is calculated by its lower bound in equation (4.50). In summary, to find the generator gθ(z), we solve the following optimization problem:


minθ⁡maxw∈W⁡Ex∼prfwx-Ez∼pzfw(gθ(z)).(4.52)

Numerically, the optimization problem (4.52) can be solved by Algorithm 4.2 (Arjovsky et al. 2017).


Algorithm 4.2: WGAN

Input: α, the learning rate; c, the clipping parameter; m, the batch size; nd, the number of iterations of discriminator neural network update per generator iteration, w0, initial weight parameters of the network for function fw; θ0, initial generator's parameters.

While θ has not converged do


	for t=0,…,nd do


	Sample {xi}i=1m∼pr a batch from the real data.


	Sample {zi}i=1m∼p(z), a batch from the noises.



gw←∇w1m∑i=1mfwxi-1m∑i=1mfw(gθzi)

w←w+αRMSProp(w,gw)

w←clipw,-c,c


	end for



Sample {zi}i=1m ∼ p(z), a batch from the noises.

gθ←-∇θ1m∑i=1mfw(gθzi)

θ←θ-αRMSPtop(θ,gθ)

end while







4.3 TYPES OF GAN MODELS


4.3.1 Conditional GAN


4.3.1.1 Classical CGAN

Conditional GAN (CGAN) is a type of important GAN model (Mirza and Osindero 2014). Unlike GAN where the noises or latent variables are mapped to a target space, the CGAN not only map the noises or latent variables, but also simultaneously map the observed variables, e.g., labels, styles, the predictors, to the target space (Radford et al. 2015; Karras et al. 2019). The conditional information is feed into both generator and discriminator as an additional input layer.

Let x∈Rd be conditional information, z∈Rl be a vector of noises or latent variables with known distribution, e.g., uniform distribution, or Gaussian distribution, and y∈Rm be real data (target signals). Let G denote the mapping, which outputs the data produced by the generator. Then, the output of the generator is given by


G∼=G(x,z).(4.53)

Let pg(G∼) be the distribution of the output G∼ of the generator. The goal of the GAN attempts to make pgG∼=pdata(y), where pdata(y) is the distribution of real data y. Thus, mathematically, the CGAN attempts to learn


y=G(x,z).(4.54)

The optimization problem for learning the CGAN is


minGmaxDlD,G=Ey,x∼pdata(y,x)[log⁡D(y,x)]+Ex∼pdatax, z∼pz(z)[log⁡(1-D(Gx,z,x)].(4.55)

Equation (4.54) shows that the CGAN is similar to nonlinear regression which is a function of missing or noisy variables z and predictors x.

Similar to Proposition 4.1 and Theorem 4.1 in the GAN, we can derive Proposition 4.2 and Theorem 4.2 to summarize the properties of CGAN. Again, the density function of G(x,z) is given by


pgy|x=pa(z)∂G(x,z)∂zT.(4.56)

Using equation (4.56), the loss function lD,G can be expressed as

l(D,G)=∫pdata(y,x)log⁡Dy,xdydx+∫pdata(x)pz(z)log⁡(1-DGx,z,x)dxdz

=∫pdata(y,x)log⁡Dy,xdydx+

∫pdata(x)pg(y|x)∂G(x,z)∂zTlog⁡(1-Dy,x)dxdy∂G(x,z)∂zT,


=∫pdata(y,x)log⁡Dy,xdydx+∫pdata(x)pgy|xlog⁡1-Dy,xdydx.(4.57)

Using calculus of variation theory (Sagan 1969), we obtain


∂l(D+εδ,G)∂εε=0=∫[pdata(y,x)δD(y,x)-pgy,xδ1-Dy,x=dydx.(4.58)

Let


δ=pdata(y,x)D(y,x)-pgy,x1-Dy,x.(4.59)

Substituting equation (4.59) into equation (4.58), we obtain


∂l(D+εδ,G)∂εε=0=∫pdata(y,x)D(y,x)-pgy,x1-Dy,x2dydx.(4.60)

Setting ∂l(D+εδ,G)∂εε=0=0, we obtain

pdata(y,x)D(y,x)-pgy,x1-Dy,x=0, which implies


Dy,x=pdata(y,x)pdatay,x+pgy,x .(4.61)

Equation (4.61) shows the Proposition 4.2.


Proposition 4.2

Given generator G(x,z), the optimal discriminator D(y,x), denoted by D^Gy,x, is

D^Gy,x=pdata(y,x)pdatay,x+pgy,x .

Again, we can approve that the solution to CGAN can be summarized in Theorem 4.2 (Exercise 4.1).




Theorem 4.2

The optimal solution to the CGAN problem (4.55) is


p^gy, x=pdata(y,x) and D^y, x=12.(4.62)

The optimal value of the objective function is

minGmaxDlD,G=-2log⁡2.





4.3.1.2 Robust CGAN

To improve robustness to noise in the generator, the authors (Chrysos et al. 2020) developed a robust CGAN (RoCGAN) with a generator that included two pathways (Figure 4.2(b)). One pathway is the original pathway from the input x to the output G(x) or Gd(Gex) of the generator. The authors called this pathway a reg pathway. The second additional pathway is from the input y to the output GAEy=AEd(AEey) of an autoencoder that reconstructs the real data y. The second pathway is called AE pathway. Similar encoder-decoder structures are used for the structures of two pathways. The weights of the decoders in two pathways are shared. The discriminator in the CGAN is not changed in the RoCGAN. To mitigate the impact of the noise on the generated data y, we require that the latent spaces of the two pathways are the same. To achieve this, in addition to the loss function lD,G in CGAN, we need to introduce other loss functions to implement these requirements.

[image: ]
FIGURE 4.2 (a) Schematics of the generators of cGAN and (b) RoCGAN.



The first additional loss function is defined as


lAEy=fAE(y,GAEy),(4.63)

where fAE is a nonlinear function to measure the distance between the output GAEy of the second pathway and real data y.

The second additional loss function intends to reduce the distance between two latent representations in the autoencoders. By reducing the distance between the outputs of two pathways, we enforce the outputs of two pathways as close as possible. The second additional loss function is defined as


llat=Ey,x∼pdata(y,x)[flatGx, GAEy],(4.64)

where flat can be any divergence function.

Finally, the total loss function of the RoCGAN is defined as summation of the original loss function lCGAN for the CGAN and two additional loss functions defined in equations (4.63) and (4.64):


lRoCGAN=lCGAN+λAElAE+λlatllat,(4.65)

where λAE and λlat are penalty parameters.




4.3.2 Adversarial Autoencoder and Bidirectional GAN


4.3.2.1 Adversarial Autoencoder (AAE)

One of the limitations of the autoencoder network is that the latent variables generated by the encoder are not distributed smoothly over the latent space, resulting in non-smooth distributions (Nauata et al. 2020; Salehi et al. 2020). To overcome this limitation, the AAE which combines the adversarial network with autoencoder has been developed (Makhzani et al. 2016). As it is shown in Figure 4.3, through the similar mechanism of the discriminator in the GAN, the AAE imposes the arbitrary prior distribution p(z) on the distribution of the latent variables generated by the encoder to ensure no presence of gap in the latent space. Assume that the prior distribution p(z) is smooth. The discriminator computes the probability D(z) that point z is sampled from the prior distribution p(z), rather than from the latent space. Through training process, we finally reach the optimal solution of the GAN: qz=p(z), which leads to the smooth latent distribution q(z). Therefore, upon completion of the training process, the decoder can reconstruct the meaningful distribution.
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FIGURE 4.3 Architecture of an adversarial autoencoder.





4.3.2.2 Bidirectional GAN

The architecture of bidirectional GAN (BiGAN) (Donahue et al. 2017; Salehi et al. 2020) is shown in Figure 4.4. In BiGAN, we consider two maps: (1) map noises or latent variables z to the target space x and (2) map the target variable x back to the latent space z and still use adversarial principle to train the two mapping. The first mapping is still implemented by generator as done in the original GAN and is denoted by G(z). We add an encoder for an inverse mapping which maps the target variable x back to the latent space. The second mapping is denoted by E(x). The encoder extracts features from the data, which are inputted to the discriminator. The data features contained in the data are the output of the encoder. The BiGAN adds an encoder to the original GAN, and hence has three basic components: generator, discriminator, and encoder.

[image: ]
FIGURE 4.4 Architecture of BiGAN.



The first discriminator input for the generated data is a tuple (z,Gz) of the latent variables z and the output G(z) of its corresponding generator. The second discriminator input for the inverse mapping (real samples) is a tuple (Ex,x) of the output of the encoder Ex and real data x. The discriminator computes the probability D(x,z) that the discriminator distinguishes the pair (Ex,x) from the pair (z,Gz). The training process is implemented by (Mattia et al. 2019).

minG,EmaxDV(D,G,E)=Ex∼pdata(x)[Ez∼pE(z|x)[logD(x,z)]]+


Ez∼pz(z)[Ex∼pG(x|z)[log1−D(x,z)]].(4.66)

We can show that optimal solution to the optimization problem (4.66) (Exercise 4.2)


pdataxpEzx=pz(z)pG(x|z).(4.67)

After the training process is completed, the following equalities hold:


x=G(z) and z=E(x).(4.68)



4.3.2.3 Anomaly Detection by BiGAN

BiGAN can be used for anomaly detection (Zenati et al. 2018; Mattia et al. 2019). Trained only on positive samples, BiGAN learns mappings x^=Gz from the latent space representation z to the real date x and invers mapping z^=E(x) from the real data x to the latent representation z. Then, the BiGAN can use the trained inverse mapping to map the new, unseen, samples x∼ back to the latent space z∼=E(x∼).

After training a BiGAN on normal samples is completed, a new sample xnew is presented and mapped to the latent space representation znew, again znew is mapped to the real data space through x^new=G(znew). The whole test process is summarized as follows:


xnew→E(xnew)→znew→G(znew)→x^new.(4.69)

Then, the dissimilarity between the query sample xnew and the generated sample G(znew) is used to measure the degree of anomaly:


LGx=xnew-x^new1=xnew-G(znew)1,(4.70)

where .1 is a L1 norm.

Next we use discriminator-based loss LD(x) to measure the anomaly level. There are two ways to define the discriminator-based loss (Zenati et al. 2018). The discriminator is a binary classifier. It classifies the real sample as true (class 1) and the generated sample as false (class 0). Therefore, one way of defining LD(x) is to use the cross-entropy loss σ(Dx,Ex,1) from the discriminator of the input sample being the real data sample (class 1), i.e., LDx=σ(Dx,Ex,1). Alternatively, we can use feature matching loss to define LD(x). Let fD be extracting features from a discriminator layer f. Then, the discriminator-based loss LD(x) is defined as


LDx=fDx,Ex-fD(GEx, Ex)1,(4.71)

which measures the similarity between the features of the generated data and the features of the real data.

Finally, anomaly measure A(x) is defined as a combination of LGx and LD(x):


Ax=λLGx+1-λLDx.(4.72)

The more large anomaly measure A(x) is, the more likely to be anomalous, the new sample is.




4.3.3 Graph Representation in GAN

Analyzing graph data has a wide range of application, including link prediction (Rossi et al. 2020), node clustering and classification (Salha et al. 2020), and graph classification and clustering (Li et al. 2020). The graph data have complex topology and high dimensions. The graph representation or network embedding is to map the graph into a low-dimension vector space, while keeping information about the original graph topology and node contents (Cao et al. 2016). The methods for simple sequences or classical grids design are not suitable for graph representation and network analysis. To identify “good” latent representations for graphs is an essential issue for graph representation and learning. High nonlinearity, complex structures, property preserving, and sparsity are four major challenges. Autoencoder is emerging as a powerful tool for graph representation (Zheng et al. 2020). The adjacency matrix and the node feature characterize the graph and learning. However, the most of recent autoencoder-based graph representation methods reconstruct either the adjacency matrix or node features, rather both (Cao et al. 2016; Kipf and Welling 2016; Wang et al. 2016; Wang et al. 2017; Wang et al. 2018; Li et al. 2019; Park et al. 2019). To improve graph representation, the methods that simultaneously preserve both the topology and node features in the graph representation have been developed. In this section, we will introduce adversarially regularized graph autoencoder (ARGA) (Pan et al. 2018), graph variational GAN (Yang et al. 2019), and BiGAN (Zheng et al. 2020) for graph representation. All these three methods encode the topology and node content in the graph.


4.3.3.1 Adversarially Regularized Graph Autoencoder

Graph representation maps graph data into a low dimensional, compact, and continuous feature space (Pan et al. 2018). After the graph representations are completed, the ordinary algorithms for clustering and classification can be applied to the low dimensional representations of the graphs for node and graph clustering and classification. The essential issue for graph representation is how to preserve the topology and node feature information.

The most methods for graph representation are not regularized (Pan et al. 2018). The learned latent code space by unregularized graph representation approaches is often free of structure, which leads to the poor representation of the graphs in the real world. To overcome this problem, ARGA and adversarially regularized variational graph autoencoder (ARVGA) for graph representation learning have been developed (Pan et al. 2018). Unlike the classical approaches where graph representation learning algorithms attempt only minimize the reconstruction errors of graphs, the learning objective functions of the ARGA and ARVGA algorithms consist of two terms: (1) minimization of the reconstruction errors of graphs and (2) enforcing the latent codes to match a prior distribution.


4.3.3.1.1 Mathematic Formulation of the Graph Representation Problem We first introduce mathematic formulation of the graph representation problem (Pan et al. 2018). Assume that a graph has n nodes. Denote the graph as G=(V,E, X), where V denotes a set of nodes V={vi, i=1,…, n}, vi represents the ith node, eij denotes the edge between the nodes vi and vj, E={eij} denotes a set of edges, xi∈Rm denotes an m-dimensional vector of features of the ith node vi, and X∈Rn×d denotes the matrix of the features. Define an adjacency matrix A for the topology structure of the graph: A=aijn×n, where aij=1 if eij∈E, otherwise, aij=0.

A graph is modeled by the adjacency matrix A and the matrix of the node features X. Therefore, a graph can be mathematically represented by G=A,X. Let f be an n-dimensional vector of nonlinear functions. The graph representation attempts to map the graph G=(A,X) to the low dimensional latent space Z. The nonlinear mapping is denoted by


Z=f(A,X),(4.73)

where

Z=z1⋮zn=z11⋯z1d⋮⋮⋮zn1⋯znd,

which is called a graph representation matrix and preserves the structure A and node features X.

The ARGA consists of two major components: graph autoencoder (graph convolutional autoencoder or variational graph autoencoder) and adversarial network (Pan et al. 2018).

The graph encoder of the ARGA converts the graph G=(A,X) into its latent representation Z which contains the graph structure information A and the node feature information X. The decoder of the ARGA reconstructs the graph adjacency matrix A from the latent graph representation matrix Z. The architecture of the adversarial network component of the ARGA has only discriminator. It takes the encoder of the ARGA as a generator and the latent graph representation code z as fake data and the samples generated from a prior distribution p(z) as real data. The discriminator enforces the distribution of the latent graph representation to match a prior distribution by distinguishing whether a sample is from latent space or from a prior distribution.



4.3.3.1.2 Graph Convolutional Encoder and Variational Graph Encoder In Section 3.3.2.2.3, we introduced graph convolutional network (GCN) and in Section 3.3.2.6, we introduced variational graph autoencoder. Both graph GCN and variational graph autoencoder can be applied to ARGA. We first study GCN for learning graph representation. A spectral convolution is a powerful tool to map both graph topology A and node features X to the latent space. Recall that the number of nodes is n, the number of features of each node is m, and the dimension of each latent variable is d. The feature matrix of the node is denoted by X∈Rn×m, and the latent graph representation matrix is denoted by Z∈Rn×d. Define A∼=A+I and D∼ii=∑jA∼ij. Let W(0)∈Rm×d be the weight matrix of the filter in the first layer of the network. The convolution of m kernels (features) with the n nodes and d dimensions in the latent space are given by


Z(1)=σ(D∼-12A∼D∼-12XW0).(4.74)

Equation (4.74) can be extended to the higher layer of the graph encoder. Consider the lth layer with d dimensional latent space Let Zl∈Rn×d be input matrix for convolution in the lth layer, A∈Rn×n be an adjacency matrix and Wl∈Rd×d be the learnable parameter (weight) matrix, Zl+1∈Rn×d be the output matrix after convolution, and σ be a element-wise nonlinear activation function. Let Z0=X and A^=D∼-12A∼D∼-12. Then, a layer-wise transformation by a spectral graph convolution function σ(Zl, A|Wl) is given by


Zl(+1)=σ(Z(l), A|Wl)(4.75)


=σ(A^ZlWl+1),(4.76)

where A^=D∼-12A∼D∼-12.

A two-layer graph encoder q(Z|A,X) for encoding both graph topology and node features is defined by


Z=qZA,X=Z(2)=ReLu (A^ReLUA^XW0W1),(4.77)

where q(Z|A,X) is a deterministic function.

For a variational graph encoder, q(Z|A,X) represents a distribution (Pan et al. 2018) (Section 3.3.2.6). We assume that the variational approximate posterior q∅(Z|X,A) has the following matrix normal MNnd(μz. ,Ωz, Vz):


logq∅(Z|X,A)=−nd2log(2π)−12log|∑z|−12Tr(∑z−1(vec(Z−μ)(vec(Z−μ))T).(4.78)

If we assume that

∑z=diag (S11,…, Sn1, S12,…,Sn2, …, S1d,…,Snd)=Sz,  Sij=Ωii Mjj.

A three-layer variational graph encoder with ReLU as the activation function is defined as


(μZ,log⁡SZ)=A^ReLU(A^ReLU A^XW1W2)W3,(4.79)

where A^=D∼-12A∼D∼-12, A∼=A+I, D∼ii=∑jA∼ij, and W1, W2, W3 are weight matrices in the variational graph encoder and are similarly defined as before. The distribution q∅ZX,A contains the graph topology A and node features X. The latent variable Z can be sampled by


Zl=μZ+SZ⊙εl, εl∼MNnd0, I, I, l=1, 2, …, L.(4.80)



4.3.3.1.3 Graph Convolutional Decoder In Section 3.3.2.4, we introduced graph convolutional decoder. The decoder consists of two parts: a reconstructed graph structure A and node features X. The node features decoder is the mirror process of the encode. Let Zle=Z, where le is the index of the layer in the graph encoder-decoder, i.e., the output layer of the graph encoder or the latent variables in the latent space. Then, the output Zl+1 of the l+1th layer in the encoder-decoder is given by


Zl+1=σA^ZlWl+1, l=le,…, ld-1,(4.81)

where A^ and Wl+1 are defined as before.

The reconstructed node features is defined as X^=Zld.

Let A* be reconstructed adjacency matrix. It is generated by an inner product between latent variables (Kipf and Welling 2016):


PA*Z=∏i=1n∏j=1nP(Aij*|Zi,Zj),(4.82)

Or

simply by


A*=σ(ZZT),(4.83)

where σ is an activation function, and


PAij*=1Zi, Zj=σ(ZiTZj),(4.84)


Aij* are the elements of the reconstructed adjacency matrix A*.



4.3.3.1.4 Variational Graph Decoder Recall that the variational graph decoder which is introduced in Section 3.3.2.6 (equation 3.219) is defined as


pX,AZ=pθ1(A|Z)pθ2(X|Z),(4.85)

where we assume that the node feature variables X and graph structure A are conditionally independent, given the graph representation Z.

The elements of the adjacent matrix A are generated by an inner product between latent variables:


pθ1AZ=∏i=1n∏j=1np(Aij|Zi, Zj),(4.86)

where pAij=1Zi, Zj=σ(ZiTZj, Aij are the elements of adjacent matrix A and σ is the logistic sigmoid function.

The node feature decoder is the mirror process of the encoder. We assume that distribution pθ2(X|Z) is matrix normal distribution. The latent variable Z can be sampled by


Zl=μZ+SZ⊙εl, εl∼MNnd0, I, I, l=1, 2, …, L,(4.87)

where ⨀ denotes the element-wise multiplication.

Define the three-layer variational graph decoder model for continuous feature sector of node with ReLU as the activation function:


[μxl, log⁡Sxl]=A^ReLU(A^ReLUA^ZlWx1Wx2)Wx3,(4.88)

where A^=D∼-12A∼D∼-12, A∼=A+I, D∼ii=∑jA∼ij, and Wx1, Wx2, Wx3 are weight matrices in the variational graph decoder.



4.3.3.1.5 Loss Function


4.3.3.1.5.1 Graph Autoencoder The loss function for learning graph autoencoder consists of four parts (Zhang et al. 2020). The first part is the reconstruction loss of node feature. The reconstruction loss of node feature is calculated as


Lx=X-X^F2,(4.89)

where X^=Zld and .F are the Frobenius Norms.

The second part is the reconstruction loss of the graph structure. It is calculated as


LA=A-A*F2,(4.90)

where A*=σ(ZZT).

The third part is the loss of connection between nodes in the latent space. It is defined as

LL=∑i=1n∑j=1n(Zi-Zj22aij+γaij2)


=TrZLZT+γAF2,(4.91)


aiT1=1, 0≤ai≤1,

where ai∈Rn is the ith column vector of adjacency matrix A, the Laplacian matrix L is defined as

L=12D-A, Dii=∑j=1naij+aji2.

Finally, the fourth part is the regularizer term LR to prevent overfitting. It is defined as

LR=12∑i=1ldWiF2.

The total loss function is then given by


LGVAE(X,A,Z,θg)=LX+LA+αLL+λLR.(4.92)



4.3.3.1.5.2 Variational Graph Autoencoder The Monte Carlo approximation of the evidence lower bound:

Lθ,∅,X,A, Zl≈12∑i=1n∑j=1d(log⁡Sij+1-Sij-μij2)+1L∑l=1L∑i=1n∑j=1nlog⁡f(ZilTZjl)


-1L∑l=1Lnd2log⁡2π+12∑i=1n∑j=1dlog⁡Sxijl⁡+Xij-μxlij2Sxijl,(4.93)

where


(μZ,log⁡SZ)=A^ReLU(A^ReLU A^XW1W2)W3,(4.94)


A^=D∼-12A∼D∼-12, A∼=A+I, D∼ii=∑jA∼ij, and W1, W2, W3 are weight matrices in the variational graph encoder, Σz=diag S11, …, Sn1, S12,…,Sn2, …, S1d, …, Snd=Sz,


[μxl, log⁡Sxl]=A^ReLU(A^ReLUA^ZlWx1Wx2)Wx3,(4.95)

where A^=D∼-12A∼D∼-12, A∼=A+I, D∼ii=∑jA∼ij, and Wx1, Wx2, Wx3 are weight matrices in the variational graph decoder.




4.3.3.1.6 Adversarial Discriminator Model The goal of both ARGA and ARGVA models is to match the distribution of the latent graph representation Z with a prior distribution (Pan et al. 2018). It follows from equations (4.74)–(4.77) that the latent representation can be expressed as a nonlinear function of the node features X and adjacency matrix A:


Z=G(X,A),(4.96)

where G is a nonlinear function.

The discriminator in the GAN takes samples from the prior distribution as real data input and latent graph representation Z as fake data input. Recall that loss function of the GAN is defined as


l1=Ex∼pdata(x)[log⁡D(x)]+Ez∼pz(z)[log⁡(1-D(Gz)].(4.97)

In the ARGA and ARGVA models, the variables Z with prior distribution p(z) correspond to the real data X with the distribution pdata(x). Therefore, the first term in equation (4.97) will be replaced by


Ez∼pz(z)[log⁡D(z)].(4.98)

The generator in the GAN is replaced by the encoder of the ARGA and ARGVA. The node feature variables X∼pX(x) correspond to the noises z∼pz(z) in the second term in equation (4.97) and function G(X,A) corresponds to the function Gz. Therefore, the second term in equation (4.97) will be replaced by


EX∼PX(x)[log⁡(1-D(G(X,A))].(4.99)

Combining equations (4.98) and (4.99), we obtain the loss function for the ARGA and ARGVA:


VG,D=Ez∼pz(z)[log⁡D(z)]+EX∼PX(x)[log⁡(1-D(G(X,A))].(4.100)

The graph representation of the ARGA and ARGVA can be obtained by solving the following optimization problem:


minG⁡max VD⁡G,D=Ez∼pz(z)[log⁡D(z)]+EX∼PX(x)[log⁡(1-D(G(X,A))] .(4.101)

Let θd be the all parameters in the discriminator (the neural networks implement the discrimination) and θg be the all parameters in the graph encoder (the neural networks implementing the graph encoder). The loss function VG,D can be rewritten as


VG,D=Ez∼pz(z)[log⁡D(z, θd)]+EX∼PX(x)[log⁡(1-D(GX,A, θg, θd)],(4.102)

And the optimization problem (4.101) can also be rewritten as


minθg⁡maxθd⁡VG,D=Ez∼pz(z)[log⁡D(z, θd)]+EX∼PX(x)[log⁡(1-D(GX,A, θg, θd)] .(4.103)

Sampling approximation V^(G,D) is given by


V^(G,D)=12∑i=1m[logD(zi,θd)+log(1−D(Gi(X,A,θg)θd)],(4.104)

where GiX,A,θg= qZiA,X, which is the ith sample from Z(2) in equation (4.77).

Procedures for solutions to optimization problem (4.103) is summarized in Algorithm 4.3 (Pan et al. 2018).


Algorithm 4.3

Step 1: Input and Initialization.

Assume that the graph is given. Input the adjacency matrix A∈Rn×n and node feature matrix X∈Rn×d.

Define


	T: the number of iterations;


	K: the number of steps for iterating discriminator;


	Z∈Rn×d: Latent Matrix.




Randomly assign the weights to the graph encoder and discriminator.

Step 2: For Number of Training Iterations T do

Step (a):

Generate latent variables matrix Z=Z(2)=ReLu (A^ReLUA^XW0W1) (equation (4.77))

Step (b): Update the parameters in the discriminator.

For K steps do


Sample minibatch of m samples {G1,…,Gm} from latent variable matrix.

Input minibatch of m real data samples {z1,…,zm} from the prior distribution pz(z).

Search optimal solution for discriminator, given the graph encoder by updating weights of the discriminator via ascending its stochastic gradient:


∇θd1m∑i=1mlog⁡D(zi, θd)+log⁡1-D(Gi, θd).(4.105)



end for

Step (c): Update the parameters in the graph autoencoder.

Sample minibatch of m samples {G1,…,Gm} from latent variable matrix Z.

Update the weights of the generator by descending its stochastic gradient to search the optimal solution to the graph encoder:


	ARGA


∇g1m∑l=1m[ℒGVAE(X,A,Gl,θg)].(4.106)



	ARGVA


∇g1m∑l=1mL(θg, ∅l,X,A,Zl).(4.107)




end for

Step 3:

Return latent variables matrix Z∈Rn×d generated in Step 2.

We first randomly assign the weights to the neural networks in graph encoder and discriminator. Then, we carry out T iterations. Each iteration consists of three steps: step (a) generate latent variables matrix Z from equation (4.77), step (b) update the parameters in the discriminator K times via ascending its stochastic gradient, and step (c) update the parameters in the graph autoencoder via descending its stochastic gradient to search the optimal solution to the graph encoder. We use different objective functions to update the parameters in the graph encoder in the ARGA and variational graph encoder in the ARGVA. Finally, when iteration stops, we take the latent variables matrix Z∈Rn×d generated in Step 2 as the final latent variant matrix.






4.3.3.2 Cycle-Consistent Adversarial Networks


4.3.3.2.1 Architecture  Cycle-consistent adversarial networks (CycleGANs) are a powerful tool for learning mapping from a source domain X to a target domain Y in the absence of paired examples (Zhu et al. 2017). The CycleGAN was originally developed for unpaired image-to-image translation. The architecture of the CycleGAN is shown in Figure 4.5.
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FIGURE 4.5 (a) Architecture of CycleGAN, (b) two cycle consistency losses.



Consider two domains X and Y and two training datasets xii=1n, where xi∈X and yii=1n, where yi∈Y. Let pdata(x) be the distribution of x and pdata(y) be the distribution of y. Consider two generators y'=g(x) and x'=F(y). The CycleGAN includes two discriminators Dx and Dy. The inputs to the discriminator Dx are the generated data y' and real data y. The discriminator Dx intends to distinguish real image data x from generated image F(y). The inputs to the discriminator Dy are the generated images G(x) and the real images y. The discriminator Dy is to distinguish the generated images G(x) form the real images y.



4.3.3.2.2 Loss Function The loss function of the CycleGAN includes two types of loss: (1) adversarial loss and (2) cycle consistency loss. The adversarial loss measures the errors of matching the distribution of generated images to the real data distribution in the target domain. The adversarial loss for the GAN (G:X→Y and discriminator Dy) is defined as


ℒGAN(G, Dy, X,Y)=Ey∼pdata(y)[logDy(y)]          +Ex∼pdata(x)[log(1−Dy(G(x))].(4.108)

The discriminator function Dy tries to maximize its ability to distinguish between the generated images Gx and real sample data y. The generator Gx tries to confuse the discriminator Dy and minimize the loss. Therefore, the goal of the GAN (:X→Y and discriminator Dy) is


minG⁡maxDy⁡LGANG, Dy, X,Y.(4.109)

Similarly, we can define the GAN (F, Dx,Y,X):


minF⁡maxDx⁡LGAN(F, Dx, Y,X),(4.110)

where


ℒGAN(F, Dx, Y,X)=Ex∼pdata(x)[logDx(x)]           +Ey∼pdata(y)[log(1−Dx(F(y)))].(4.111)

The optimal solution to the GAN loss function can only match the distribution of the output of the generator to the target distribution. However, there is an infinite number of the generator outputs satisfies this requirement. The solutions are not unique. To overcome this limitation, we introduce second type of loss, i.e., cycle consistency loss (Figure 4.5(b)). The learned generators should be cycle consistent.

Architecture of the CycleGAN shows that its learning process forms a cycle. Starting a specific sample x from domain X, we generate G(x) that matches with target value y from domain Y, than take y as an input to another generator F, which in turn generates x^=F(Gx). Finally, we bring x back to x^ and complete a cycle, which is called forward cycle consistency. Similarly, we can complete another cycle: y→Fy→GFy→y^=G(Fy), which is called backward cycle consistency. Putting all together, we can define the total of cycle consistency loss:


ℒcyc(G,F)=Ex∼pdata(x)[‖F(G(x))−‖1]     +Ey∼pdata(y)[‖G(F(y))−y‖1].(4.112)

Combining equations (4.108), (4.111), and (4.112), we can define the loss function of the CycleGAN as


LG,F,Dx, Dy=LGANG, Dy, X,Y+LGANF, Dx, Y,X+λLcycG,F,(4.113)

where λ is a penalty parameter which balances the relative importance of the GAN loss and cycle consistency loss. Two generators G and F, and two discriminators Dx and Dy can be determined by solving the following optimization problem:


minG,F⁡maxDx, Dy⁡LG,F,Dx, Dy.(4.114)

As Zhu et al. (2017) pointed out, the Cycle GAN can be viewed as two autoencoders: FGx:X→X and GFy:Y→Y. We use an adversarial loss to train the bottleneck layer of an autoencoder to match the output of the generator (latent representation) with an arbitrary target distribution (an input to the another generator). Therefore, the CycleGAN can also be viewed as AAEs.




4.3.3.3 Conditional Variational Autoencoder and Conditional Generative Adversarial Networks

Recently there have been many interesting works on combining conditional variational autoencoder (CVAE) and conditional generative adversarial network (CGAN) which is abbreviated as CVAE-GAN (Bao et al. 2017; Lim et al. 2018; Faez et al. 2020; Wang et al. 2020). The CVAE-GANs have been successfully applied to image generation, anomaly detection, molecular design, and graph classification. In this section, we will introduce the architecture of the CVAE-GAN and its loss functions.


4.3.3.3.1 Architecture of CVAE-GAN The architecture of CVAE-GAN is shown in Figure 4.6. It consists of four subnetworks: (1) the encoder network E, (2) the generative (decoder) network G, (3) the discriminative network D, and (4) classification network (C). If the problem is not a classification problem, then the classification network can be removed. Assume that N subjects are sampled. Consider L categories c={c1, …, cL} and real sample dataset x1,…, xN, xi∈Rd. The categorical variable c is associated with each sample xi. Let z∈Rm be a latent variable in an m-dimensional latent space.
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FIGURE 4.6 Architecture of CVAE-GAN.



The encoder E maps the data sample x and its associated category c to a latent space z in the latent space with a conditional distribution p(z|x,c). The generative (decoder) network decodes the latent variable z to reconstruct the original sample data x' by sampling from z and c with distribution p(x|z,c). The CVAE and CGAN share the generator network G, which connects the CVAE and CGAN. The discriminator network D tries to discriminate “real” data x from “fake” (reconstructed) data x'. The classification network attempts to classify the data x into L categories with the posterior probability p(c|x).



4.3.3.3.2 Encoder Encoder maps images (data) x and their associated categories c into the latent variable z. The variational approximate posterior q∅(z|x,c) can be factorized as products of independent normal distributions:


q∅zx,c=∏i=1mq∅zix,c=∏i=1mN(μix,c, σi2x,c).(4.115)

Assume that a prior distribution is given by

pz=∏i=1mN(0,1).

Then, the KL distance between the variational approximate posterior q∅(z|x,c) and the prior distribution pz is

LKL=Eq∅zx,clog⁡q∅zx,cpz


=-12∑i=1m(log⁡σ2xi,ci+1-σ2xi,ci-μ2(xi,ci)),(4.116)

where


[μ(x,c)|log⁡σ2(x,c)]=MLP(x,c,∅),(4.117)

μx,c=[μ1x,c,…, μmx,c]T, log⁡σ2x,c=log⁡σ12x,c, …, log⁡σm2(x,c)2,

MLP denotes multilayered perceptrons.



4.3.3.3.3 Decoder The network G in Figure 4.6 has two functions. Its first function is decoder that reconstructs the original data x from sampled latent variable z. Its second function is to generate fake sample for the network D of CGAN. Now we study the first function decoder of the network G.

Recall that the reconstruction loss is


LRecost=Eq∅zx,c[log⁡pθ(x|c,z)].(4.118)

If the data x are continuous, then

log⁡pθxc,z=log⁡N(μxz,c, σx2z,cI).

If the data x are discrete, then

log⁡pθxc,z=xlog⁡yθ(z,c)+(1-x)log⁡(1-yθz,c).



4.3.3.3.4 Discriminator and Generator The GAN consists of two subnetworks: the generator and the discriminator. The vanilla CGAN tries to minimize the following two loss functions:


LD=-Ex,c∼pdata(x,c)[log⁡D(x,c)]-Ez,c∼pz,c[log⁡(1-DGz,c,c)],(4.119)


LG=-Ez,c∼pz,c[log⁡D(Gz,c,c)].(4.120)

The goal of the CGAN is to close the distance between the real distribution pdata(x,c) and the generated fake distribution pg(x',c). However, the supports of the distributions pdata(x,c) and pg(x',c) may not be completely overlapped. There is an empty intersection between two distributions (Wang et al. 2020). For example, when the discriminator is trained, we have D(x,c)→1 and D(Gz,c,c)→0. Thus, ∂LG∂D(Gz,c,c)=-E1DGz,c,c→-∞, which in turn causes the gradient-vanishing and algorithm unstable.

To overcome this limitation, Wang et al. (2020) proposed to replace the original two-player game loss function with least-squares loss function. The least-squares loss function can effectively move the fake samples toward the right decision boundary and lead to the stable algorithm. The loss functions for the D and G can be modified as follows (Wamg et al. 2020):


LD=-12Ex,c∼pdata(x,c)Dx,c-12-12Ez,c∼pz,c[DGz,c,c-02,(4.121)


LG=-12Ez,c∼pz,c[DGz,c,c-12],(4.122)

where 1 and 0 in equation (4.121), respectively, denote the real data and fake data, and 1 in equation (4.122) denotes the decision value of the discriminator which classifies the data as fake data.

In the regular GAN, the normal distributed noise ξ∼N(0,1) is taken as an input to the generator to generate the fake data x'=G(z,c,ξ). Therefore, the loss functions LD and LG should be modified as

LD=-12Ex,c∼pdata(x,c)Dx,c-12-12Ez,c∼pz,c[DGz,c,c-02


-12Eξ∼N0,1, c∼pc[Dξ,c-02],(4.123)


LG=-12Ez,c∼pz,cDGz,c,c-12-12Eξ∼N0,1, c∼pc[Dξ,c-12].(4.124)



4.3.3.3.5 Loss Function Before defining the total loss function, we introduce two additional loss functions. One loss function tries to further measure the difference between the generated samples and real data samples. This loss function is defined as follows (Wang et al. 2020):


LSAD=1bs∑(x,c)∼pg,ξ(x,c)[(G(z,c)Tx‖G(z,c)‖2‖x‖2+1)+(G(ξ,c)Tx‖G(ξ,c)‖2‖x‖2)+1],(4.125)

where bs is the batch size. LSAD includes two terms. The first term is the normalized inner product between the sample generated from the latent variable and real data sample. The second term is the normalized inner product between the sample generated from the noise variable ξ and the real data sample. The smaller the loss function LSAD, the more similar the synthesized sample and the real sample, and the more reliable the generator will be.

To further reduce the likelihood of mode collapse, we want the feature space of the generative samples to cover the training data distribution as more as possible. To achieve this, similar to LSAD, we introduce the second loss function to measure the correlation between the pairwise feature of an intermediate layer. We take the penultimate layer of the generator network as the intermediate layer. Let F(.) denote the features of the penultimate layer of the generator network. We consider all possible feature pairs of the penultimate layer and define the second loss function as follows (Wang et al. 2020):


LFVA=1L∑Ll=11ml(ml−1)∑k=1ml∑n≠kml   (F(zk|cl)TF(zn|cl)‖F(zk|cl)‖2‖F(zn|cl)‖2+1),(4.126)

where the normalized inner product of the features of the penultimate layer is computed among the samples which belong to the same category l. The loss function LFVA is the average of the normalized inner products of all possible pair-wise features of the penultimate layer and measure the diversity of the generated samples. To increase the diversity of the generated samples, we need to minimize the loss function LFVA.

The network D can be modified as the classifier C where the categorical vector in the original network D is replaced by a zero vector, and the last layer is replaced by a softmax layer to obtain the posterior probability p(x|c). Then, the loss function for the network C is defined as


Lc=-Ex∼pdatax[log⁡p(c|x)].(4.127)

The loss function of CVAE-GAN includes three parts: (1) loss from the CVAE, (2) loss from the CGAN, and (3) additional loss functions LSAD,  LFVA, and Lc. The loss from the CVAE consists of LKL and LRecost, and the loss from the CGAN includes LD and LG. The total loss function of the CVAE-GAN is defined as follows:


L=LD+LG+Lc+LKL+λ1LFVA+λ2LSAD+λ3LRecost.(4.128)

The computational procedures for optimizing loss function L are summarized in Algorithm 4.4 (Wang et al. 2020).


Algorithm 4.4

Step 1: Input and Initialization.

Input: Training dataset Tr=x1, c1, …, xN, cN, xi∈Rd, ci=(1,…, L), test dataset Ts={x1,c1, …, xs, cs}.

Initialize: Network: Encode E, generator G, and discriminator D. Batch size bs, λ1=0.3, λ2=0.6, λ3=1.

Step 2: Training.

For number of training iterations do


	Sample xi, ci, i=1,…, bs from training dataset Tr.


	Calculate



[μ(xi, ci)|log⁡σ2(xi, ci)]=MLP(xi, ci, ∅),

LKL←-12∑i=1bs(log⁡σ2xi,ci+1-σ2xi,ci-μ2(xi,ci)).


	Define the transformation:



zik=μxi, ci+σxi,ci⊙εk,, k=1,…, bs, ε∼N(0,1).

LRecost←1bs∑k=1bslog⁡pθ(xi|ci, zik).


	If the data x are continuous, then



log⁡pθxici,zik=log⁡N(μxizik,ci, σxi2zik,ciI).


	If the data x are discrete, then



logpθxici,zik⁡=xilog⁡G(zik,ci)+(1-xi)log⁡(1-Gθzik,ci).


	Input x,c,z and ξ to the generator network G. Let pg,ξ(x,c) be the distribution of the output of the generator G. Sample (x,c)∼pg, ξ(x,c) and then calculate the loss function LSAD:



LSAD←1bs∑(x,c)∼pg,ξ(x,c)[(G(z,c)Tx‖F(z,c)‖2‖x‖2+1)+(G(ξ,c)Tx‖G(ξ,c)‖2‖x‖2)+1].

LFVA←1L∑l=1L1ml(ml−1)∑k=1ml∑n≠kml   (F(zk|cl)TF(zn|cl)‖F(zk|cl)‖2‖F(zn|cl)‖2+1).


	When c=1, sample (x,c)∼pdata(x,c), and when c=0, sample x,c∼pg,ξx,c, (x,y)∼pg.z(x,y).



LD←-12E(x,c)∼pdata(x,c)Dx,c-12-12E(x,c)∼pg,zx,c[Dx,c2

-12E(x,c)∼pg,ξ(x,c)[Dx,c2]

LG←-12E(x,c)∼pg,zx,cDx,c-12-12E(x,c)[Dx,c-12].

Lc←-1bs∑i=1bs∑j=1Llog⁡p(cj|xi).

Step 3: Calculate Gradients.

Let θD be the parameters in the discriminate network D. Calculate the gradients:

∇θD1bsLD

Calculate the cost of classification based on the samples: x,c∼pdatax,c,

x,c∼pg,zx,c, (x,c)∼pg,ξ(x,c).

Let θDsoftmax be the parameters in the softmax layer of the discriminator D. Calculate their gradient.

∇θ¸DsoftmaxLDs=[1bs(∑(x,c)∼pg,z(x,c)[−logp(c|x)]+∑(x,c)∼pdata(x,c)[−logp(c|x)])].

Let θg be the parameters in the generator network G and θe be the parameters in the encoder network E. Calculate gradients:

∇θgLqG=1bsLG+λ1bs-1LFVA+λ2LSAD+λ3LRecost,

∇θeLqE=1bsLG+λ1bs-1LFVA+λ2LSAD+λ3LRecost+LKL.

Step 4: Update Parameters.

θD←θD-η∇θD1bsLD,

θDsoftmax←θDsoftmax-η∇θDsoftmaxLDs,

θg←θg-η∇θgLqG,

θe←θe-η∇θeLqE.

End for






4.3.3.4 Integrated Conditional Graph Variational Adversarial Networks

In Section 4.3.3.3, we introduced the integrated conditional VAE and conditional GAN analysis. However, conditional VAE and conditional GAN can only generate and analyze unstructured data. In this section, we will extend the integrated conditional VAE and conditional GAN (ICVAE-GAN) to the structured data which can generate graphs (Yang et al. 2019).


4.3.3.4.1 Models Consider two sets of data: (1) a set of graphs ={G1,…, Gn}, where Gi={Vi, Ei}, Vi denotes a set of nodes and Ei denotes a set of edges, and (2) a set of conditions C={C1,…, Cn}, where Ci is a condition vector of characterizing some typical graph contexts, and is associated with the graph Gi. Let H=Gi, Cii=1n.

To generate the conditional structures of the graphs, we require two assumptions. The first assumption is that given a new condition C∈ H, generate new graphs that mimicking the structures of the graphs in the training set H. The second assumption is that given a new condition ∉H, we can generate novel graphs that are similar to the graphs in the training set with similar context, while getting insight into the unobserved world (Yang et al. 2019).

Based on all context-structure pairs in H, a single model should jointly capture both the contexts and the structures of the graphs. The structure of a graph is often represented by an adjacency matrix  A. However, the adjacency matrix A depends on the order of the nodes. The permutations can change the order of the nodes, which in turn change the adjacency matrix A, but cannot change the underlying structure of the graph. To generate a unique underlying graph, the graph generative models should be permutation-invariant.



4.3.3.4.2 Encoder The encoder of the ICVAE-GAN should include the following features (Yang et al. 2019). Firstly, the encoder should effectively convert node-level encoding into permutation-invariant graph-level encoding. Secondly, arbitrary numbers of graphs can be learned and graphs with variable sizes can be generated. Semantic conditions such as attributes and labels which can be taken as features are included in node contents.

A given graph G={V,E} can be taken as a plain network with the adjacency matrix A and node features X=X(A), which can be represented as the standard k-dim vector. The graph convolution network (GCN) discussed in Chapter 3 is used as an encoder (Figure 4.7). The encoder maps the adjacency matrix A and node feature vector to the latent variables z in the latent space. The encoder is defined as the posterior distribution qZX,A of the latent variables Z, given the observed adjacency matrix A and node feature vector X. The posterior distribution qZX,A can be further factorized as
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FIGURE 4.7 Architecture of ICVAE-GAN.




qZX,A=∏i=1nq(zi|X,A),(4.129)

where zi∈Z can be viewed as the node embedding of vi∈V.

Similar to equation (4.77), we can define the matrix:


gX,A=gμX,Agσ(X,A)=A^ReLU(A^XW0)W1,(4.130)

where A∼=A+I, D∼ii=∑jA∼ij, and A^=D∼-12A∼D∼-12, W0 and W1 are weight matrices of the MLP.

Assume that zi are independent and identically distributed as a normal distribution:


qziX,A=N(z-; μ-, diagσ-2),(4.131)

where μ¯=1n∑i=1ngμ(X,A)i and σ¯=1n2∑i=1ngσ(X,A)i2, g(X,A)i denotes the ith row of the matrix g(X,A). The mean z- of the latent variables is the mean of latent variables zi over graph G and can be viewed as the graph embedding of G. The KL distance between the posterior distribution qZX,A and prior distribution p(Z) is (Exercise 4.3)


LKL=-KL(qZX,A|pZ=n21+log⁡σ-2-μ-2-σ-2.(4.132)

To show that encoding is permutation-invariant, we first introduce a concept of permutation matrix. An n×n dimensional permutation matrix P is defined as a representation of permutation of n elements. A permutation matrix is a square matrix with exactly one entry of 1 in each row and each column and 0 elsewhere. Consider a permutation π:

12⋯nπ(1)π(2)⋯π(n).

For example, π=12343412.

A permutation matrix has two representations: column representation and row representation. Here, we introduce column representation. Define a unit vector e with only one entry of 1 and 0 elsewhere. Define eπ(i) as

eπ(i)=0⋮π(i)⋮0.

Then, a permutation matrix can be defined as

Pπ=eπ(1)eπ(2)⋮eπ(n).

The permutation π=12343412 corresponds to the following permutation matrix:

P=0010000110010000.

We can show that g(X,A) is permutation-invariant (Exercise 4.2). In other words, we can show that

gPX, PAPT=g(X,A),

which implies that g(PX,PAPT)i=g(X,A)i and ∑i=1ng(PX,PAPT)i=∑i=1ng(X,A)i. This shows that z-, μ-, and σ- are also permutation-invariant. Permutation of the node order will not change the mean z- of the latent variables, i.e., encoding is permutation-invariant.



4.3.3.4.3 Decoder Decoder consists of two layers of fully connected feedforward neural networks, denoted as f (Yang et al. 2019). We sample from the posterior zik, where


zik=μ-+σ-⊙εk, εk∼N0,1, i=1,…, n, k=1, …, K.(4.133)

The decoder for reconstruction of the adjacency matrix A is defined as


pAZ=∏i=1n∏j=1np(Aij|zi, zj),(4.134)

where


pAijzi, zj=σ(f(zi)Tfzj),(4.135)


σ is an activation function. The adjacency matrix that is generated by equation (4.135) is denoted by G(Z).

Link reconstruction loss function Lrec is defined as

Lrec=Eq(Z|X,A)log⁡p(A|Z)


≈1K∑k=1K∑i=1n∑j=1nlog⁡σfzikTfzjk. (4.136)

Combining equations (4.132) and (4.136), we obtain the loss function LVAE for the VAE that consists of encoder and decoder:


LVAE=Lrec+LKL.(4.137)

In the encoder section, we showed that the encoding process is permutation-invariant. However, the decoding process is not permutation-invariant. Since the node orders of generated adjacency matrix A'=G(Z) and the original adjacency matrix A may be different, the computation of the permutation-variant Lrec may not be accurate. To overcome this limitation, the reconstruction loss function Lrec needs to be redefined, which will be discussed in the next section.



4.3.3.4.4 Discriminator in the GAN A discriminator D consists of a two-layer GCN followed by a two-layer FNN, where GCN and FNN are constructed as before. As shown before, the GCN is permutation-invariant, and hence such constructed discriminator D is also permutation-invariant.

To jointly train the discriminator D together with the encoder E and decoder/generator G, we optimize the following GAN loss function (Yang et al. 2019):


Lgan=log⁡DA+log⁡(1-DA'),(4.138)

where


DA=f'(g'XA, A), X, g', f' are the input spectral embedding, GCN, and FNN, respectively.

The discriminator has three inputs: the original spectral embedding, the adjacency matrix A, and the generated adjacency matrix A'. Similar to g, the output g' of the GCN is also permutation-invariant, i.e., g'XPAPT, PAPT=g'(XA,A). Recall that A'=G(Z), i.e., A'=PAPT, the adjacency matrix A' can be obtained by permutation of A. Therefore, g'XA',A'=g'XPAPT, PAPT=g'(XA,A) does not depend on the order of the adjacency matrix A. Now we can redefine the reconstruction loss function Lrec as follows:


Lrec=g'A-g'(A')22.(4.139)

Thus, redefined loss Lrec does not depend on the order of the matrices A and A', and hence is permutation-invariant.

Similar to AAE in Section 4.3.2, we consider two sources of generating adjacency matrix A': (1) from the latent variables Zc=E(A) and (2) sampled graph encoding Zs from the prior distribution. Then, the GAN loss function Lgan in equation (4.138) should be modified as follows:


Lgan=log⁡DA+log⁡(1-D(GZs))+log⁡(1-DGZc).(4.140)

Finally, we assume that the parameters in two GCN (GCN module g in the encoding and GCN module g' in the discriminator) are shared. Similar to CycleGAN discussed in Section 4.4.3.2, mapping consistency between the context and structure spaces should be enforced. In other words, we require that the reconstructed adjacency matrix A' can be mapped back to the latent space of graph encoding with contexts Z⊙C g(A')→ Z⊙C), which can also be mapped from the original graph A by the same graph encoding g (g(A)→Z⊙C).



4.3.3.4.5 Total Loss Function Combining equations (4.132), (4.139), and (4.140), we can define the total loss function for the ICVAE-GAN as follows (Yang et al. 2019):


LICVAE-GAN=Lrec+λ1LKL+λ2Lgan,(4.141)

where λ1 and λ2 are penalty parameters to make trade-off between the reconstruction loss Lrec, and two other losses: LKL and Lgan.

Solving the optimization problem (4.141), we jointly train the encoder E, decoder/generator G, and discriminator D. Let θE be the parameters in the encoder, θG be the parameters in the decoder/generator, and θD be the parameters in the discriminator. Thus, parameters θE are only involved in the loss functions Lrec and LKL, the parameters θG are only involved in the loss functions Lrec and Lgan, and parameters θD are only involved in the loss function Lgan. Let

θ=θEθGθD.

Then,

∇θLICVAE-GAN=∇θE(Lrec+λ1LKL)∇θG(Lrec+λ2Lgan)∇θD(λ2Lgan).

Therefore, the parameter updating rules in each training batch are given by


θEt+1=θEt-η∇θE(Lrec+λ1LKL)θGt+1=θGt-η∇θG(Lrec+λ2Lgan)θDt+1=θDt-η∇θD(λ2Lgan).(4.142)





4.3.4 Deep Convolutional Generative Adversarial Network

Deep convolutional generative adversarial network (DCGAN) is a powerful tool for generation of imaging (Salehi et al. 2020). DCGAN has been successfully applied to data augmentation of images, image classification, object detection, image segmentation (Venu and Ravula 2021) and fault detection (Viola et al. 2021). The DCGAN can produce meaningful, sufficient and realistic samples, and generate the new samples for improving the performance of target networks and enhancing generalization (Shamsolmoali et al. 2020).


4.3.4.1 Architecture of DCGAN

The DCGAN is an extension of the GAN where the multilevel feedforward neural networks of the discriminator and the generator are replaced by a convolutional neural network (CNN) and convolutional-transpose network (CTN), respectively (Venu and Ravula 2021). The architecture of the DCGAN is shown in Figure 4.8. The CNN and CTN networks in the DCGAN should have some specific features (Viola et al. 2021). The first feature is that except for the output layer of the generator and input layer of the discriminator, the DCGAN adds the batch normalization layers to all the hidden layers. The second feature is that the pooling layers are replaced with strided convolutions for the discriminator, and fractional-strided convolutions for the generator. The third feature is to remove full layers connections in the hidden layers of both generator and discriminator, except for the output layer of the discriminator which will still be fully connected. The fourth feature is to take the ReLU as activation function for the input and hidden layers of the generator, and Tanh as activation function for the output of the generator. The fifth feature also includes to take LeakyReLU as activation function for all the layers of discriminator.
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FIGURE 4.8 Architecture of deep convolutional generative adversarial network.





4.3.4.2 Generator

Now we introduce the generator (Viola et al. 2021). The generator network mainly consists of transpose-convolution layers. The input to the generator is a random noise vector with uniform or normal distributions, followed is a dense layer. The dense layer with ReLU activation and batch normalization reshapes the random vector to a three-dimensional representation. A series of convolution-transpose layers follow the output of the dense layer to upsample the representation. Each convolution-transpose layer consists of convolution transpose, ReLU, and batch normalization operations. The output layer uses the regular convolution operation and tanh activation. Batch normalization is carried out for all layers except for output layer. After batch normalization, each variable has zero mean and unit variance, leading to stable learning process.

The key operation is the transposed convolution. The transposed convolution with learnable parameters attempts to upsample the input feature map to a desired output feature map. Figure 4.9 shows the basic procedures of a transposed convolution operation which can be summarized as follows:

[image: ]
FIGURE 4.9 Illustration of convolution transpose operation.




	Step 1: Consider a 2×2 encoded input feature map, which needs to be upsampled to 3×3 output feature map via a 2×2 kernel.


	Step 2: Take the upper left element of the input feature map and multiply it with every element of the kernel with unit stride and zero padding.


	Step 3: Repeat process for all the remaining elements of the input feature map.


	Step 4: Summarize all elements of the overlapping positions, resulting the final 3×3 dimensional output feature map.



Now we briefly introduce the mathematical derivation of the transposed convolution. Consider a 3×3 dimensional input feature matrix and a kernel matrix K:

Input=x1x2x3x4x5x6x7x8x9, K=w11w12w21w22.

Assume that stride = 1 and padding = 0, i.e., i=3, k=2, s=1, p=0. Then, the size of the output matrix is o=i+2p-ks+1=2. The output feature matrix is denoted as

output=y1y2y3y4.

Let

X=x1, x2, x3, x4,x5, x6, x7, x8, x9T,

Y=y1, y2, y3, y4T, and

C=w11w120w21w2200000w11w120w21w22000000000w110w12w110w12w210w22w210w22.

Then, we have


Y=CX.(4.143)

Its inverse operation gives


X=CTY.(4.144)

Equation (4.144) shows that the inverse of convolution is multiplication of the transpose of the matrix C by the output vector Y corresponding to the output matrix. Their product corresponds to the input feature matrix X. We use the transposed convolution that performs the inverse of the convolution operation can convert the output feature matrix back to the input feature matrix.



4.3.4.3 Discriminator Network

The discriminate network tries to distinguish the real image from the fake image (Viola et al. 2021). The input images of the discriminator come from either the original real images or the generated fake images from the generator. After its convolution with LeakyReLu activation, the input image is converted to a signal for the output by a series of convolutional layers that consists of convolution operation with a LeakyReLU activation function and Batch Normalization operation. The output layer uses a sigmoid activation function to assess whether the converted image is real or fake.




4.3.5 Multi-Agent GAN

The GAN can be generalized to multi-agent GAN to solve the problem of mode collapse (Ghosh et al. 2018).

Let


xj=Gj(z,θgj),  j=1,…,k and  x=∑j=1kxj. Define pgj=P(xj)=P(Gj(z,θgj)) and pg(x)=P(∑jkGj(z,θgj)).


Define objective function

F=Ex∼pdlog⁡Dk+1x;θd+Ez∼p(z)log⁡1-Dk+1∑j=1kGj(z,θgj), θd


=Ex∼pdlog⁡Dk+1x;θd+Ex∼pglog⁡1-Dk+1x, θd.(4.145)

Our goal is


minG1,…Gk⁡maxDk+1⁡F=Ex∼pdlog⁡Dk+1x;θd+Ez∼p(z)log⁡1-Dk+1∑j=1kGj(z,θgj), θd .(4.146)

Using calculus of variation, we obtain

F(ε)=∫[pd(x)log(Dk+1(x)+εΔDk+1)+∫pg(x)log(1−Dk+1(x,  θd)−εΔDk+1)]dx.

Taking


∂F∂ε|Îµ=0=∫pd(x)1Dk+1(x)ΔDk+1dx      −∫∑j=1kpgj11−Dk+1(x, θd)ΔDk+1dx

=∫[pd(x)1Dk+1(x)dx−∑j=1kpgj11−Dk+1(x, θd)]ΔDk+1dx

and setting it to zero, yields


=∫[pd(x)1Dk+1(x)−∑j=1kpgj11−Dk+1(x, θd)]ΔDk+1dx=0.(4.147)

Taking

∆Dk+1=pd(x)1Dk+1x-∑j=1kpgj1-Dk+1x, θd

and substituting it to equation (4.147), we obtain


pdx1Dk+1x-∑j=1kpgj11-Dk+1x, θd=0.(4.148)

Solving equation (4.148) with respect to Dk+1x yields


Dk+1(x)=pd(x)pd(x)+∑j=1kpgj(x).(4.149)

Let

pg=∑j=1kpgj(x)k and pavg=pd(x)+∑j=1kpgj(x)k+1.

Substituting equation (4.149) into equation (4.145), we obtain


F=-(k+1)log⁡k+1+klog⁡k+KL(pd|pavg+kKL(pg||pavg).(4.150)

When


pg=pavg,(4.151)

both KL distance terms are equal to zero, equation (4.150) is reduced to


F=-k+1log⁡k+1+klog⁡k.(4.152)

Equation (4.151) also implies that


pg=pd.(4.153)

Define a vector of indicator variables:


δ=δ1⋮δk, where δj=1if the sample belongs to the j-th generator 0otherwise.

Then, we have

Eδ=pg1⋮pgk.

Define


Dj=1, if the sample belongs to the jth generator.

When a classification task has more than two classes, machine learning often uses a softmax output layer. The softmax function predicts discrete probability distribution over the classes (generators). Let sj=hjTθgj be the input to the jthe output unit. Then, the softmax activation of the jth output unit is


pgj=esj∑m=1kesm=, j=1,…,k.(4.154)

The cross entropy error function for multiclass generator output is defined as


Eδ∑j=1kδjlog⁡Dj=∑j=1kpgjlog⁡Dj.(4.155)

To find the optimal Dj, we attend to solve the following constrained optimization problem:


maxD1,…Dk,∑j=1kDj=1⁡∑j=1kpgjlog⁡Dj.(4.156)

Solving optimization problem, we obtain


Dj=pgj∑m=1kpgm=, j=1,…,k.(4.157)

We now summarize the procedures for multiple GANs as Algorithm 4.5.


Algorithm 4.5

Let m be the number of steps which updating discriminator takes before updating the generator, k be the number of generators and n be the number of samples in the real dataset.

For number of training iterations do

For m steps do


	Sample minibatch of n noise samples z(1),…,zn} from distribution pz(z).


	Input minibatch of n real data samples {x1,…,xn} that have distribution pdata(x).


	Search optimal solution for discriminator given generators by updating weights of the discriminator via ascending its stochastic gradient:



∇θgj1n∑i=1n[logDk+1(x(i))+log(1−Dk+1(∑j=1kGj(z(i), θgj),θd)))

end for


	Sample minibatch of n noise samples z(1),…,zn} from distribution pz(z).


	Update the weights of the generators by descending its stochastic gradient to search the optimal solution to the generator:



∇θgj1n∑i=1n[log(1−Dk+1(∑j=1kGj(z(i), θgj)θd)) j=1,,…,k.

end for

Compute Softmax score

Djx(i)=eGj(zi,θgj)∑l=1keGl(zi,θgj) , i=1,…,n, j=1,…,k.

To identify the generator (or subpopulation):

ji*=argmaxj=1,…,k⁡Djx(i)






4.4 GENERATIVE IMPLICIT NETWORKS FOR CAUSAL INFERENCE WITH MEASURED AND UNMEASURED CONFOUNDERS

Unmeasured confounding is a key issue that hampers application of causal inference. Causal inference in observational studies often assumes that there are no unmeasured confounders. When the unmeasured confounders are present, they often lead to the biased causal effect estimators. The focus of this section is to develop generative implicit networks from causal inference with both measured and unmeasured confounders to mitigate confounding bias (Mohamed and Lakshminarayanan 2017).


4.4.1 Generative Implicit Models

Let Y be an outcome, t be a treatment or cause, W be a vector of observed confounding variables, Z be a vector of unobserved confounding variables, and X be a vector of features that can be used as proxy variables of the unobserved confounders Z. Causal graph among these variables is shown in Figure 4.10. Generative implicit models use two hidden random variables Z and N and transform them using nonlinear deterministic functions that are realized by neural networks. The generative implicit models for Figure 4.11 are given by

[image: ]
FIGURE 4.10 Causal models with observed and unobserved confounders.



[image: ]
FIGURE 4.11 Concept of GAN for causal inference with confounders.




W=gθw(N),(4.158)


X=gθxZ,(4.159)


t=gθt(Z,W),(4.160)


Y=gθY(Z,W,t).(4.161)

The observed data are X, t,W, and Y. Let p*(x,t,w,y) be the density function of the true data X, t,W and 
Y, qθ(w,x,t,y) be the density function of the model that generates the data X, t,W, and Y, and q(n,z) be a density over hidden variables N and Z.



4.4.2 Loss Function


4.4.2.1 Bernoulli Loss

It is often difficult to explicitly specify likelihood functions. There are increasingly interests in developing likelihood free methods for inference. Widely used likelihood free methods are based on generative explicit models. Using the models, we can generate samples. Learning rules can be derived by comparing samples from the true data distribution with samples from the model distribution. Therefore, we first discuss the loss function that is based on density estimation-by-comparison. Estimation-by-comparison procedure consists of two steps: comparison and estimation. The comparison is to test the hypothesis that the true data distribution p*(w,x,t,y) and model distribution qθ(w,x,t,y) are equal. Define the density difference:


dw,x,t,y=p*w,x,t,y-qθ(w,x,t,y),(4.162)

and the density ratio:


rw,x,t,y=p*(w,x,t,y) qθ(w,x,t,y).(4.163)

The comparator that measures dw,x,t,y or rw,x,t,y provides information about the departure of the distribution of the generative model from the true data distribution. Then, we use this information to learn the parameters of the generative model.

The density ration can be estimated using a classifier that discriminates the observed data from the data generated by the model. Specifically, let

u=wxty,

the data matrix of the observed m samples

Up={u1(p), …, um(p)},

and the data matrix of m' samples generated by the model

Uq={u1q,…,um'q}.

Define a new dataset:

D=[v=1, Up][v=0, Uq].

Therefore, the true data distribution p*(w,x,t,y) and the model distribution qθ(w,x,t,y) can be represented by p*w,x,t,y=p(w,x,t,y|v=1) and 
qθw,x,t,y=p(w,x,t,y|v=0), respectively. Let π=P(v=1). Then, the density ratio can be calculated by

rw,x,t,y=p*(w,x,t,y) qθ(w,x,t,y)=p(w,x,t,y|v=1)p(w,x,t,y|v=0)


=p(w,x,t, y,v=1)p(v=1)p(w,x,t,y,v=0)p(v=0)=pw,x,t,yp(v=1|w,x,t,y)p(v=1)pw,x,t,yp(v=0|w,x,t,y)p(v=0)(4.164)

=p(v=1|w,x,t,y)p(v=0|w,x,t,y)1-ππ.

If we assume m=m', then π=0.5 and equation (4.164) is reduced to


rw,x,t,y=p(v=1|w,x,t,y)p(v=0|w,x,t,y).(4.165)

Let Dw,x,t,y,φ= p(v=1|w,x,t,y). We can view the classifier that discriminates the true real data from model generated data as a Bernoulli process with the probability Dw,x,t,y,φ of being class v=1. The log-likelihood function for the Bernoulli process is


Lφ,θ=vlog⁡Dw,x,t,y,φ+(1-v)log⁡(1-Dw,x,t,y,φ).(4.166)



4.4.2.2 Loss Function for the Generative Implicit Models

Taking expectation of Lφ,θ with respect to pw,x,t,y,v=pw,x,t,yvp(v), equation (4.166) is reduced to


ℒ(φθ)=Ep(w,x,t,y|v)p(v)[vlogD(w,x,t,y,φ)+(1−v)log(1−D(w,x,t,y,φ))](4.167)

=πEp*(w,x,t,y)[logD(w,x,t,y,φ)+(1−π)EqÎ¸(w,x,t,y)[log(1−D(w,x,t,y,φ))]].

It is known that the variables w,x,t,y are generated by the model:


wxty=Gθ(n,z),(4.168)

where q(n,z) is a density over hidden variables N and Z. Substituting equation (4.168) into equation (4.167), we obtain


ℒ(φ,θ)=πEp*(w,x,t,y)[logD(w,x,t,y,φ)+(1−π)EqÎ¸(n,z)[log(1−D(GÎ¸(n,z),φ))]].(4.169)

The loss function (4.169) is exactly the objective function in GANs (Goodfellow et al. 2014). The parameter in the Bernoulli process is the probability function Dw,x,t,y,φ. The maximum likelihood estimator of the parameter is obtained by


maxφℒ(φ,θ)=πEp*(w,x,t,y)[logD(w,x,t,y,φ)+(1−π)EqÎ¸(n,z)[log(1−D(GÎ¸(n,z),φ))]].(4.170)

The Generator needs to learn how to generate data that are as close to the true data as possible. To achieve this, we need to minimize (Figure 4.11)


minθ⁡maxφ⁡Lφ,θ.(4.171)

The global optimum is achieved if and only if p*w,x,t,y=qθ(w,x,t,y). Recall that KL distance is defined as KL(p|q=Eplog⁡pq. Define the Jensen-Shannon divergence JSD(p||q) as

JSD=KLp||p+q2+KLq||p+q2.

Then, we have

maxφ⁡Lφ,θ=-log⁡4+2JSD(p*w,x,t,y||qθw,x,t,y).

When p*w,x,t,y=qθ(w,x,t,y) we obtain minθ⁡maxφ⁡Lφ,θ=-log⁡(4). The goal of the GAN is to minimize the Jensen-Shannon divergence.




4.4.3 Divergence Minimization

In this section, we will introduce f-divergence measure that can be used as an objective function to learn the generative model (Nowozin et al. 2016). Given two distributions P and Q with two density functions p and q, the f-divergence between two distributions is defined as


Df(P‖Q)=∫χq(x)f(p(x)q(x))dx,(4.172)

where f:R+→R is a convex generator function with f1=0.

We note that


	When P=Q then Df(P|Q=∫χqxf1dx=0;


	For any P and Q, we have



Df(P|Q=∫χqxfpxqxdx≥f∫χqxpxqxdx=f1=0.


Example 4.1: KL Divergence

Let f=xlog⁡x. Then,

Df(P|Q=∫χqxpxqxlog⁡pxqxdx=∫χp(x)log⁡pxqxdx.




Example 4.2: Reverse KL Divergence

Let f=-log⁡x. Then,

Df(P|Q=-∫χqxlog⁡pxqxdx=∫χqxlog⁡qxpxdx.




Example 4.3: Pearson χ2

Let f=(u-1)2. Then,

Df(P|Q=∫χqxpxqx-12dx=∫χpx-q(x)2q(x)dx.




Example 4.4: Squared Hellinger

Let f=u-12. Then,

Df(P|Q=∫χqxpxqx-12dx=∫χp(x)-q(x)2dx.




Example 4.5: Jensen-Shannon

Let f=-u+1log⁡1+u2+ulog⁡u. Then,

Df(P||Q)=∫χq(x)[−(p(x)q(x)+1)log1+p(x)q(x)2+p(x)q(x)logp(x)q(x)dx]

=∫χ[(-px-qx)log⁡1+pxqx2+p(x)log⁡p(x)q(x)]dx

=∫χ[p(x)log⁡2p(x)px+q(x)+q(x)log⁡2q(x)px+q(x)]dx.




Example 4.6: GAN

Let f=ulog⁡u-(u+1)log⁡(u+1). Then, we have

Df(P|Q=∫χq(x)p(x)q(x)log⁡p(x)q(x)-p(x)q(x)+1log⁡p(x)q(x)+1dx

=∫χpxlog⁡pxqx-(px+qx)log⁡px+q(x)q(x)dx

=∫χp(x)log⁡p(x)px+q(x)dx+∫χq(x)log⁡q(x)px+q(x)dx

=∫χp(x)log⁡2p(x)2(px+qx)dx+∫χq(x)log⁡2q(x)2(px+qx)dx

=-log⁡4+∫χp(x)log⁡2p(x)px+q(x)dx+∫χq(x)log⁡2q(x)px+q(x)dx.

Fenchel Conjugate


The Fenchel conjugate of the convex function f is defined as


f*t=supx∈domf⁡{tx-fx}.(4.173)

The function f* is a convex function. Indeed, consider a point λt1+(1-λ)t2. We have the following inequality:

f*λt1+1-λt2≥λt1+1-λt2x-f(x)

=λt1x-λfx+1-λt2x-1-λf(x)

≥λsupx∈domf⁡t1x-fx+1-λsupx∈domf{t2x-fx}

=λf*t1+1-λf*(t2).

Fenchel's inequality:
 Definition (4.173) directly implies


f*t+f(x)≥tx for all t,x.(4.174)




Example 4.7: Quadratic Function

Let fx=12xTAx+bTx+c. Assume that A-1 exists. Then, by definition (4.173) we have

t-Ax-b=0.

Solving the above equation for x, we obtain

x=A-1(t-b),

which implies

f*t=tTA-1t-b-12t-bTA-1t-b-bTA-1t-b-c


=12t-bTA-1t-b-c.(4.175)




Example 4.8: Negative Entropy

Negative entropy is defined as

fx=∑i=1nxilog⁡xi.

Let (x)=∑i=1ntixi−∑i=1nxilogxi. Then, we have

∂g∂xi=ti-log⁡xi-1=0.

Solving the above equation, we obtain

xi=eti-1.

Therefore,


f*t=∑i=1ntieti-1-∑i=1neti-1ti-1=∑i=1neti-1.(4.176)

KL Divergence

The generator function for KL divergence is fx=xlog⁡x, which is a special case of negative entropy. Therefore, its corresponding conjugate function is


f*t=et-1,(4.177)




Example 4.9: Negative Logarithm

Logarithm is defined as

fx=-∑i=1nlog⁡xi.

By the similar arguments, we obtain


f*t=-∑i=1nlog⁡-ti-n.(4.178)




Example 4.10: Matrix Logarithm

Matrix is defined as

fX=log⁡|X|.

Define


gX=TrYX+log⁡|X|.(4.179)

Then,

∂g(X)∂X=YT+X-T=0, which implies


X=-Y-1.(4.180)

Substituting equation (4.180) into equation (4.179) yields


f*Y=-n-log⁡(-Y).(4.181)




Example 4.11: Reverse KL

The generator function for reverse KL is defined as

fx=-log⁡x.

Let


gx=tx+log⁡x.(4.182)

Then, to find conjugate function, setting


g'x=t+1x=0, which implies


x=-1t.(4.183)

Substituting equation (4.183) into equation leads to


f*t=-1-log⁡(-t).(4.184)




Example 4.12: Pearson χ2

The generator function of Pearson χ2 is

fx=x-12.

Let


gx=tx-x-12.(4.185)

Then, setting g'x=t-2x-1=0 leads to


x=1+t2.(4.186)

Substituting equation (4.186) to equation (4.185), we obtain the conjugate function:


f*t=t24+t.(4.187)




Example 4.13: Squared Hellinger

The generator function for the squared Hellinger divergence is

fx=x-12.

Let


gx=tx-x-12.(4.188)

Setting

g'x=t-1-1x=0,

We obtain


x=11-t2.(4.189)

Substituting equation (4.189) into equation (4.188) yields the conjugate function of the generator function for the squared Hellinger divergence:


f*t=t1-t.(4.190)




Example 4.14: Jensen-Shannon Divergence

The generator function of Jensen-Shannon divergence is

fx=xlog⁡x-(x+1)log⁡1+x2.

Let


gx=tx-xlog⁡x+(x+1)log⁡1+x2.(4.191)

Then, setting g'x=t+log⁡1+x2x=0, we obtain


x=12e-t-1.(4.192)

Substituting equation (4.192) into equation (4.191), we obtain the conjugate function of the Jensen-Shannon divergence:


f*t=-log⁡(2-et).(4.193)




Example 4.15: GAN

The generator function for the GAN is

fx=xlog⁡x-(x+1)log⁡(x+1).

Let


gx=tx-xlog⁡x+(x+1)log⁡(x+1).(4.194)

Setting


g'x=t-log⁡x+log⁡x+1=0 leads to


x=et1-et.(4.195)

Substituting equation (4.195) into equation (4.194), we obtain the conjugate function of the GAN:


f*t=-log⁡(1-et).(4.196)




Example 4.16: Indicator Function and Norm

Indicator of a convex set C is defined as

δCx=0x∈C∞otherwise.

The conjugate of the indicator is


δC*t=supx∈C⁡tTx.(4.197)

Let fx=|x|.

The dual of a norm is defined as

||t||*=sup|x|≪1⁡tTx.

If ||t||*≤1 then we have


tTx|x|≤1, which implies


tTx≤|x|.(4.198)

When x=0 then tTx=|x|. By definition of the conjugate function, we obtain


f*t=supx⁡tTx-x=0(4.199)

when ||t||*≤1.

Now we assume ||t||*>1. Then, by definition of dual norm we can always find a x0 such that


tTx0-x0>0.(4.200)

Therefore, when λ→∞


f*t=supx⁡tTx-x≥tTλx0-λx0=λ(tTx0-x0)→∞.(4.201)

Combining equations (4.199) and (4.201), we obtain


f*t=0|t|*≤1∞|t|*>1.(4.202)

We can show that


f**=f.(4.203)





4.4.4 Lower Bound of the f-Divergence

By definition, we obtain


Df(P|Q=∫χq(x)fp(x)q(x)dx.(4.204)

Substituting equation (4.203) into equation (4.204), we obtain

Df(P|Q=∫χqxf**p(x)q(x)dx


=∫χqxsupu∈domf*⁡up(x)q(x)-f*(u)dx(4.205)

≥supU∈H⁡∫χpxUx-q(x)f*Uxdx

=supU∈H⁡Ex∼PUx-Ex∼Q[f*Ux],

where H is a set of functions H: χ→R.


Lemma 4.1: Conjugates and Subgradients

If f(x) is closed and convex, then


y∈∂fx↔x∈∂f*y↔f*y=xTy-f(x).(4.206)

If f is closed and strong convex then


∇f*=argmaxx⁡yTx-f(x).(4.207)

Proof

By definition of conjugate function, we have

f*y=supu⁡uTy-f(u).

If y∈∂fx then x satisfies the necessary condition for optimal solution. Thus,


f*y=supu⁡uTy-f(u)=xTy-f(x).(4.208)

Note that

f*y+∆y=supu⁡uTy+∆y-f(u)

≥xTy+∆y-f(x)

=xTy-fx+xT∆y

=f*y+xT∆,

which implies x∈∂f*y.

Now assume x∈∂f*y. Then, from above formula, we obtain y∈∂f**(x). But, f**x=f(x). Therefore, we have y∈∂f(x).

Now we show that if f is closed and strong convex then ∇f*=argmaxx⁡yTx-f(x).

Indeed, if f is closed and strong convex then f* is defined for all y and differentiable everywhere. It is also known that yTu-f(u) has a unique maximizer x for every y, i.e.,

f*y=yTx-fx.

Using equation (4.206), we have x∈∂f*y=∇f*(y). In other words, we have


∇f*y=argmaxx⁡yTx-f(x).(4.209)




4.4.4.1 Tighten Lower Bound of the f-Divergence

Now we find solution Ux to supU∈H⁡Ex∼PUx-Ex∼Q[f*Ux].

Fε=Ex∼PUx+ε∆U-Ex∼Q[f*Ux+ε∆U].

By variation of calculus, we have


δF=∂F∂ε=Ex∼P∆U-Ex∼Q[∂f*∂U∆U].(4.210)

From equation (4.209) it follows that


∂f*∂U=argmaxt⁡yTt-f(t)=t*, or


f't*=U*(x).(4.211)

Equation (4.210) can be rewritten as


δF=∫χ[px-qxt*]∆Udx.(4.212)

Taking ∆U=px-qxt*, δF=0 implies

px-qxt*=0 or


t*=p(x)q(x).(4.213)

Substituting equation (4.213) into equation (4.211) yields


U*x=f'p(x)q(x).(4.214)

Therefore, the lower bound of Df(P|Q is given by


Df(P|Q≥Ex∼PU*x-Ex∼Q[f*U*x,(4.215)

where U*x=f'p(x)q(x).




4.4.5 Representation for the Variational Function

Let the lower bound on the f-divergence Df(P|Q be


Fθ,φ=Ex∼PUφ(x)-Ex∼Qθ[f*Uφx].(4.216)

Before we optimize the lower bound, we need to restrict Uφx to the domain of the conjugate functions f*. To satisfy this condition, we define Uφx=gf(Vφx), where Vφx: χ→R without any range constraints on the output, and gf:R→domf* is an output activation function. Then the objective function in equation (4.216) is reduced to the f-divergence.


Fθ,φ=Ex∼Pgf(Vφ(x)-Ex∼Qθ[f*gf(Vφ(x)].(4.217)


Example 4.17: Output Activation Function


	KL divergence. Its domain of f* is R. The function v can be taken as its output activation function gfv=v.


	Reverse KL divergence. Its domain of f* is R-. Then, the output activation function is gfv=-ev.


	Pearson χ2 divergence. Its domain of f* is R. The function v can be taken as its output activation function gfv=v.


	GAN. Its domain of f* is R-. The output activation function is gfv=-log⁡1+e-v.






Example 4.18: Objective Function


	KL divergence. Note that conjugate function for the KL divergence is f*t=et-1. The objective function for the KL divergence is




Fθ,φ=Ex∼PVφ(x)-Ex∼Qθ[eVφx-1].(4.218)


	Reverse KL divergence. The conjugate function of the KL divergence is f*t=-1-log⁡(-t). The objective function for the reverse KL divergence is




Fθ,φ=-Ex∼Pe-Vφ(x)+Ex∼Qθ[1-Vφ(x)].(4.219)


	Pearson χ2 divergence. The conjugate function of the Pearson χ2 divergence is f*t=14t2+t. The objective function for the Pearson χ2 divergence is




Fθ,φ=Ex∼PVφ(x)-Ex∼Qθ[14Vφ2(x)+Vφ(x)].(4.220)


	GAN. The output activation function and conjugate function for GAN are gfv=-log⁡1+e-v and f*t=-log⁡(1-et), respectively. Let Dφx=11+e-Vφ(x). Then, the objective function for GAN is




Fθ,φ=Ex∼Plog⁡Dφ(x)+Ex∼Qθ[log⁡1-Dφ(x)].(4.221)





4.4.6 Single-Step Gradient Method for Variational Divergence Minimization (VDM)

Since Qθ(x) is unknown and the goal of learning is to find a distribution Qθ(x) to approximate the distribution P(x) as close as possible, we can use a neural network and noise to generate Qθ(x). Define transformation that is realized by a neural network as follows:


x=Gθ(z). Then, the objective function in equation (4.217) can be rewritten as


Fθ,φ=Ex∼Pgf(Vφ(x)-Ez∼Pz(z)[f*gf(Vφ(G(z))].(4.222)

The expectation in equation (4.222) can be calculated by sampling mean. The optimization consists of two tasks: (1) tightening the lower bound by maximizing the objective function with respect to Vφ(x) and (2) generating data with distribution Qθx approximating distribution P(x) as close as possible by minimizing the objective function with respect to Qθx or G(z). Assume that both Vφ(x) and G(z) are implemented by neural networks. Therefore, our goal is


minGθ(z)⁡maxVφ(x)⁡FVφx, Gθz=minθ⁡maxφ⁡Fθ,φ.(4.223)

A general algorithm for the single-step gradient method is given below.


Algorithm 4.6

Step 1: Sampling minibatch of m noise samples {z1,…,zm} from noise distribution Pz(z). Sampling minibatch of m real data samples {x1,…,xm}. Calculating sample mean of Fθ,φ:


F^θ,φ=1m∑i=1mgf(Vφxi-f*gf(Vφ(G(zi)).(4.224)

Step 2: Repeat until convergence

φk+1=φk+α∇φF^(θk,φk),

θk+1=θk-α∇θF^(θk,φk).

end





4.4.7 Random Vector Functional Link Network for Pearson χ2 Divergence

GAN models are trained by using gradient-based backpropagation methods. The problems with backpropagation methods are slow convergence processes. This limitation can be overcome by randomization-based methods. Here, we introduce random vector functional link network (RVFL) for f-GAN (Suganthan 2018).

RVFL is a single layer feed-forward neural network. Weights and biases of the hidden neurons in the RVFL are randomly generated. Unlike the standard neural networks where the inputs of output neurons consist of only nonlinearly transformed signals from hidden layer neurons, the inputs of output neurons in the RVFL consist of nonlinearly transformed signals from hidden layer neurons and original input data directly from input layer.

We begin with description of RVFL for the generation of G(Z). Assume that the number of samples is m. The input random vector is denoted by


Z=z1⋯zm and zj=z1j⋮zkj, where k is the dimension of the input noise vector and zj is the vector of the noises corresponding to the jth sample. Assume that the number of hidden layer neurons in RVFL for the generator is dz. Let a vector of output of hidden layer neurons in RVFL for the generator be Hz=Hz1,…, Hzm, Hzj=Hz1j⋮Hzdzj, where Hzj is the vector of output of all hidden layer neurons for the jth sample. Define the weight matrix WHZ  that connects the output neurons to the hidden layer neurons:


(WHZ)T=(wHz1)T⋮(wHzk)T and wHzj=wHz1j⋮wHzdzj, where wHzj is a vector of weights that connect the jth neuron in the output layer to all hidden layer neurons. Define the weight matrix Wz that connects the output neurons to the input noise neurons:


(Wz)T=(wz1)T⋮(wzk)T and wzj=wz1j⋮wzkj, where wzj is a vector of weights that connect the jth neuron in the output layer to all input neurons. Define the output vector G(Z) of the RVFL for the generator as

Gz=G(z1)⋯G(zm) and G(zj)=G1(zj)⋮Gk(zj)

Then, the output vector can be expressed as a linear function of the output of hidden layer neurons and input neurons as:


Gz=(WHZ)THz+(Wz)TZ.(4.225)

Next we study the RVFL for the discriminator. The input data vector is denoted as


X=x1⋯xm and xj=x1j⋮xkj, where k is the dimension of the input data vector and xj is the vector of the data corresponding to the jth sample. Assume that the number of hidden layer neurons in RVFL for the discriminator is d. Let a vector of output of hidden layer neurons in RVFL for the discriminator be H=H1⋯Hm, Hj=H1j⋮Hdj, where Hj is the output of the hidden layer neurons for the jth sample. Define the weight vector WH that connects the output neuron to the hidden layer neurons:


WH=wH1⋮wHd. Define the weight vector Wx that connects the output neurons to the input neurons: Wx=wx1⋮wxk. Define the vector of outputs of the RVFL for the discriminator as VφX=Vφ(x1)⋯Vφ(xm).

Then, the total output Vφ(x) of the RVFL for the discriminator is


VφX=WHTH+WxTX.(4.226)

The sampling formula for Fθ,φ in equation (4.220) is


Fθ,φ=1m∑j=1mVφxj-1m∑j=1m[14Vφ2(Gθ(zj))+Vφ(Gθ(zj))](4.227)

=1m∑j=1mV(WH,Wx)xj-1m∑j=1m[14V(WH,Wx)2(G(WHz,Wz)(zj))+V(WH,Wx)(G(WHz,Wz)(zj))]

It follows from equations (4.225) and (4.226) that


V(WH,Wx)GZ=WHTH+WxT(WHZ)THz+(Wz)TZ.(4.228)

Then, equation (4.227) can be reduced to


Fθ,φ=1mV(WH,Wx)(X)1-14mV(WH,Wx)GZ(V(WH,Wx)GZ)T-1mV(WH,Wx)GZ1.(4.229)

Using matrix calculus, we obtain the saddle point for maxV(WH,Wx)⁡F(WH,Wx,WHZ, Wz):


∂F∂WH=1mH1-12V(WH,Wx)GZH-H1,(4.230)


∂F∂Wx=1mX1-12V(WH,Wx)GZ(WHZ)THz+(Wz)TZ-(WHZ)THz+(Wz)TZ1,(4.231)

Let

CWHZ,Wz=-14mV(WH,Wx)GZ(V(WH,Wx)GZ)T-1mV(WH,Wx)GZ1

Similarly, using matric calculus, we obtain the saddle point for minWHZ,Wz⁡CWHZ,Wz:


∂C∂WHZ=-1m12WxWHTHHzT+HzHzTWHzWxWxT+HzZTWzWxT+Hz1WxT,(4.232)


∂F∂Wz=-1m12(ZHTWH+ZHzTWHzWx+ZZTWz+Z1.(4.233)

Setting equations (4.230) and (4.231) equal to zero and solving it, we obtain


WxWH=G(z)GT(z)G(z)HTHGT(z)HHT-12X-Gz10.(4.234)

Setting equations (4.232) and (4.233) equal to zero, we obtain


Wz=-ZZT-12Z1+ZHTWHzWx,(4.235)


WHzWxWxT=HzHzT-HzZTZZT-1ZHzT-1HzZTZZT-12Z1+ZHTWHWxT-2Hz1WxT-WxWHTHHzT.(4.236)

Then, solving the matrix equation (4.236).



SOFTWARE PACKAGE

All code and hyperparameters for Generative Adversarial Networks are available at http://www.github.com/goodfeli/adversarial

The code of the paper “A Style-Based Generator Architecture for Generative Adversarial Networks” is available at https://github.com/NVlabs/stylegan

The code for the paper “Image-to-Image Translation with Conditional Adversarial Networks” is posted on the website: https://github.com/phillipi/pix2pix

The code for the paper “Graphic Generative Adversarial Networks” is available at https://github.com/zhenxuan00/graphical-gan

The software for implementing “Efficient-GAN-Anomaly-Detection” is posted on the website (https://github.com/houssamzenati/Efficient-GAN-Anomaly-Detection)

The source code for “Distribution-induced Bidirectional Generative Adversarial Network for Graph Representation Learning” is released in https://github.com/SsGood/DBGAN

All code and some data sources in the paper “Conditional structure generation through graph variational generative adversarial nets” are made available on GitHub: https://github.com/KelestZ/CondGen

All software implementations of these GAN methods and datasets have been collected and made available in one place https://github.com/pshams55/GAN-Case-Study


EXERCISES

EXERCISE 4.1

Show that

The optimal solution to the CGAN problem (4.55) is

p^gy, x=pdata(y,x) and D^y, x=12.

The optimal value of the objective function is

minGmaxDlD,G=-2log⁡2.

EXERCISE 4.2

Show that g(X,A) is permutation-invariant, i.e., for any permutation matrix P, we have gPX,PAPT=g(X,A).

EXERCISE 4.3

Show that

LKL=KL(qZX,A|pZ=n21+log⁡σ-2-μ-2-σ-2.






CHAPTER 5Deep Learning for Causal Inference
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Causal inference is a fundamental problem in science, engineering, and philosophy (Spirtes et al. 2000; Pearl 2009, Peters et al. 2017; Xiong 2018b). Although randomized experiments are gold standard for causal discovery, they are often expansive, time consuming, infeasible, and even unethical. Fortunately, recent advances in causal research allow to identify causal relationships from observational data under some assumptions (Mooij et al. 2016; Marx and Vreeken 2017; Yu et al. 2019). The problems for causal discovery can be divided into two classes: bivariate causal discovery and causal network discovery (Blöbaum et al. 2018; Li et al. 2020). There are many methods for inferring causal relationships. A popular method that can be used for both bivariate causal discovery and causal network discovery is properly constrained functional models, including linear and nonlinear functions (Zhang et al. 2015; Kalainathan et al. 2018). The functional causal models can be used to model the observational variables and latent variables (Bühlmann et al. 2014; Cai et al. 2019). Neural network is a universal approximation to any function (Lu and Lu 2020). In this chapter, we will introduce deep learning as a general framework for causal inference. Two types of generative models: generative adversarial networks (GANs) and variational autoencoder (VAE) will be explored as major tools for both bivariate causal discovery and causal network reconstruction with discrete and continuous variables.


5.1 FUNCTIONAL ADDITIVE MODELS FOR CAUSAL INFERENCE


5.1.1 Correlation, Causation, and Do-Calculus

Correlation between two variables measures dependence between them and can be precisely defined. However, causation lacks consensus definition. There are several approaches to causation analysis. First approach is potential outcome framework developed by statistician Neyman (1923/1990). Potential outcomes include observed factual and unobserved counterfactuals. If potential outcomes are defined for individual, then counterfactual cannot be observed. However, if the potential outcomes are defined for all individuals in the population, then all potential outcomes can be observed in the population (Rubin 1974). Second approach to causal inference is artificial intelligence (AI), which uses directed acyclic graphs (DAGs) to infer causal relations and can trace back to the path analysis of Wright (1921; Pearl 1995; Dablander 2020). The major component of the AI is structural causal models (SCMs), which incorporate interventions into the model.

The key component of the SCM is intervention and intervention calculus (do-calculus), which was proposed in 1995 to identify causal effects in nonparametric models (Pearl 1995). There are two types of data: observational data (“seeing”) and interventional data (“doing”). An intervention is defined as forcing variables to take fixed values, which simulates physical interventions (Pearl 2012). The purpose of intervention calculus is to describe the mathematical conditions under which we can make causal inference from observational data.

We define an operator do() as making an action on a variable or a set of variables. We consider two observed variables X and Y. A causal model can be defined by intervention (action) as follows. If we do (X=x) (forcing the random variable X to take a specified value x), then Y will be affected. This intervention can be mathematically denoted as (Y|doX=x). Causation analysis investigates prediction of the effects of action that perturbs the observed system (Mooij et al. 2016). A variable X causing a variable Y can be mathematically defined as


P(Y|doX1)≠P(Y|doX2) for some X1,X2, X1≠X2.(5.1)

If X causes Y (X→Y), then in general, we have


PYX=P(Y|doX)≠P(Y),(5.2)

where in the causal direction, the conditional distribution P(Y|X) is equal to the distribution P(Y|doX) of Yconditioned on taking action on X (this can be statistically approved in Section 5.3 using the Pearl's second rule (Pearl 2012).

However, in the anticausal direction, since changing the effect value Y will not cause any change of X, or distribution P(X), we infer that PXdo Y=P(X)≠P(X|Y), i.e., the probability P(X|do Y) is not equal to the conditional probability P(X|Y).

Using the similar arguments, if Y causes X (Y→X) then

P(X|doY)=P(X)≠P(X|Y).

Although in statistics, the joint probability can be factorized in terms of marginal distribution and conditional distribution as

PXY=PXPYX=PYP(X|Y),

which is symmetric. If X causes Y (X→Y), we have the factorization: PXY=PXP(Y|doX), but in this case X→Y, we do not have PXY=PYP(X|doY)PXY=PYP(X|doY), i.e., PXY≠PYP(X|doY)PXY≠PYP(X|doY), the joint probability of X and Y cannot be factorized in terms of marginal distribution P(Y) and interventional probability distribution P(X|doY. For the do-calculus, symmetric does not hold. In summary, under association assumption, the joint distribution P(X,Y) can be symmetrically factorized into the product of the marginal distribution and conditional distribution in two directions. However, under causal assumption, the joint distribution P(X,Y) can be factorized into the product of the marginal distribution and interventional distribution in the cause-effect direction. It cannot be factorized into the product of the marginal distribution and interventional distribution in the anticausal direction.

Do-calculus can also be defined as E[Y|doX]. If the effect variable Y is a binary variable, then we have


EYdoX=P(Y=1|doX).(5.3)



5.1.2 The Rules of Do-Calculus

Before introducing the rules of do-calculus, we first introduce the d-separation. The d-separation is a graphical interpretation of conditional independence. Consider three disjoint sets of nodes: A, B, and C. The d-separation is a tool for assessing whether a set of variables A is independent of another set of variables B, given a third set of variables C and is denoted by A⫫B|C.


Definition 5.1: d-separation

The sets A and B are d-separated by the set C if and only if for all directed paths P from A to B, at least one of three conditions holds:


	Path P contains a “chain” “A→C→B"” with an observed middle node C;


	Path P contains a fork “A←C→B"” with an observed parent node C;


	Path P contain a collider “"A→Z←B"”, and the collider Z is not a member of the conditioning set C or does not have a descendent in C.



The do-calculus has three inference rules that provide tools to map interventional distributions and observational distributions under some conditions in the causal diagram (Pearl 2012). Now we introduce some graph notations necessary for describing three inference rules. Consider a graph G (Figure 5.1(a)) with the disjoint subsets of variables: W,X,Y, Z. Let GX- (Figure 5.1(c)) denotes the perturbed graph that removes all edges pointing to X, Gx_ (Figure 5.1(b)) denotes the perturbed graph that removes all edges pointing from X, Z(W) denote the set of nodes in Z, which do not include the ancestors of W and Gx¯z_ (Figure 5.1(e)) denote the perturbed graph that removes both incoming to X and outgoing from Z edges.

[image: ]
FIGURE 5.1 Graph notations for rules of do-calculus.



Now we introduce three inference rules of do-calculus (Pearl 2012).




Theorem 5.1 The Pearl's Rules of Do
-Calculus

Rule 1: Ignoring Insertion/Deletion of Observations

If the four sets of variables X,Y,Z, and W in the graph Gx_ (Figure 5.2(b)) satisfies the following independent assumption:

[image: ]
FIGURE 5.2 Illustration of Example 5.3.




Y⫫Z|X,W,(5.4)

then we have


P(Y|do(X), Z, W)=P(Y|do(X),W),(5.5)

where Z can be ignored.

Rule 2: Backdoor Criterion (Action/Observation Exchange)

If the four sets of variables X,Y,Z, and W in the graph Gx¯z_ (Figure 5.1(e)) satisfies the following independent assumption:

Y⫫Z|X,W,

then, we have


PYDoX, DoZ, W=PYDoX, Z,W).(5.6)

Rule 3: Ignoring Actions/Interventions

If the four sets of variables X,Y,Z, and W in the graph GX¯Z- (Figure 5.2(f)) satisfies the following independent assumption:

Y⫫Z|X,W,

then, we have


PYDoX, DoZ, W=P(Y|DoX, W).(5.7)

Three rules can be used to prove the identifiability of causal models. Repeatedly applying the rules of do-calculus to the causal model until the final expression of the causal models no longer contains a do-operator, we then claim that the causal model is identifiable.




Example 5.1 Illustration of the Pearl's First Rule

Consider several scenarios for the Pearl's first rule.

Case 1: Independence in statistics. We assume that there are no X and W.

In this case, equation (5.4) becomes Y⫫Z and equation (5.5) is simplified to


PYZ=P(Y).(5.8)

It is clear that if Y⫫Z then equation (5.8) holds.

Case 2: We observe Z, but do not observe X.

In this case, equation (5.4) is reduced to


Y⫫Z|WG,(5.9)

equation (5.5) is reduced to


PYZ,W=P(Y|W).(5.10)

Since equation (5.9) holds, then Y and Z are d-separated, which implies that conditioning on W, Y, and Z are independent, and hence equation (5.10) holds.

Case (5.3): We observe X, but do not observe W.

In this case, equation (5.4) is reduced to


Y⫫Z|XGX¯,(5.11)

and equation (5.5) is reduced to


PYdoX, Z=P(Y|doX)(5.12)

Equation (5.11) implies that (X→Y Z). Therefore, intervening on Y will not have effect on Z, and hence equation (5.12) holds.




Example 5.2 Compute P(Z|do(X))

Goal of computing P(Z|doX) is to exchange action with observation, i.e., converting P(Z|doX) to P(Z|X). To achieve this, only Pearl's second rule can be used. Set Y=Z, X=∅, Z=X,W=∅. Then, condition Gx¯z_ is changed to (Z╨X)GX_. It is clear from Figure 5.2 that since the path from X to Z is blocked by collider Y, X is independent of Z. Therefore, condition (Z╨X)GX_ holds, which in turn implies that the condition (Y╨Z|X,W)GX¯Z_ for the Pearl's second rule holds. Thus, if the graph is Figure 5.2, then we obtain


PZdoX=P(Z|X).(5.13)




Example 5.3 Compute P(Y| do (X))

We first use total probability to transform computation of P(Y|doX) to G

PYdoX=∑ZP(Y,Z|doX)


=∑ZPYdoX,ZP(Z|do(X).(5.14)

Now our goal is to reduce P(Z|doX). To use the second rule of do-calculus, we set


Y=Z, Z=X, X=∅, W=∅. Then, the graph Gx¯z_ should be changed to Gx_ (Figure 5.2). Since the only one path from X to Z contains a fork X←W→Y, the path from X to Z is blocked. Therefore, we have X⫫Z in Gx_, which satisfies the condition of the second rule of do-calculus. Using the second rule, we obtain


PZdoX=P(Z|X).(5.15)

Substituting equation (5.15) into equation (5.14), we obtain


PYdoX=∑ZPYdoX,ZP(Z|X).(5.16)

Next we show that


PYdoZ, doX=P(Y|Z, doX).(5.17)

To use the second rule of the do-calculus, we need to check the condition Y⫫Z|X in the graph GXZ¯ (Figure 5.2(e)). Since the path from Z to Y via X is blocked, then the condition Y⫫Z|X holds, which implies equation (5.17) holds. Substituting equation (5.17) into equation (5.16), we obtain


PYdoX=∑ZPYdoX,do(Z)P(Z|X).(5.18)

Next we show PYdoX,do(Z)=P(Y|doZ) using the third rule of do-calculus. Set W=∅. Check condition Y⫫Z|X in the graph GX¯Z¯ (Figure 5.2(f)). It is clear that any path from X to Z is blocked. Therefore, the condition Y⫫Z|X in the graph GX¯Z¯ holds. We obtain


PYdoX,do(Z)=PYdoZ.(5.19)

Substituting equation (5.19) into equation (5.18), we obtain


PYdoX=∑ZPYdo(Z)P(Z|X).(5.20)

Again, using the total probability rule, we obtain


PYdo(Z)=∑xPYX, doZP(X|doZ).(5.21)

To apply the second rule of the do-calculus to PYX, doZ, we need to check conditions: Y⫫Z in GZ_.

Set W=X, X=∅. In GZ_, the path Z→Y is blocked by X. Therefore, we have Y⫫ Z in GZ_. Using the second rule, we obtain


PYX, doZ=P(Y|X,Z).(5.22)

Using the third rule of the do-calculus, we can show (Exercise 5.1)


PXdoZ=P(X).(5.23)

Substituting equations (5.22) and (5.23) into equation (5.21), we obtain


PYdo(Z)=∑xP(Y|X,Z)P(X).(5.24)

Combining equations (5.20) and (5.24), we obtain


PYdoX=∑Z∑XPYX,ZPZXP(X).(5.25)

Consider a simple case X→Y←e. To use the second rule of do-calculus, we set Z=X, X=∅, W=e. The graph GX¯Z_ is reduced to GZ_ or GX_ in this case. Therefore, the condition Y⫫X|e holds, which implies that


PYdo X=P(Y|X).(5.26)

Consider X→Y←e and Y←W. Then, using the similar argument, we can prove (Exercise 5.2)


PYdo X, W=P(Y|X, W).(5.27)





5.1.3 Structural Equation Models and Additive Noise Models for Two or Two Sets of Variables

Equation (5.3) can be extended to any real values. Substituting expectations for probabilities facilitate to use functional models to assess causal information (Pearl et al. 2016). The structural equation models (SEMs) were originally developed for causal inference with more than three variables. Here, we modified the original multivariate SEM to the bivariate SEM. In the language of expectation, equation (5.26) can be transformed to


EYdoX=E[Y|X].(5.28)

Consider a nonlinear regression model:


Y=fx+ε,(5.29)

where we assume Eε=0.

Taking conditional expectation on both sides of equation (5.29), we obtain


EY|X=f(X)+E[ε|X].(5.30)

If we assume X⫫ε, then equation (5.30) is reduced to

EYX=f(x),

which implies


EYdoX=fX.(5.31)

If we jointly consider cause X and covariate W and extend equation (5.29) to


Y=fX, W+ε,(5.32)

where X⫫ε, W⫫ε.

Taking conditional expectation on both sides of equation (5.32), we obtain


EYX,W=f(X,W).(5.33)

Replacing the probability by expectation, equation (5.27) can be extended to


EYdox, W=E[Y|X,W].(5.34)

Combining equations (5.33) and (5.34), we obtain


EYdox, W=f(X,W).(5.35)

This motives us to define the additive noise model (ANM). The ANMs are widely used methods for bivariate causal discovery (Mooij et al. 2016). We assume that there is no confounding, no selection bias, and no feedback between the cause and effects (Mooij et al. 2016). We define the ANMs as follows.


Definition 5.2: ANMs with Continuous Variables

Consider continuous variables X and Y. An ANM from X to Y is defined as


Y=fYX+NY, X⫫NY, or(5.36)


Y=fYX, W+NY, X⫫NY, W⫫NY,(5.37)

where Y is a potential effect, X is a potential cause, W is a covariate, NY is a noise, fY is a nonlinear function, and X and NY, W and NY are independent.

An ANM is called reversible if there is also an ANM:


X=fXY+NX, Y⫫NX,(5.38)

where fX is a nonlinear deterministic function, NX is a noise, and Y and NX are independent.

Now we define the ANMs for discrete variables.




Definition 5.3: ANMs with Integer Variables

Let m be an integer. Assume that Z=km+r, r=0, 1, …, m-1. Z is called an m-cyclic random variable, if Z takes the remainder r as its value. Now we define discrete ANMs for genetic causation analysis.

An ANM from X to Y is defined as (Peters et al. 2011)


Y=fyX+Ny, X⫫Ny,(5.39)

where fy is an integer function, Ny is a cyclic noise variable, and X and Ny are independent.

An ANM is called reversible if there is also an ANM:


X=fxY+Nx, Y⫫Nx,(5.40)

where fxY is a nonlinear integer function, Nx is a cyclic noise variable, and Y and Nx are independent.




Example 5.4

Let Y and X be continuous variables. The model

Y=2X3+eX+ε, ε⫫X

is an ANM from X to Y.




Example 5.5

Define an indicator variable for the genotype at a locus:

X=0aa1Aa2AA,

where A is a disease allele. Let Y be a binary variable to indicate disease status: Y=1, presence of disease and Y=0, normal. Let m be an integer. Assume that Z=km+r, r=0, 1, …, m-1. Z is called an m-cyclic random variable, if Z takes the remainder r as its value. Thus, X and Y be 3- and 2-cyclic random variables, respectively.

The model (Peters et al. 2011)


Y=fyX+Ny, X⫫Ny,(5.41)

where fy is an integer function, Ny is a 2-cyclic noise variable, and X and Ny are independent, is an ANM from X to Y.

If there is


X=fxY+Nx, Y⫫Nx,(5.42)

where fxY is a nonlinear integer function, Nx is a 3-cyclic noise variable, and Y and Nx are independent, then the model (5.42) is a reversible ANM.

Next we study causal relations between two sets of variables. For example, we consider causal relationships between two biochemical pathways. The set of effect variables are often called responses and the set of causal variables are often called predictors. We can consider four cases: (1) one response variable and one predictor, (2) one response variable and one set of predictor variables, (3) one set of response variables and one predictor variables, and (4) one set of response variables and one set of predictor variables. Four cases can be unified into one vector ANM.




Definition 5.4: Vector ANMs

Consider vectors X=X1, …, XmT  and Y=Y1,…, YnT. A vector ANM from vector X to Y is defined as (Figure 5.3)

[image: ]
FIGURE 5.3 Scheme of vector X causing vector Y.




Y=fYX+NY, X⫫NY, NYk⫫NYl, ∀k,l,(5.43)

where

fYX=fY1X1,…, Xm⋮fYnX1,…, Xm,NY= NY1⋮NYn, Xi⫫NYj, NYk⫫NYl, ∀i,j,k,l.

If there is


X=fXY+NX, Y⫫NX, Nxk⫫Nxl, ∀k,l,(5.44)

where

fXY=fX1(Y1, …, Yn)⋮fXm(Y1, …, Yn), NX=NX1⋮NXm, Yi⫫NXj,Nxk⫫Nxl, ∀k,l, ∀i,j,k,l,

then the model (5.44) is a reversible vector ANM from Y to X.





5.1.4 VAE and ANMs for Causal Analysis

Several methods for bivariate causal discovery have been developed. These methods include the linear non-Gaussian acyclic model (LiNGAM) (Shimizu et al. 2006), the ANMs, the information-geometric approach for causal inference (IGCI) (Janzing et al. 2012), unsupervised inverse regression (CURE) (Sgouritsa et al. 2015), the SLOPE algorithm using regression to estimate the Kolmogorov complexities (Marx and Vreeken 2017), Regression Error based Causal Inference (RECI) (Bloebaum et al. 2018). This book will focus on application of AI to causal inference. Therefore, in this section we will introduce application of VAE to the ANMs for causal inference.

The ANMs require fitting a nonlinear regression and testing independence of the cause and regression residuals. It is well known that the VAE allows us to efficiently learn deep latent-variable models and to fit the data very well (Khemakhem et al. 2019). Now we study how to use VAE to fit the functional model and evaluate the causal relationships between the cause and effect (Cai et al. 2019).


5.1.4.1 Evidence Lower Bound (ELBO) for ANM

The ANMs consist of three parts: (1) the selection of nonlinear function, (2) estimation of parameters, and (3) testing independence between the cause and residue. The widely used methods for parameter estimation in statistics are maximum likelihood estimation. A key issue for maximum likelihood estimation is to compute likelihood for the ANMs. In this section, we will derive the likelihood function for the ANMs and use variational principle to approximate the likelihood function, which leads to the evidence lower bound (ELBO) for the ANMs (Kingma and Welling 2013; Rezende et al. 2014; Cai et al. 2019).

The ANMs have three quantities: the observed potential cause X, the effect Y, and unobserved noise NY, which can be taken as a latent variable. The likelihood function for the ANMs is denoted by Pθ(X,Y). The data are generated by the ANMs, involving an unobserved continuous random variable NY. For the convenience of presentation, NY is denoted by Z. The unknown distribution of Z is denoted by Pθ(Z). We assume that the latent variable Z is generated from prior distribution Pθ(Z) and the observed data (X,Y) are generated from conditional distribution Pθ(X,Y|Z). Thus, the joint distribution of the observed variables X,Y and latent variable Z is given by


PθX,Y, Z=Pθ(X,Y|Z)Pθ(Z),(5.45)

where the conditional distribution Pθ(X,Y|Z) is often implemented by neural networks (NNs).

Since the distribution of the latent variable is unknown, the marginal likelihood


PθX,Y=∫Pθ(X,Y|Z)Pθ(Z)dZ(5.46)

can model a rich class of data distribution Pθ(X,Y), but is intractable. Since the posterior distribution 
PθZX,Y=Pθ(Z)Pθ(X,Y|Z)Pθ(X,Y) involves the marginal distribution PθX,Y, the posterior distribution PθZX,Y is also intractable.

Recall that in Chapter 3, the latent variable is interpreted as code, the VAE consists of encoder that maps the observed variables X and Y to the code Z in the latent space and decoder that maps the latent variable Z back to the original observed variables X and Y.

Assume that data D={X1, Y1, …, Xn, Yn} are given. The log-likelihood of marginal distribution is


log⁡PθX1, Y1,…, Xn, Yn=∑i=1nlog⁡Pθ(Xi, Y(i)).(5.47)

It can be shown (Appendix 5A) that


log⁡Pθ(Xi, Yi)≥L~(θ, ∅, Xi, Yi),(5.48)

where


L~θ, ∅, Xi, Yi=Eq∅ZXi, Yilog⁡PθXi, Yi, Zq∅ZXi, Yi.(5.49)

Equation (5.49) can be reduced to


L~θ, ∅, Xi, Yi=Eq∅ZXi, Yi[log⁡Pθ(Xi, Yi|Z)]-KL(q∅ZXi, YiPθZ).(5.50)

Equation (5.50) can be further reduced to (Appendix 5A)

L~θ, ∅, Xi, Yi=log⁡Pθ(Xi)+Eq∅(Z|Xi,Yi)[log⁡Pθ(Y(i)=f(X(i), Z))]


-KL(q∅(Z|Xi,Yi)Pθ(Z)).(5.51)

Since Pθ(Xi) does not involve the latent variable Z, it can be ignored in optimization of L~θ, ∅, Xi, Yi. Equation (5.51) can be simplified to


L~θ, ∅, Xi, Yi=Eq∅(Z|Xi,Yi)[log⁡Pθ(Yi=f(Xi, Z))]-KL(q∅ZXi,YiPθ(Z)).(5.52)

Thus, the ELBO is


Lθ, ∅, X, Y=nM∑i=1ML~θ, ∅, Xi, Yi,(5.53)

where M is the sample size in the minibatch.



5.1.4.2 Computation of the ELBO

The Monte Carlo estimator of the ELBO for single point is (Appendix 5B)


L~θ, ∅, Xi, Yi=1L∑l=1Llog⁡Pθ(Yi=f(Xi, Zi,l) -KL(q∅ZXi,YiPθ(Z)),(5.54)

where the first term


Zi,l=g∅εl, Xi,Yi, ε(l)~Pε, i=1, …, n, l=1, …, L,Zi,l=g∅εl, Xi,Yi, ε(l)~Pε, i=1, …, n, l=1, …, L, and g∅(ε, X,Y) be a differentiable transformation function.

The ELBO for the entire dataset is


Lθ, ∅, X, Y=nM∑i=1ML~θ, ∅, Xi, Yi.(5.55)

Using equation (5.54) to computer the ELBO, we need to define the transformation function g∅εl, Xi,Yi, which is referred to as encoder (Figure 5.4). The encoder maps the observed data (X,Y) to the latent space. For any “location-scale” family of distributions, a simple way to define the transformation function is to set
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FIGURE 5.4 ANM variational autoencoder.
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FIGURE 5.5 Scheme of classifier two-sample test for causation using VAE.




Z(i,l)=μ(i)+σ(i)ε(l), ε(l)~N(0,1).(5.56)

The distribution of the variable Z(i,l) approximates the posterior distribution q∅(Zl|Xi, Yi). In this setting,


q∅(Zl|Xi, Yi)=N(Zl; μi, σi2),(5.57)

where μi, σi2 are nonlinear functions of Xi, Yi, which are implemented by NNs. Multilayered perceptrons (MLPs) are typical simple NNs to implement nonlinear transformation.


Example 5.6 Two Layer MLP for Encoder (Figure 5.4)

A typical two layer MLP for encoder is given below.


log⁡q∅(Zl|Xi, Yi)=log⁡N(Zl, μi, σi2)(5.58)


μ(i)=Wμhi+σμ(5.59)


log⁡ σi2=Wσhi+bσ(5.60)


hi=tanh⁡(WhXiYi+bxby)(5.61)


Z(i,l)=μ(i)+σ(i)ε(l), ε(l)~N(0,1).(5.62)

Next we introduce decoder which reconstructs the causal relationships using the latent variables. To achieve this, we first define Pθ(Y|X,Z) to be a Gaussian for real-valued data or Bernoulli for binary data. The distribution parameters are computed from the observed cause X and latent variable Z with a neural network. Here is a typical 2-year MLP to implement decoder.




Example 5.7 Two Layer MLP for Decoder with Continuous Data (Figure 5.4)

The equations for implementing MLP for decoder with continuous variable Y are given below.


log⁡PθYi,lXi,Zl=log⁡N(Yi,l, μXi, Zl, σ2(Xi, Zl)(5.63)


μXi, Zl=W1h1(i,l)+b1(5.64)


log⁡σ2Xi, Zl=W2h(i,l)+b2(5.65)


h(i,l)=tanh⁡(W3XiZl+b3).(5.66)




Example 5.8 Two Layer MLP for Decoder with Binary Data (Figure 5.4)

For the binary data, PθYiXi,Zl follows Bernoulli distribution. The equations for implementing MLP for decoder with binary data are defined as follows.


log⁡PθYiXi,Zl=Y(i)log⁡g(i)+(1-Yi)log⁡(1-gi)(5.67)


g(i)=fσW5tanhW4XiZl+b4+b5.(5.68)




5.1.4.3 Computation of the KL Distance Now we calculate KL(q∅ZXi,YiPθ(Z)) in equation (5.54). Under some assumptions, the KL distance can often be integrated analytically. We assume that PθZ=N(0,1). Recall equation (5.53):

q∅(Zl|Xi, Yi)=N(Zl; μi, σi2).

In Appendix 5C, we show


KL(q∅ZXi,YiPθ(Z))=-12[1+log⁡σi2-μi2-σi2].(5.69)

Substituting equation (5.69) into equation (5.54), we obtain

L~θ, ∅, Xi, Yi=1L∑l=1Llog⁡Pθ(Yi=f(Xi,Zi,l)


+12[1+log⁡(σi2)-μi2-σi2],(5.70)

and


Lθ, ∅, X, Y=nM ∑i=1ML~θ, ∅, Xi, Yi,(5.71)

where if the decoder is two layer MLP with continuous effect, then the first term in equation (5.70) log⁡Pθ(Yi=f(Xi+Zi,l) is calculated by equations (5.63)– (5.66), and if the decoder is two layer MLP with binary effect, then the first term in equation (5.70) log⁡Pθ(Yi=f(Xi+Zi,l) is calculated by equations (5.67) and (5.68).

Now it is easy to calculate the gradient at one data point as follows:


∇θL~θ, ∅, Xi, Yi=12∑l=1L∇θPθ(Yi=f(Xi, Zi,l)Pθ(Yi=f(Xi, Zi,l),(5.72)


∇∅L~θ, ∅, Xi, Yi=-μ(i)1σ(i)-σ(i).(5.73)

Iteration of the parameters using stochastic gradient is given by


θ(k+1)∅(k+1)=θ(k)∅(k)+γ∇θL~θ, ∅, Xi, Yi∇∅L~θ, ∅, Xi, Yi,(5.74)

where γ is a learning rate.





5.1.5 Classifier Two-Sample Test for Causation

Two-sample tests that include the t-test, the Wilcoxon-Mann-Whitney test, the Kolmogorov-Smirnov tests, kernel methods, Maximum Mean Discrepancy (MMD test (Gretton et al. 2012), the Mean Embedding test (Jitkrittum et al. 2016), and classifier two-sample test (Lopez-Paz and Oquab 2017) can be used to assess causal direction (Lopez-Paz and Oquab 2017). Below we adapt the classifier two-sample test that has already been applied to the bivariate causal discovery using conditional generative adversarial network (CGAN) and VAE (Lopez-Paz and Oquab 2017).

If X→Y, then the output Y^ fits the model Y^=fY(X, N^Y) very well. We are unable to distinguish the fitted dataset DX→Y={X(i), fYXi, NYi, i=1,…, n} and the original dataset Dt={Xi, Yi, i=1,…, n}. Let the distribution of DX→Y be P and the distribution of Dt be Q. The null hypothesis of X→Y is then transferred to P=Q. Since X(i), i=1,…,n in two datasets are the same, we remove them from two datasets. For simplicity, let ui=Y^(i) and vi=Y(i). We also assign label to the data. Define

l=1ui0vi.

Define the dataset

D=u1, 1, …, un,1⋃v1,0,…, vn,0={h1, l1, …, h2n, l2n}.

The data points in the set D are randomly shuffled. The shuffled data are split it into the disjoint training and testing subsets D=Dtr⋃Dte. Train a binary classy classifier that can be implemented by a neural network or any classical classifier on the training dataset Dtr. Let nte=|Dte|. Then, the trained classifier is applied to the test dataset Dte. Let P(li=1|hi) be the probability of classifying the sample that is from the fitted data as l=1 and f(hi) be its estimator. If fhi>12, then li=1 is assigned.

Define the test statistic as the classification accuracy that is the proportion of correctly classified samples:


TC(X→Y)=1nte
∑(hi, li)∈Dtewi,(5.75)

where wi=I[Ifhi>12=li] and I is an indicator function.

The random variable wi follows an independent Bernoulli (Pi) distribution. Under the null hypothesis

H0:P=Q,

the probability of classifying correctly the example hi should be equal to 12(Pi=12). Using the central limit theorem, under the null hypothesis, the classifier two-sample test statistic Tc(X→Y) asymptotically follows a normal distribution N(12, 14nte). Intuitively, the closer to 0.5 the test statistic Tc(X→Y), the less accurate the binary classifier, i.e., the closer two distributions. Therefore, the closer to 0.5 the test statistic Tc(X→Y), the stronger evidence that X→Y.

Now we consider two causal directions: X→Y and Y→X, let ui=X^(i) and vi=X(i). Define


TC(Y→X)=1nte
∑(hi, li)∈Dtegi,(5.76)

where gi=I[Ifhi>12=li].

There are four cases to consider for testing causation: (1) TC(X→Y) is small, but TC(Y→X) is large (Only X→Y is possible), (2) TC(Y→X) is small, but TC(X→Y) is large (Only Y→X) is possible, (3) both TC(X→Y) and TC(Y→X) are small (both X→Y and Y→X are possible, it is inclusive), and (4) both TC(X→Y) and TC(Y→X) are large (No causation). Only cases (1) and (2) are true causal. This implies that |TCX→Y-TC(Y→X)| should be large. Now we develop statistics to test for it.

The null hypothesis is that the following conditions hold.

H0:


	The distributions of Y^ and Y are indistinguishable, and


	The distributions of X^ and X are indistinguishable.



We can show that under the null hypothesis H0, the variance σ2=var(TcX→Y-TC(Y→X) can be estimated by


σ2=214nte-∑i=1nte(wi-TcX→y)(gi-TcY→X)nte-1.(5.77)

The statistic for testing the causation between X and Y is defined as


TCE=TC(X→Y)-TC(Y→X)2σ2.(5.78)

Under the null hypothesis, TCE is asymptotically distributed as a central χ(1)2 distribution.

Now we summarize the procedures for testing the causation between two variables, which is referred to as VAE Classifier Two Sample Test (VCTST).


5.1.5.1 Procedures of the VCTEST (Figure 5.5)


	Use VAE to fit the ANMs X→Y (Y^=fY(X,NY)) and generate the dataset DX→Y=(Xi,Y^i)i=1n.


	Split the data into the training dataset and testing dataset: Dtr(X→Y) and Dte(X→Y). Use Dtr(X→Y) to train the classifier and apply the trained classifier to the Dte(X→Y) to calculate TC(X→Y)=1nte∑(hi, li)∈Dtewi.


	Use VAE to fit the ANMs Y→X (X^=fX(Y,NX) and generate the dataset DY→X=(X^i, Yi)i=1n.


	Split the data into the training dataset and testing dataset: Dtr(Y→X) and Dte(Y→X). Use Dtr(Y→X) to train the classifier, and apply the trained classifier to the Dte(Y→X) and calculate TC(Y→X)=1nte∑(hi, li)∈Dtegi.


	Calculate TCE=TC(X→Y)-TC(Y→X)2σ2 and test for the causation.


	If test shows the significant causation, then determine the cause direction. If TC(X→Y)<TC(Y→X) then X→Y. Otherwise, Y→X.







5.2 LEARNING STRUCTURAL CAUSAL MODELS WITH GRAPH NEURAL NETWORKS

There are two basic approaches to learning SCM: constrain-based approaches and score-based approaches (Yu et al. 2019). Constraint-based methods learn causal structure via testing for conditional independencies and for d-separations. Score-based methods formulate a causal network learning problem as a combinatorial optimization problem (Bühlmann et al. 2014; Manzour et al. 2019; Hu et al. 2020). The intractable search space seriously limits the size of causal graphs, which we attempt to reconstruct. To overcome combinatorial optimization limitation and to make the causal graph search tractable, Zheng et al. (2018) formulate causal graph learning as a continuous optimization problem with linear structural equations and least square loss function. The widely used gradient methods can be efficiently used to solve continuous optimization problem (Lachapelle et al. 2019. Yu et al. 2019).

In the past decade, as alternative to GANs, great progress in the variational inference has been made. The graph variational autoencoder (GVAE) has two remarkable features. Firstly, the GVAE can capture the complex distributions of the DAG in the data. Secondly, the GVAE can incorporate the model into their mathematic formulation (Yu et al. 2019). We observe the successful applications of the GVAE to causal inference (Zhang et al. 2020). In this section, we will introduce two GVAE-based approaches to the causal graph learning. The first approach of the GVAE is to take the graph structure as input (Lachapelle et al. 2019; Yu et al. 2019). The second approach of the GVAE is to explicitly map causal graph structure to the latent space, where latent variables form causal graphs (Leeb et al. 2020; Shen et al. 2020; Xie et al. 2020; Yang et al. 2020).


5.2.1 A General Framework for Formulation of Causal Inference into Continuous Optimization

The classical methods for learning DAGs are often formulated as a discrete optimization problem, where the search space of DAGs is combinatorial, and hence the number of search increases superexponentially with the number of nodes (Zheng et al. 2018). Therefore, inferring DAGs is an NP hard problem (Chickering et al. 2004). The problem comes from the acyclic constraint. Zheng et al. (2018) formulate acyclic constraint in term of smooth continuous function, avoiding combinatorial formulization.


5.2.1.1 Score Function and New Acyclic Constraint

The score-based methods for learning DAGs consists of two parts: score (or objective function) and constraint. The likelihood functions or some loss functions are often used as a score. Consider a DAG (V,E) with M=|V| nodes. A d-dimensional feature vector Yi∈Rd is associated with each node and Y∈RM×d be a feature matrix of M nodes. If there is an edge from node i to node j, then weight is denoted as aij. Let A=aijM×M be the weighted adjacency matrix. For an unweighted adjacency matrix, if an edge is directed from node i to node j, then aij=1, otherwise, aij=0.


Example 5.9 Example of Adjacency Matrix

The DAG is shown in Figure 5.6. The adjacency matrix is given as follows:
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FIGURE 5.6 Example of DAG.



A=0a12000000a31a410000a340and

AT=00a31a41a1200000000a3400.

Equation for Figure 5.6 is

Y1=a31Y3+a41Y4

Y2=a12Y1


Y4=a34Y3, which can be written in a matrix form:

Y=Y1Y2Y3Y4=ATY=00a31a41a1200000000a3400Y1Y2Y3Y4.

A linear structural equation for modeling a DAG can be written as


Y=ATY+Z,(5.79)

where Z is a vector of noises and are uncorrelated with Y.

Linear structural equation (5.79) contains only node variables which are often called endogenous variables. In practice, we may also need exogenous variables. The SEM can also be extended to general SEM, including exogenous variables. Variables in a system can be classified into two basic types of variables: observed variables that can be measured and the residual error variables that cannot be measured and represent all other unmodeled causes of the variables. Most observed variables are random. Some observed variables may be nonrandom or control variables (e.g., drug dosage) whose values remain the same in repeated random sampling or might be manipulated by the experimenter. The observed variables will be further classified into exogenous variables, which lie outside the model, and endogenous variables, whose values are determined through joint interaction with other variables within the system. All nonrandom can be viewed as exogenous variables. The terms exogenous and endogenous are model specific. It may be that an exogenous variable in one model is endogenous in another.

Let Y=Y1, …, YMT be a vector of the M endogenous variables and X=X1,…,XK T be a vector of q exogenous variables. Occasionally, one or more of the X's are nonrandom. We denote the errors by e. We assume that Ee=0 and that e is uncorrelated with the exogenous variables in X. We also assume that ei is homoscedastic and nonautocorrelated (BOLLEN 1989; Xiong 2018b). Assume that the sample size is n, the number of endogenous variables is M, and the number of exogenous variables is k. Then, the structural equations for modeling a system are given by


Y=YΓ+XB+E,(5.80)

where

Y=y11⋯Y1M⋮⋮⋮yn1⋯YnM=Y1, …, YM

X=X11⋯X1K⋮⋮⋮Xn1⋯XnK=X1,…, XK

Γ=γ11⋯γ1M⋮⋮⋮γM1⋯γMM=Γ1, …, ΓM, B=β11⋯β1M⋮⋮⋮βK1⋯βKM=B1,…, BM, and

E=e11⋯e1M⋮⋮⋮en1⋯enM=e1,…,eM.




Example 5.10 Yeast Cell Cycle

In Figure 5.7, we assume that the expression levels of the genes Cdc 28, Clb1, and CLb3, denoted by x1, x2, and x3, respectively, are exogenous variables and the expression levels of the genes Mcm1, Mcm2, and Swi4 are denoted by y1, y2, and y3respectively, are endogenous variables. The structural equations for the small genetic network of yeast cell cycle are written as
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FIGURE 5.7 Small genetic network of yeast cell cycle.



y1=1.19x1+e1

y2=0.16x1+0.28x2-0.34x3+e2

y3=0.06y1+0.19y2+e3.

Assume that the sample size is n. Let

Y=y11y12y13⋮⋮⋮yn1yn2yn3, X=x11x12x13⋮⋮⋮xn1xn2xn3, E=e11e12e13⋮⋮⋮en1en2en3,

Γ=000.06000.19000, B=1.190.16000.2800-0.340.

SEM can be written in a matrix form (Figure 5.8)
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FIGURE 5.8 Graph representation of SEM.



Y=YΓ+XB+E.






5.2.2 Parameter Estimation and Optimization

After matrix exponential is introduced as a constraint in Section 5.2.4, we can form the following optimization problem (5.81) for learning DAGs using the SEMs:


minΓ∈RM×M, B∈RK×M⁡lΓ, B, λ;X,Y=12nY-YΓ-XBF2+λ1Γ1+λ2B1,(5.81)

Subject to hΓ=TreΓ∘Γ-M=0,

where eΓ∘Γ is a matrix exponential and 0 denotes the Hadamard product of matrices.

Now the combinatorial optimization problem needs to be transformed to equality constrained continuous, but nonsmooth optimization problem. Solutions consist of two major steps: (1) using Lagrange multiplier method to transform the equality constrained optimization problem into a sequence of non-constrained optimization problem and (2) solving non-smooth optimization problem.


5.2.2.1 Transform the Equality Constrained Optimization Problem into Unconstrained Optimization Problem

The classical augmented Lagrange multiple method (Bertsekas 1996) is used to transform the constrained optimization (5.81) into the unconstrained optimization problem:

The primal problem:


Dα=minW⁡LρΓ, B, λ,ρ, α;X,Y=lΓ, B, λ;X,Y+ρ2h(Γ)2+αh(Γ),(5.82a)

where


lΓ, B, λ;X,Y=12nY-YΓ-XBF2+λ1Γ1+λ2B1 ρ2h(Γ)2 is an augmentation term and αh(Γ) is a Lagrange term.

The dual problem:


maxα⁡D(α).(5.82b)

The optimization problem (5.82a) can be separated into smooth optimization and nonsmooth optimization problem:


LρΓ, B, λ,ρ, α;X,Y=fΓ, B, ρ, α;X,Y+λ1Γ1+λ2B1,(5.83)

where

fΓ, B, ρ, α;X,Y=12nY-YΓ-XBF2+ρ2h(Γ)2+αh(Γ) 

is the smooth part of the objective function. For simplicity of notation, we define Γ1=vec(Γ)1 and B1=vec(B)1. Let W=ΓB=W1W2 and ω=vec(W). Then, equation (5.83) can be rewritten as


LρW, λ,ρ, α;X,Y=fW, ρ, α;X,Y+λW1,(5.84a)

where


fW, ρ, α;X,Y=12nY-ZWF2+ρ2h(Γ)2+αhΓ, Z=[Y, X].(5.84b)

The classic Newton's method is an efficient method for solving unconstrained smooth optimization problem, but is not appropriate for solving nonsmooth optimization problem. We will introduce proximal methods which can be viewed as an extension of Newton's method from solving smooth optimization problems to nonsmooth optimization problems (Parikh and Boyd 2013). In general, the optimization problem (5.83) can be solved by the proximal method (Bach et al. 2012; Parikh and Boyd 2013). In other words, to solve the optimization problem (5.83), at each iteration we often expand the function fΓ, B, ρ, α;X,Y in a neighborhood of the current iterate (Γi, Bi) by a Taylor expansion:


fω, ρ, α;X,Y≈fωi, ρ, α;X,Y+∇wTfωi-ω+12ωi-ωTHiωi-ω,(5.85)

where


fωi, ρ, α;X,Y=12nvecY-I⦻Zvec(W)22+ρ2h(Γ)2+αhΓfωi, ρ, α;X,Y=12nvecY-I⦻Zvec(W)22+ρ2h(Γ)2+αhΓ, Hi is the Hessian matrix and ω is viewed as vec(W).

The Hessian matrix Hi can be approximated by BFGS correction (Byrd et al. 1987). We can show that BFGS correction Ei is given by (Appendix 5D),


Ei+1=Ei+gigiTgiTsi-EisisiTEisiTEisi,(5.86)

where


gi=∇ωfωi+1-∇ωf(ωi),(5.87)


si=ωi+1-ωi.(5.88)

Thus, equation (5.85) can be reduced to


fω, ρ, α;X,Y≈fωi, ρ, α;X,Y+qiTsi+12siTEisi,(5.89)

where qi=∇ωf(ωi).

Combining equations (5.83) and (5.89), optimization problem (5.83) at iteration i can be reduced to


Lω, λ, d=qiTd+12dTEid+λωi+d1.(5.90)

Coordinate descent algorithms, which solve optimization problems by successively perform optimization along coordinate directions and often have a closed form solution, can be used to solve nonsmooth optimization problem (5.90). Let ej be a unit vector with the jth component being 1 and all other components being zero. For simplicity, the changes of the jth component of ωi+d is denoted by ωj+dj+zei, where z is a search variable. For the jth component, equation (5.90) is reduced to


minz⁡12Ejjz2+qj+Edjz+λωj+dj+z1.(5.91a)

The solution is (Appendix 5E)


dji+1=dji+z*,(5.91b)

where


z*=-ωj-dj+sign(ωj+dj-qj+EdjEjj)ωj+dj-qj+EdjEjj-λEjj+,(5.92)

a+=max⁡(0,a).



5.2.2.2 Compact Representation for the Hessian Approximation Ek and Limited-Memory-BFGS

To improve computation and save memory, in Appendix 5D, we introduce the compact representation for the Hessian approximation Ek:


Ek=E0-E0SkYkSkTE0SkLkLkT-Dk-1SkTE0YkT,(5.93)

where Lk is defined as


Lkij=si-1Tgj-1i>j0otherwise,(5.94)

gk=∇ωfωk+1-∇ωfωk, sk=ωk+1-ωk,


Sk=[s0,…, sk-1], Yk=[g0, …, gk-1], Dk=diag(s0Tg0, …, sk-1Tgk-1),


E0 is often set as E0=γkI and γk=gk-1Tsk-1sk-1Tsk-1.

Let


Q=E0SkYk, R=SkTE0SkLkLkT-Dk-1, Q~=RQT. Then, equation (5.93) can be rewritten as


Ek=E0-QRQT=E0-QQ~.(5.95)

Equations (5.93) or (5.95) shows that k BFGS updates for the Hessian approximation Ek can be written in the compact forms, BFGS updates have limited memory implementation (Byrd et al. 1994). The data for Ek corrections only require pairs (si, gi). We can keep the m most recent pairs and use equations (5.93) or (5.95) to implement iterations. At k+1 iteration, we remove the most old pair (s0, g0) and add the a newly generated pair (sk, gk) in to form a new matrices Sk+1=[sk-m+1,…, sk], Yk+1=[gk-m+1, …, gk] so that the matrices Q and Q~ have the fixed dimensions d×2m and 2m×d, respectively. Therefore, Q(Q~) is updated just on the columns (rows).


Algorithm 5.1 Zheng et al. 2018

Step 1: Input initial values (W0, α0), learning rate c∈(0,1), tolerance error ε>0, and threshold ωh>0.

Step 2: For i=0, 1, 2, … Do


	Solve the primal problem:

Wi+1←argminW⁡Lρ(W, αi), defined in equations (5.84a) and (5.84b), with ρ such that hWi+1< ch(Wi). The primal problem is equivalent to solving the non-smooth optimization problem:

LρW λ,ρ, α;X,Y=fW, ρ, α;X,Y+λW1,


fW, ρ, α;X,Y=12nY-ZWF2+ρ2h(Γ)2+αhΓ, Z=[Y, X]fW, ρ, α;X,Y=12nY-ZWF2+ρ2h(Γ)2+αhΓ, Z=[Y, X], which can be solved by coordinate decent method (Wright 2015).

Performed algorithm 2 for Proximal Quasi-Newton to solve the unconstrained optimization problem.






Algorithm 5.2


	Input initial values ω0 and gradient ∂f(ω0)∂ω and active set S=p.


	For k=0, 1, 2, …


	Remove components with ωj=0 or small subgradient |∂jLρω| from the activist S and shrink S


	Check shrinking stopping criterion. If it is satisfied then


	Rest S=[p] and update approximation Hessian matrix by Limited-memory BFGS (Section 5.2.3.2) to obtain  Ek.


	Using equations (5.87)–(5.89) to calculate ωjand |∂jLρω|. Update shrinking stopping criteria and continue.





	Solve the optimization problem (5.90) for decent direction

dk=argmind⁡Lω, λ, d

and using solution (5.92) to update d←d+z*ej on activing set S.


	Using the classical line search for step size η until Armijo rule is satisfied:

fωk+ηdk≤fωk+ηc1(λωk+dk1-λωk+qkTdk),

where c1 is a prespecified small constant, usually set to 10-3 or 10-4.


	Update weights ωk+1←ωk+ηdk.


	Check convergence. If ωk+1-ωk≤ε, then stop, otherwise, Update parameters q,s,g,Q, Q~ restricted to S, go to (a).





	Solve the dual problem.

Dual update: αi+1←αi+ρh(Wi+1).


	If hWi+1<ε, then set W~s=Wi+1, and break. Return

Step 3: Return the threshold matrix W^=W~s∘I(W~>ωh.

In Algorithm 5.2, we need to use the following formula for calculation of gradients.

∂f∂ω=∂f∂w1∂f∂w2,

∂f∂w1=−1n[ I(2M)×(2M)0 ](I⊗ZT)(vec(Y)−(I⊗Z)ω)+ρvec(h(Γ)(eΓ∘Γ)T∘(2Γ))+αvec((eΓ∘Γ)T∘(2Γ)).

∂f∂w2=12[ 0I(KM)×(KM) ][ I(2M)×(2M)0 ]×[(I⊗ZT)(vec(Y)−(I⊗Z)ω)].









5.2.3 VAE for Learning Structural Models and DAG among Observed Variables

VAE can be used to learn causal relations between observed variables (Yu et al. 2019) or latent variables (Xie et al. 2020). In this section, we introduce VAE for learning DAG structure models with observed variables (Yu et al. 2019).


5.2.3.1 Linear Structure Equation Model and Graph Neural Network Model

VAE generalizes linear SEMs and learns the weighted adjacency matrix of a DAG. Mathematical representation of a DAG and linear SEMs are defined as that in Section 5.2.1.1. A linear SEMs with d dimensional feature vector is given by


Y=ATY+BX+Z,(5.96)

where Y∈Rm×d, A∈Rm×m is a weighted adjacency matrix, B∈Rm×m1, X∈Rm1×d, Z∈Rm×d and elements in X can take either continuous or categorical values. If I-AT is non-singular, then equation (5.96) can be rewritten as


Y=I-AT-1(BX+Z).(5.97)

Equation (5.96) can be generalized to a semi-nonlinear SEMs:


f1-1Y=ATf1-1Y+Bf2(X)+f3(Z)),(5.98)

where f1, f2, and f3 are nonlinear functions and can be implemented by NNs. Similar to equation (5.97), we can obtain from equation (5.98) that


Y=f1((I-AT-1Bf2(X)+f3(Z))(5.99)

and


Z=f3-1(I-ATf1-1Y-Bf2X).(5.100)

Since equation (5.99) is complicated, it is not easy to directly write likelihood function of the variables Y. We will use VAE to approximate likelihood function Pθ(Y) and estimate the structures and parameters.



5.2.3.2 ELBO for Learning the Generative Model

Assume that n data point Yi∈Rm×d, Xi∈Rm×d), i=1, …, n are sampled. Let Y=[Y1, Y2,…, Yn] and X=[X1, X2, …, Xn]. The marginal likelihood can be written as log⁡pθ(Y1, X1, …, Yn, Xn)=∑i=1nlog⁡pθ(Yi,Xi), if the data are independently sampled. We can show (Appendix 5F) that the ELBO with one observed data point (Yi, Xi) for learning the SEMs is given by


log⁡pθYi, Xi≥ L(θ,∅,Yi, Xi),(5.101)

where


Lθ,∅,Yi, Xi=Eq∅ZYi, Xilog⁡pθ(Yi,Xi|Z)-KL(q∅ZYi,XipθZ),(5.102)


q∅(Z|Yi, Xi) is a variational posterior which approximate the true posterior pθ(Z|Yi, Xi), pθZ is a prior distribution of latent variables Z and pθ(Yi,Xi|Z) is a conditional distribution of observed variable (Yi, Xi), given Z. Quantity Lθ,∅,Yi, Xi is referred to as the ELBO.

The ELBO provides a general framework for VAE. The VAE consists of encoder and decoder. The posterior pθ(Z|Yi, Xi) represents to encode the observed endogenous variables Y and exogenous variables X into latent variables Z and the conditional distribution pθ(Y,X|Z) represents to decode the latent variables Z back to the original variables Y and X.



5.2.3.3 Computation of ELBO


5.2.3.3.1 Encoder The architecture of computing ELBO is shown in Figure 5.9. We first study encoder and discuss how to calculate the second term KL distance in equation (5.102). Recall that Z∈Rm×d. In stead of assuming classical normal distribution, we assume that the prior pθZ follows a matrix normal distribution MNmd0, I, I (Appendix 3C). Its density function is given by

[image: ]
FIGURE 5.9 Architecture of VAE for SEM learning.




pθZ=2π-md2exp-12Tr(vec(Z)vec(Z)T, or(5.103)


log⁡pθZ=-md2log⁡2π-12Tr(vec(Z)vec(Z)T.(5.104)

Next we assume that the variational approximate posterior q∅(Z|Y,X) has the following matrix normal MNmd(μz, Ωz, Vz) (Appendix 3C):


q∅ZY, X=2π-md2Σz-12exp-12TrΣz-1(vec(Z-μ)vec(Z-μ)T,(5.105)

where Σz=Ωz⦻ Vz.

If we assume that

Σz=diag S11, …, Sm1, S12,…,Sm2, …, S1d, …, Smd=Sz, Sij=ΩiiVjj.

We show in Appendix 5F that


-KL(q∅ZnYn,Xn|pZn=12∑i=1m∑j=1d(log⁡SZnij+1-SZnij-μZnij2).(5.106)

If we assume that d=1, then equation (5.106) is reduced to


-KL(q∅ZnYn,Xn)||p(Zn)=12∑j=1mlog⁡σnj2+1-σnj2-μnj2.(5.107)

Define the transformation function (Appendix 5F):


Zn=g∅ZnYn,Xn=μZn+ΣZn⨀ε, ε~MN(0, I, I).(5.108)

Assume that the distribution pθZnYn,Xn=g∅ZnYn,XnpθZnYn,Xn=g∅ZnYn,Xn. Recall equation (5.100):

Zn=f3-1(I-ATf1-1Yn-Bf2Xn).

The two-layer NNs with Matrix normal output, and the ReLU and tanh activation function as the encoder is defined as (Figure 5.9)

[μnY|SYn]=I-ATReLuYnW1W2,

[μnX|Sxn⁡]=Btanh (XnW3)W4,

μZn=μYX-μXn,

SZn=SYn+SXn,

where W1, W2, W3 and W4 are weight matrices in the NNs.



5.2.3.3.2 Decoder Next we study decoder and discuss how to calculate the first term in equation (5.102). The decoder is defined as


pθYn,XnZn=pθ1YnXn, Znpθ2XnZn=pθ1YnXn, Znpθ2(Xn),(5.109)

where we assume that X and Zare independent.

We assume that distribution pθ1(Yn|Xn,Zn) is matrix normal distribution:


pθ1YnXn, Zn=2π-md2SYn-12exp⁡{-12vecYn-μYnTSY-1vecYn-μYn},(5.110)

where SYn=diag(SYn11, …, SYnm1,SYn12,…, SYn1d, SYnmd).

Thus, log⁡pθ1YnXn, Zn is given by

log⁡pθ1YnXn, Zn=-md2log⁡2π-12log⁡SYn-12vecYn-μYnTSY-1vecYn-μYn


=-md2log⁡2π-12∑i=1m∑j=1dlog⁡SYnij+Yijn-μYnij2SYnij.(5.111)

Sampling latent variable Z:


Znl=μZn+SZn⨀εl, εl~MNmd0, I, I, l=1, 2, …, L.(5.112)

The Monte Carlo estimation of Eq∅ZnYn,Xn[log⁡pθ1YnXn, Zn] is given by

Eq∅ZnYn,Xn[log⁡pθ1YnXn, Zn]⁡≈1L∑l=1Llog⁡pθ1(Yn|Xn,Znl)


=-1L∑l=1Lmd2log⁡2π+12∑i=1m∑j=1dlog⁡SYnijl⁡+Yijn-μYnijl2Synijl.(5.113)

Recall that

Y=f1((I-AT-1Bf2(X)+f3(Z)).

We assume that f3 is an identity mapping, f1 and f2 are implemented by two-layer NNs. Then, the two-layer NNs for generating μY and SYin equation (5.113) with ReLU and tanh as the activation function are given by (Figure 5.9),


μY^nSY^n=ReLu(I-AT-1BtanhXnW5W6+Zn)W7)W8)(5.114)

where W5, W6, W7, and W8 are weight matrices. Finally, combining equations (5.102), (5.106), and (5.113), we obtain the estimation of ELBO:

Lθ,∅,Yn,Xn=1L∑l=1Llog⁡pθ(Yn,Xn|Zn,l)-KL(q∅ZYn,Xn|pθZ

=-1L∑l=1Lmd2log⁡2π+12∑i=1m∑j=1dlog⁡SYnijl⁡+Yijn-μYnijl2SYnijl


+12∑i=1m∑j=1d(log⁡SZnij+1-SZnij-μZnij2),(5.115)

where

[μYn|SY]=I-ATReLuYnW1W2,

[μXn|SXn⁡]=B tanh(XnW3)W4,

μZn=μYn-μXn,

SZn=SYn+SXn,

Znl=μZn+SZn⨀εl, εl~MNmd0, I, I, l=1, 2, …, L, 

μY^n,lSY^n,l=ReLu(I-AT-1BtanhXnW5W6+ Znl)W7)W8). 

Next we consider categorical endogenous variables Y. The first term in equation (5.115) can be viewed as the reconstruction error and the second term can be viewed as a regularization term.

In Appendix 5F, we show that the ELBO for categorical variables is given by

Lθ,∅,Yn, Xn≈1L∑l=1L∑i=1m∑j=1dYijnlog⁡pYnlij


+12∑i=1m∑j=1d(log⁡SZnij+1-SZnij-μZnij2),(5.116)

where the probability matrix pYn is generated

pYn,l=softmax(ReLu(I-AT-1BtanhXnW5W6+Znl)W7)W8)),

where W5, W6, W7, and W8 are weight matrices.

The ELBO for entire dataset is


Lθ,∅, Y,X=1N∑n=1NLθ,∅,Yn, Xn.(5.117)




5.2.3.4 Optimization Formulation for Learning DAG

In this section, we show that the ELBO is a nonlinear function of the adjacency matrix A and coefficient matrix B. Maximization of ELBO attempts to fit the data for making the estimators of the matrices A and B as close the true matrices A and B as possible. However, the estimated adjacency matrix A cannot ensure that the estimated directed graph is acyclic. We need to impose constraint to guarantee the acyclicity of the estimated graph. In the following, we will illustrate that the ELBO has close connection with the loss function of SEMs (Yu et al. 2019) and introduce more convenient constraint for acyclicity than the proposed by Zeng et al. (2018).


5.2.3.4.1 Connection of the ELBO with the Loss Function of the SEM In order to establish the connection of the ELBO with the loss function of the SEM, we first simplify the formulation of the ELBO. Define Y^ij=μYij and assume that SY=1. Then, the reconstruction error (the first term) in equation (5.115) is reduced to

-md2log⁡2π+12L∑i=1m∑j=1dYij-Y^ij2.


=-md2log⁡2π+12LY-Y^F2.(5.118)

If we define Zij=μZij and assume that SZ=1, then the second term in equation (5.115) is reduced to


-12∑i=1m∑j=1dZij2=-ZF2.(5.119)

If we assume that f1=f2=f3=1, then equation (5.100) is reduced to


Z=I-ATY-BX.(5.120)

Substituting equation (5.120) into equation (5.119), we obtain


-Y-ATY-BXF2.(5.121)

which approximates lΓ, B;X,Y.

Combining equations (5.118) and (5.121), we obtain

-ELBO≈Y-ATY-BXF2+md2log⁡2π+12LY-Y^F2 


≈lΓ, B;X,Y+md2log⁡2π+12LY-Y^F2.(5.122)

Comparing with loss function (5.81), the first term lΓ, B;X,Y in equation (5.122) is the OLS loss function in equation (5.81). The second term in equation (5.122) also plays similar regularization role as that the second term in equation (5.81) plays.



5.2.3.4.2 Acyclicity Constraint The VAE intends to fit the model to data, but cannot ensure the corresponding graph of the resulting estimated adjacency matrix is acyclic. To overcome this limitation, in Section 5.2.2 we introduced the equality constraint to ensure the acyclicity of the inferred graph (Zheng et al. 2018). In this section, we will introduce a modified equality constraint to ensure the acyclicity of the resulting graph which was proposed by Yu et al. (2019).

We can show that if all elements in the adjacency matrix A are positive, then Tr(Ak) counts the number of the length-k closed path. The existence of a cycle indicates that the number of the length-m closed path is not equal to zero. Therefore, the corresponding directed graph of the adjacency matrix A is acyclic if and only if TrAm=0. To ensure nonnegativity of the elements of the matrix, we can define C=A∘A, where ∘ indicates the element-wise multiplication. Yu et al. (2019) introduced the following constraint to characterize the acyclicity of the graph:


hA=TrI+αA∘Am-m=0.(5.123)



5.2.3.4.3 Optimization Formulation for Learning a DAG Learning a DAG defined by SEMs can be formulated as the following equality constrained optimization problem (Yu et al. 2019):


minA,B, θ, ∅⁡ FA,B,θ,∅=-ELBO=-Lθ,∅, Y,X(5.124)

Subject to hA=TrI+αA∘Am-m=0,

where the unknown parameters include the matrices A, B and all parameters θ of the VAE. All techniques for solving optimization problem can be applied here.

To solve the equality constrained optimization problem (5.124), we use augmented Lagrange method and duality theory in nonlinear programming (Geoffrion 1971). The optimization problem (5.124) is called the primal problem. Using Lagrange multipliers to add constraint hA to the object function, we define the augmented Lagrangian:


LρA,B,θ,∅, ρ, λ=FA,B,θ,∅+ρ2h(A)2+λh(A),(5.125)

where ρ is a penalty parameter and λ is a Lagrange multiplier. Increasing ρ will gradually enforce constraint h(A) or acyclicity of the graph. When ρ=+∞ the minimizer will enforce h(A)=0. Then, the objective function LρA,B,θ,∅, ρ, λ is reduced to -Lθ,∅, Y,X. The constrained optimization problem (5.124) is solved using duality theory and augmented Lagrangian method (Geoffrion 1971).

Define Lagrange dual function:


Dλ=minA,B, θ,∅⁡LρA,B,θ,∅, ρ, λ.(5.126)

Define

maxλ⁡D(λ)= maxλ⁡minA,B, θ.∅⁡LρA,B,θ,∅, ρ, λ.

Let F*  be the optimal value of the primal problem:


minA,B, θ, ∅⁡ FA,B,θ,∅=-ELBO=-Lθ,∅, Y,X(5.127)

Subject to hA=TrI+αA∘Am-m=0.

Then, under some conditions, we have


maxλ⁡D(λ)= F*.(5.128)

Solution procedures are iterated between the primal problem and dual problem. For fixed Lagrangian λk, we solve the primal problem using stochastic gradient method:


Ak*, Bk*, θk*, ∅k*=argminA,B, θ.∅⁡LρA,B,θ,∅, ρ, λ.(5.129)

Then, for fixed Ak*, Bk*, θk*, ∅k*, we solve the dual problem using gradient ascent method. The gradient is given by


∂LρAk*, Bk*, θk*, ∅k*, ρk*, λ∂λ=h(Ak*).(5.130)

The Lagrangian λk is updated by ascend:


λk+1=λk+γkh(Ak*),(5.131)

where γk is a tune learning rate.

The penalty parameter ρk is updated by (Yu et al. 2019)


ρk+1=ηρkif hAk>ξ|hAk-1|ρkotherwise,(5.132)

where η>1 and ξ<1.

Algorithm for solving primal-dual is summarized as Algorithm 5.3.


Algorithm 5.3

Step 1: Initialization. Input initial values (A0, B0, θ0, ϕ0) and tolerance ε>0.

Step 2: For k=0, 1, 2, …:


	Solving the primal Ak*, Bk*, θk*, ∅k*=argminA,B, θ.∅⁡LρA,B,θ,∅, ρ, λ.


	Solving the dual by ascent

λk+1=λk+γkh(Ak*),

ρk+1=ηρkif hAk>ξ|hAk-1|ρkotherwise,

where η>1 and ξ<1.


	If hAk+1< ε, then set

A*=Ak+1, , B*=Bk+1, θ*=θk+1, and ϕ*=ϕk+1.




Step 3: Return the network. Set A^=A*∘IA*>ωA and B^=B*∘IB*>ωb.







5.2.4 Loss Function and Acyclicity Constraint

If we assume that the error E and Y are uncorrelated, and E and X are uncorrelated, then the ordinary least-squares (OLS) methods can be used to estimate the parameters in the SEM. However, when the residuals E and Y are correlated, the OLS for parameter estimation, in general, will be inconsistent. Other methods, including two-stage least square methods and instrument variable methods should be used (Xiong 2018b; Bun and Harrison 2019). This section will focus on the OLS loss function combined with acyclicity constraints and penalty function for sparse SEM.


5.2.4.1 OLS Loss Function

The OLS loss function for linear SME is defined as


lΓ, B;X,Y=12nY-YΓ-XBF2,(5.133)

where n is the number of sampled data points, .F is the Frobenius norm of the matrix. It can be proved that under some conditions, the minimizer of the OLS loss can infer a true DAG and is consistent for both Gaussian and non-Gaussian SEM (Loh and Buhlmann 2014; Aragam et al. 2016; Zheng et al. 2018).

In practice, DAGs, in general, are sparse, which implies that the corresponding SEMs are sparse. To develop sparse SEMs, we should incorporate the penalty terms into the loss function. Define L1 norm of the matrix W as W1=∑i=1p∑j=1q|Wij|. To ensure that DAGs are sparse, we add L1-penalization term to the loss function lΓ, B;X,Y, leading to (Zheng et al. 2018)


lΓ, B, λ;X,Y=12nY-YΓ-XBF2+λ1Γ1+λ2B1,(5.134)

where λ1, λ2 are penalty parameters.

Only minimization of the loss function lΓ, B, λ;X,Y cannot ensure that the inferred graphs are acyclic. To make the inferred graphs acyclic, we need to impose acyclicity constraints. Let G(Γ) be inferred directed graphs and DA be a set of DAGs. Imposing acyclicity constraints leads to the following optimization problem for inferring DAGs:


minΓ∈RM×M, B∈RK×M⁡l(Γ, B, λ;X,Y)(5.135)

Subject to G(Γ)∈DA.

The acyclicity constraints G(Γ,B) are often specified by combinatorial methods. The optimization problem (5.135) is, in nature, a combinatorial optimization problem, and hence is an NP hard problem (Chickering et al. 2004). The elegant exact algorithms for solving the combinatorial optimization problem includes dynamic programming (Eaton and Murphy 2007, Koivisto 2012), A* algorithm (Yuan and Malone 2013), and integer programming algorithm (Bartlett and Cussens 2017; Hu et al. 2020; Manzour et al. 2020). To meet this computational challenge, Zheng et al. (2018) proposed to transform these combinatorial optimization problems into continuous optimization problem using a new smooth acyclicity constraint.



5.2.4.2 A New Characterization of Acyclicity

To transform a combinatorial optimization problem for inferring DAGs using SEMs, Zheng et al. (2018) proposed to replace a combinatorial constraint G(Γ)∈DA with a single smooth equality constraint hΓ=0. They specified that the smooth function h(Γ)∈RM×M should satisfy the following four conditions:


	
hΓ=0 if and only if Γ is acyclic;


	The value of hΓ measures how far the graph is away from DAG;


	
hΓ is a smooth function;


	Computation of hΓ and its derivative is simple.



Under new constraints, the optimization problem (5.135) will be transformed to


minΓ∈RM×M, B∈RK×M⁡l(Γ, B, λ;X,Y)(5.136)

Subject to hΓ=0.

Now we introduce smooth constraint function hΓ proposed by Zheng et al. (2018). We begin with binary adjacent matrices.


Example 5.11 Trace of the Adjacency Matrix for a DGA

The adjacency matrix A corresponding to Γ matrix in Figure 5.8 and its power are given by

A=[ 0010000010000000000101100 ], A2=[ 0001100000000000000100000 ], 

A3=[ 0001000000000000000000000 ], and A4=[ 0000000000000000000000000 ].

It is clear that TrA=TrA2=TrA3=TrA4=0.

Example 5.11 can be extended a generic case. Intuitively, the elements in the diagonal of the matrix A2is calculated as

a~ii(2)=∑j=1Maijaji.

Since there is no cycle, aij=1 imlies aji=0. Therefore, all a~ii(2)=0, i=1, …, M. Thus, TrA=TrA2=0. Consider off diagonal of the matrix A2. Then, we have a~ij(2)=∑l=1Mailalj, which indicates length-2 path (i→j). In general, a~ii(k)=∑l1=1M⋯∑lk=1Mail1…alki. The diagonal element a~ii(k) of the matrix Ak indicates the length-k closed path (i→j1…→jk-1→i) in a directed graph. Thus, Tr(Ak) counts the number of the length-k closed path (i→j1…→jk-1→i). Since there is no cycle, we conclude TrAk=0. Using similar argument, we can show that an acyclic graph will have


TrAk=0, ∀k=1,2, ., ∞.(5.137)




Lemma 5.1: One Simple Characterization of Acyclicity (Zheng et al. 2018)

Assume an M×M dimensional adjacency matrix A with binary elements and its spectral radius rA<1. The adjacency matrix A is a DAG if and only if the following equality holds:


TrI-A -1=M.(5.138)

Proof

Following Zheng et al. (2018) approach, we can easily approve it. Using Taylor expansion, when rA<1, we have


I-A -1=I+∑k=1∞Ak,(5.139)

which implies


Tr(I-A -1=M+∑k=1∞Tr(Ak).(5.140)

Substituting equation (5.137) into equation (5.140) yields

TrI-A -1=M.

Although equation (5.138) can characterize acyclicity, it has several limitations. First, it requires rA<1. Second, its numeral computation is unstable. The elements of Ak are small and often exceed machine precision, which leads to unstable evaluations of Ak and its derivatives. The following lemma for characterization of acyclicity using matrix exponential is practically more useful.

Let A be an M×M matrix. Similar to the exponential function, the exponential of matrix A, denoted by eA or exp⁡(A) is defined as


eA=I+A+A22!+…+Akk!+…=∑k=0∞Akk!.(5.141)

It is easy to see that

e0=I,

eAeB=eA+B if AB=BA,

eAe-A=I.




Example 5.12

Let

A=0X000Y000.

Then,

A2=00XY000000, eA=1X12XY01Y001.




Lemma 5.2: Matrix Exponential Characterization of Acyclicity

An M×M binary adjacency matrix A represents a DAG if and only if


TreA=M.(5.142)

Proof

Combining equations (5.137) and (5.141), we obtain

TreA=M+∑k=1∞TrAk=M.

It is clear that if the binary adjacency matrix A is replaced by nonnegative weighted matrix, then equations (5.137), and hence (5.142) still hold. Now if some elements of the weighted matrix W are negative, then both equations (5.137) and (5.142) do not hold. To solve this problem, we define a new weight matrix as the Hadamard product W∘W, i.e., all multiplications are element-wise multiplications. It is clear that all elements of W∘W are nonnegative. Therefore, equations (5.137) and (5.142) hold for W∘W.




Theorem 5.2: Characterization of Acyclicity for the General Weighted Adjacency Matrices (Zheng et al. 2018)

A weight matrix W is a DAG if and only if


hW=TreW∘W)-M=0.(5.143)

Partial derivative of the constraint function h(W) with respect to matrix W is given by


∂h(W)∂W=eW∘WT∘2W,(5.144)

where

∂h(W)∂W=∂h(W)∂WijM×M.

Proof

In the end of Lemma 5.2, we have shown the equation (5.143). We can show equation (5.144) (Exercise 5.4). These show that constraint function h(W) satisfies the following conditions (1), (3), and (4). Now we intuitively show that h(W) can measure the degree of acyclicity. It is clear that


	
Tr(A+A2+…+Ak+…) counts the number of closed paths in A,


	These counts are reweighted by matrix exponential eW,


	Since the weight of each edge (i,j) in W∘W is wij2, replacing A with W∘W is to count the weighted closed paths, and


	Inequality hW1>h(W2) indicates that either W1 has more cycles than W2 or the cycles in W1 have more weights than in W2.









5.3 LATENT CAUSAL STRUCTURE

In Section 5.2, we discussed to infer causal networks among observational data. However, in many scenarios, the observed variables may not have direct causal structure. They are generated by latent causal variables or causally related confounders (O'Shaughnessy et al. 2020; Xie et al. 2020; Yang et al. 2020). In Section 5.2.4, we assume that latent variables in the VAE are independent. To model the causal structure between latent variables, in this section, we assume that the latent variables that generates the observed variables form causal structure. We will focus on introducing VAE with latent causal networks (Yang et al. 2020).


5.3.1 Latent Space and Latent Representation

Classical VAE learns mutually independent latent factors. Its general framework takes the standard multivariate normal distribution as a prior of the latent variables and approximates the unknown true posterior p(Z|Y) by a variational posterior q(Z|Y). However, unsupervised VAE does not perform well when factors form complex causal networks. Now we will introduce VAE with latent causal representation.

Consider two sets of observed variables: Y=(Y1,…, Yd) and X=(X1,…, Xk). Assume that X is low dimensional (k≤d). Assume that N subjects are sampled. The observed dataset is denoted by D={Y1, X1, …, YN, XN,}, where Yi=[Y1i, …, Ydi], and Xi=[X1i, …, Xki]. The data X can be class label associated with the data Y, time index or previous data points in a time series, or another concurrently observed variable, for example, Y are observed gene expressions and X are observed genotypes (Khemakhem et al. 2019). The data are mapped to a latent space. The latent space contains two sets of latent variables: Z=(Z1, …, Zm) and ε=(ε1, …, εm).

Unlike the classical VAE, where the latent variables are independent, here we assume that the latent variables are connected by a DAG with an adjacency matrix A (Figure 5.10). For simplicity, we assume that the DAG is modeled by linear SEMs:

[image: ]
FIGURE 5.10 VAE with latent causal graph.




Z=ATZ+ε=I-AT-1ε,(5.145)

where ε are independent exogenous factors that follow Multivariate Gaussian ε~N(0,I) and Z are causal representation of latent endogenous factors. The model with unsupervised learning is unidentifiable (Louizos et al. 2017; Yang et al. 2020). To make the model identifiable, we need to provide additional information.

Equation (5.145) introduces a causal layer to learn latent causal representation (Figure 5.10). The inverse matrix I-AT-1 is parameters in the latent causal layer. A key feature of latent causal representation is that once the latent causal graph and SEMs are learned, we can intervene the latent codes to generate artificial data which are not present in the training data.



5.3.2 Mapping Observed Variables to the Latent Space

VAE is unsupervised learning. However, Locatello et al. (2018) showed that the inferred latent representation using unsupervised learning is not identifiable. To ensure that the latent causal model is identifiable, we must provide the additional supervising information associated with the true causal concepts. The supervising information includes the label, pixel level observation, and genetic variants in the gene regulatory networks. Therefore, the observed variables include the concept variables Y and supervising information variables X. The latent variables are Z and ε. The additional information X serves two purposes (Yang et al. 2020). Firstly, a conditional prior p(Z|X) can regularize the learned posterior of the latent variables Z and ensure the identifiability of the learned models. Secondly, the additional information X can be used to learn the causal model of the latent variables Z. The latent substantive variables Z are dependent, but the latent variables ε are independent. We assume that Z and ε are independent. The variables Y are mapped to the latent variables Z and ε, and the variables X are only mapped to the latent variables Z.


5.3.2.1 Mask Layer

To further improve the initially learned causal structure, a mask layer is introduced (Yang et al. 2020). The mask layer generates the data from the parental variables to their children. Recall that the adjacency matrix for the inferred causal network is defined as A=[A1|…|Am], where Ai is an edge weight vector and Aji denotes the weight from node Zj to node Zi. Let Zi be the ith component of the vector Z. Define

Ai⨀Z=A1iZ1⋮AjiZj⋮AmiZm,

where ⨀ denotes the element-wise multiplication and AjiZj represents the contribution of the parent node Zj to the node Zi Zj→Zi). Therefore, Ai⨀Z contains only the parent information of the node Zi and masks information of its all non-parent nodes. Define a mask:

Zi=gi(Ai ⨀Z)+ei, i=1,…, m,

where gi is a nonlinear and invertible function.

By minimizing the reconstruction error, the mask layer can improve the estimation of the adjacency matrix A.



5.3.2.2 Encoder and Decoder for Latent Causal Graph

Recall that ε∈Rm is the latent exogenous independent variables and Z∈Rm is the latent endogenous variables with the linear SEM:

Z=ATZ+ε=Cε,

where C=I-AT-1.

Consider encoding function h(Y) and decoding function f(Z). Similar to the VAE discussed in Section 5.2, the observed variables Y must be mapped to independent latent variables ε. Therefore, the model for the encoder is given by


ε=hY+ξenc,(5.146)

where ξenc are the vectors of independent noise with density function pξenc.

Decoding equation is defined as


Y=fZ+ξdec,(5.147)

where ξdec are the vectors of independent noise with density function pξdec and fZ=f1Z,…, fm(Z)T. Let ξ=(ξenc, ξdec) and pξ be density function. When ξ is small, the encoder and decoder distributions can be taken as deterministic ones.

Given supervising information X, the conditional distribution for generating the variables Y,Z, and ε can be factorized to


pθY,Z,εX=pθ(Z,ε|X)pθ(Y|Z,ε,X).(5.148)

Define the generating process:


pθYZ,ε,X=pθYZ=pξDecYZ=pξDec(Y-f(Z),(5.149)

and

the inference process:


qϕεY,X=qϕεY=pξEnc(ε-hY).(5.150)

Instead of the prior pθ(Z) in the classic VAE, we define the joint prior pθ(ε,Z|X) for the latent variables ε and Z as


pθε,ZX=pε(ε)pθ(Z|X),(5.151)

where pεε=N(0,I).

We assume that the prior of latent substantive variables pθ(Z|X) is a factorized Gaussian distribution (Yang et al. 2020):


pθZX=∏i=1mN(Z;λ1Xi, λ22(Xi),(5.152)

where λ1 and λ2 are nonlinear functions and approximated by NNs. Define

TZ=μZ,σZ=μ1Z1, σ1Z1,…, μmZm, σmZm


=T[T1,1Z1, T1,2Z1,…,Tm,1Zm, Tm,2Zm].(5.153)

Let θ=(f,h,C,T,λ) be the parameters in the model.




5.3.3 ELBO for the Log-Likelihood log⁡pθ(Y|X)

Variational Bayes qϕ(ε,Z|Y,X) will be used to approximate the true posterior pθ(ε,Z|Y,X). Using the similar techniques of the Variational Bayes discussed in Section 5.2, we obtain the following ELBO for the log-likelihood log⁡pθ(Y|X):

EqD(Yn, Xn)[log⁡pθ(Yn|Xn)]≥ELBO(Yn,Xn)=L(θ,∅, Yn, Xn),

where

Lθ,∅, Yn, Xn=EqD(Yn, Xn){Eq∅Z, εYn, Xn[log⁡pθ(Yn|Z,ε,Xn)]


-KL(q∅Z, εYn, Xnpθ(Z,ε|Xn))}.(5.154)

The ELBO for entire dataset is


Lθ,∅, Y,X=1N∑n=1NLθ,∅, Yn, Xn.(5.155)

To compute the ELBO, we need to specify the distributions pθ(Yn|Z,ε,Xn), q∅Z, εYn, Xn, pθ(Z,ε|Xn) and define transformation for Z,ε. Using equation (5.145), we can define

q∅Z, εYn, Xn=q∅(ε|Yn,Xn)IZ=Cε(Z)


=q∅(Z|Yn, Xn)Iε=C-1Z(ε).(5.156)

Before calculating ELBO, we further transform equation (5.154). Using equations (5.149) and (5.156), the first term in equation (5.154) can be reduced to


EqD(Yn, Xn){Eq∅ZYn, Xn[log⁡pθ(Yn|Z)]}.(5.157)

Using equations (5.151) and (5.156), the second term in equation (5.154) can be reduced to

∫​q∅(Z, ε|Yn, Xn)×log(q∅(ε|Yn,Xn)IZ=Cε(Z)q∅(Z|Yn, Xn)Iε=C−1Z(ε)) 12pε(ε)pθ(Z|Xn)×dεdZ

=12[Eq∅(ε|Yn,Xn)logq∅(ε|Yn,Xn)pε(ε)+Eq∅(Z|Yn, Xn)logq∅(Z|Yn, Xn)pθ(Z|Xn)]


=12[KL(q∅(ε|Yn,Xn)pε(ε))+KL(q∅(Z|Yn, Xn)pθ(Z|Xn))]  .(5.158)

Combining equations (5.157) and (5.158), we obtain

Lθ,∅, Yn, Xn=EqD(Yn, Xn){Eq∅ZYn, Xn[log⁡pθ(Yn|Z)]


-12[KL(q∅εYn,Xnpε(ε))+KL(q∅(Z|Yn, Xn)pθ(Z|Xn))]} .(5.159)



5.3.4 Computation of ELBO


5.3.4.1 Encoder

We first model autoencoder and calculate KL distance between the variational approximate posterior and prior over the latent variables. Recall from equation (5.150) that

qϕεYn,Xn=qϕεYn=pξEnc(ε-hYn).

We assume that qϕεY,X follows a multivariate Gaussian with a diagonal covariance structure:

log⁡qϕεYn,Xn=log⁡N(ε;hYn, σε2Yn),

where mean hYn and variance σε2Yn are output of nonlinear encoding functions of data point Yn and the variational parameters ∅, defined as


[h(Yn)|log⁡σε2Yn]=Relu(YnW1)W2(5.160)

We assume that pε(ε) is the centered isotropic multivariate Gaussian pεε=N(0, Im). By the same argument as before, we can show that (Exercise 5.5)


-KL(q∅εYn,Xnpε(ε))=12∑j=1m[1+log⁡σε j2-hj(Yn2-σεj2].(5.161)

Next we calculate KL(q∅(Z|Yn, Xn)pθ(Z|Xn))]. It follows from equation (5.156) that (Exercise 5.6)


q∅ZYn, Xn=qϕεYn,Xn)|C|,(5.162)

which implies that (Exercise 5.6)


μZYn, Xn=|I-AT|h(Yn) and σZ2Yn,Xn=|I-AT|2σε2Yn.(5.163)

It follows from equation (5.152) that (Exercise 5.7)


log⁡pθZXn=∑i=1mlog⁡N(μZ|XniZiλXi, σZ|XniZiλXi),(5.164)

where


μZ|Xn=μZYn, Xnλ(Xn),(5.165)


σZ|Xn2=σZ2Yn,Xnλ2(Xn),(5.166)


λXn=ReLu(XnW3)W4(5.167)

We can show that (Exercise 5.8) that


-KL(q∅(Z|Yn, Xn)pθ(Z|Xn))]=12∑j=1m1+log⁡σZjσZ|Xnj2-σZjσZ|Xnj2-μzj-μZ|XnjσZ|Xnj2(5.168)

Combining equations (5.161) and (5.168), we obtain

-12[KLq∅εYn,Xnpε(ε))+KL(q∅(Z|Yn, Xn)pθ(Z|Xn))] =


14∑j=1m2+log⁡σεj2-hj(Yn2-σεj2+log⁡σZjσZ|Xnj2-σZjσZ|Xnj2-μzj-μZ|XnjσZ|Xnj2(5.169)



5.3.4.2 Decoder

The decoder is defined as

Y=fZ+ξDec.

We assume that ξDec follows a multivariate Gaussian N(0, σ2I). Thus, we obtain


pθYnZ=1(2π)1/21∏j=1mσYjexp⁡{-12Yjn-fjZ2σYjn2},(5.170)

where


[μYn,l=f(Zn,l)|log⁡σYn,l2]=Relu (Zn,lW5)W6,(5.171)


Zn,l=μZYn, Xn+σZYn, Xn⨀el, el~N0, I.(5.172)

The Monte Carlo estimator of the first term Eq∅ZYn, Xn[log⁡pθ(Yn|Z)] in equation (5.159) is given by

Eq∅ZYn, Xn[log⁡pθ(Yn|Z)]≈1L∑l=1Llog⁡pθ(Yn|Zn,l)


=-12L∑l=1L[log⁡2π+∑j=1m(log⁡σYjn,l2+Yjn-μY,jn,l2σY,jn,l2].(5.173)

Combining equations (5.167) and (5.173), we obtain

Lθ,∅, Yn, Xn=-12L∑l=1L[log⁡2π+∑j=1m(log⁡σYjn,l2+Yjn-μY,jn,l2σY,jn,l2]


+14∑j=1m2+log⁡σεj2-hj(Yn2-σεj2+log⁡σZjσZ|Xnj2-σZjσZ|Xnj2-μzj-μZ|XnjσZ|Xnj2.(5.174)



5.3.4.3 Learning Latent Causal Graph

Recall that the mask layer is defined as


Zi=gi(Ai ⨀Z, ηi)+ei, i=1,…, m,(5.175)

where gi is a nonlinear and invertible function, ηi are parameters.

To learn the mask and refine the estimated adjacency matrix A, we impose the constraint:

lm(Yn, Xn)=EZ~q∅ZYn, Xn∑i=1mZi-gi(Ai ⨀Z, ηi)2≤eM

or its sampling approximation

LmYn, Xn=1L∑l=1m∑i=1mZin,l-gi(Ai ⨀Zn.l, ηi)2≤eM.

The ELBO for entire dataset is


Lθ,∅, Y,X=1N∑n=1NLθ,∅, Yn, Xn.(5.176)




5.3.5 Optimization for Learning the Latent DAG

Similar to Section 5.2.3.4, to ensure acyclicity of the learned network, we can also introduce constraint:


hA=TrI+αA∘Am-m=0.(5.177)

Optimization formulation of learning latent DAG can be formulated as


minA,B, θ, ∅⁡ FA,B,θ,∅=-ELBO=-Lθ,∅, Y,X(5.178)

Subject to

hA=TrI+αA∘Am-m=0,

1N∑n=1NLmYn, Xn≤eM.

Again, duality theory and Lagrange multiplier methods can be used to solve the equality constrained optimization problem (5.178). For details, please read Section 5.2.3.4.




5.4 CAUSAL MEDIATION ANALYSIS

Mediation analysis is a powerful tool for understanding mechanism of intervention and exposures (Cai et al. 2013; Cashin et al. 2020). Mediation analysis attempts to decipher complex causal mechanisms, where the total effect is decomposed into causal direct and indirect effects (Rijnhart et al. 2020). Mediation analysis can be classified into classical mediation analysis and modern causal mediation analysis, or single variate mediation and multivariate mediation analysis, cross sectional and longitudinal mediation analysis (Zhao and Luo 2019; Blum et al. 2020). Mediational analysis has rich literature. In this section, we will focus on application of VAE to cascade unobserved mediator models (Cai et al. 2019).


5.4.1 Basics of Mediation Analysis

Mediation analysis is to study how independent variables (causes, interventions) influence the outcomes (effects, outcomes) through intermediate variables (mediators) (Gunzler et al. 2013). By mediation analysis, we can identify the pathways from causes (interventions) to the effects (outcomes). Mediation analysis allows us to gain insight and discover deep mechanism of actions.


5.4.1.1 Univariate Mediation Model

A typical simple framework for mediation analysis is shown in Figure 5.11(a). Mediation analysis consists of three variables: intervention variable (X), outcome variable (Y), and mediator variable (Z). Outcome and mediator variables are often called endogenous variables and intervention variable is called exogenous variable. The SEMs are often used for mediation analysis. The SEM for Figure 5.11(a) is given by
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FIGURE 5.11 Architecture of mediation analysis. (a) Single variate mediation analysis, (b) multivariate mediation analysis, (c) cascade unobserved mediator model, (d) Parallel observed mediator model.




X=εX,(5.179)


Z=βXZX+εZ,(5.180)


Y=γXYX+γZYZ+εY.(5.181)

The adjacency matrix A is given by

A=0βXZγXY00γZY000.

Let W=X, Y, ZT and ε=[εX, εY, εZ]T Then, equations (5.179)–(5.181) can be written in a matrix form:


W=ATW+ε.(5.182)



5.4.1.2 Multivariate Mediation Analysis

A graphical representation of a multiple mediation model is shown in Figure 5.11(b). There are k potential mediators M1,…, Mk between the intervention variable X and outcome variable Y.

Let W=X, M1,…, Mk, YT and ε=εX, εM1,…, εMk, εYT. . The adjacency matrix A is given by

A=0α1⋯αk000⋯0β1⋮00⋮00⋮⋯⋯⋮00⋮βk0.

The SEM is


XM1⋮MkY=00⋯00α10⋯00⋮αk0⋮0β1⋮⋯⋯⋮0βk⋮00XM1⋮MkY+εXεM1⋮εMkεY,(5.183)

or


W=ATW+ε.(5.184)



5.4.1.3 Cascade Unobserved Mediator Model

All previous mediation models assume that the mediators are observed. However, in many cases, the mediators are unobserved. In this section, we introduce cascade unobserved additive mediation models proposed by Cai et al. (2019). The cascade additive mediation model is shown in Figure 5.11(c). Let X be a cause and Y be its effect. There are k unobserved mediators (Z1, …, Zk) between them. Define the cascade ANM:


M1=f1X+Z1,(5.185)


Mk=fkMpak+Zk,(5.186)


Y=fK+1MpaY+ε,(5.187)

where X, Zk(k=1,…, K), and ε are mutually independent, Mpak and MpaY denote parents of Mk and Y, respectively, and the causal relations among Mk are recursive.



5.4.1.4 Unobserved Multivariate Mediation Model

Again, let X be a cause and Y be its effect. There are K parallel unobserved mediators M1, …, MK between them as shown in Figure 11(d). Define the model:


M=ATM+fX+Z,(5.188)


Y=gM1,…, MK+ε,(5.189)

where fX=f1x, …, fK(X)T, M=M1,…, MKT, Z=Z1, …, ZKT, Z1,…, ZK, and ε are mutually independent, f1,…, fK and g are nonlinear functions, A is an adjacency matrix.




5.4.2 VAE for Cascade Unobserved Mediator Model

Due to space limitation, we will focus on application of VAE to cascade unobserved mediator model which was developed by Cai et al. (2019).


5.4.2.1 ELBO for Cascade Mediator Model

Consider a dataset D=Xn, Ynn=1N. We can view the unobserved mediators as the latent variables. Using the model equations (5.185)–(5.187), the marginal density function pθ(Xn, Yn) can be calculated by integral over the latent variables Mk:

pθXn, Yn=∫pθXn, Yn, MdM


=∫pθXnpθ(Yn|MpaY)∏k=2KpθMkMpakpθM1XndM.(5.190)

However, the latent variables Mk, k=1,…, K can be mapped to noise variables Zk, k=1,…,K. Recall that by assumption of the additive model that Zk is independent of Mpa(k). Thus, we have

pθMkMpak=pθZk=Mk-fkMpakMpak=pθ(Zk), which implies


∏k=2KpθMkMpakpθM1Xn=∏k=1Kpθ(Zk),(5.191)

Similarly, we obtain

pθ(YnMpaY=pθ(εn=Yn-fK+1(MpaY)

=pθ(εn=Yn-fK+1(…f2(f1X+Z1))


=pθ(εn=Yn-fX,Z).(5.192)

Substituting equations (5.191) and (5.192) into equation (5.190) yields

pθXn, Yn=∫pθXnpθ((εn=Yn-fX,Z)∏k=1Kpθ(Zk)dz


=∫pθXn, εn,ZdZ,(5.193)

where


pθXn, εn,Z=pθXnpθ((εn=Yn-fX,Z)∏k=1Kpθ(Zk).(5.194)

Similar to Appendix 5F, we can show that the ELBO is given by


log⁡pθ( Xn,εn, Z)≥Lθ,∅,Yn, Xn,(5.195)

where

Lθ,∅,Yn, Xn=log⁡pXn+Eq∅(Z|Yn,Xn)[log⁡p(εn=Yn-fXn,Z,θ)]


- KL(q∅ZYn,XnpθZ).(5.196)



5.4.2.2 Encoder and Decoder


5.4.2.2.1 Encoder Encoder is to find approximate posterior q∅ZYn,Xn using NNs. The cause Xn and effect Yn are mapped to latent space Z. The representation trick (Kingma and Welling 2013; Cai et al. 2019) is used to make approximate posterior q∅ZYn,Xn. Define the following differentiable transformation:


Z=g∅τ, Y,X, τ~p(τ).(5.197)

Assume that q∅ZYn,Xn follows a Gaussian distribution


q∅ZYn,Xn=N(Z; μ∅Yn, Xn, σ∅Yn, Xn),(5.198)

where


[μ∅Yn, Xn|log⁡σ∅Yn, Xn]=Relu(W1Yn, XnT)W2,(5.199)

and


Z also follows a Gaussian distribution: N(0,I). We can show that

- KLq∅ZYn,XnpθZ=


=12∑k=1K(1+log⁡(σ∅kYn,Xn)2-μ∅kYn,Xn2-(σ∅kYn,Xn)2.(5.200)



5.4.2.2.2 Decoder The decoder is designed as log⁡p(εn=Yn-fXn,Z,θ). We assume that ε follows a standard normal distribution N(0,1). Then, we obtain


log⁡p(εn=Yn-fXn,Z,θ)=-12(log⁡2π+Yn-fXn, Z, θ2),(5.201)

where fXn, Z, θ is implemented by NNs, for example,


fXn,Z,θ=Relu(W3XnZ)W4.(5.202)

The latent variable Zn,l is defined as


Zn,l=μ∅Yn, Xn+σ∅Yn, Xn⨀ul, ul~N0,1, l=1,…,L,(5.203)

where μ∅Yn, Xn and σ∅Yn, Xn are defined in equation (5.199).

The Monte Carlo estimation of Eq∅(Z|Yn,Xn)[log⁡p(εn=Yn-fXn,Z,θ)] is given by


Eq∅(Z|Yn,Xn)[log⁡p(εn=Yn-fXn,Z,θ)]≈ -12L∑l=1L(log⁡2π+Yn-fXn, Zn,l, θ2),(5.204)

where fXn, Zn,l, θ is defined in equation (5.202).

The ELBO for entire dataset is


Lθ,∅,Y,X=1N∑n=1NLθ,∅,Yn, Xn,(5.205)

where

Lθ,∅,Yn, Xn=-12L∑l=1L(log⁡2π+Yn-fXn, Zn,l, θ2)


+12∑k=1K(1+log⁡(σ∅kYn,Xn)2-μ∅kYn,Xn2-(σ∅kYn,Xn)2.(5.206)

Architecture of VAE for cascade unobserved mediator model is similar to Figure 5.5.




5.4.2.3 Test Statistics

Classifier two-sample test (Section 5.1.5) can be used to test causation and detect cause direction. Using equation (5.75), we define the test statistics TC(X→Y), TC(Y→X), and

TCE=TC(X→Y)-TC(Y→X)2σ2.

Under the null hypothesis of no causation, TCE is distributed as a central χ(1)2 distribution. If test shows the significant causation, then determine the cause direction. If TC(X→Y)<TC(Y→X) or (LX→Y >LY→X) then X→Y. Otherwise, Y→X.





5.5 CONFOUNDING

Confounders that affect both an intervention and its outcome obscure the real effect of the cases. Confounders will cause bias. It is a major obstacle to making valid causal inferences from observational data (Suttorp et al. 2015). Widely used classical methods for causal analysis with unobserved confounders are instrumental variable (IV) methods, proxy variable methods (Kallus et al. 2018; Veitch et al. 2019), regression discontinuity design and identification by enumeration of mechanism (front door methods) (Guo et al. 2020). In the recent years, deep learning and latent variable models for causal inference with unobserved confounders have been developed (Louizos et al. 2017; Dinga et al. 2020). Since VAE make very weak assumption about the data generating processes and causal structure of the latent confounders, it is a powerful tool for causal inference with unobserved confounders. This section, we will mainly introduce latent variable models and IV methods for causal inference with unobserved confounders.


5.5.1 Deep Latent Variable Models for Causal Inference under Unobserved Confounders

A key issue for causal analysis from observational data is confounding. The recently developed methods for causal inference with confounders include VAE and representation learning (Louizos et al. 2017; Kallus et al. 2018; Miao et al. 2018), Identifiability motivated representation learning (Khemakhem et al. 2019; Wu and Fukumizu 2020; Yang et al. 2020), and GANs (Yoon et al. 2018; Ge et al. 2020). In this section, we will mainly introduce VAE and latent variable models for causal inference with unobserved confounders (Louizos et al. 2017).

Consider a simple model for causal inference with unobserved confounder. Let Y∈Rd be an effect, T∈Rd be causal or intervention variable, Z∈Rd be an unobserved confounder and X∈Rd be a proxy variable. Their relationships are shown in Figure 5.12(a). The four variables form a DAG. The adjacent matrix A is given by
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FIGURE 5.12 (a) Unobserved confound model, (b) Architecture of causal VAE.



A=00000αTY000.

The linear structural equations for Figure 5.12(a) are


X=Zx,(5.207)


T=ZT,(5.208)


Y=αTYT+ZY.(5.209)

Let

W=XTY and Z=ZXZTZY.

Then, equations (5.207)–(5.209) can be written in a matrix form:


W=ATW+Z.(5.210)

Similar to Yu et al. (2019), equation (5.210) can be transformed to


f2-1W=ATf2-1W+f1(Z),(5.211)

where f1, f2 are nonlinear functions, and f2-1 is inverse of function f2.

It follows from equation (5.211) that


W=f2(I-AT-1f1Z).(5.212)

Consider a special case: f2=1 and

f1Z=βXZ0βTZ0βYZ0.

Then, we obtain

X=βXZ0,

T=βTZ0,

Y=(αTYβT+βY)Z0.

It follows from equation (5.211) that

Z=f1-1(I-ATf2-1W)


=f4(I-ATf3W).(5.213)

Define encoder:

Z=f4(I-ATf3W) and

Decoder:

W=f2(I-AT-1f1Z),

where we assume that ZX=ZT=ZY=Z. Using techniques in Yu et al. (2019) or discussed in Section (5.2.4), we can estimate the causal effect and remove the bias from the unobserved confounder.



5.5.2 Treatment Effect Formulation for Causal Inference with Unobserved Confounder

Next we formulate the causal inference with unobserved confounder in terms of treatment effect estimation developed by Louizos et al. (2017). We assume that X and t, and X and Y are independent, given Z (Figure 5.12), i.e.,


ptX,Z=p(t|Z),(5.214)


pYt,Z,X=p(Y|t,Z).(5.215)

This is a typical application of VAE. We first introduce decoder (Louizos et al. 2017).


5.5.2.1 Decoder

The latent variable Z is viewed as the unobserved confounder. Let Xi be the input feature vector, ti be the treatment assignment variable (cause variable), and Yi be the outcome (effect) of the particular treatment of the ith sample. The decoder is defined as pθ(Y,t,X|Z) (Louizos et al. 2017). Using equations (5.214) and (5.215), we can factorize the encoding probability as


pθY,t,XZ=pθ(Y|t,Z)pθ(t|Z)pθ(X|Z).(5.216)

We can consider multiple confounders and multiple features. Therefore, we assume that Z and X are vectors. Here, we only consider a binary treatment assignment. Let Zij, j=1,…, kz be the component of the vector Z, where kz is the dimension of the vector Z. The prior distributions of Zij are assumed a Gaussian distribution and given by


pZi=∏j=1kZN(Zij|0,1).(5.217)

If we assume that X are continuous variables, then the log-conditional distributions of X, given Z, is


log⁡pXiZi=-12∑j=1kZ(log⁡2π+log⁡σxij2+Xij-μxij2σxij2,(5.218)

where

[μxi|σxi2]=Relu(Wx1Zi)Wx2.

If the variables X are discrete, then Bernoulli distribution or other discrete distribution are used for pXiZi. Let Bern denote Bernoulli distribution and σ be the logistic function. The log-conditional distribution of t, given Z is


log⁡ptiZi=tilog⁡σf1Zi+(1-ti)log⁡1-σf1Zi,(5.219)

where σf1Zi=logit(Wt2tanh⁡Wt1Zi+bz1+bt2).

Consider both continuous and discrete outcomes. The distribution of continuous outcome is assumed to follow a Gaussian distribution. The conditional distribution of Yi, given ti, Zi, is


pYiti, Zi=N(Yi; μ^i, V^), μ^i=tif2Zi+(1-ti)f3(Zi), or


log⁡pYiti, Zi=-12log⁡(2π+V^)+Yi-μYi2V^,(5.220)

where

μYi=tiReluWY2ZiWY1+1-tiRelu(WY4Zi)WY4 and

V^=Relu(WY6Z)WY5 ,Z=Z1,…, ZnT.

For the binary outcome, the conditional distribution of Yi, given ti, Zi, is

pYiti, Zi=Bern π=π^i, π^i=σ((tif2Zi+(1-ti)f3(Zi)), or


log⁡pYiti, Zi=Yilog⁡π^i+(1-Yi)log⁡(1-π^i),(5.221)

where

π^i=sigm(tiWY2tanhWY1Zi+bY1+bY2+(1-ti)WY4tanhWY3Zi+bY3+bY4.

These nonlinear functions fj are implemented by NNs with parameters θj.



5.5.2.2 Encoder

The encoder is defined as the approximate estimator of the posterior distribution of Zi, given the observed data Yi, ti,Xi (Louizos et al. 2017)


q∅ZiYi, ti, Xi=N(Zi; μij=μ-ij, σij2=σ-ij2),(5.222)

where


μ-i=tiμt=1,i+1-tiμt=0,i,σ-i2=tiσt=1,i2+(1-ti)σt=0,i2,(5.223)


μt=1,iσt=1,i2=g2⨀g1Xi,Yi, μt=0,iσt=0,i2=g3⨀g1Xi,Yi,(5.224)

where g1, g2, g3 are vectors of functions and implemented by NNs with parameters ∅k, and ⨀ denotes element-wise multiplications.




5.5.3 ELBO

Log-likelihood function log⁡pθ(Yi, ti, Xi) for the DAG in Figure 5.12(a) is bounded by (Kingma and Welling 2013; Louizos et al. 2017)


log⁡pθ(Yi, ti, Xi)≥L(θ, ∅, Yi, ti, Xi),(5.225)

where


Lθ, ∅, Yi, ti, Xi=Eq∅ZiYi, ti, Xilog⁡pθ(Yi, ti, XiZi-KL(q∅ZiYi, ti, Xi|pZi],(5.226)


L(θ, ∅, Yi, ti, Xi) is the ELBO for data point (Yi, ti, Xi).

Note that


log⁡pθ(Yi, ti, XiZi=log⁡pθ(Yi|ti, Zi)+log⁡pθ(Xi, ti|Zi).(5.227)

Substituting equation (5.227) into equation (5.226), we obtain

Lθ, ∅, Yi, ti, Xi=Eq∅ZiYi, ti, Xi[log⁡pθ(Yi|ti, Zi)+log⁡pθ(Xi, ti|Zi)


-KL(q∅ZiYi, ti, Xi|pZi].(5.228)

We can show (Exercise 5.10) that


-KLq∅ZiYi, ti, XipZi=12∑j=1kZ1+log⁡σ-ij2-σ-ij2-μ-ij2.(5.229)

Next we calculate log⁡pθ(Yi, ti, Xi|Zil). First, define transformation:

Zil=μ-i+σ-i⨀εl, εl~N0,I, l=1, 2, …, L,

μ-i=tiμt=1,i+1-tiμt=0,i,σ-i2=tiσt=1,i2+(1-ti)σt=0,i2,

μt=1,iσt=1,i2=g2⨀g1Xi,Yi, μt=0,iσt=0,i2=g3⨀g1Xi,Yi,

where g1, g2, g3 are vectors of functions and implemented by NNs with parameters ∅k, and ⨀ denotes element-wise multiplications.


	Continuous Outcome

Combining equations (5.218)–(5.220), we obtain

log⁡pθ(Yi, ti, Xi|Zil)=-12[∑j=1kx(log⁡2π+log⁡σxijl2+Xij-μxijl2σxijl2)+log⁡2π+log⁡V^l


Yi-μY,il2V^l]+tilog⁡σ(f1(Zil))+(1-ti)log⁡(1-σ(f1Zil),(5.230)

where


[μxi|σxi2]=Relu(Wx1Zi)Wx2,(5.231)


μY,il=tiReluWY2ZilWY1+1-tiRelu(WY4Zil)WY4 and(5.232)


V^l=Relu(WY6Zl)WY5 ,(5.233)


σf1Zil=logit (Wt2tanh⁡Wt1Zi+bz1+bt2),(5.234)



	Binary Outcome

log⁡pθ(Yi, ti, Xi|Zil)=-12[∑j=1kx(log⁡2π+log⁡σxijl2+Xij-μxijl2σxijl2)]+


Yilog⁡π^il+(1-Yi)log⁡(1-π^il)+tilog⁡σ(f1(Zil))+(1-ti)log⁡(1-σ(f1Zil),(5.235)

where


π^il=sigm(tiWY2tanhWY1Zil+bY1+bY2+(1-ti)WY4tanhWY3Zil+bY3+bY4.(5.236)




Therefore, the ELBO for data point (Yi, ti, Xi) is given by (Exercise 5.10)


Lθ, ∅, Yi, ti, Xi=1L∑l=1Llog⁡pθ(Yi, ti, Xi|Zil)+12∑j=1kZ1+log⁡σ-ij2-σ-ij2-μ-ij2.(5.237)

The ELBO for the entire data is


Lθ, ∅, Y, t, X=1N∑i=1NLθ, ∅, Yi, ti, Xi.(5.238)

Finally, we study that when a new patient comes, only data X are available. How we can estimate the treatment effect and select the optimal treatment. To solve this problem, we first need to estimate the treatment assignment t and outcome Y. Louizos et al. (2017) gave the following prediction distribution. Define


qtiXi=Bern(π=σ(g4Xi).(5.239)

For continuous outcome, we define the conditional distribution of outcome Y, given t and X:


qYiXi, ti=N(μ=μ-i, σ2=v-),(5.240)

where

μ-i=tig6∘g5Xi+(1-ti)(g7∘g5Xi).

For the binary outcome, we define


qYiXi, ti=Bern (π=π-i),(5.241)

where


π-i=tig6∘g5Xi+(1-ti)(g7∘g5Xi.(5.242)

Adding these two terms to the ELBO, we obtain


L~θ, ∅, Y, t, X=Lθ, ∅, Y, t, X+∑i=1N(log⁡qti=ti*Xi*+log⁡Yi=Yi*Xi*, ti*),(5.243)

where Yi*, ti*, Xi* are the observed values for the outcome, treatment, and input covariate variables in the training set.




5.6 INSTRUMENTAL VARIABLE MODELS

Another general approach to causal inference with unobserved confounding is instrumental variable (IV) models. The widely used IV model is IV regression (Hartford et al. 2017; Bennett et al. 2019; Xu et al. 2020). The IV regression attempts to regress the treatment (intervention or cause) on the instrument variable. Classical IV regression consists of two-stage least square (2SLS) estimation (Xu et al. 2020). In the first stage, the treatment is regressed on the IV. In the second stage, the outcome is regressed on the conditional expectation of the treatment (cause), given the IV. The classical IV regression only considers linear regression, but can be extended to nonlinear regression (Hartford et al. 2017; Xu et al. 2020). In this section, we will focus on linear IV regression. Deep learning inspired nonlinear IV regression will be introduced in Chapter 7.


5.6.1 Simple Linear IV Regression and Mendelian Randomization

Linear IV regression for causal inference has been well developed (Baiocchi et al. 2014; Vanderweele et al. 2014; DiPrete et al. 2019). Consider causal model in Figure 5.13:
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FIGURE 5.13 Illustration of simple linear IV regression.




X=βX|GG+βX|UU(5.244)


Y=βY|XX+βY|UU,(5.245)

where X represents an exposure (treatment, or cause), Y outcomes (effect or response), U an unmeasured confounding variable, and G (IV) (e.g., genotype). We assume that the instrument variable G is independent of the confounding variable U and is associated with the exposure X. Our goal is to estimate a causal effect of the exposure X on the outcome Y. Three methods can be employed to estimate the causal effect of the exposure X on outcome Y.


	Covariance Analysis



Without loss of generality, we can assume that VarG=1 and VarX=1. By the assumption that covG,U=0 (Figure 5.13).

Taking covariance with G on both sides of equation (5.244) yields


covX,G=βX|G.(5.246)

Similarly, taking covariance with G on both sides of equation (5.245), we obtain


covY,G=βY|Xcov(X,G), which implies that


βY|X=cov(Y,G)cov(X,G).(5.247)

Define the regression of Y on G:


Y=βY|GG.(5.248)

Taking covariance with G, we obtain


cov Y,G=βY|G.(5.249)

Substituting equations (5.246) and (5.249) into equation (5.247) leads to


βY|X=βY|GβX|G.(5.250)

The causal effect of the exposure X on outcome Y is estimated by β^Y|X=βY|GβX|G.


	Generalized Least Square Estimator



Structural equations for modeling linear IV regression in equations (5.244) and (5.245) are


-Y+βY|XX +βY|UU+ε1=0,(5.251)


-X+βX|GG+ βX|UU+ ε2=0,(5.252)

where ε1, ε2 are uncorrelated with U.

Let


βY|UU+ε1=e1,(5.253)


βX|UU+ ε2=e2.(5.254)

Substituting equations (5.253) and (5.254) into equations (5.251) and (5.252), we obtain


-Y+βY|XX +e1=0,(5.255)


-X+βX|GG+e2=0,(5.256)

here Y, X are endogenous variables and denoted by W=[Y X], G is exogenous variable and e1, e2 are uncorrelated with G.

Let

Γ=-10βY|X-1,B=0βX|G, E=e1e2.

Then, Γ-1=-1-βY|X0-1.

Then, equations (5.255) and (5.256) can be rewritten in a matrix form as (Xiong 2018b)


W Γ+GB+E=0.(5.257)

Multiplying by Γ-1 on both sides of equation (5.257), we obtain


W+GBΓ-1+EΓ-1=0, which can be reduced to

W=-GBΓ-1-EΓ-1


=GΠ+V,(5.258)

where

Π=-BΓ-1, Π=0βX|G, and=-EΓ-1.

Using least square methods to solve optimization problem (5.258), we obtain


Π=(GTG)-1GTW.(5.259)

Using the relation ΠΓ=-B, we obtain


(GTG)-1GTWΓ=-B, which implies

GTWΓ=-GTGB, or


GTYX-10βY|X-1=-GT0GβX|G.(5.260)

Expanding equation (5.260), we obtain

GT-Y+XβY|X-X=GT0GβX|G.

Therefore, we have


GTY=GT XβY|X,(5.261)


GT X=GT GβX|G.(5.262)

Equations (5.261) and (5.262) can be rewritten as


GTYX=GTX00GβY|XβX|G.(5.263)

Equations (5.255) and (5.256) can be rewritten as

YX=X00GβY|XβX|G+e1e2 


=Zδ+e,(5.264)

where

Z=X00G,δ=βY|XβX|G and e=e1e2.

Multiplying both sizes of equation (5.264) by GT, we obtain


GTWT=GTZδ+GTe.(5.265)

Note that


Σ=covGTe, GTe=GTΛG,(5.266)

where

Λ=(βY|U)2σU2+σε12βY|UβX|UσU2βY|UβX|UσU2(βX|U)2σU2+σε22

Using weighted least square methods, we obtain the generalized least square estimator:


δ^=[ZTG(GT ΛG)-1GTZ]-1ZTG(GT ΛG)-1GTWT.(5.267)

If we assume Λ=σ2I, then equation (5.267) is reduced to


δ^=[ZTG(GTG)-1GTZ]-1ZTG(GTG)-1GTWT.(5.268)


5.6.1.1 Two-Stage Least Square Method

Assume that the outcome Y are continuous and the cause-effect relationships between X and Y are linear. A 2-stage least squares (2SLS) regression can be used to estimate the causal effect of the exposure X on outcome Y.

Stage 1:

In the first stage, the treatment variable X is regressed on the IV G:

X=αX|GG+εX.

Then, the estimator α^X|G is given by


α^X|G=Cov(X,G).(5.269)

The estimator X^ is

X^=α^X|GG,

Stage 2:

In the second stage, the outcome is regressed on the conditional expectation of the treatment, given IV:

Y=αY|XEXG+εY or


Y=αY|Xα^X|GG+εY.(5.270)

Taking covariance with G on both sides of equations (5.270), we obtain

αY|Xα^X|G=cov (Y,G),

which implies that


α^Y|X=cov (Y,G)α^X|G.(5.271)

Substituting equation (5.269) into equation (5.271), we obtain


α^Y|X=cov (Y,G)Cov(X,G).(5.272)

Substituting equation (5.247) into equation (5.272), we obtain

α^Y|X=β^Y|X,

which shows that the estimator of the regression coefficient of the regression of outcome on the estimator of the conditional expectation of the treatment, given IV is the estimator of the causal effect of the exposure X on the outcome Y.

Now we study the relationship between the generalized least square estimator and two-stage least square estimator.

Let


Z^=X^00G,(5.273)

where

X^=G(GTG)-1GTX.

Equation (5.273) can be reduced to


Z^=G(GTG)-1GTX00GGTG)-1GTG=G(GTG)-1GTZ.(5.274)

Consider two-stage least square estimator:

Stage 1:

Solving the regression which regress the treatment on the IV:


X=GβX|G+eX,(5.275)

we obtain

β^X|G=(GTG)-1GTX and


X^=G(GTG)-1GTX.(5.276)

Stage 2:

Solving the regression

WT=Z^δ+ew,

we obtain


δ^=(Z^TZ^)-1Z^TWT.(5.277)

Substituting equation (5.274) into equation (5.277), we obtain

δ^=[ZTG(GTG)-1GTG(GTG)-1GTZ]-1ZTG(GTG)-1GTWT


=[ZTG(GTG)-1GTZ]-1ZTG(GTG)-1GTWT,(5.278)

which is the same as equation (5.268).



5.6.1.2 Assumptions of IV

Instruments were originally taken as exogenous variables in SEMs (Lousdal 2018). IV concept can be parallel to randomization. IV is defined as a variable that is associated with the exposure (cause) but is not associated with the outcome if the exposure (cause) is given.

There are three core assumptions for IV:


	The IV is associated with the exposure (potential cause) and has to predict the exposure.


	The association of the IV with the exposure is either due to direct causation of the IV to the exposure or due to a shared common cause of the IV and exposure.


	The IV affects the outcome only through the exposure. The IV cannot have any direct associations with the outcome.


	The IV does not share common cause with the outcome. The IV is independent of factors (measured and unmeasured) that confound both exposure and outcome.



It is well known that the randomly inherited genetic factors are not changed by traits and over time. They are independent of socioeconomic and many environmental factors (Teumer 2018). Therefore, genetic factors known as Mendelian randomization are popular IV in epidemiology studies (Lousdal 2018). Other IVs include geographic variation variable, physical distance to a facility, and treatment preference. However, identifying a valid IV is a challenge problem.




5.6.2 IV and Deep Latent Variable Models

Comparing Figure 5.13 with Figure 5.12(a), we found that the IV regression and unobserved confound model are quite similar. In this section, we apply the VAE to IV regression. For the easy of presentation, the architecture of IV for causal inference with VAE is shown in Figure 5.14. We first define decoder.
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FIGURE 5.14 Model of the IV for causal inference with VAE.




5.6.2.1 Decoder

Again, the latent variable Z is viewed as the unobserved confounder. Let Xi be the IV, Ti be the treatment variable (cause variable), Yi be the outcome (effect) of the particular treatment (cause) of the ith sample. The decoder is defined as pθ(Y,T,X|Z). The decoding probability pθ(Y,T,X|Z) can be factorized as


pθY,T,XZ=pθ (Y|T,X, Z)pθ(T|X,Z)pθ(X|Z).(5.279)

By assumption three of the IV, the IV X is independent of the confounder Z, i.e.,


pθXZ=pθ(X).(5.280)

Substituting equation (5.280) into equation (5.279), we obtain


pθY,T,XZ=pθ (Y|T,X, Z)pθTX,ZpθX.(5.281)

The prior distributions of Z are assumed to follow a Gaussian distribution:


pZi=N(Zi|0,1).(5.282)

If we assume that X is continuous normal variable, then the log distributions of X is


log⁡pθXi=-12(log⁡2π+log⁡σX2+Xi-μX22σX2).(5.283)

If X is a discrete variable, then Bernoulli distribution or other discrete distribution are used for pθX.

If the exposure T is a continuous variable, then the log-conditional distribution of T, given X and Z is


log⁡pθTiXi,Zi=-12(log⁡2π+log⁡σT2+(Ti-μT)2σT2),(5.284)

where


μTσT2=ReluWT1XZWT2.(5.285)

Let Bern denote Bernoulli distribution and σ be the logistic function. If the exposure T is a discrete variable, then the log-conditional distribution of T, given Z is


log⁡pTiXi,Zi=Tilog⁡σf1Xi, Zi+(1-Ti)log⁡1-σf1Xi, Zi,(5.286)

where


σf1Xi, Zi=logit(WT2tanh⁡Wt1XiZi+bz1+bT2).(5.287)

Consider both continuous and discrete outcomes. The distribution of continuous outcome is assumed to follow a Gaussian distribution. The conditional distribution of Yi, given Ti, Zi, is


	Binary Exposure


pYiTi, Zi=N(Yi; μ^i, V^),μ^i=Tif2Zi+(1-Ti)f3(Zi),(5.288)

where

f2 Zi=Relu(WY6Zi)WY5,f3 Zi=Relu(WY8Zi)WY7;



	Continuous Exposure


log⁡pYiTi, Zi=-12log⁡(2π)+log⁡V^+Yi-μYi2V^,(5.289)

where

μYi=ReluWY2TiZiWY1 and

V^=Relu(WY6TZ)WY5, T=[T1, …, Tn]T, Z=Z1,…, ZnT.




For the binary outcome, the conditional distribution of Yi, given Ti, Zi, is

pYiT, Zi=Bern π=π^i, π^i=σ((Tif2Zi+(1-Ti)f3(Zi)), or


log⁡pYiTi, Zi=Yilog⁡π^i+(1-Yi)log⁡(1-π^i),(5.290)

where

π^i=sigm(TiWY2tanhWY1Zi+bY1+bY2+(1-Ti)WY4tanhWY3Zi+bY3+bY4.

These nonlinear functions fj are implemented by NNs with parameters θj.



5.6.2.2 Encoder

The encoder is defined as the approximate estimator of the posterior distribution of Zi, given the observed data Yi, T,Xi (Louizos et al. 2017)


q∅ZiYi, Ti, Xi=N(Zi; μi, σi2),(5.291)

where


	Binary Exposure


μi=Tiμt=1,i+1-Tiμt=0,i,σi2=Tiσt=1,i2+(1-Ti)σt=0,i2,(5.292)


μT=1,iσt=1,i2=g2⨀g1Xi,Yi, μT=0,iσT=0,i2=g3⨀g1Xi,Yi,(5.293)

where g1, g2, g3 are nonlinear functions and implemented by NNs with parameters ∅, and ⨀ denotes element-wise multiplications.


	Continuous Exposure


μi=g4Yi, Ti, Xi, σi2=g5Yi, Ti, Xi,(5.294)

where g4, g5 are nonlinear functions and implemented by NNs.





5.6.2.3 ELBO

Log-likelihood function log⁡pθ(Yi, Ti, Xi) for the DAG in Figure 5.12(a) is bounded by (Kingma and Welling 2013; Louizos et al. 2017)


log⁡pθ(Yi, Ti, Xi)≥L(θ, ∅, Yi, Ti, Xi),(5.295)

where


Lθ, ∅, Yi, T, Xi=Eq∅ZiYi, Ti, Xilog⁡pθ(Yi, Ti, XiZi-KL(q∅ZiYi, Ti, Xi|pZi],(5.296)


L(θ, ∅, Yi, Ti, Xi) is the ELBO for data point (Yi, Ti, Xi).

Note that


log⁡pθ(Yi, Ti, XiZi=log⁡pθYiTi, Zi+log⁡pθTiXi, Zi+log⁡pθ(X).(5.297)

Substituting equation (5.297) into equation (5.296), we obtain

Lθ, ∅, Yi, Ti, Xi=Eq∅ZiYi, Ti, Xi[log⁡pθYiTi, Zi+log⁡pθTiXi, Zi+log⁡pθ(X)


-KL(q∅ZiYi, Ti, Xi|pZi].(5.298)

We can show (Exercise 5.11) that


-KLq∅ZiYi, Ti, XipZi=12(1+log⁡σ-i2-σ-i2-μ-i2),(5.299)

where


	Binary Exposure


μ-i=tiμt=1,i+1-tiμt=0,i,σ-i2=tiσt=1,i2+(1-ti)σt=0,i2,(5.300)


μt=1,iσt=1,i2=g2⨀g1Xi,Yi, μt=0,iσt=0,i2=g3⨀g1Xi,Yi,(5.301)



	Continuous Exposure


μ-i=g4Yi, Ti, Xi, σ-i2=g5Yi, Ti, Xi,(5.302)




where g4, g5 are nonlinear functions and implemented by NNs.

Next we calculate log⁡pθ(Yi, T, Xi|Zil). First, define transformation:


Zil=μ-i+σ-i⨀εl, εl~N0,I, l=1, 2, …, L.(5.303)

To calculate log⁡pθ(Yi, T, Xi|Zil), each of the IV, exposure, and outcome can be either binary or continuous variables. There are four combinations to be discussed. We only consider three combinations: (1) binary exposure and IV, and continuous outcome, (2) all exposure, IV, and outcome are binary, and (3) all exposure, IV, and outcomes are continuous. The fourth combination is left for exercises.


	Continuous Outcome, Binary Exposure, and Binary IV

Combining equations (5.283)–(5.290), we obtain

log⁡pθ(Yi, Ti, Xi|Zil)=Xilog⁡pX+(1-Xi)log⁡1-px+

Tilog⁡σf1Xi,Zil +(1-Ti)log⁡1-σf1Xi,Zil -


12log⁡(2π)+log⁡V^l+Yi-μYil2V^l^,(5.304)

where


σf1Xi,Zil =logit(WT2tanh⁡Wt1XiZil+bz1+bT2),(5.305)


μY,il=TiReluWY2ZilWY1+1-TiRelu(WY4Zil)WY4 and(5.306)


V^l=Relu(WY6Zl)WY5.(5.307)



	Binary Outcome, Binary Exposure, and Binary IV

In this case, we have

log⁡pθ(Yi, Ti, Xi|Zil)=Xilog⁡pX+(1-Xi)log⁡1-px+

Tilog⁡σf1Xi, Zil+(1-Ti)log⁡1-σf1Xi, Zil-


Yilog⁡π^il-(1-Yi)log⁡(1-π^il).(5.308)

where


σf1Xi,Zil =logit(WT2tanh⁡Wt1XiZil+bz1+bT2),(5.309)


π^il=sigm(TiWY2tanhWY1Zil+bY1+bY2+(1-Ti)WY4tanhWY3Zil+bY3+bY4.(5.310)



	Continuous Outcome, Continuous Exposure, and Continuous IV

log⁡pθ(Yi, Ti, Xi|Zil)=-12(log⁡2π+log⁡σX2+Xi-μX22σX2) –


12log⁡2π+log⁡σTl2+Ti-μTl2σTl2-12log⁡(2π)+log⁡V^l+Yi-μYil2V^l^.(5.311)

where


μTlσTl2=ReluWT1XZilWT2,(5.312)


μYil=ReluWY2TiZilWY1,(5.313)


V^l^=Relu(WY6TZl)WY5 T=[T1, …, Tn]T, Z=Z1,…, ZnT.(5.314)



Therefore, the ELBO Lθ, ∅, Yi, T, Xi for data point (Yi, T, Xi) is approximated by


Lθ, ∅, Yi, T, Xi=1L∑l=1Llog⁡pθYi, Ti, XiZil+12(1+log⁡σ-i2-σ-i2-μ-i2).(5.315)

The ELBO for the entire data is


Lθ, ∅, Y, t, X=1N∑i=1NLθ, ∅, Yi, Ti, Xi.(5.316)




SOFTWARE PACKAGE

Software for implementing Causal Discovery with Cascade Nonlinear Additive Noise Models can be downloaded from https://github.com/DMIRLAB-Group/CANM

Software for implementing the classifier two sample tests can be downloaded from https://github.com/lopezpaz/classifier_tests

DAGs with NO TEARS: Continuous Optimization for Structure Learning are publicly available at https://github.com/xunzheng/notears

Using Embeddings to Correct for Unobserved Confounding in Networks Code is available at github.com/vveitch/causal-network-embeddings

The code for “Disentangled Generative Causal Representation Learning” is available at https://github.com/xwshen51/DEAR

Code for “Deep generalized method of moments for instrumental variable analysis” can be downloaded from https://github.com/CausalML/DeepGMM



APPENDIX 5A: DERIVE EVIDENCE LOWER BOUND (ELBO) FOR ANM

Since PθXi, Yi does not explicitly contain latent variable Z, the following equality holds:


log⁡PθXi, Yi=∫q∅(Z|Xi, Yi)log⁡Pθ(Xi, Yi)dZ.(5A1)

Note that


PθXi, Yi=Pθ(Xi, Yi, Z)Pθ(Z|Xi, Yi).(5A2)

Substituting equation (5A2) into equation (5A1) yields

log⁡PθXi, Yi=∫q∅(Z|Xi, Yi)logPθ(Xi, Yi, Z)Pθ(Z|Xi, Yi)⁡dZ

=∫q∅ZXi, Yilog⁡PθXi, Yi, ZdZ-∫q∅ZXi, Yilog⁡PθZXi, YidZ


-∫q∅ZXi, Yilog⁡q∅ZXi, YidZ+∫q∅ZXi, Yilog⁡q∅ZXi, YidZ.(5A3)

Combining the first term and third term in equation (5A3), we obtain

∫q∅ZXi, Yilog⁡PθXi, Yi, ZdZ-∫q∅ZXi, Yilog⁡q∅ZXi, YidZ


=∫q∅ZXi, Yilog⁡PθXi, Yi, Zq∅ZXi, YidZ.(5A4)

Combining the second term and the fourth term in equation (5A3), we obtain

∫q∅ZXi, Yilog⁡q∅ZXi, YidZ-∫q∅ZXi, Yilog⁡PθZXi, YidZ


=KL(q∅ZXi, YiPθZXi, Yi).(5A5)

Substituting equations (5A4) and (5A5) into equation (5A3) yields

log⁡PθXi, Yi=Eq∅ZXi, Yilog⁡PθXi, Yi, Zq∅ZXi, Yi+


KL(q∅ZXi, YiPθZXi, Yi).(5A6)

Sine KL distance KL(q∅ZXi, YiPθZXi, Yi)≥0, equation (5A6) provides the lower bound:


log⁡PθXi, Yi≥Eq∅ZXi, Yilog⁡PθXi, Yi, Zq∅ZXi, Yi.(5A7)

Define the ELBO as


Lθ, ∅, Xi, Yi=Eq∅ZXi, Yilog⁡PθXi, Yi, Zq∅ZXi, Yi.(5A8)

Note that


log⁡PθXi, Yi,Z=log⁡PθZ+log⁡Pθ(Xi, Yi|Z).(5A9)

Substituting equation (5A9) into equation (5A8) leads to


Lθ, ∅, Xi, Yi=Eq∅ZXi, Yi[log⁡Pθ(Xi, Yi|Z)]-KL(q∅ZXi, YiPθZ).(5A10)

Using conditional probability concept, we obtain


PθXi, YiZ=Pθ(Xi|Z)Pθ(Yi|Xi,Z).(5A11)

The ANM model (5.36) gives


PθYiXi,Z=Pθ(NYi=Yi-fYXi).(5A12)

Substituting equation (5A12) into equation (5A11), we obtain

PθXi, YiZ=Pθ(Xi|Z)Pθ(NYi=Yi-fYXi)


=Pθ(Xi)Pθ(NYi=Yi-fYXi).(5A13)

Substituting equation (5A13) into equation (5A10), we have

Lθ, ∅, Xi, Yi=log⁡Pθ(Xi)+Eq∅ZXi, Yi[log⁡Pθ(NYi=Yi-fYXi]


-KL(q∅ZXi, YiPθZ).(5A14)



APPENDIX 5B: APPROXIMATION OF EVIDENCE LOWER BOUND (ELBO) FOR ANM

A key to the computation of the ELBO is how to approximate the posterior distribution q∅ZXi,Yi. Kingma and Welling (2013) proposed to use the reparameterization trick and variational Bayesian method to approximate the posterior distribution q∅ZXi,Yi. Let g∅(ε, X,Y) be a differentiable function. Define transformation of the latent variable Z to a new variable Z~ as


Z~=g∅(ε, X,Y),(5B1)

where ε~P(ε) is a random variable. By appropriate selection of the transformation function and random variable ε, we make the distribution of Z~ to approximate the distribution q∅(Z|X,Y). Using the variable change theorem in statistics, we can establish the relationships between the distribution of the transformed variable Z and the distribution of the random variable ε:


PZ~=P(ε)|∂g∅ε, X,Y∂ε|.(5B2)

Our goal is to make


PZ~=P(ε)|∂g∅ε, X,Y∂ε|=q∅(Z|X,Y).(5B3)

Using equation (5B3) we can calculate expectation Eq∅(Z|X,Y)[fZ] as follows:

Eq∅(Z|X,Y)fZ=∫q∅ZX,YfZdZ

=∫Pε∂g∅ε, X,Y∂εf(g∅(ε, X,Y))∂g∅ε, X,Y∂εdε

=∫Pεf(g∅ε, X,Y)dε


=Eε[fg∅ε, X,Y].(5B4)

Sampling ε(l)~Pε, l=1, 2, …, L and using equation (5B1), we obtain the sampled latent variable


Zi,l=g∅εl, Xi,Yi, i=1, …, n, l=1, …, L.(5B5)

Using this sampling scheme, the Monte Carlo estimator of the ELBO is

L~θ, ∅, Xi, Yi=1L∑l=1Llog⁡Pθ(Yi=f(Xi,Zi,l)


-KL(q∅ZXi,YiPθ(Z)).(5B6)

Assume that n data points are sampled. Using minibatch principle, the ELBO for the entire dataset can be approximated by


Lθ, ∅, X, Y=nM∑i=1ML~θ, ∅, Xi, Yi,(5B7)

where M is the sample size in the minibatch.



APPENDIX 5C: COMPUTATION OF KL DISTANCE

Since we assume PθZ=N(0,1), we have (Kingma and Welling 2013)


log⁡PθZ=-12log⁡(2π)-12Z2.(5C1)

Taking expectation on both sides of equation (5C1) yields


Eq∅ZlXi, Yi[log⁡PθZ]=-12log⁡(2π)-12μ(i)2+σ(i)2.(5C2)

Recall that


log⁡q∅ZlXi, Yi=-12log⁡2π-12log⁡σ(i)2-12Z(l)-μ(i)2σ(i)2.(5C3)

Again, taking expectation on both sides of equation (5C3), we obtain


Eq∅ZlXi, Yi[log⁡q∅ZlXi, Yi]=-12log⁡2π-12log⁡σ(i)2-12.(5C4)

Combining equations (5C2) and (5C4), we obtain


KL(q∅ZXi,YiPθ(Z))=-12[1+log⁡σi2-μi2-σi2].(5C5)



APPENDIX 5D: BFGS AND LIMITED BFGS UPDATING ALGORITHM

The Broyden-Fletcher-Goldfarb-Shanno (BFGS) (Liu 2014) updating techniques that is an optimization algorithm in the family of quasi-Newton methods can be used to approximate the Hessian matrix. Consider a second order Taylor expansion of the function fW at the current iterate Wi+1:


fW≈fWi+1+∇TfWi+1W-Wi+1+12∆TWH(Wi+1)∆W,(5D1)

where H is a Hessian matrix.

Taking gradient at Wi on both sides of equation (5D1) yields


∇fWi=∇fWi+1+H(Wi+1)(Wi-Wi+1).(5D2)

Let Ei+1 =  HWi+1. Then, it follows from equation (5D2) that


Ei+1Wi+1-Wi=∇fWi+1-∇fWi.(5D3)

Let


gi=∇fWi+1-∇f(Wi),(5D4)


si=Wi+1-Wi.(5D5)

Substituting equations (5D4) and (5D5) into equation (5D3) leads to


Ei+1si=gi.(5D6)

Let


Ei+1=Ei+Fi=Ei+αuiuiT+βviviT,(5D7)

Substituting equations (5D7) into equation (5D6), we obtain


αuiTsiui+βviTsivi=gi-Eisi.(5D8)

Define


ui=Eisi and vi=gi.(5D9)

Substituting equation (5D9) into equation (5D8), we obtain


1+αuiTsiEisi+βviTsi-1gi=0.(5D10)

To make equation (5.10) holds for any values Eisi and gi, it must be that


1+αuiTsi=0,βviTsi-1=0,(5D11)

which implies


α=-1uiTsi=-1siTEisi,(5D12)


β=1viTsi=1giTsi.(5D13)

Substituting equations (5D9), (5D12), and (5D13) into equation (5D7), we obtain the BFGS update:

Ei+1=Ei+gigiTgiTsi-EisisiTEisiTEisi.

Before derivation, we introduce Lemma 5D.1.


Lemma 5D.1: Sherman-Morrison-Woodbury Formula

Let A be an n×n dimensional matrix, u and v be n×k dimensional matrix, and W be a k×k dimensional matrix. Then,


A+UWVT-1=A-1-A-1UWI+VTA-1UW-1VTA-1.(5D14)

Now we derive recursive formula for approximation of the inverse of Hessian matrix. Let Gi=Ei-1. Then,


Gi+1=Ei+1-1=Ei+gigiTgiTsi-EisisiTEisiTEisi-1.(5D15)

Let

A=Ei+gigiTgiTsi, u=-Eisi, vT=siTEi, W=1siTEisi.

Then, using Sherman-Morrison-Woodbury Formula, we obtain


Gi+1=Ei+gigiTgiTsi-1+Ei+gigiTgiTsi-1 EisisiTEisiTEisi-siTEiEi+gigiTgiTsi-1EisiEi+gigiTgiTsi-1.(5D16)

Again, applying Sherman-Morrison-Woodbury Formula to Ei+gigiTgiTsi-1, we obtain


Ei+gigiTgiTsi-1=Ei-1-Ei-1gigiTEi-1giTsi+giTEi-1gi,(5D17)

which implies

siTEisi-siTEiEi+gigiTgiTsi-1Eisi=siTEisi-siTEiEi-1-Ei-1gigiTEi-1giTsi+giTEi-1giEisi

=siTEisi-siTEisi-siTgigiTsigiTsi+giTEi-1gi


=siTgigiTsigiTsi+giTEi-1gi.(5D18)

Substituting equations (5D17) and (5D18) into equation (5D16) yields


Gi+1=Ei-1-Ei-1gigiTEi-1giTsi+giTEi-1gi+Ei-1-Ei-1gigiTEi-1giTsi+giTEi-1giEisisiTEisiTgigiTsigiTsi+giTEi-1giEi-1-Ei-1gigiTEi-1giTsi+giTEi-1gi.(5D19)

Note that

Ei-1-Ei-1gigiTEi-1giTsi+giTEi-1giEisisiTEiEi-1-Ei-1gigiTEi-1giTsi+giTEi-1gi=si-Ei-1gigiTsigiTsi+giTEi-1gisiT-siTgigiTEi-1giTsi+giTEi-1gi 


=sisiT-sisiTgigiTEi-1giTsi+giTEi-1gi-Ei-1gigiTsisiTgiTsi+giTEi-1gi+Ei-1gigiTEi-1giTsi+giTEi-1gisiTgigiTEi-1giTsi+giTEi-1gi .(5D20)

Combining the third term in equation (5D19) and equation (5D20), we obtain

Ei-1-Ei-1gigiTEi-1giTsi+giTEi-1giEisisiTEisiTgigiTsigiTsi+giTEi-1giEi-1-Ei-1gigiTEi-1giTsi+giTEi-1gi= sisiTgiTsi+giTEi-1gisiTgigiTsi-sisiTgigiTEi-1siTgigiTsi -Ei-1gigiTsisiTsiTgigiTsi+Ei-1gigiTEi-1siTgigiTEi-1siTgigiTsigiTsi+giTEi-1gi 


=sisiTgiTsi+giTEi-1gisiTgi2-sigiTEi-1siTgi-Ei-1gisiTsiTgi+Ei-1gigiTEi-1giTsi+giTEi-1gi.(5D21)

Substituting equation (5D21) into equation (5D19), we obtain

Gi+1=Ei-1+sisiTsiTgi+sisiTgiTEi-1gisiTgi2-sigiTEi-1siTgi-Ei-1gisiTsiTgi 

=Ei-1-Ei-1gisiTsiTgi-sigiTEi-1siTgi+sigiTEi-1gisiTsiTgi2+sisiTsiTgi

=Ei-1I-gisiTsiTgi-sigiTEi-1siTgiI-gisiTsiTgi+sisiTsiTgi

=Ei-1-sigiTEi-1siTgiI-gisiTsiTgi+sisiTsiTgi

=I-sigiTsiTgiEi-1I-gisiTsiTgi+sisiTsiTgi,


=I-sigiTsiTgiGiI-gisiTsiTgi+sisiTsiTgi.(5D22)

Let ρi=1siTgi and


Vi=I-ρigisiT.(5D23)

Then, equation (5D22) can be rewritten as


Gi+1=ViTGiVi+ρisisiT.(5D24)

A key observation from equation (5D24) is that the inverse of Hessian matrix Gi+1 is obtained by updating a pair (si, gi). The following Lemma 5D.2 (Byrd et al. 1994) is useful for computation of the Hessian matric and its inverse via a sequence of pairs (si, gi).




Lemma 5D.2: Compact Representation of BFGS Matrices

Let n be the number of variables. Define the n×k matrices Sk and Yk as


Sk=[s0,…, sk-1] and Yk=[g0, …, gk-1].(5D25)

A sequence of matrices Vi in equation (5D23) satisfies


V0…Vk-1=I-YkRk-1SkT,(5D26)

where


Rkij=si-1Tgj-1i≤j0otherwise.(5D27)

Proof

Proof is by induction.

It follows from equation (5D23) that


V0=I-g0S0TS0Tg0.(5D28)

We first show that equation (5D26) holds for k=1. In fact, when k=1 equation (5D27) is reduced to


R0=S0Tg0 and(5D29)


S0=s0, Y0=g0.(5D30)

Equation (5D26) gives solution:


V0=I-Y0R0-1S0T.(5D31)

Substituting equations (5D29) and (5D30) into equation (5D31), we obtain


V0=I-g0s0TS0Tg0,(5D32)

which coincides with equation (5D28). This proves that Lemma 5D.2 holds for k=1.

Now we assume that equation (5D26) holds for k and proves that it will also hold for k+1. It follows from equation (5D27) that

Rk+1=RkSkTgk01ρk.

Its inverse matrix is given by


Rk+1-1=Rk-1-ρkRk-1SkTgk0ρk.(5D33)

Combining equations (5D25) and (5D33), we obtain

I-Yk+1Rk+1-1Sk+1T=I-YkgkRk-1-ρkRk-1SkTgk0ρkSkTskT

=I-YkgkRk-1SKT-ρkRk-1SkTgkskTρkskT

=I-YkRk-1SKT+ρkgkRk-1SkTgkskT-ρkgkskT


=(I-YkRk-1SKT)(I-ρkgkskT).(5D34)

Since by the hypothesis that equation (5D26) holds for k, then we have

V0…Vk-1=I-YkRk-1SkT,

which implies that


V0…Vk-1Vk=(I-YkRk-1SkT)(I-ρkgkskT).(5D35)

Substituting equation (5D34) into equation (5D35) yields


V0…Vk-1Vk=I-Yk+1Rk+1-1Sk+1T.(5D36)

This shows that equation (5D26) also holds for k+1, and hence we prove the Lemma 5D.2.

Now we are ready to introduce a compact representation of the approximation of the inverse Hessian matrix Gk+1 in equation (5D24) (Byrd et al. 1994).




Theorem 5D.1

Let G0 be symmetric and positive definite. Assume that the k pairs si, gi, i=1,…, k satisfies siTgi > 0. Also assume that Gk are updated by pairs (si, gi, i=0, …, k-1) and equation (5D24). Then,


Gk=G0+SkG0YkRk-1(Dk+YkTG0Yk)RkT-Rk-T-Rk-10SkTYkTG0,(5D37)

where


Dk=diag(s0Tg0, …, sk-1Tgk-1).(5D38)

Proof (Byrd et al. 1994)

Equation (5D24) can be rewritten as


Gk=Mk+Nk,(5D39)

where Mk and Nk are recursively defined as


M0=G0, Mk+1=VkTMkVk,(5D40)


N1=ρ0s0s0, T Nk+1=VkTNkVk+ρkskskT.(5D41)

Now we derive the explicit expression of the matrix Mk. By definition of Mk (equation (5D40)), we obtain

Mk=Vk-1TMk-1Vk-1

=Vk-1TVk-2TMk-2Vk-2Vk-1

=…


=Vk-1TVk-2T…V0TG0V0…Vk-2Vk-1.(5D42)

Substituting equation (5D26) into equation (5D42) yields


Mk=(I-SkRk-1YkT)G0(I-YkRk-1SkT).(5D43)

Using induction, next we will show that


Nk=SkRk-TDkRk-1SkT.(5D44)

First, we check k=1. It follows from equations (5D25), (5D27), and (5D38) that


S1=s0, R1=s0Tg0, D0=s0Tg0.(5D45)

Substituting equation (5D45) into equation (5D44), we obtain


N1=s0s0Tg0-Ts0Tg0s0Tg0-1s0T=ρ0s0s0 T.(5D46)

This coincides with equation (5D41).

We assume equation (5D44) holds for k. Then, we show that equation (5D44) also holds for k+1. Combining equations (5D41) and (5D44), we obtain


Nk+1=VkTSkRk-TDkRk-1SkTVk+ρkskskT.(5D47)

Now we further simplify equation (5D47). It follows from equation (5D23) that


SkTVk=SkTI-ρkgkskT=I-ρkSkTgkSkTskT.(5D48)

It follows from equation (5D25) that


Sk+1T=SkTskT.(5D49)

Substituting equation (5D49) into equation (5D48), we obtain SkTVk=I-ρkSkTgkSk+1T, which implies that


Rk-1SkTVk=Rk-1-ρkRk-1SkTgkSk+1T(5D50)

It follows from equation (5D33) that


Rk-1-ρkRk-1SkTgk=I0Rk+1-1.(5D51)

Substituting equation (5D51) into equation (5D50), we obtain


Rk-1SkTVk=I0Rk+1-1Sk+1T.(5D52)

It follows from equation (5D33) that


Rk+1-Tek+1=Rk-10-ρkRk-1SkTgkρk01=0ρk.(5D53)

Thus,

Sk+1Rk+1-Tek+1=Sksk0ρk=ρksk, which implies that


sk=Sk+1Rk+1-Tek+11ρk.(5D54)

Substituting equations (5D52) and (5D54) into equation (5D47), we obtain

Nk+1=Sk+1Rk+1-1I0DkI0Rk+1-1Sk+1T+Sk+1Rk+1-T0⋱01ρkRk+1-TSk+1T

=Sk+1Rk+1-1Dk000+0001ρkRk+1-TSk+1T

=Sk+1Rk+1-1Dk001ρkRk+1-TSk+1T


=Sk+1Rk+1-1Dk+1Rk+1-TSk+1T.(5D55)

This proves equation (5D44) for k+1.

Combining equations (5D43) and (5D44), we obtain

Mk+Nk=I-SkRk-1YkTG0I-YkRk-1SkT+SkRk-TDkRk-1SkT

=G0-SkRk-1YkTG0-G0YkRk-1SkT+SkRk-1YkTG0YkRk-1SkT+SkRk-TDkRk-1SkT


=G0-SkRk-1YkTG0-G0YkRk-1SkT+SkRk-1(Dk+YkTG0Yk)Rk-1SkT.(5D56)

This shows that


Mk+Nk=G0+SkG0YkRk-1(Dk+YkTG0Yk)RkT-Rk-T-Rk-10SkTYkTG0.(5D57)

Combining equations (5D39) and (5D57), we obtain


Gk=Mk+Nk=G0+SkG0YkRk-1(Dk+YkTG0Yk)RkT-Rk-T-Rk-10SkTYkTG0,(5D58)

which proves the equation (5D37).

Recall that the BFGS update for Hessian matrix is given by


Ek+1=Ek+gkgkTgkTsk-EkskskTkskTEksk.(5D59)

Similar to Theorem 5D.1 for the inverse of Hessian matrix, we have Theorem 5D.2 for the Hessian Matrix (Byrd et al. 1994).




Theorem 5D.2

Let E0 be symmetric and positive definite. Assume that k pairs (si, gi, i=1, …, k-1) satisfy siTgi>0. Furthermore, assume that the matrix Ek is obtained by updating E0, k times using equation (5D59). Then, we have


Ek=E0-E0SkYkSkTE0SkLkLkT-Dk-1SkTE0YkT,(5D60)

where Lk is defined as


Lkij=si-1Tgj-1i>j0otherwise.(5D61)

Proof (Byrd et al. 1994)

Let


Uk=SkG0Yk, Ck=Rk-T(Dk+YkTG0Yk)Rk-1-Rk-T-Rk-10.(5D62)

Then, equation (5D58) can be rewritten as


Gk=G0+UkCkUkT.(5D63)

Let


C=ABTB0.(5D64)

Using transformation method, we can find the inverse of the matrix C:


C-1=0B-1B-T-BTAB-1.(5D65)

Let A=Rk-1Dk+YkTG0YkRkT, B=-Rk-1. Then, using equation (5D65), we can find


C-1=0-Rk-RkT-(Dk+YkTG0Yk).(5D66)

Using Lemma 5D.1 (Sherman-Morrison-Woodbury Formula) and equation (5D63), we obtain

Ek=E0-E0UkCkI+UkTE0UkCk-1UkTE0


=E0-E0Uk(Ck-1+UkTE0Uk)-1UkTE0.(5D67)

Note that

B0G0=I and

UkTE0Uk=SkTYkTG0TB0SkG0Yk


=SkTB0SkSkTYkYkTSkYkTG0Yk.(5D68)

Combining equations (5D66) and (5D68), we obtain


Ck-1+UkTE0Uk=SkTB0SkSkTYk-RkYkTSk-RkT-Dk.(5D69)

Recall that


Sk=[s0,…, sk-1] and Yk=[g0,…, gk-1].(5D70)

It follows from equation (5D70) that


SkTYk=s0Tg0⋯s0Tgk-1⋮⋮⋮sk-1T⋯sk-1Tgk-1.(5D71)

It follows from equations (5D27) and (5D61) that


Rk=s0Tg0⋯s0Tgk-1⋮⋮⋮0⋯sk-1Tgk-1 and Lk=0⋯0⋮⋮⋮sk-1Tg0⋯0.(5D72)

Combining equations (5D71) and (5D72), we obtain


Lk=SkTYk-Rk.(5D73)

It follows from equations (5D72) and (5D73) that


Lkij=si-1Tgj-1i>j0otherwise(5D74)





APPENDIX 5E: NONSMOOTH OPTIMIZATION ANALYSIS

Let


a=Ejj, b=qj+Edj, c=wj+dj, u=c+z.(5E1)

Then, objective in equation (5.91a) can be simplified to


fu=12au-c2+bu-c+λ|u|.(5E2)

Setting ∂f(u)∂u=0, we obtain


∂f(u)∂u=au-c+b+λ∂u=0,(5E3)

where ∂u is subdifferential and given by


∂u=1u>0[-1, 1]u=0-1u<0.(5E4)

Dividing by a on both sides of equation (5E4) and solving equation (5E3) for u, we obtain


u=c-ba-λa∂|u|.(5E5)

Next we show that u and c-ba have the same sign. In fact, if we assume c-ba>0, then u>0. Otherwise, if u<0, then from equation (5E4) it follows that ∂u=-1, which leads to c-ba<0 (using equation (5E5)). This contradicts the hypothesis c-ba>0. Thus, it must be u>0. Using the similar argument, we can prove that c-ba<0 implies u<0. Therefore, the solution to equation (5E5) is


u=sign (c-ba)c-ba-λa+.(5E6)

Substituting equation (5E1) into equation (5E6), we obtain


z*=-wj-dj+sign(wj+dj-qj+EdjEjj)wj+dj-qj+EdjEjj-λEjj+.(5E7)



APPENDIX 5F: COMPUTATION OF ELBO FOR LEARNING SEMS

5F1 ELBO for SEMs

Assume that n data point (Yi∈Rm×d, Xi∈Rm×d), i=1, …, n are sampled. Let Y=[Y1, Y2,…, Yn] and X=[X1, X2, …, Xn]. The marginal likelihood can be written as log⁡pθ(Y1, X1, …, Yn, Xn)=∑i=1nlog⁡pθ(Yi,Xi) if the data are independently sampled. Since stochastic gradient method is used for optimization, we can consider marginal likelihood of one data point (Yu et al. 2019):

log⁡pθYi, Xi=∫q∅(Z|Yi,Xi)log⁡pθYi, XidZ

=∫q∅(Z|Yi, Xi)log⁡pθ(Yi,Xi,Z)pθ(Z|Yi,Xi)dZ

=∫q∅(Z|Yi,Xi)log⁡q∅(Z|Yi, Xi)q∅(Z|Yi, Xi)pθ(Yi,Xi,Z)pθ(Z|Yi,Xi)dZ

=-∫q∅ZYi,Xilog⁡q∅ZYi,XidZ+KLq∅ZYi,XipθZYi, Xidz+ ∫q∅ZYi,Xilog⁡pθ(Yi, Xi,Z)dZ

= KL(q∅ZYi, XipθZYi, Xi)+L(θ,∅,Yi, Xi)


≥ L(θ,∅,Yi, Xi),(5F1)

where


Lθ,∅,Yi,Xi=Eq∅ZYi, Xi-log⁡q∅ZYi, Xi+log⁡pθ(Yi, Xi,Z),(5F2)


q∅(Z|Yi, Xi) is a variational posterior, which approximates the true posterior pθ(Z|Yi, Xi).

Note that


log⁡pθ(Yi, Xi,Z)=log⁡pθ(Z)+log⁡pθ(Yi,Xi|Z).(5F3)

Substituting equation (5F3) into equation (5F2) yields


Lθ,∅,Yi, Xi=Eq∅ZYi, Xilog⁡pθ(Yi,Xi|Z)-KL(q∅ZYi,XipθZ).(5F4)

Our goal is to use lower bound Lθ,∅,Yi,Xi to estimate both variation parameters ∅ and generate parameters θ using gradient methods. If we assume that both q∅ZYi,Xi and pθZ are normally distributed, the KL distance between these two distributions can be analytically calculated. The remaining term in the lower bound involves to derive gradient

∇∅Eq∅ZY,XfZ=Eq∅(Z|Y,X)[f(Z)∇q∅(Z|Y,X)log⁡q∅(Z|Y,X)]


≈1L∑l=1Lf(Zl)∇q∅(Zl|Y, X)log⁡q∅(Zl|Y, X),(5F5)

where Zl~q∅(Z|Y,X).

Calculation of equation (5F5) requires iteration, and hence is intractable.


5F2 The Reparameterization Trick

A key challenge in computation of ∇∅Eq∅ZY,XfZ is that expectation involves variational parameters ∅. If we can transfer ∅ from the distribution of q∅ZY,X to the function fZ, then the problem of estimation of the variation parameters ∅ is mitigated. Changing variable technique in the distribution theory can achieve this. Define the following variable change:


Z=g∅ε, Y,X, ε~p(ε),(5F6)

where g∅ε, Y,X can be a vector of linear or nonlinear functions.

Let ∂g∅ε,Y, X∂εT be the Jacobian matrix of the transformation g∅ε, Y, X. The distribution p(Z|Y, X) is given by


pZY,X=p(ε)|det⁡(∂g∅ε, Y, X∂εT)|,(5F7)

where det (.) denotes determinant of a matrix. The distribution p(ε) involves no variational parameters ∅. The distribution p(Z|Y,X) can be used to approximate q∅ZY,X. Therefore,


q∅ZY,XdZ=pZY,Xdz.(5F8)

Substituting equation (5F7) into equation (5F8) yields


q∅ZY,XdZ=p(ε)|det⁡(∂g∅ε, Y,X∂εT)| dZ.(5F9)

It follows from equation (5F6) that


dZ=|det⁡(∂g∅ε, Y,X∂εT)|dε.(5F10)

Substituting equation (5F10) into equation (5F9), we obtain


q∅ZY,XdZ=pεdε,(5F11)

which implies that conditional probability q∅ZY,XdZ can be calculated by pεdε. Therefore,

Eq∅ZY,XfZ=∫fZq∅ZY,XdZ


=∫fg∅ε,Y, Xpεdε.(5F12)

Now quantity ∫fg∅ε, Y,Xpεdε involves only random variable ε.


5F3 Stochastic Gradient Variational Bayes (SGVB) Estimator

Now Monte Carlo estimates of expectations of some function f(Z) can be calculated by


Eq∅ZY,XfZ≈1L∑l=1Lfg∅εl, Y,X, ε~p(ε).(5F13)

We first apply equation (5F13) to equation (5F2). Let

fZ=-log⁡q∅ZYi,Xi+log⁡pθYi,Xi,Z

Then, it follows from equations (5F2) and (5F13), we obtain the estimator of the first version of lower bound:


L^Aθ,∅,Yi,Xi≈1L  ∑l=1L[log⁡pθYi,Xi, Zi,l-log⁡q∅Zi,lYi,Xi],(5F14)

where Zi,l=g∅εl, Yi, Xi, εl~p(ε).

Now we consider lower bound in equation (5F4). Both prior distribution pθZ and approximate posterior distribution q∅ZYi, Xi are often assumed normal distribution. The second term KL distance can be calculated analytically and can be interpreted as regularizing variation parameters ∅ to enforce the approximate posterior q∅ZYi,Xi to be close to the prior pθ(Z). We only need to use Stochastic Gradient Variational Bayes to estimate the first term, reconstruction error Eq∅ZYi,Xilog⁡pθ(Yi, Xi|Z), in equation (5F4):


Eq∅ZYi,Xilog⁡pθ(Yi,Xi|Z)≈1L∑l=1Llog⁡pθ(Yi,Xi|Zi,l),(5F15)

where Zi,l=g∅εl, Yi,Xi, εl~p(ε).

Substituting equation (5F15) into equation (5F4), we obtain the estimator of the second version of the lower bound:


L^Bθ,∅,Yi,Xi=1L∑l=1Llog⁡pθ(Yi,Xi|Zi,l)-KL(q∅ZYi,Xi|pθZ.(5F16)

Suppose that N data points {(Yi,Xi), i=1, …, N} are sampled. Let K be size of minibatch. Using minibatch, the marginal likelihood can be estimated by


Lθ, ∅, Y, X≈L^Kθ, ∅, YK, XK=NK∑i=1KL^(θ,∅,Yi, Xi),(5F17)

where YK=Yi,i=1, …, K, XK={Xi, i=1, …, K} are randomly sampled K data points from the entire dataset (X,Y) with sample size N. The number of sample L is often set to 1 when the minibatch size K is larger than 100.

There are three main choices of selecting a differentiable transformation function g∅(ε,Y,X) (Kingma and Welling 2013).


	Tractable inverse cumulative distribution function (CDF) of q∅(Z|Y,X). Let u=Fz=P(Z≤z) be the CDF. The inverse of CDF is F-1(u). From example, let Fz=1-e-z be a CDF of exponential distribution. Then, its inverse CDF is -log⁡(1-u). Inverse CDF of Exponential, Cauchy, Logistic, Rayleigh, Pareto, Weibull, Reciprocal, Gompertz, Gumbel, and Erlang distributions are typical examples for transformation functions.


	Location-scale family distribution. Let μ denote location and σ denote scale. The standard location-scale distribution with μ=0 (or matrix μ) and σ=1 (or covariance matrix Σ=I) can be taken as the auxiliary variable ε. Define the transformation function g∅ZY,X=μ+Σ⨀ε, ε~MN(0, I, I). Location-scale family distribution includes Laplace, Elliptical, Student's distribution, Logistic, Uniform, Triangular, and Gaussian distributions when scalar variable is considered.


	Composition. Transformation function can be composite function of tractable transformation function. Typical examples include Log-Normal, Gamma, Dirichlet, Beta, Chi-Squared, and F-distributions.




3F4 Neural Network Implementation

The inference (recognition) model and generative model can be implemented by feedforward NNs, convolutional NNs, and recurrent NNs.

3F4.1 Encoder (Inference Model)

Recall that Z∈Rm×d is a latent space with each node zi∈Rd. Assume that the prior over latent matrix Z has standard matrix normal MNmd0, I, I (Appendix 3C). Its density function is given by

pZ=2π-md2exp-12vecZTvec(Z)

=2π-md2exp-12Tr(vecZTvec(Z))

=2π-md2exp-12Tr(vec(Z)vec(Z)T, which implies


log⁡pZ=-md2log⁡2π-12Tr(vec(Z)vec(Z)T.(5F18)

Next we assume that the variational approximate posterior q∅(Z|Y,X) has the following matrix normal MNmd(μz, Ωz, Vz) (Appendix 3C):

q∅ZY, X=2π-md2Σz-12exp-12TrΣz-1(vec(Z-μ)vec(Z-μ)T or


log⁡q∅ZY, X=-md2log⁡2π-12log⁡Σz-12TrΣz-1(vec(Z-μ)vec(Z-μ)T,(5F19)

where Σz=Ωz⦻ Vz.


Eq∅ZY, X[log⁡p(Z)]=-md2log⁡2π-12Tr(Eq∅ZY,XvecZvecZT).(5F20)

Note that

Eq∅ZY, XvecZvecZT=Σz+vec(μ)vec(μ)T, which implies


TrEq∅ZY,XvecZvecZT=∑i=1m∑j=1d(ΩiiMjj+μij2),(5F21)

where Σz=Ω⦻M.

Substituting equation (5F21) into equation (5F20) yields


Eq∅ZY,X[log⁡p(Z)]=-md2log⁡2π-12∑i=1m∑j=1d(ΩiiMjj+μij2).(5F22)

Next it follows from equation (5F19) that

Eq∅ZY,X[log⁡q∅ZY,X]=-md2log⁡2π-12log⁡Σz-12TrΣz-1E[(vecZ-μvecZ-μT]

=-md2log⁡2π-12log⁡Σz-12TrΣz-1ΣZ


=-md2log⁡2π-12log⁡Σz-md2.(5F23)

Combining equations (5F22) and (5F23), we obtain


-KL(q∅ZY,X|pz=12log⁡Σz+md-∑i=1m∑j=1dΩiiMjj+μij2.(5F24)

If we assume that


Σz=diag S11, …, Sm1, S12,…,Sm2, …, S1d, …, Smd=Sz, Sij=ΩiiMjj,(5F25)

where when d=1, we have M11=1.

Then equation (5F24) will be reduced to


-KL(q∅ZY,X|pz=12∑i=1m∑j=1d(log⁡SZij+1-SZij-μZij2).(5F26)

If we assume that d=1, then equation (5F26) is reduced to


-KL(q∅ZY,X)||p(z)=12∑j=1mlog⁡σj2+1-σj2-μj2.(5F27)

The two-layer NNs for inference model with ReLU and tanh as the activation function is defined as


[μY|SY]=I-ATReLuYW1W2,(5F28)


[μX|SX⁡]=Btanh (XW3)W4,(5F29)


μZ=μY-μX,(5F30)


SZ=SY+SX,(5F31)

where W1, W2, W3, and W4 are weight matrices in the NNs.


3F4.2 Decoder (Generative Model)

The generative model is defined as


pθY,XZ=pθ1YX, Zpθ2XZ=pθ1YX, Zpθ2(X),(5F32)

where we assume that X and Z are independent.

The endogenous variable Y decoder is the mirror process of the encoder. We assume that distribution pθ1(Y|X,Z) is matrix normal distribution:


pθ2YX, Z=2π-md2SY-12exp⁡{-12vecY-μYTSY-1vecY-μY},(5F33)

where SY=diag(SY11, …, SYm1,SY12,…, SY1d, SYmd)

Thus, log⁡pθ1(Y|X,Z) is given by

log⁡pθ1(Y|X,Z)=-md2log⁡2π-12log⁡SY-12vecY-μYTSY-1vecY-μY


=-md2log⁡2π-12∑i=1m∑j=1dlog⁡SYij+Yij-μYij2SYij.(5F34)

Sampling latent variable Z:


Zl=μZ+SZ⨀εl, εl~MNmd0, I, I, l=1, 2, …, L.(5F35)

The Monte Carlo estimation of Eq∅ZY,X[log⁡pθ1(Y|X,Z)] is given by

Eq∅ZY,X[log⁡pθ2(Y|X,Z)]≈1L∑l=1Llog⁡pθ1(Y|X,Zl)


=-1L∑l=1Lmd2log⁡2π+12∑i=1m∑j=1dlog⁡SYijl⁡+Yij-μYijl2SYijl.(5F36)

The two-layer NNs for generating μY and SY in equation (5F36) with ReLU and tanh as the activation function are given by (Figure 5.9)


μY^SY^=ReLu(I-AT-1BtanhXW5W6+Z)W7)W8),(5F37)

where W5, W6, W7, and W8 are weight matrices. Finally, combining equations (5F16), (5F26), (5F36) and (5F37), we obtain the estimation of ELBO:

L^Bθ,∅,Yi,Xi=1L∑l=1Llog⁡pθ(Yi,Xi|Zi,l)-KL(q∅ZYi,Xi|pθZ

=-1L∑l=1Lmd2log⁡2π+12∑i=1m∑j=1dlog⁡SYijl⁡+Yij-μYijl2SYijl


+12∑i=1m∑j=1d(log⁡SZij+1-SZij-μZij2),(5F38)

where

[μY|SY]=I-ATReLuYW1W2,

[μX|SX⁡]=B tanh(XW3)W4,

μZ=μY-μX,

SZ=SY+SX,

Zl=μZ+SZ⨀εl, εl~MNmd0, I, I, l=1, 2, …, L,

μY^SY^=ReLu(I-AT-1BReLuXW5W6+Z)W7)W8). 

Next we consider categorical endogenous variables Y. Categorical variable can be coded by a one-hot vector, where the “1” indicates the value of the corresponding variable, others take the “0” values. For example, suppose that we have four discrete variables Y1, X2, Y3, and Y4. One-hot vector representation can be given as follows:




	
Y1


	1


	0


	0


	0





	
Y2


	0


	1


	0


	0





	
Y3


	0


	0


	1


	0





	
Y4


	0


	0


	0


	1







Assumptions about the latent variables and latent space are not changed. We still assume that the prior and the posterior distributions are matrix normal distributions. Let p(Y|X,Z) be conditional distribution of Y, given X and latent variables Z, and pY be its probability matrix where each row denotes a vector of probability for the corresponding variable. The probability matrix PY is generated by


pY=softmax(ReLu(I-AT-1BtanhXW5W6+Z)W7)W8)),(5F39)

where W5, W6, W7, and W8 are weight matrices.

The probability distribution pθ2(Y|X,Z) for the categorical variables is given by


pθ1YX, Zl=∑i=1m∑j=1dYijlog⁡pYlij.(5F40)

Since we assume that the prior and posterior distributions are not changed, which in turn imply that KL distance between them is also unchanged. Therefore, the ELBO for categorical variables is given by

Lθ,∅,Y, X≈1L∑l=1L∑i=1m∑j=1dYijlog⁡pYlij


+12∑i=1m∑j=1d(log⁡SZij+1-SZij-μZij2).(5F41)




EXERCISES

EXERCISE 5.1

Show equation (5.23)

PXdoZ=P(Y|X).

EXERCISE 5.2

Consider X→Y←e and Y←W. Prove

PYdo X, W=P(Y|X, W).

EXERCISE 5.3

Show that under the null hypothesis H0, the variance σ2=var(TcX→Y-TC(Y→X)) can be estimated by

σ2=214nte-∑i=1nte(wi-TcX→y)(gi-TcY→X)nte-1.

EXERCISE 5.4

Show

∂h(W)∂W=eW∘W)T∘2W,

where

hW=TreW∘W)-M.

EXERCISE 5.5

Show

-KL(q∅εYn,Xnpε(ε))=12∑j=1m[1+log⁡σε j2-hj(Yn2-σεj2].

EXERCISE 5.6

Show

q∅ZYn, Xn=qϕεYn,Xn|C|.

EXERCISE 5.7

Show that

log⁡pθZXn=∑i=1mlog⁡N(N(μZ|ZiZiλXi, σZ|ZiZiλXi).

EXERCISE 5.8

Show that

-KL(q∅(Z|Yn, Xn)pθ(Z|Xn))]=

12∑j=1m1+log⁡σZjσZ|Xnj2-σZjσZ|Xnj2-μzj-μZ|XnjσZ|Xnj2.

EXERCISE 5.9

Show that

- KLq∅ZYn,XnpθZ=

=12∑k=1K(1+log⁡(σ∅kYn,Xn)2-μ∅kYn,Xn2-(σ∅kYn,Xn)2.

EXERCISE 5.10

Show that

Lθ, ∅, Yi, ti, Xi=1L∑l=1Llog⁡pθ(Yi, ti, Xi|Zil)+12∑j=1kZ1+log⁡σ-ij2-σ-ij2-μ-ij2.

EXERCISE 5.11

Show that

>-KLq∅ZiYi, Ti, XipZi=12(1+log⁡σ-i2-σ-i2-μ-i2)
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6.1 INTRODUCTION

Causal inference in time series is a fundamental problem in science and engineering (Eichler 2013; Glymour et al. 2019). An essential difference between time series and cross-sectional data is that the time series data have temporal order, but cross-sectional data do not have any order. As a consequence, the causal inference methods for cross-sectional data which were discussed in the previous chapters cannot be directly applied to time series data. In this chapter we introduce causal inference methods in time series. First, we introduce four basic concepts of causality for multiple time series: intervention, structural, Granger and Sims causality. Then, we focus on investigation of two major causal graphical models: Granger graphical and dynamic direct acyclic graphical (DAG) models (Khanna and Tan 2019; Pamfil et al. 2020). Finally, applications of the dynamic causal graphical models to public health are investigated.



6.2 FOUR CONCEPTS OF CAUSALITY FOR MULTIPLE TIME SERIES


6.2.1 Granger Causality

Earliest and widely used concept of causality for time series data is Granger causality (Granger 1969; Eichler 2013). Underlying Granger causality is the following two principles:


	Effect does not precede the cause in time;


	The effect series contains unique cause series information, which is not present elsewhere.



The first principle is intuitively clear and widely accepted. However, the second principle requires further elaboration. Causal series information needs specific definition and be separated from other possible information (Eichler 2013). Two types of information can be considered. The first type of information includes the set of all possible information up to time t and is denoted by It. The second type of information consists of remaining information which is left from the first type of information after removing information contained in the cause series X, and is denoted by I-X,t.

Consider three time series: Xt, Yt and Zt Let Xt={Xs, s≤t}, Yt={Ys, s≤t} and Zt={Zs, s≤t}. Let X⫫Y|Z denote the independence between two time series X and Y, give time series Z. Now I give the formal definition of Granger causality.


Definition 6.1: Granger Causality

Time series X does not Granger-cause time series Y if Yt+1⫫Xt|I-X,t for all time t. Otherwise, time series X Granger-causes time series Y.

Definition 6.1 states that given information I-X,t, time series Yt+1 contains no information of all-time series data Xt before time t if time series X does not Granger-cause time series Y. A big problem in Definition 6.1 is that information I-X,t is not exactly defined. In practice, only background information is available. Suppose that all information is included in the data sets {X,Y,Z}. Let It={Xt, Yt,Zt} and I-X,t={Yt, Zt}, then Definition 6.1 can be modified to Definition 6.2 (Eichler 2013).




Definition 6.2: Granger Causality

Time series X is not Granger-cause of time series Y with respect to background information V=(X,Y,Z) if Yt+1⫫Xt|Yt,Zt for all time t. Otherwise, the time series X is Granger-causes the time series Y with respect to background information V.

Granger causality is a basic concept for discovering the causal structures among multiple time series. Definition 6.2 implies that the basic information should be as large as possible. We need to collect as many time series as we can. All collected time series should be included in the dataset. All-time series except for target time series Xt and Yt are included in the dataset Zt. Given the set of time series V=(X,Y,Z), if we have Yt+1⫫It|Vt, then all direct structural causes of Yt are included in the set of time series V=(X,Y,Z).

In general, Granger causality is defined in terms of a fixed time delay. In other words, every time point of effect time series Yt is affected by the time series Xt with a fixed time delay. However, in practice, the assumption of the fixed time delay often does not hold. To overcome this limitation, Granger causality with a fixed time delay can be generalized to Granger causality with arbitrary time delays (Amornbunchornvej et al. 2019).




Definition 6.3: Variable-Lag Granger Causality

Time series X is not variable-lag Granger-cause of time series Y with respect to background information V=(X,Y,Z) if Yt+τt⫫Xt|Yt,Zt for all time t, where τt is a variable time lag. Otherwise, the time series X is Granger-causes the time series Y with variable-lag time under background information V.





6.2.2 Sims Causality

In the previous section, we pointed out that Granger causality only consider direct causation. Now I introduce Sims causality that considers both direct and indirect causations (Sims 1972; Eichler 2013). To include both direct and indirect causation, we need to changes conditional independent statement Yt+1⫫Xt|Yt,Zt to Yτ⫫Xt|Xt-1, Yt,Zt for all and τ>t. Then, we can consider indirect causation of Xt through other paths to reach Yτ, τ>t.


Definition 6.4: Sims Causality

Time series X is not Sims causal for time series Y with respect to V=(X,Y,Z) if Yτ (τ>t)⫫Xt|Xt-1, Yt,Zt for all time t. Otherwise, time series X is called Sims causal for time series Y with respect to V.

If the set of time series Z includes all confounders that cause both time series X and time series Y, Sims causality implies the presence of a causal effect of time series X on time series Y at least one lag.





6.2.3 Intervention Causality

The gold standard for discovering and assessing causal effects is experiments. Experiments allow us to intervene the system and assess the response of the system to intervention. However, experiments are expensive, time consuming and sometimes are infeasible. Similar to intervention in experiments, I introduce intervention causality. Intervention causality is the most rigorously defined causality concept and is widely used (Hagmayer et al. 2007; Eichler 2013). Taking actions and examining their response are crucial for inferring cause-effect relations. Consider two events A and B. If the event A is enforced to change, which leads to the change of the event B, then the change of the event B is caused by the event A. Otherwise, the event A and the event B do not have causal relationship.

An intervention can be either point-wise or stochastic process. Here, I focus on the point-wise intervention. Suppose that an intervention acts on the variable X. For the point-wise intervention, we assume that time series is stationary. Let σt be an intervention indicator at the time t and takes values in (∅, δ∈R). We consider four types of point-wise interventions:


	Without intervention. In this case, σt=∅. The time series X is naturally generated without intervention.


	Current point-wise intervention. Let σt=x*. Intervention forces Xt to take value Xt=x* at time t.


	Lagged intervention. Let σt=g(Xt-1), where g is a function. The intervention enforces the time series Xt to take value Xt=g(Xt-1) at the time t, which depends on the observation at the previous time t-1.


	Random intervention. Let σt=Z whose distribution is D. Random intervention enforces the time series Xt to randomly take value Xt=Z with the distribution D.




Definition 6.5: Intervention Causal Effect

Intervention causal effect is measured by any functional of the post-intervention distribution and denoted by P(Yτ, τ>t|do (Xt=x*).

The most common intervention causal effect measure is the average causal effect defined in Definition 6.6.




Definition 6.6: Average Intervention Causal Effect

Average intervention causal effect is defined as the average increase or decrease in value caused by the intervention. Without loss of generality, assume that E[Yt=0]. Mathematically, the average intervention causal effect is defined as


ACEσt=EYτdoXt=σt-E[Yτ] for all τ>t.(6.1)

In equation (6.1), the expectation E is taken with respect to distribution of the original system without intervention.

Intervention causal effect can also be defined as difference in variance between intervention and without intervention:


VarYτdoXt=σt-Var[Yτ] for all τ>t.(6.2)

In the previous discussion, we did not consider causal structures. In other words, we did not consider specific structures that generate the data. Now we study causal-effect relationships among the stochastic processes with recursive dynamic structures (White and Lu 2010; Eichler 2013; Aragam 2020).





6.2.4 Structural Causality

Let time series X be a potential causal and time series Y be a response of time series X. Let Z be the set of all relevant observed time series. Suppose that two time series X and Y are recursively generated by


Xt=ftx(Xt-1, Yt-1, Zt-1, Utx),(6.3)


Yt=fty(Xt-1, Yt-1, Zt-1, Uty),(6.4)

where ftx and fty are unknown functions, Utx and Uty are unobserved stochastic processes. The structural relations may be linear, nonlinear, and non-monotonic. The observed and unobserved processes may be non-separable. Equations (6.1) and (6.2) may generate either stationary or nonstationary or both stationary and nonstationary. Now we are ready to define structural causality in terms of structural equations (Eichler 2013).


Definition 6.7: Structural Causality

If function fty(xt-1, yt-1, zt-1, uty) is constant in xt-1 for all admissible values for xt-1, yt-1, zt-1, uty, then time series X does not directly structurally cause time series Y. Otherwise, time series X is called to directly structurally cause time series.






6.3 STATISTICAL METHODS FOR GRANGER CAUSALITY INFERENCE IN TIME SERIES

Granger causality means that given two time series X and Y, if the past information on X helps in forecasting Y better than using only the past information on Y, then X Granger-causes Y. Granger causality focuses on time series. Defining causality in time series is much easier than defining general causality in general data. Granger causality depends on the concept of “predictive causality”. The many Granger causality tests are developed within this framework (Mazzarisi et al. 2020).


6.3.1 Bivariate Granger Causality Test

In this section, we introduce the linear and nonlinear Granger causality tests to identify the causality relationships between two time series or two stochastic processes.


6.3.1.1 Bivariate Linear Granger Causality Test

Consider two single variable time series X and Y. Suppose that X is a potential cause and Y is an effect or response. We assume that both time series X and Y are stationary. Define two linear time series models. The first model is the full model that includes all the past information of both cause X and response Y:


Yt=α0+∑i=1pαiYt-i+∑j=1pβjXt-j+εt, t=1,…, T,(6.5)

where p is the optimal lag and εt is a time dependent noise.

The second model is the restricted model that includes only the past data of the response Y:


Yt=γ0+∑i=1pγiYt-i+et, t=1,…, T,(6.6)

where p is the optimal lag and et is a time dependent noise.

The parameters in the full model and restricted models are estimated by least square method. The sum of square errors in the full and restricted models are, respectively, calculated by


SSEfull=∑t=1TYt-α^0-∑i=1pα^iYt-i-∑j=1pβ^jXt-j2,(6.7)

and


SSER=∑t=1TYt-γ^0-∑i=1pγ^iYt-i2.(6.8)

The null hypothesis for testing the Granger causality of time series X to the time series Y is

H0: β1=…=βp=0.

An F statistic for testing Granger causality is given by


FGC=(SSER-SSEfull)pSSEfull(T-2p-1)~Fp, T-2p-1.(6.9)



6.3.1.2 Bivariate Nonlinear Causality Test

Before introducing the definition of nonlinear Granger causality, I first define two notations. For any stationary and weekly dependent time series Yt, the m-length lead vector and ly- length lag vector of Yt are, respectively, defined by

Ytm=Yt, Yt+1, …, Yt+m-1, m=1,2, …, t=1,2, … and

Yt-lyly=Yt-ly, …, Yt-1, ly=1, 2, …, t=ly+1, ly+2, ….

The m-length lead vector and lx- length lag vector of Xt can be similarly defined. Now we define nonlinear Granger causality (Bai et al. 2010).


Definition 6.8: Nonlinear Granger Causality

Time series Xt does not strictly Granger cause another time series Yt nonlinearly if and only if

PYtm-Ysm<e|Xt-lxlx-Xs-lxlx<e, Yt-lyly-Ys-lyly<e


=PYtm-Ysm<e|Yt-lyly-Ys-lyly<e,(6.10)

where . denotes the maximal norm defined as X-Y=max⁡x1-y1,…, xn-yn  for any two vectors X=(x1, …, xn) and Y=(y1, …, yn), e>0 is a pre-specified constant.

Recall that

Xt-lxm+lx=(Xt-lx,…, Xt-1, Xt,…, Xt+m-1) and

Yt-lym+ly=(Yt-ly , …, Yt-1, Yt, …, Yt+m-1).

Note that

Xt-lxm+lx=(xt-lxlx, xtm) and

Xt-lxm+lx-Xs-lxm+lx=(Xt-lxlx-Xs-lxlx, Xtm-Xsm).

It is easy to see that


Xt-lxm+lx-Xs-lxm+lx=max⁡(Xt-lxlx-Xs-lxlx, Xtm-Xsm).(6.11)

Thus,

Xt-lxm+lx-Xs-lxm+lx<e implies


Xt-lxlx-Xs-lxlx<e and Xtm-Xsm<e,

and

Xt-lxlx-Xs-lxlx<e, Xtm-Xsm<e implies

Xt-lxm+lx-Xs-lxm+lx<e.

Therefore, we obtain

PYtm-Ysm<e|Xt-lxlx-Xs-lxlx<e, Yt-lyly-Ys-lyly<e=

PYtm-Ysm<e,Yt-lyly-Ys-lyly<e,Xt-lxlx-Xs-lxlx<e PXt-lxlx-Xs-lxlx<e, Yt-lyly-Ys-lyly<e


=PYt-lym+ly-Ys-lym+ly<e,Xt-lxlx-Xs-lxlx<e PXt-lxlx-Xs-lxlx<e, Yt-lyly-Ys-lyly<e.(6.12)

Similarly, we have

PYtm-Ysm<e|Yt-lyly-Ys-lyly<e=

PYtm-Ysm<e,Yt-lyly-Ys-lyly<e PYt-lyly-Ys-lyly<e


 =PYt-lym+ly-Ys-lym+ly<ePYt-lyly-Ys-lyly<e.(6.13)

Let


C1m+ly, lx,e=PYt-lym+ly-Ys-lym+ly<e,Xt-lxlx-Xs-lxlx<e ,(6.14)


C2ly, lx,e= PXt-lxlx-Xs-lxlx<e, Yt-lyly-Ys-lyly<e,(6.15)


C3m+ly, e=PYt-lym+ly-Ys-lym+ly<e,(6.16)


C4ly,e=PYt-lyly-Ys-lyly<e.(6.17)

Substituting equations (6.14) and (6.15) into equation (6.12) yields


PYtm-Ysm<e|Xt-lxlx-Xs-lxlx<e, Yt-lyly-Ys-lyly<e=C1m+ly, lx,eC2ly, lx,e.(6.18)

Similarly, substituting equations (6.16) and (6.17) into equation (6.13) yields


PYtm-Ysm<e|Yt-lyly-Ys-lyly<e=C3m+ly, eC4ly,e.(6.19)

Substituting equations (6.18) and (6.19) into equation (6.10) leads to


C1m+ly, lx,eC2ly, lx,e=C3m+ly, eC4ly,e.(6.20)

Define an indicator function:

IZ1-Z2<e=1Z1-Z2<e0otherwise .

Let n=T+1-m-max⁡(lx,ly). Using definition of probability as a frequency of event, we have the following estimations:


C1m+ly, lx,e=2n(n-2)∑t<s∑IYt-lym+ly-Ys-lym+ly<eIXt-lxlx-Xs-lxlx<e, (6.21)


C2ly, lx,e=2n(n-2)∑t<s∑IXt-lxlx-Xs-lxlx<eIYt-lyly-Ys-lyly<e,(6.22)


C3m+ly, e=2n(n-2)∑t<s∑IYt-lym+ly-Ys-lym+ly<e,(6.23)


C4ly,e=2n(n-2)∑t<s∑IYt-lyly-Ys-lyly<e.(6.24)

The null hypothesis for nonlinear Granger test is

H0:X does not strictly Granger cause Y.

The nonlinear Granger causality test statistic is defined as


TnlG=nC1m+ly, lx,eC2ly, lx,e-C3m+ly, eC4ly,e.(6.25)




Theorem 6.1

Assume that time series X and Y are strictly stationary and weakly dependent. Under the null hypothesis H0, the test statistic TnlG is asymptotically distributed as normal distribution N(0, σ2(m, lx,ly,e), where variance σ2(m, lx,ly,e) is given in Appendix 6A.






6.3.2 Multivariate Granger Causality Test

In this section, we will extent bivariate linear and nonlinear Granger causality tests to multivariate linear and nonlinear Granger causality tests (Bai et al. 2010). We begin with vector autoregressive regression (VAR) and multivariate linear Granger causality test.


6.3.2.1 Multivariate Linear Granger Causality Test


6.3.2.1.1 VAR Models Define a VAR model:


Yt=A0+ALYt-1+et,(6.26)

where

Yt=Y1t⋮Ynt, A0=A10⋮An0, AL=A11(L)⋯A1n(L)⋮⋮⋮An1(L)⋯Ann(L), Yt-1=Y1,t-1⋮Yn,t-1, et=e1t⋮ent,


L is the backward operation, where LYt=Yt-1, LpYt=Yt-p, AijL=aij1L+aij2L2+…aij(p)Lp, residuals et are distributed as a normal N(0, Σ). In practice, a common order p will be selected for all the lag polynomials Aij(L). If the Gauss-Markov assumptions for the residuals are made, the ordinary least square estimation (OLSE) methods can be used to estimate the parameters in the VAR model.



6.3.2.1.2 Likelihood Ratio Test Suppose that we test the linear Granger causality relationship between two vectors of time series:

Xt=X1t⋮Xn1t and Yt=Y1t⋮Yn2t, where n=n1+n2.

Consider the following VAR model:


XtYt=AxAy+Axx(L)Axy(L)Ayx(L)Ayy(L)Xt-1Yt-1+exey,(6.27)

where Ax and Ay are n1-dimensional and n2-dimensional vector of intercept terms, Axx(L)n1×n1, Axy(L)n1×n2, Ayx(L)n2×n1, and Ayy(L)n2×n2 are matrices of lag polynomials.

There are four different cases of causal relationships between two vectors of time series Xt and Yt (Bai et al. 2010):


	If Axy(L) is significantly different from the zero, while Ayx(L) shows no significantly different from zero, then there exists a unidirectional Ganger causality from time series Yt to Xt;


	If Ayx(L) is significantly different from zero, while Axy(L) shows no significantly difference from zero, then there exists a unidirectional Ganger causality from Xt to Yt;


	If both coefficients Axy(L) and Ayx(L) are significantly different from zero, then there exists bidirectional Granger causality between Xt and Yt;


	If both coefficients Axy(L) and Ayx(L) are not significantly different from zero, then Xt and Yt are not rejected to be independent.



The four statements imply that Ganger causal relationships between Xt and Yt depend on the coefficients Axy(L) and Ayx(L). Therefore, the null hypotheses for testing the Ganger causality between Xt and Yt are


	
H01: A xyL=0,


	
H02: AyxL=0, and


	Both H01 and H02: A xyL=0 and AyxL=0.



Define the residual covariance matrix of the full VAR model in equation (6.27) as

 Σ=Σ2n×2n=cov(ex,ex)cov (ex,ey)cov(ey,ex)cov(ey, ey).

The likelihood function and log-likelihood function for the full VAR model with T periods of time are, respectively, given by


L=12πnTΣT2exp⁡-T2exTeyTΣ-1exey,(6.28)

and


l=log⁡L=-nTlog⁡2π-T2log⁡Σ-T2exTeyTΣ-1exey.(6.29)

Similarly, the likelihood and log-likelihood function for the reduced model under the null hypothesis are, respectively, given by


L0=12πnTΣ0T2exp⁡-T2ex0Tey0TΣ-1ex0ey0,(6.30)

and


l0=log⁡L0=-nTlog⁡2π-T2log⁡Σ0-T2ex0Tey0TΣ-1ex0ey0.(6.31)

We can show that (Exercise 6.1)


Σ^=exeyexTeyT,(6.32)

and


Σ0^=ex0ey0ex0Tey0T.(6.33)

We can also show that


(exT eyT)∑^−1(exey)=n and (ex0Tey0T)∑0^−1(exey)=n.(6.34)

Substituting equations (6.32) and (6.34) into equation (6.30), and equations (6.33) and (6.34) into equation (6.31) yields


l=-nTlog⁡2π-T2log⁡log⁡Σ^-nT2,(6.35)


l0=-nTlog⁡2π-T2log⁡Σ0^-nT2.(6.36)

The likelihood ratio test statistics is defined as

Tml=-2l0-l1=T(log⁡Σ0^-log⁡Σ^),

which can be approximated by


Tml=(T-c) (log⁡Σ0^
-log⁡Σ^),(6.37)

where c is the number of parameters estimated in each equation of the unrestricted system.


Theorem 6.2: Likelihood Ratio Tests for Multivariate Granger Causality


	The likelihood ratio statistics for testing the null hypothesis: H01: A xyL=0 is


Tml=(T-(np+1)) (log⁡Σ0^-log⁡Σ^),(6.38)

which is asymptotically distributed as a central χ(n1×n2×p)2 under the null hypothesis H01.


	The likelihood ratio statistics for testing the null hypothesis: H02: A yxL=0 is

Tml=(T-(np+1)) (log⁡Σ0^-log⁡Σ^),

which is asymptotically distributed as a central χ(n2×n1×p)2 under the null hypothesis H02.


	The likelihood ratio statistics for testing the null hypothesis: H01 and H02: A xyL=0

and AyxL=0 is

Tml=T-np+1log⁡Σ0^-log⁡Σ^,

which is asymptotically distributed as a central χ(2n2×n1×p)2 under the hull hypothesis H01 and H02.









6.3.3 Nonstationary Time Series Granger Causal Analysis


6.3.3.1 Background

Basic tools in statistical analysis are the raw of large numbers and the central limit theorem. Applications of these tools usually assume that all moment functions are constant. When the moment functions of the time series vary over time, the raw of large numbers and the central limit theorem cannot be applied. In order to use basic probabilistic and statistical theories, the nonstationary time series must be transformed to stationary time series.


6.3.3.1.1 Stationarity


Definition 6.9: Stationary Time Series

The time series Y,…, YT are stationary if for any fixed p, the probability density function P(Yt,…, Yt+p) does not change with time. Stationary time series include (1) The constant moments:


EYt=μ, VarYt=σ2, and (2) the autocovariance between two time points only depends on the time between them and not the time of the start:

CovYt, Yt+s=γs.

We are often interested in the first two moments of a time series. Therefore, we define the following weak stationary time series.




Definition 6.10: Weak Stationary Time Series

The time series Y,…, YT are weak stationary, if we have

EYt=μ and CovYt, Ys=Cov(Yt-s, Y0) for all t>s.

Any time series which are not stationary and weak stationary are nonstationary time series. I introduce two types of nonstationary time series: nonstationary due to deterministic trends and nonstationary due to stochastic trends.




6.3.3.1.1.1 Deterministic Trends Consider the deterministic nonstationarity component of the time series and model the time series as


Yt=μt+εt,(6.39)

where εt is a stationary noise term. If μt=α+βt then the trend is a linear trend.

Three steps are used to model nonstationary time series with deterministic trend.


	Step 1: Fit a model μt to Yt.


	Step 2: Calculate residual ε^t=Yt-μt.


	Step 3: Model stationary time series ε^t.





6.3.3.1.1.2 Stochastic Trend One more realistic trend is a stochastic trend that models the trend changes from time to time as random. Consider a model for time series Yt:


Yt=α+βt+ut+εt,(6.40)

where ut is a random walk and εt is a stationary time series. Define

μt=α+βt+ut

as the stochastic trend.


Example 6.1 Random Walk

Consider a model:


Yt=Yt-1+εt,(6.41)

where εt is a white noise N(0,σ2).

Equation (6.41) can be rewritten as


Yt=Yt-2+εt-1+εt=…=Y0+∑τ=0t-1εt-τ,(6.42)

which implies that

VarYtY0=Var∑τ=0t-1εt-τ=tσ2.

This shows that variance changes over time. Therefore, the time series defined in equation (6.41) is nonstationary.




Example 6.2 Random Walk with Drift

Consider a random walk with drift model:


Yt=α+Yt-1+εt,(6.43)

where εt is a white noise N(0,σ2).

Again, the model (6.43) can be recursively rewritten as

Yt=Y0+tα+∑τ=0t-1εt-τ.

Therefore, the conditional mean E(Yt|Y0) and Var(Yt|Y0) are

E(YtY0=tα and VarYtY0=tσ2, respectively.

The time series Yt is nonstationary in terms of both conditional mean and conditional variance.






6.3.3.1.2 Unit Roots, Stationarity, and Differencing in AR Models First consider AR(1) model:

Yt=ρYt-1+εt,

where εt~N(0, σ2).

After some algebra, we can obtain


Yt=ρtY0+∑τ=0t-1ρτεt-τ,(6.44)

which implies


VarYt=var(∑τ=0t-1ρτεt-τ)=∑τ=0t-1ρ2τσ2→σ211-ρ2.(6.45)

It is clear that when ρ<1, VarYt→σ211-ρ2. In other words, when ρ<1, the AR(1) is asymptotically stationary. Now we consider a general AR(p) time series.

Let θL=1-θ1L-…-θpLp. Consider AR(p) model:


θLYt=Yt-θ1Yt-1-…-θpYt-p=εt.(6.46)

For AR(1), we have θL=1-ρL. The root of θL=1-ρL=0 is L=1ρ. Equation (6.45) showed that when ρ<1, i.e., L>1, then the time series Yt is stationary.

Consider the random walk model in equation (6.41):

Yt=Yt-1+εt,

which implies

Yt-Yt-1=1-LYt=εt.

Therefore, for the random walk model, we have θL=1-L. The root of θL=0 is 1. The above two examples show that the stationarity properties of time series Yt are assessed by whether the roots of θ(L) = 0 are outside the unit circle (stationary) or on it (nonstationary). Now we generalize this criterion to a general AR(p) process. Suppose that we have p roots: 1θ1, …, 1θp and assume that |θi|≤1. Then, θL can be factorized to θL=1-θ1L…(1-θp). We have the following theorem.


Theorem 6.3

For AR(p) process, if the roots of θ(L) = 0 are outside the unit circle, then the time series Yt is stationary and if the roots of θ(L) = 0 are on the unit circle, the time series Yt is nonstationary.

Now we discuss the decomposition of the nonstationary time series into stationary components and nonstationary components. Suppose that there are k≤p unit roots and p-k roots that are grater than one. θ(L) can be written as θL=1-θ1L…(1-θp-kL)(1-L)k. Equation (6.47) becomes


θLYt=1-θ1L…(1-θp-kL)(1-L)kYt=1-θ1L…1-θp-kL∆kYt=εt,(6.47)

where ∆Yt=1-L Yt=Yt-Yt-1,…, ∆kYt=1-LkYt=∑j=0kkj-1k-jYt-(k-j).

Let Zt=∆kYt and γL=1-θ1L…1-θp-kL. Then, the roots of γL=0 are greater than one and outside the unit circle. Since γLZt=εt, the time series Zt, and hence ∆kYt are stationary. Using differencing operation, we can change nonstationary time series to stationary time series.




Definition 6.11: Integrated of Order k

A series that has k unit roots is called integrated of order k time series. If Yt is stationary, it is denoted by I(0). If the first difference of Yt is stationary, but the original time series Yt is not, then Yt is denoted by I(1). If the first difference is nonstationary, but the second difference is stationary, then Yt is denoted by I(2). The integrated of order k time series is noted by I(k).

The integrated of order k time series is stationary after being differenced k times. Recall that Zt=1-LkYt=∆kYt. Inverse operation of difference operation (1-L) is integration 1-L-1. The original time series can be obtained by

1-L-kZt=1-L-k1-LkYt=Yt.

The estimation of the parameters in the nonstationary time series by the OLS is biased. The association or correlation between two nonstationary time series may be spurious. Therefore, the first step for analyzing nonstationary time series is to convert nonstationary time series to stationary time series using difference operation.





6.3.3.1.3 Dickey-Fuller Tests for Unit Roots


6.3.3.1.3.1 Wiener Process A stochastic process Wt is a Wiener process if it satisfies the following four conditions:


	
W0=0,


	For t≥0 and ∆t≥0, the increment Wt+∆t-Wt is normally distributed as N(0, ∆t), which implies Wt~N(0,t) and W1~N(0,1).


	The increment Ws+∆s-Ws and Wt+∆t-Wt for any s<s+∆s<t<t+∆t are independent,


	With probability 1, the process Wt is continuous at t.




Example 6.3

Let {Xt, t=1,2, …, N} be a sequence of independent and identically distributed discrete random variables such that PXt=∓1=12. Then, we have

EXt=0 and VarX=1.

Define

S0=0 and SN=∑t=1NXt.

Then, ESN=0 and VarSN=N. Using central limit theorem, we obtain

SNN→N(0,1).

Rescale the process SN to S[Nt]. We define

WtN=S[Nt]N=tS[Nt]Nt~N(0,t).

Therefore, when N→∞, WtN→Wt.




Example 6.4 Random Walk

Consider the random walk model:


Yt=Yt-1+εt.(6.48)

Equation (6.48) can be rewritten as


YT=Y0+ε1+…+εT~N(0, Tσ2),(6.49)

which implies


YTTσ→N0,1=W(1),(6.50)

where for a convenience of notation, Wt is written as W(t).

In general, YjTσ→W(t), where j-1T≤t≤jT.




Example 6.5 Moments of Random Walk

Consider five moments of random walk:


S1T=1TTσ∑t=2TYt-1,(6.51)


S2T=1T2σ2∑j=1TYj2,(6.52)


S3T=1T2σ2∑t=1TYt-Y-2,(6.53)


S4T=T(ρ^-1),(6.54)


S5T=ρ^-1σ^∑t=2Tyt-12,(6.55)

where ρ^=∑t=2TYt-1Yt∑t=2TYt-12 and σ^2=1T-1∑t=2TYt-ρ^Yt-12.

We will show that


1TTσ∑t=2TYt-1→∫01Wtdt,(6.56)


1T2σ2∑t=1TYt2→∫01W2tdt,(6.57)


1T2σ2∑t=1TYt-Y-2→∫01Wt-∫01W(t)dt2dt,(6.58)


Tρ^-1→12W21-1∫01W2tdt=∫01WtdW(t)∫01W2tdt,(6.59)


ρ^-1σ^∑t=2Tyt-12→12W21-1∫01W2tdt=∫01WtdW(t)∫01W2tdt.(6.60)

Now I first show equation (6.56). Recall that

Yj-1σT→W(t),

j-1T≤tj≤jT.

Then,


S1T=1TTσ∑j=2TYj-1=1T∑j=2TYj-1Tσ→1T∑j=2TW(tj)→∫01Wtdt.(6.61)

Next I show equation (6.57). It follows from equation (6.2) that


S2T=1T2σ2∑j=1TYj2=1T∑j=1TYjTσ2→1T∑j=1TW2(tj)→∫01W2tdt.(6.62)

To show equation (6.58), I first reduce equation (6.53). It is clear that

S3T=1T2σ2∑j=1TYj-Y-2=1T2σ2∑j=1TYj2-1T2σ2TY-2


=1T∑j=1TYjTσ2-1TTσ∑j=1TYj2.(6.63)

Using equations (6.61) and (6.62), we obtain

S3T=1T∑j=1TYjTσ2-1TTσ∑j=1TYj2→∫01W2tdt-∫01Wtdt2

=∫01Wt-∫01Wtdt2dt.

Now we show equation (6.54). Recall that the least square estimator of ρ is

ρ^=∑j=2TYj-1Yj∑j=2TYj-12, which implies


ρ^-1=∑j=2TYj-1Yj∑j=2TYj-12-1=∑j=2TYj-1Yj-∑j=2TYj-12∑j=2TYj-12=∑j=2TYj-1ej∑j=2TYj-12.(6.64)

Let UT=1Tσ2∑j=2TYj-1ej and VT=1T2σ2∑j=2TYj-12. Note that


Yj-1ej=Yj2-Yj-12-ej22, which implies that


∑j=2TYj-1ej=12∑j=2TYj2-Yj-12-ej2.(6.65)

Let j’=j-1. Then, we have


∑j=2TYj-12=∑j’=1j’=T-1Yj’2.(6.66)

Substituting equation (6.66) into equation (6.65), we obtain

∑j=2TYj-1ej=12(YT2-Y12+e12-∑j=1Tej2), which implies that

UT=12YTTσ2-Y12Tσ2+e12Tσ2-1Tσ2∑j=1Tej2→12W2(1)-1.

However,

12W2-1=∫01W(t)dWt, which implies


UT→∫01W(t)dWt.(6.67)

Again, let j’=j-1. Then,


VT=1T2σ2∑j=2TYj-12=1T2σ2∑j’=1T-1Yj’2=1T2σ2∑j=1TYj2-YT2=1T2σ2∑j=1TYj2(6.68)

-1TYTTσ2.

Using equations (6.57) and (6.50), we obtain


VT→∫01W2tdt.(6.69)

It follows from equation (6.64) that


Tρ^-1=UTVT→12W2(1)-1∫01W2tdt=∫01W(t)dWt∫01W2tdt.(6.70)

Now we prove equation (6.60). S5T in equation (6.55) can be rewritten in terms of UT and VT:


S5T=1TUTVT∑j=2TYj-12σ=1TUTVTTσVTσ=UTVT→12W2-1∫01W2tdt.(6.71)

Again, consider the simple AR(1) model:

Yt=ρYt-1+εt.

The null and alternative hypotheses are

H0: ρ=1, Yt~I1,

Ha:ρ<1, ( Yt~I(0)).

The statistics for testing the null hypothesis H0 is defined as


Sst=ρ^-1σ^∑t=2Tyt-12,(6.72)

where ρ^=∑t=2TYt-1Yt∑t=2TYt-12 and σ^2=1T-1∑t=2TYt-ρ^Yt-12.

The distribution of the statistics Sst under the null hypothesis is Dickey-Fuller (DF) distribution as summarized in Theorem 6.4. The normalized bias SnST=T(ρ^-1) has a well-defined asymptotical distribution that does not depend on nuisance parameters; therefore, it can also be used as a test statistic for the null hypothesis. Its distribution is also summarized in Theorem 6.4.




Theorem 6.4: Dickey-Fuller (DF) Distribution

The test statistics Sst under the null hypothesis is asymptotically distributed as DF distribution, which is defined by


Sst~12W2-1∫01W2tdt.(6.73)

The asymptotical distribution of the normalized bias statistic is


SnST=T(ρ^-1)~12W21-1∫01W2tdt.(6.74)





6.3.3.1.3.2 Trend Cases The presence of trend under alternative hypothesis will determine both form of the test regression used and asymptotic distribution of the test statistics. We first consider the constant trend model:


Yt=c+ρYt-1+εt.(6.75)

The hypotheses are


H0: ρ=1, c=0 implies that the time series Yt is I(1) without drift,


Ha:ρ<1 implies that the time series Yt is I(0) with nonzero mean.

The estimator of constant c is mean


Y-=1T∑t=1TYt.(6.76)

Using OLS method, we obtain the estimator ρ^:


ρ^c=∑j=2T(Yj-Y-)(Yj-1-Y-)∑j=2TYj-1-Y-2.(6.77)

Again, define the test statistics:


Sstc=ρ^c-1σ^∑t=2TYt-1-Y-2,(6.78)


Sstnc=T(ρ^c-1).(6.79)

DF distribution and normalized bias distribution can be extended to time series AR(1) with constant trend.


Theorem 6.5: Dickey-Fuller (DF) Distribution for Constant Trend

The statistics Sstc under the null hypothesis is asymptotically distributed as DF distribution for the constant trend:


Sstc→∫01Wt-∫01WtdtdW(t)∫01Wt-∫01Wtdt2dt,(6.80)


Sstnc→∫01Wt-∫01WtdtdW(t)∫01Wt-∫01Wtdt2dt.(6.81)

Now we first show equation (6.80). It follows from equation (6.77) that

ρ^c-1=∑j=2TYj-Y-Yj-1-Y--∑j=2TYj-1-Y-2 ∑j=2TYj-1-Y-2


=∑j=2TYj-Y-ej∑j=2TYj-1-Y-2.(6.82)

Let


UTc=1Tσ2∑j=2TYj-Y-ej and(6.83)


VTc=1T2σ2∑j=2TYj-1-Y-2.(6.84)

Then, we have

UTc=1Tσ2∑j=2TYj-1ej-Y-∑j=2Tej.

It follows from equation (6.67) that


UT=1Tσ2∑j=2TYj-1ej→∫01W(t)dWt.(6.85)

Recall that


∑j=2Tej=YT-Y0-e1.(6.86)

It follows from equation (6.50) that

YTTσ→N0,1=W(1), which implies that


1σT∑j=2Tej=YTTσ-1TσY0-1Tσe1→ W(1).(6.87)

Equation (6.61) showed that


Y-Tσ=1TTσ∑j=2TYj-1→∫01Wtdt.(6.88)

Note that


UTc=UT-Y-Tσ1σT∑j=2Tej.(6.89)

Combining equations (6.85), (6.87)–(6.89), we obtain


UTc→∫01WtdWt-∫01Wtdt(6.90)

W(1).

Note that


∫01dWt=W1-W0=W(1).(6.91)

Substituting equation (6.91) into equation (6.90) yields


UTc→∫01Wt-∫01WtdtdW(t).(6.92)

Now we consider VTc. It follows from equation (6.58) that


VTc=1T2σ2∑j=2TYj-1-Y-2→∫01Wt-∫01W(t)dt2dt.(6.93)

Combining equations (6.82)–(6.84) yields


Tρ^c-1=UTcVTc→∫01Wt-∫01WtdtdW(t)∫01Wt-∫01W(t)dt2dt.(6.94)

Next we study Sstc. Combining equations (6.78), (6.82)–(6.84) yields


Sstc=UTcVTc.(6.95)

It follows from equations (6.92), (6.93), and (6.95) that


Sstc→∫01Wt-∫01WtdtdW(t)∫01Wt-∫01Wtdt2dt.(6.96)

Theorem 6.5 can be extended to the constant and time trend. Consider the test regression:


Yt=c+δt+ρYt-1+εt.(6.97)

The hypothesis to be tested is


H0: δ=0, ρ=1, which implies that Yt~I(1) with drift,


Ha:ρ<1, which implies that Yt~I(0) with deterministic time trend.

Using OLS to minimize

minc,δ,ρ⁡∑t=1TYt-c-δt-ρYt-12,

we obtain the estimator ρ^. Define the test statistics:


Stst=ρ^-1var(ρ^),(6.98)


Ststn=T(ρ^-1).(6.99)




Theorem 6.6: Dickey-Fuller (DF) Distribution for Deterministic Time Trend

The statistics Sstc under the null hypothesis is asymptotically distributed as DF distribution for the deterministic time trend:


Stst→∫01WτtdW(t)∫01Wτ(t)2dt,(6.100)


Ststn→∫01WτtdW(t)∫01Wτ(t)2dt.(6.101)






6.3.3.1.4 Cointegration and Error Correction Model In some cases, two nonstationary time series “move together” so that their difference is stationary. Such series often follow a common stochastic trend.


Definition 6.12: Cointegration

Nonstationary time series which “move together” so that their difference is stationary are called cointegrated time series. Mathematically, cointegration is defined as follows. Suppose that there are a set of time series Yt=(Yt1, …, Ytk), each time series being integrated of order d. If a linear combination of these time series Zt=βTYt is integrated of order less than d, then this set of time series is called cointegrated with cointegration vector β.

Stationary attempts to pull series back to a fixed mean, while cointegration intends to pull two series back to (a fixed relationship with) each other. If two time series are cointegrated, the widely used OLS standard errors and t statistics cannot be used for analysis of such time series.

Cointegration is a powerful tool for analyzing multivariate time series. In practice, we often observe that each individual component of a multivariate time series may be nonstationary, but certain linear combinations of these components are stationary. The idea of cointegration comes from the notion of transformations which can make the data stationary.




6.3.3.1.4.1 Cointegration and the Error-Correction Mechanism (ECM) When both time series variables Xt and Yt are nonstationary, we may obtain spurious results in a regression model (LIBRO Asterious_Applied-Econometrics 2020). Assume that Xt and Yt are both I(1). Consider the regression:


Yt=β0+β1Xt+εt.(6.102)

The OLS estimators β^0 and β^1 are highly unreliable.

A natural way to solve this problem is to difference Yt and Xt to convert the nonstationary time series variables to stationary time series variables. Consider the following regression model:


∆Yt=α0+α1∆Xt+∆εt,(6.103)

where ∆ is difference operator. The regression (6.103) can solve the spurious regression problem and obtain the correct estimators α^0 and α^1. However, regression (6.103) only considers the short-run relationships between Yt and Xt. Differences ∆Yt and ∆Xt provide no information about the long-run.

Cointegration and error of correction model (ECM) will be useful tools to incorporate the long-term dependence information into the regression models. If we assume that Yt and Xt are cointegrated and both are I(1), then there is a linear combination, e.g.,


ε^t=Yt-β^0-β^1Xt,(6.104)

which is I(0)and stationary. The error ε^t can be taken as an ECM. We form the following regression model:


∆Yt=γ0+γ1∆Xt-πε^t-1+et,(6.105)

where γ1 measures the short-term effect and π measures the long-term effect. The new regression model includes both short-run and long-run information. Now three time series variables are stationary. Since we assume that both Yt and Xt are I(1), the differences ∆Yt and ∆Xt are stationary. We also assume that Yt and Xt are cointegrated. Therefore, the residual ε^t in regression (6.104) is stationary. The ECM method measures the correction from disequilibrium of the previous period and adjusts for the stationary disequilibrium error term to prevent the errors in the long-run relationship from becoming larger and larger.

To further understand the error correction mechanism, we consider the simple linear autoregressive distributed lag (ARDL) model:


Yt=α0+α1Yt-1+γ0Xt+γ1Xt-1+εt,(6.106)

where εt is i.i.d. variable with mean of zero and variance of σ2.

The parameter γ0 measures the short-term effect of the variable Xt on the variable Yt. The long-term effect is to measure the reaction of Yt after a change in Xt when the system is in equilibrium. In the equilibrium, we assume that

Yt*=Yt=Yt-1=…=Yt-p and Xt*=Xt=…=Xt-p.

Under equilibrium, equation (6.106) is reduced to


Yt*=α0+α1Yt*+γ0Xt*+γ1Xt*+et.(6.107)

Solving equation (6.107) for Yt*, we obtain


Yt*=β0+β1Xt*+et,(6.108)

where

β0=α01-α1 and β1=γ0+γ11-α1.

Using definition of ∆Yt and ∆Xt, we obtain


Yt=Yt-1+∆Yt and Xt=Xt-1+∆Xt.(6.109)

Substituting equations (6.108) and (6.109) into equation (6.106) yields


∆Yt=γ0∆Xt-1-a1Yt-1-β0-β1Xt-1+εt, or(6.110)


∆Yt=γ0∆Xt-πYt-1-β0-β1Xt-1+εt,(6.111)

where π=1-a1. The parameter π provides information about the speed of adjustment for disequilibrium.

The ECM method for solving nonstationary time series regression consists of two steps:

Step 1:

Pretest the nonstationary of the standard unit root DF testing to confirm that they are nonstationary. Use OLS to fit the regression model: Yt=β0+β1Xt+et. Calculate the predicted residual: e^t=Yt-1-β^0-β^1Xt-1.

Step 2:

Fit the regression:


∆Yt=γ0∆Xt-πe^t+εt.(6.112)

Now we extend the ECM to a more general model for large numbers of lagged terms:


Yt=μ+∑i=1pαiYt-i+∑i=0qγiXt-i+εt.(6.113)

Again, a long-term solution of the model is a point, where Yt and Xt move to constant steady-state levels Y* and X*. Thus, assume that


Y*=Yt=…=Yt−p and X*=Xt=…=Xt−q.(6.114)

Substituting equation (6.114) into equation (6.113) leads to


Y*=δ0+δ1X*,(6.115)

where


δ0=μ1-∑i=1pαi and δ1=∑i=1qγi1-∑i=1pαi.

Equation (6.113) can be reduced to the following equation:


∆Yt=μ+∑i=1p-1αi∆Yt-i+∑i=0q-1γi∆Xt-i+φ1Yt-1+θ2Xt-1+εt,(6.116)

where


φ1=-1-∑i=1pαi and θ2=∑i=1qγi.

Let θ1=1-∑i=1pαi. Then, equation (6.116) can be reduced to


∆Yt=μ+∑i=1p-1αi∆Yt-i+∑i=0q-1γi∆Xt-i-θ1Yt-1-1θ1-θ2θ1Xt-1+εt, or(6.117)


∆Yt=μ+∑i=1p-1αi∆Yt-i+∑i=0q-1γi∆Xt-i-θ1Yt-1-β1-β2Xt-1+εt,(6.118)

where β1=0.

Fitting the stationary time regression:

Yt-1-β1-β2Xt-1=et-1,

we obtain


Yt-1-β^1-β^2Xt-1=e^t-1,(6.119)

where et-1 is an equilibrium error.

Substituting equation (6.119) into equation (6.118) yields


∆Yt=μ+∑i=1p-1αi∆Yt-i+∑i=0q-1γi∆Xt-i-πe^t-1+εt,(6.120)

where π is the error-correction coefficient and measures how much of the equilibrium error is corrected.

Let

AL=a0+a1L+…apLp and BL=b0+b1L+…+bqLq.

Equation (6.120) can be rewritten as


AL∆Yt=μ+B(L)∆Xt-πe^t-1+εt.(6.121)

The ECM method for solving general nonstationary time series regression consists of two steps:

Step 1:

Pre-test the nonstationary of the standard unit root DF testing to confirm that they are nonstationary. Use OLS to fit the regression model: Yt-1=β0+β1Xt-1+et. Calculate the predicted residual: e^t=Yt-1-β^0-β^1Xt-1.

Step 2:

Fit the regression:

AL∆Yt=μ+B(L)∆Xt-πe^t-1+εt.




6.3.3.1.5 Vector Autoregressions (VAR) Consider an m-variable VAR with p lags:


Yt=μ+∑i=1pAiYt-i+εt,(6.122)

where Yt is an m-dimensional vector, the Ai (i=1,…,p) are m×m coefficient matrices and m-dimensional residual vector εt is assumed to have mean zero (Eεt=0, with no autocorrelation (Eεtεt-sT=0) but can be correlated across equations (EεtεtT=Σ).

Similar to ECM in equation (6.120), vector error correction model (VECM) consists of first differences of cointegrated I(1) variables, their lags, and error correction terms:


∆Yt=μ+ΠYt-1+∑i=1p-1Φi∆Yt-i+εt,(6.123)

where matrixes Π and Φi (i=1,…,p-1) are functions of matrices Ai (i=1,…,p).

Equation (6.123) can be expanded to

Yt-Yt-1=μ+ΠYt-1+∑i=1p-1ΦiYt-i-∑i=1p-1ΦiYt-i-1+εt

=μ+ΠYt-1+∑i=1p-1ΦiYt-i-∑i=2pΦi-1Yt-i+εt


= μ+(Φ1+Π)Yt-1+∑i=2p-1(Φi-Φi-1)Yt-i-Φp-1Yt-p+εt.(6.124)

Moving Yt-1 from the left sight to the right side, we obtain


Yt=μ+(I+Φ1+Π)Yt-1+∑i=2p-1(Φi-Φi-1)
Yt-i-Φp-1Yt-p+εt.(6.125)

Comparing equation (6.125) with equation (6.122), we obtain


I+Φ1+Π=A1,(6.126)


Φi-Φi-1=Ai, i=2,…, p-1,(6.127)


Φp-1=-Ap.(6.128)

Solving equations (6.126)–(6.128), we obtain


Φj=-∑i=j+1pAi, j=1,…, p-1,(6.129)


Π=-I-∑i=1pAi=Φ(1),(6.130)

where ΦZ=I-Φ1Z-…-ΦpZp is the characteristic polynomial.

The coefficient matrix Π plays an important role. It is clear that if Π=0, all time series terms in equation (6.123) are stationary. Equation (6.123) is reduced to


∆Yt=μ+∑i=1p-1Φi∆Yt-i+εt,(6.131)

If Π has a full rank, then we have


Yt-1=Π-1-μ+∆Yt-1-∑i=1p-1ΦiΔYt-i+εt.(6.132)

Since ΔYt-i is stationary, time series Yt-1 is also stationary. Therefore, we use equation (6.122) to model the relationship among Yt  and do not use equation (6.123) to model their differences. There is no need the error correction.

Now consider Rank Π=k, 0<k<m. In this case, we can factorize Π in the product of two matrices:


Π=αβT,(6.133)

where both α and β are m×k matrices and Rank (α)=Rankβ=k. Thus, we obtain


ΠYt-1=α(βTYt-1).(6.134)

The vector βTYt-1 is k stationary linear combinations and contains the error correction terms. The k columns of β are the cointegrating vectors. The elements of matrix α determine the size of the effects of the k error correction terms in the VECM. In this case, equation (6.123) is reduced to


∆Yt=μ+α(βTYt-1)+∑i=1p-1Φi∆Yt-i+εt.(6.135)

More general, we can consider a linear trend. Equation (6.135) can be changed into the following model incorporating the linear trend:


∆Yt=μ+α(βTYt-1+c1t)+∑i=1p-1Φi∆Yt-i+εt.(6.136)




6.3.3.2 Multivariate Nonlinear Causality Test for Nonstationary Time Series


6.3.3.2.1 ECM-VAR Model When two nonstationary variables are cointegrated, the VAR model should be augmented with an error correction term for testing the Granger causality (Engle and Granger 1987).

Consider the ECM-VAR model:


∆Yt=A0+AL∆Yt-1+αECMt-1+εt,(6.137)

where

∆Yt=∆Y1t⋮∆Ymt, A0=A10⋮Am0, AL=A11(L)⋯A1m(L)⋮⋮⋮Am1(L)⋯Amm(L), α=α11⋯α1k⋮⋮⋮αm1⋯αmk,

ECMt-1=βTYt-1+Ct, Yt-1=Y1,t-1⋮Ym,t-1, β=β11⋯β1k⋮⋮⋮βm1⋯βmk, C=c1⋮cm.

Consider two nonstationary time series, Xt=X1t,…, Xm,tT and Yt=Y1t,…, YmtT. Let m=m1+m2.

Suppose that Xt and Yt are cointegrated with the residuals VECMt. The ECM-VAR model for testing the Granger causality is given by


∆Xt∆Yt=AxAy+Axx(L)Axy(L)Ayx(L)Ayy(L)∆Xt-1∆Yt-1+αxαyECMt-1+εxεy,(6.138)

where Ax and Ay are m1 and m2 dimensional vectors of intercept terms, respectively, AxxL, AxyL, Ayx(L), and Ayy(L) are n1×n1, n1×n2, n2×n1, and n2×n2 dimensional matrices of lag polynomials, respectively, αx and αy are n1 and n2 dimensional coefficient vectors for the error correction term ECMt-1, respectively. The lag length was selected using the two-stage procedure (Abdalla and Murinde 1997).



6.3.3.2.2 Multivariate Nonlinear Causality Test


6.3.3.2.2.1 Introduction To identify existence of any nonlinear Granger causality relations between two vectors of time series consists of two steps (Bai et al. 2010).

Step 1:

Apply VAR model in (6.27) or (6.138) to two time series Xt and Yt to identify their linear causal relationships and obtain their corresponding residuals ε^x and ε^y.

Step 2:

Apply a nonlinear Granger causality test to the residual series instead of the original time series to identify the nonlinear Granger causality. For the convenience of presentation, let

Xt=ε^1x⋮ε^m1x and Yt=ε^1y⋮ε^m2y.



6.3.3.2.2.2 Multivariate Nonlinear Causality Hypothesis The null hypothesis for testing the causality relation between Xt and Yt is

H0: AxyL=0, or AyxL=0.

Now we define the lead vector and lag vector of a time series. Define the mxi-length lead vector for Xi,t and the myi-length lead vector for yi,t as respectively.


Xi,tmxi=Xi,t⋮Xi,t+mxi-1, mxi=1,2, …, Yi,tmyi=Yi,t⋮Yi,t+myi-1, myi=1,2, …, t=1,2,…,(6.139)

The lxi-length lag vector for Xi,t and lyi-length lag vector for yit are defined, respectively, as


Xi, t-lxilxi=Xi, t-lxi⋮Xi,t-1, lxi=1,2,…, t=lxi+1, lxi+2, …,(6.140)


Yi, t-lyilyi=Yi,t-lyi⋮Yi,t-1, lyi=1,2, …, t=lyi+1, lyi+2, …,(6.141)

We define Mx=mx1,…,mxm1, Lx=lx1, …, lxm1, mx=maxmx1,…,mxm1, and lx=max⁡lx1, …, lxm1 for time series Xt. Similarly, we defined My=my1,…, mym2, ly=ly1,…, lym2, my=maxmy1,…, mym2, and ly=max⁡ly1,…, lym2 for Yt.

After these definitions, we define the four events (Bai et al. 2010):

E1≡XtMx-XsMx<e≡{Xi,tmxi-Xi,smxi<e, for all for all i=1,…, m1};

E2≡Xt-lxlx-Xs-lxlx<e≡{Xi,t-lxilxi-Xi,s-lxilxi<e, for all i=1,…, m1};

E3≡XtMy-XsMy<e≡{Xi,tmyi-Xi,smyi<e, for all for all i=1,…, m2};

E4≡Xt-lyly-Xs-lyly<e≡{Xi,t-lyilyi-Xi,s-lyilyi<e, for all i=1,…, m2};

where . denotes the maximum norm.

Intuitively, if adding the vector series Xt does not improve the prediction of another vector series Yt then, the vector series Xt is said not to strictly Granger cause another vector series Yt. Formally, we have the following definition (Bai et al. 2010).


Definition 6.13: Granger Causality

The vector series Xt is said not to strictly Granger cause another vector series Yt if

PYtMy-YsMy<eYt-lyly-Ys-lyly<e,Xt-lxlx-Xs-lxlx<e 


=PYtMy-YsMy<eYt-lyly-Ys-lyly<e.(6.142)

Now I introduce test statistic and its distribution (Bai et al. 2010).





6.3.3.2.2.3 Statistic for Testing Granger Causality and Its Asymptotic Distribution The test statistic for testing non-existence of nonlinear Granger causality can be extended from bivariate case to multivariate case.

Define


IZ1, Z2,e=1Z1-Z2≤e0Z1-Z2>e,(6.143)


Xt-lximxi+lxi=Xt-lxi ,…, Xt-1, Xt, …, Xt+mxi-1,(6.144)


Yt-lyimyi+lyi=Yt-lyi, …, Yt-1, Yt, …, Yt+myi-1.(6.145)


C1My+ly, lx, e,n=2n(n-1)∑t<s∑∏i=1m1I(Yi,t-lyimyi+lyi,Yi,s-lyimyi+lyi,e)×∏i=1m2I(Xi, t-lxilxi,Xi, s-lxilxi,e),(6.146)


C2lx, ly,e,n=2n(n-1)∑t<s∑∏i=1m1
I(Xi,t-lxilxi
, Xi,s-lxilxi,e)×
∏i=1m2I(Yi, t-lyilyi, Yi, s-lyilyi,e).(6.147)


C3My+ly,e,n=2n(n-1)∑t<s∑∏i=1m2I(Xi,t-lyimyi+lyi, Xi,s-lyimyi+lyi,e),(6.148)


C4ly,e,n=2n(n-1)∑t<s∑∏i=1m2I(Xi,t-lyilyi,Xi,s-lyilyi,e),(6.149)

where t,s=max⁡lx,ly+1,…, T-my+1, n=T+1-max⁡(lx,ly).

Define statistic TNG for testing nonlinear Granger causality:


TNG=nC1My+ly, lx, e,nC2lx, ly,e,n-C3My+ly,e,nC4ly,e,n.(6.150)

Since the above defined statistics Cj(*,n) in equations (6.146)–(6.149) are not U-statistic and the estimators of Cj(*,n) are not consistent. Furthermore, the distribution of the statistic TNG is not normal distribution, Bai et al. (2018) redefined Cj(*,n) as follows.

For any given pair (t,s), define

C1My+ly, lx,e;t,s=PYt-lyMy+ly-Ys-lyMy+ly<e, Xt-lxlx-Xs-lxlx<e,

C2ly,lx,e:t,s=PYt-lyly-Ys-lyly<e,Xt-lxlx-Xs-lxlx<e ,

C3My+ly, e;t,s=PYt-lyMy+ly-Ys-lyMy+ly<e,

C4ly, e;t,s=PYt-lyly-Ys-lyly<e.

Since we assume that the time series Xt, Yt are stationary, if t-s=l|, then the above formulas Cj(*, t,s) can rewritten as C1My+ly, lx,e;l, C2ly,lx,e:l,C3My+ly, e;l, and C4ly, e;l. The null hypothesis for testing the nonlinear Granger causality is


H0: C1My+ly, lx,e;lC2ly,lx,e:l=C3My+ly, e;lC4ly, e;l.(6.151)

Intuitively, the ratio C3My+ly, e;lC4ly, e;l measures how much information in time series {Yt-ly,…, Yt-1} the time series {Yt, …, Yt+My-1} contains. Similarly, the ratio C1My+ly, lx,e;lC2ly,lx,e:l measures summation of information in C3My+ly, e;lC4ly, e;l and additional information due to time series {Xt-ly, …, Xt-1}. Equation (6.151) shows that under the null hypothesis, adding time series {Xt-ly, …, Xt-1} provides no additional information in predicting the time series {Yt-ly,…, Yt-1}.

Let Lyx=max⁡ly,lx, n=T-Lyx-l-mt+1. Using frequency interpretation of the probability, we obtain the following consistent estimators of C1My+ly, lx,e;l, C2ly,lx,e:l,C3My+ly, e;l and C4ly, e;l (Bai et al. 2018):


C^1(My+ly, lx,e;l=1n∑t=lyx+1T-my+1∏i=1m2I(Yi,t-lyimyi+lyi,Yi,t+l-lyimyi+lyi,e)×∏i=1m1
I(Xi, t-lxilxi,Xi, t+l-lxilxi,e),(6.152)


C^2ly, lx,e;l=1n∑t=lyx+1T-my+1∏i=1m2I(Yi, t-lyilyi, Yi, t+l-lyilyi,e)×
∏i=1m1I(Xi,t-lxilxi, Xi,t+l-lxilxi,e).(6.153)


C^3My+ly, e;l=1n∑t=lyx+1T-l-my+1∏i=1m2I(Yi,t-lyimyi+lyi,Yi,t+l-lyimyi+lyi,e),(6.154)


C^4ly,e;l=1n∑i=1T-l-my+1∏i=1m2
I(Xi,t-lyilyi,Xi,t+l-lyilyi,e).(6.155)

Now we define a new multivariate statistic for testing the nonlinear Granger causality (Bai et al. 2018):


TNNG=nC^1(My+ly, lx,e;lC^2ly, lx,e;l-C^3My+ly, e;lC^4ly,e;l.(6.156)

Its asymptotic distribution under the null hypothesis is summarized in Theorem 6.7.


Theorem 6.7: Asymptotic Distribution of Nonlinear Multivariate Granger Causality Test

Assume that Xt and Yt are stationary. Under hull hypothesis and some regular conditions (Bai et al. 2018), the statistic TNNG is asymptotically distributed as a normal distribution: N(0, σ2(My, ly, lx, e,l)),

where

σ2My, ly, lx, e,l=∇fTΣ∇f,

∇f=1C^2ly, lx,e;l-C^1(My+ly, lx,e;lC^2ly, lx,e;l2-1C^4ly,e;lC^3My+ly, e;lC^4ly,e;l2, and Σ is defined in Appendix 6A.








6.3.4 Granger Causal Networks


6.3.4.1 Introduction

In the previous sections, I introduced Grander causation between two time series and two sets of time series. This section will introduce Granger causal networks and use recurrent neural networks (RNNs) and generative models to infer Granger causal networks (Khanna and Tan 2019). Traditional causal graph learning methods include linear systems (VAR Granger analysis, regression) (Sommerlade et al. 2012), additive models (Sindhwani et al. 2013). However, additive models often miss nonlinear interaction information and fail to detect Granger causal connections. To overcome these limitations, we also introduce various neural networks for reconstruction of Granger causal networks (Tank et al. 2018).

The Grander causal networks have been applied to gene regulatory network mapping (Fujita et al. 2007) and the mapping of human brain connectome (Seth et al. (2015).



6.3.4.2 Architecture of Granger Causal Networks

Consider an n-dimensional vector of stationary time series Xt=[X1,t, …, Xn,t]T. The Granger causal network is generalization of the VAR model. We assume that the samples {Xt, t=1,2,…T} are sequentially generated, following the nonlinear autoregressive model (Khanna and Tan 2019):


Xi,t=fiXt-1, …, Xt-p+εi,t, i=1,2, …, n.(6.157)

where fi is a component-wise nonlinear generating function which models all linear and nonlinear interactions between n time series up to time t-1. The architecture of Granger causal network underlying n time series is shown in Figure 6.1. The residual εi,t summarizes the noises, the combined effect of all instantaneous and exogenous factors affecting the measurement of time series Xi,t at time t.

[image: ]
FIGURE 6.1 Architecture of Granger causal network.



Intuitively, if the past information of time series Xi,t can improve the prediction of the current or future values of the time series Xj,t then the time series Xi,t Granger cause another time series Xj,t. Or, in terms of equation (6.157), if the time series Xj,t does not Granger cause time series Xi,t, then the function fi does not depend on the past measurements in time series Xj,t, i.e., for all t≥1 and all possible of distinct pair of time series Xj,t-p,…, Xj,t-1 and X’j,t-p, …, X’j, t-p,…, X’j, t-1, the following equality which shows the function fi does not depend on the past measurements in time series holds:

fi(X1,t-p,…, X1,t-1, …, Xj,t-p, …, Xj,t-1,…, Xn,t-p,…, Xn,t-1)


=fi(X1,t-p,…, X1,t-1, …, X’j,t-p, …, X’j,t-1,…, Xn,t-p,…, Xn,t-1).(6.158)

Equation (6.158) implies that the detection of Granger non-causality is reduced to discover the components of the vector Xt of time series which are irrelevant to the individual function fi. Equations (6.157) and (6.158) show that the principle for reconstruction of the Granger causal network is via pair-wise comparison. It compares two time series to infer the Granger causal relationships between a pair of time series. Let Θi denotes all parameters in the function fi. If at least one parameter in Θi which are related to time series Xj,t-1 is significantly from zero, then Xj,t-1 Granger causes Xi,t and arrow from Xj,t-1 to Xi,t in the Granger causal network is present.



6.3.4.3 Component-Wise Multilayer Perceptron (cMPL) for Inferring Granger Causal Networks

To easily disentangle the effects from inputs to outputs, we model each component fi with a separate MLP (Tank et al. 2018). The architecture of cMPL for inferring Granger causal networks is shown in Figure 6.2. Suppose that the number of hidden layers is L. Define

[image: ]
FIGURE 6.2 Architecture of cMPL.



ht1=ht1,1⋮h,t1,q1, W1=W11⋯WP1, Wp1=W1,p1,1⋯Wn,p1,1⋮⋮⋮W1,p1,q1⋯Wn,p1,q1 and Xt-p=X1,t-p⋮Xn,t-p,

where ht1 is the vector of values at the time t in the first hidden layer of nodes, ht1,j is the value of the jth node in the first hidden layer at the time t, Xt-p is the vector of input time series at the time t-p, Xi,t-p is the value of the ith time series at the time t-p, W1 is the weight matrix connecting the input to the first hidden layer, Wp1 is the vector weights connecting the input Xt-p to the nodes of the first hidden layer, and Wi,p1,j is the weight connecting the p lag of the ith time series to the jth node in the first hidden layer.

Define the weight matrix Wi connecting the jth time series to all nodes in the first hidden layer:

Wj=Wj,11⋯Wj,p1=Wj,11,1⋯Wj,P1,1⋮⋮⋮Wj,11,q1⋯Wj,P1,q1.

If all elements in the matrix Wj are zero, then the jth time series does not affect the values of the ith time series. As a consequence, the jth time series does not Granger causa the ith time series.

The values of the first hidden layer at the time t are given by


ht1=ht1,1⋮h,t1,q1=σ∑p=1PWp1,1Xt-p)+σ11⋮σ∑p=1PWp1,q1Xt-p+σq11=σ∑p=1PWp1Xt-p+σ1,(6.159)

where σ is an element activation function and σ1 is the bias vector at the first hidden layer.

The subsequent layers are fully connected and can be calculated by standard MLP as


htl=σWlhtl-1+bl,(6.160)

where

Wl=W11l⋯W1ql-1l⋮⋮⋮Wql1l⋯Wqlql-1l and bl=b1l⋮bq1l.

Finally, the output Xi,t is given by


Xi,t=∑j=1qLWijohtL,j+bo=WoThtL+eit,(6.161)

where Wijo are the weights connecting the final hidden layer and output Xi,t, htL is the final hidden vector from the final hidden layer L, and  eit is the error.

To make the Granger causality network sparse, we apply the group lasso penalty to the objective function (Tank et al. 2018). Therefore, the objective function for inferring sparse Granger causality network is given by


minW⁡FW,Xt,, λ=∑t=1TXi,t-WoThtL2+λWjF,(6.162)

where W=[W1,…, WL, Wo] and .F is the Froberius matrix norm.

The weight matrix Wj represents the relationships between input Xjt and output Xit. Its zero indicates the Granger non-causality between two time series Xjt and Xit.

To simultaneously select for both Granger causality and the lag order of the time series, we only need to take the lag P as a parameter to be optimized in objective function in equation (6.162):


minW,P⁡FW,Xt,,P, λ=∑t=1TXi,t-WoThtL2+λWjF.(6.163)



6.3.4.4 Component-Wise Recurrent Neural Networks (cRNNs) for Inferring Granger Causal Networks

RNNs compress the past time series into hidden states which allow to effectively extract nonlinear dependent information at quite long lags, and hence are a powerful tool for reconstruction of Granger causal networks (Tank et al. 2018). Similar to MLP, we develop cRNNs to model Granger causal relationships. We first introduce the standard cRNNs and then component-wise long short-term memory (cLSTM) for inferring Granger causal networks.

The architecture of cRNNs for construction of Granger networks is shown in Figure 6.3. Define

[image: ]
FIGURE 6.3 Architecture of cRNNS for construction of Granger causal networks.



ht=h1t⋮hmt, Whh=W11hh⋯W1mhh⋮⋮⋮Wm1hh⋯Wmmhh, Wxh=W11xh⋯W1jxh⋯W1nxh⋮⋮⋮⋮⋮Wm1xh⋯Wmjxh⋯Wmnxh.

The hidden state that contains information of the past time series is recursively updated by


ht(W,Xt, ht-1)=ght-1, Xt=tanh⁡(Whhht-1+WxhXt+bh),(6.164)

where bh is a vector of bias.

The output Xit is modeled as


Xit=WoTht+eit,(6.165)

where Wo=W1,o…Wm,oT and eit is an error.

Similar to MLP, sufficient condition for Ganger non-causality of input time series Xj,t on output time series Xi,t is that all elements Wljxhof the jth column of Wxh are zero, Wljxh=0, l=1,…, m.

Due to its recursive updating, hidden state ht(W,Xt, ht-1) is a function ht(W,Xt, Xt-1,…, X1), which implies that ht(W,Xt, ht-1) contains information of all past time series Xt, Xt-1,…, X1.

Again, the objective function that includes group lasso penalty is


minWxh,Whh,Wo,bh⁡F(Wxh,Whh,Wo,bh, X1,…, Xt)=∑t=2TXit-WoTht2+λ∑j=1nW.,jxh22.(6.166)

When λ increases, the number of zero weights will increase. The larger the parameter λ, the more sparse the Ganger causal network.

Next we introduce cLSTMs for inferring Granger causal networks. The LSTMs are a special kind of RNN, capable of learning long-term dependencies. The key to LSTMs is to introduce a cell state as the second hidden state. The cell state is like a conveyor belt. The LSTM does have the ability to remove or add information to the cell state, carefully regulated by structures called gates. The recursive equations for updating two hidden states are given by (Chapter 1)

ft=σ(Wxfxt+Whfht-1+bf),

it=tanhWxixt+Whiht-1+bi,

gt=tanh⁡(Wxcxt+Whcht-1+bc),

Ct=ft°Ct-1+it°gt,

Ot=σ(Wxoxt+Whoht-1+bo),

ht=ot°tanh⁡(ct),

Xit=WoTht+eit.

Define a weight matrix that connects the forget gates, input gates, cell updates, output gate, and the update of the hidden state to the input time series:

Wx=WxfWxiWxcWxo and Wh=WhfWhiWhcWho.

The jth column vector W.,jx of the weight matrix Wx measures the degree of influence of the time series Xj,t on time series Xi,t. A sufficient condition for Granger non-causality of an input time series Xj,t on an output time series Xi,t is W.,jx=0. Similar to equation (6.166), the objective function for inferring sparse Granger causal network using cLSTM and group lasso is given by (Tank et al. 2018)


minWx,WhWo,bh⁡F(Wx, Wh, Wo,bh, X1,…, Xt)=∑t=2TXit-WoTht2+λ∑j=1nW.,jx22.(6.167)

Again, the proximal gradient descent with line search can be used to solve the optimization problem in equation (6.167).

The remarkable feature of the cRNNs and cLSTMs is that they do not need to specify lags P of the time series.



6.3.4.5 Statistical Recurrent Units for Inferring Granger Causal Networks

In the previous section, we introduced cRNNs and cLSTM for inferring Granger causal networks. However, the highly nonlinear sigmoid function suffered from the vanishing/exploding gradient issue during training. To overcome this limitation, in this section, we introduce the statistical recurrent unit (SRU) that has no sigmoid gating functions and thus is less affected by the vanishing/exploding gradient issue during training for inferring Grander causal networks (Oliva et al. 2017; Khanna and Tan 2019). SRU can capture both short- and long-term temporal dependencies in a multivariate time series. This allows to take linear combinations of the summary statistics at different time scales for construction of predictive causal models with both highly component-specific and lag-specific features.

A key for the SRU to maintain long-term sequential dependencies is to use temporally aware summary statistics, which learn temporal order in a dataset. Recall that recursive function h(Xt, ht-1) in the RNN which is not only as a function of Xt, but also as a function of the previous statistics ht-1 of Xt-1. The function h(Xt, ht-1) is a summary statistics that can maintain temporal order information in the dataset. The function h(Xt, ht-1) can recursively generate a sequence of summary statistics that keep temporal information:

h1=hX1, h0,  h2=hX2, h1, …, ht=hXt, ht-1,…,

where h0 is a vector of initial values.

Recurrent summary statistics at multiple scale can provide more temporal information. Define exponential moving averages:

μt=1-αμt-1+αht

=…=1-αTμ0+α[1-αT-1hX1, h0+…+1-αhXt-1,ht-2+hXt, ht-1].

Two features are combined to form a SRU. The ith SRU for inferring Granger causal network is shown in Figure 6.4 (Khanna and Tan 2019). The basic block of the SRU is recurrent statistic ∅t:

[image: ]
FIGURE 6.4 Outline of the ith SRU for inferring Granger causal networks.




∅i,t=h(WiniXt+Wfiri,t-1+bini),(6.168)

where ∅i,t is a d∅ dimensional vector of recurrent statistics, h is an element activation function such as ReLU, ri,t-1 is a dr dimensional feedback vector, bini is a d∅ dimensional bias vector, Wini and Wfi are two weight matrices and defined as

Wini=W11i, in⋯W1ji,in⋯W1ni,in⋮⋮⋮⋮⋮Wd∅ni,in⋯Wdoji,in…Wd∅ni,in, Wfi=W11i,f⋯W1dri,f⋮⋮⋮Wd∅1i,f⋯Wd∅dri,f,

where W., ji,in=W1ji,in⋯Wdoji,inT measures the influence of the jth time series Xj,t on the time series Xi,t.

Feedback vector ri,t-1 is generated by


ri,t=g(Wriμi,t-1+bri),(6.169)

where μi,t-1 is an md∅ dimensional vector of multiscale summary statistics, bri is a d∅ dimensional bias vector, Wri is a weight matrix defined as

Wri=W11i,r⋯W1md∅i,r⋮⋮⋮Wdr1i,r⋯Wdrmd∅i,r.

The SRU will take the following exponential moving averages to capture the temporal information in the dataset:


μi,tαj=1-αjμi,t-1αj+αj∅i,t,j=1,…,m, and(6.170)

μi,t=μi,tα1⋮μi,tαm.

Output features are generated by multiscale summary statistics:


Oi,t=g(Woiμi,t+boi),(6.171)

where Oi,t is a do dimensional vector of output features, boi is a do dimensional bias vector, Woi is do×(md∅) dimensional weight matrix which is defined as


Woi=W1,1i,o⋯W1,md∅i,o⋮⋮⋮Wdo,1i,o⋯Wdo,md∅i,o.(6.172)

Finally, the output X^i,t+1 is given by a linear combination of nonlinear output features:


X^i,t+1=WyiTOi,t+boi(6.173)

where X^i,t+1 is the next-step prediction of the ith time series at the time t+1, boi is a bias, Wyi is a do dimensional vector of weights.

Recall that the jth column of vector W., ji,in of the weight matrix Wini in equation (6.168) quantifies the influence of the jth time series Xj,t on the time series Xi,t. To learn the Granger causal network, we optimize the following penalized mean squared prediction error loss:


minΘi⁡FΘi,Xt=1T-1∑t=1T-1X^i,t+1-Xi,t+12+λ∑j=1nW., ji,in2,(6.174)

where Θi=[Wyi,boi,Woi, boi,Wri, bri, Wini, Wfi, bini], X^i,t+1 is calculated using equations (6.168)–(6.173), and λ is a penalty parameter. Optimization problem (6.174) is nonconvex which may have multiple local minima, and hence is difficult to find a global optimal solution. A first-order proximal gradient descent algorithm can be used to find a regularized solution of the SRU optimization problem (6.174) (Xiong 2018a; Khanna and Tan 2019).

The number of parameters in the SRU is much larger than the number of parameters in the standard RNN model. This will cause a serious overfitting problem. To overcome this limitation, Khanna and Tan (2019) used pseudo-autoencoder to reduce the dimensionality of the feedback operation in equation (6.169). A simple linear transformation is used as encoder to compress the multiscale mdϕ dimensional summary statistics μi,t to a dr’ dimensional vector Vi,t:


Vi,t=Driμi,t,(6.175)

where dr’≪mdϕ. The elements of the transformation matrix Dri will be generated by independently sampling from a normal distribution N(0, 1dr’). The compressed vector Vi,t can be thought as a low-dimensional projection of the multiscale summary statistics μi,t. The compressed vector Vi,t maintains most of the temporal information of the original data. The decoder consists of MLP, which maps the compressed summary statistics Vi,t to the feedback vector ri,t. Mathematically, we can write


ri,t=σ(Wr*,iVi,t+br*,i),(6.176)

where Wr*,i is a dr×dr’ dimensional weight matrix and br*,i is a dr dimensional bias vector. The total number of parameters in the pseudo-autoencoder is drdr’+1, which is much smaller than the number of parameters in generating feedback ri,t in the original SRU (drmd∅+1).

Recall that the number of parameters in the matrix Woi is md∅do. It is clear that the weight matrix Woi often dominates the overall number of trainable parameters in the SRU. To alleviate the overfitting, we also need to reduce the number of parameters in the weight matrix Woi via penalization of the weights in the matrix Woi.

Woi=W1,1i,o⋯W1,d∅i,o⋯W1, m-1d∅+1i,o⋯W1,md∅i,o⋮⋮⋮⋮⋮⋮⋮Wj,1i,o⋮Wdo,1i,o⋯⋮⋯Wj,d∅i,o⋯Wj, m-1d∅+1i,o⋯Wj,md∅i,o⋮⋮⋮⋮⋮Wdo,d∅i,o⋯Wdo, m-1d∅+1i,o⋯W1,md∅i,o.

Let

Wj,ski,o=Wj,ki,oWj, d∅+ki,o⋮Wj, m-1d∅+ki,o.

The group lasso for the regulation of the weights in the matrix Woi should be constructed by


G=∑j=1do∑k=1d∅Wj,ski,o2.(6.177)

Define the set of parameters Θ^eSRUi=(Θ^i\Wri)⋃Wr*,i. Adding equation (6.177) into equation (6.174), we obtain the following objective function for inferring Granger causal network:


minΘeSRUi⁡FΘeSRUi,Xt=1T-1∑t=1T-1X^i,t+1-Xi,t+12+λ1∑j=1nW., ji,in2+λ2∑j=1do∑k=1d∅Wj,ski,o2,(6.178)

where λ1 and λ2 are two penalty parameters.





6.4 NONLINEAR STRUCTURAL EQUATION MODELS FOR CAUSAL INFERENCE ON MULTIVARIATE TIME SERIES

In this section, we introduce nonlinear structural equation models for causal inference on time series (Peters et al. 2013). First, we introduce several concepts.


Definition 6.14: Full Time Graph

Let V={Xti, i=1,…,n} be a set of time series. If the infinite graph that contains each variable Xti as a node in the graph, then this graph is called full time graph.




Definition 6.15: Summary Time Graph

If the graph contains all components of the time series in the set V as nodes and a direction from Xi to Xj (i≠j) in the full time graph for some k is present, then such graph is called the summary time graph.

The Granger causal networks do not consider instantaneous causal relationships among time series. To overcome this limitation, we introduce restricted structural equation models for causal analysis in time series which is called time series models with independent noise (TiMINo) A remarkable feature of these models include nonlinear and instantaneous causal effects. The TiMINo is extension of the structural equation model from causal analysis for cross-section data to causal analysis for time series data. The TiMINo assumes that Xt is a function of all direct causes and some noise variable and that the collection of noises are jointly independent. Before formally defining the TiMINo, we introduce the notation of parent points of the time series variable Xi,t. Define PA0i ⊆XV\i as the set of points Xj,t→Xi,t, j=1, … (Figure 6.5(a)), PA1i⊆XV as the set of pints Xj,t-1→Xi,t-1, j=1, … (Figure 6.5(b)), and PAki as the set of points Xj,t-k→Xi,t-k, j=1, … (Figure 6.5(c)).

[image: ]
FIGURE 6.5 Scheme of parent points of Xi,t.



Formally, Definition 6.16 is given to precisely define the TiMINo (Peters et al. 2013).




Definition 6.16: TiMINo

Consider a multivariate time series Xt=Xi,ti∈V. The time series satisfies a TiMINo if there is a P>0 and ∀i∈V, there are sets PA0i⊆XV\i, PAki⊆XV such that


Xi,t=fi(PApit-p,…, PA1it-1,PA0it, Ni,t),(6.179)

with Ni,t jointly independent over both i and t, and for each i, Ni,t are identically distributed in t.

Equation (6.179) states that Xi,t is a nonlinear function of its parents plus an additive noise term, with the important condition that all noise terms are assumed to be jointly independent.

Equation (6.179) can be used to infer the full time graph. The full time graph can be generated by drawing arrows from any node that presents in the right-hand side of equation (6.179) to Xit.

In equation (6.179), PA0it provides information about contemporaneous effect, while PApit-p,…, PA1it-1 provide information about Granger causality.

Now we introduce the identifiability theorem of TiMINo (Peters et al. 2013).




Theorem 6.8: Identifiability of TiMINo

Assume that Xt can be represented as a TiMINo and that the parent set PAXit=⋃0PPAkit-k is direct cause of Xi,t. Further assume that one of the following conditions holds:


	Equation (6.179) comes from either nonlinear functions fi with additive normal noise Ni,t or linear functions fi with additive non-normal noise Ni,t.


	Each component shows a time structure, i.e., PA(Xi,t) contains at least one Xi,t-k, the joint distribution is faithful with respect to the full time graph, and the summary time graph is acyclic.



The proof is in the Appendix of the paper written by Peters et al. (2013).

Additive noise model for the cross-sectional data can be adapted to the TiMINo causal analysis. Algorithm 1 in Peter et al. (2013) for implementing adapted additive model for time series causal analysis is reintroduced as Algorithm 6.1.




Algorithm 6.1: Additive Noise Model for TiMINo Causality Analysis.

Step 1: Input:

Data sampled from a d-dimensional time series of length T:(X1, …, XT), maximal order p, S←(1,…, d).

Step 2: Repeat


	for k in S do


	Fit TiMINo for XtK using Xt-pk, …, Xt-1K, Xt-pi, …, Xt-1i, Xti for i∈S\{k}.


	Test the independence of residuals of Xi, i∈S.

end for


	Choose k* to be the k with the weakest dependence, which implies that the additive model for k* is satisfied (if there is no k with independence, break and output “I do not know. – bad model fit”).


	Find the parent set.

S←S\{k*}, pa(k*)←S.

Until length S=1.


	For all k, remove all parents that are not required to obtain independent residuals.


	Output the parent set that determines the structure of causal network.

{pa1, …, pad}.




The fitting TiMINo models are given as follows.

Linear Model:


fip1, …, pr, Ni=ai,1p1+…+arpr+Ni,(6.180)

Generalized Additive Model:


fip1, …, pr, Ni=fi1p1+…+firpr+Ni,(6.181)

Nonlinear Regression:


fip1, …, pr, Ni=fip1,…,pr+Ni.(6.182)

The order of the time series is determined by the AIC.

HSIC will be used to test for independence between two residual time series Ntk and Nti. Specifically, the test statistic is defined as (Appendix 6B)


HSIC2F, Q, PXY=1n2trKHLH,(6.183)

where


H=I-1n1nTn, K=kijn×n, and L=lijn×n, kij=kXi, Xj, lij=kYi, Yj, X and Y represent residual time series.

Some typical kernel functions (Bagnell 2008) are

Gaussian kernel: kx,y=e-x-y22σ2, σ>0;

Laplace kernel: kx,y=e-x-yσ, σ>0;

Inverse multi-quadratics kernel: kx,y=1β+x-yα, α,β>0;

Fractional Brownian motion kernel: kx,y=12x2h+y2h-x-y2h, 0<h<1.




SOFTWARE PACKAGE

The bivariate linear Granger causality test is implemented in the statsmodels Python package [Python], in the MSBVAR package [R], the lmtest package [R]³, the NlinTS package [R], and the vars package [R].


APPENDIX 6A: TEST STATISTIC TNNG ASYMPTOTICALLY FOLLOWS A NORMAL DISTRIBUTION

In this appendix, we completely stated the asymptotic normal distribution of the statistic TNNG

Define

h1ly,lx,My,l.k=I(Ylyx+1+k-lyly+My, Ylyx+1+k+l-lyly+My,e),

h2ly, lx,l,k=I(Xlyx+1+k-lxlx,Xlyx+1+k+l-lxlx,e),

Σ11=E[h1ly,lx, My,l,0h2ly, lx,l,o-C1(My+ly, lx,e,l2]

+∑k=1n-121-knE[(h1ly,lx, My,l,0h2ly, lx,l,o-C1(My+ly, lx,e,l))

(h1ly,lx, My,l,kh2ly, lx,l,k-C1(My+ly, lx,e,l))],

Σ12=E[h1ly,lx, My,l,0h2ly, lx,l,o-C1(My+ly, lx,e,l)

(h1ly,lx, 0,l,0h2ly, lx,l,o-C2ly, lx,e;l)]

+∑k=1n-11-knE[h1ly,lx, My,l,0h2ly, lx,l,o-C1(My+ly, lx,e,l)

(h1ly,lx, 0,l,kh2ly, lx,l,k-C2ly, lx,e;l)]

+∑k=1n-11-knE[h1ly,lx, My,l,kh2ly, lx,l,k-C1(My+ly, lx,e,l)

(h1ly,lx, 0,l,kh2ly, lx,l,k-C2ly, lx,e;l)],

Σ13=E[h1ly,lx, My,l,0h2ly, lx,l,o-C1(My+ly, lx,e,l

(h1ly,lx, My,l,0-C3My+ly,e;l)]

+∑k=1n-11-knE[(h1ly,lx, My,l,0h2ly, lx,l,o-C1(My+ly, lx,e,l)

(h1ly,lx, My,l,k-C3My+ly,e;l)]

+∑k=1n-11-knE[(h1ly,lx, My,l,kh2ly, lx,l,k-C1(My+ly, lx,e,l))

(h1ly,lx, My,l,0-C3My+ly,e;l)],

Σ14=E[h1ly,lx, My,l,0h2ly, lx,l,o-C1(My+ly, lx,e,l

(h1ly,lx, 0,l,0-C4ly,e;l)]

+∑k=1n-11-knE[(h1ly,lx, My,l,0h2ly, lx,l,o-C1(My+ly, lx,e,l)

(h1ly,lx, 0,l,k-C4ly,e;l)]

+∑k=1n-11-knE[(h1ly,lx, My,l,kh2ly, lx,l,k-C1(My+ly, lx,e,l))

(h1ly,lx, 0,l,0-C4ly,e;l)],

Σ22=E[h1ly,lx, 0,l,0h2ly, lx,l,o-C2(ly, lx,e,l)2

+∑k=1n-121-knE[(h1ly,lx, 0,l,0h2ly, lx,l,o-C2(ly, lx,e,l))

(h1ly,lx, 0,l,kh2ly, lx,l,k-C2(ly, lx,e,l))],

Σ23=E[h1ly,lx, 0,l,0h2ly, lx,l,o-C2(ly, lx,e,l

(h1ly,lx, My,l,0-C3My+ly,e;l)]

+∑k=1n-11-knE[(h1ly,lx, 0,l,0h2ly, lx,l,o-C2(ly, lx,e,l)

(h1ly,lx, My,l,k-C3My+ly,e;l)]

+∑k=1n-11-knE[(h1ly,lx, 0,l,kh2ly, lx,l,k-C2(ly, lx,e,l))

(h1ly,lx, My,l,0-C3My+ly,e;l)],

Σ24=E[h1ly,lx, 0,l,0h2ly, lx,l,o-C2(ly, lx,e,l(h1ly,lx, 0,l,0-C4ly,e;l)]

+∑k=1n-11-knE[(h1ly,lx, 0,l,0h2ly, lx,l,o-C2(ly, lx,e,l)

(h1ly,lx, 0,l,k-C4ly,e;l)]

+∑k=1n-11-knE[(h1ly,lx, 0,l,kh2ly, lx,l,k-C2(ly, lx,e,l))

(h1ly,lx, 0,l,0-C4ly,e;l)],

Σ33=E[h1ly,lx, My,l,0-C3(My+ly, e;l)2]

+∑k=1n-121-knE[(h1ly,lx, My,l,0-C3(My+ly, e,l))(h1ly,lx, 0,l,0-C4(ly, e;l))],

Σ34=E[h1ly,lx, My,l,0-C3(My+ly,e;l(h1ly,lx, 0,l,0-C4ly,e;l)]

+∑k=1n-11-knE[(h1ly,lx, My,l,k-C3(My+ly,e;l))(h1ly,lx, 0,l,0-C4ly,e;l)],

Σ44=Eh1ly,lx, 0,l,0-C3(ly, e;l)2+∑k=1n-11-knE[(h1ly,lx, 0,l,0-

C4(ly,e;l))+(h1ly,lx, 0,l,k-C4(ly, e;l))].

Recall that

TNNG=nC^1(My+ly, lx,e;lC^2ly, lx,e;l-C^3My+ly, e;lC^4ly,e;l.

Let

f=C1(My+ly, lx,e;lC2ly, lx,e;lC3My+ly, e;lC4ly,e;l.

Then,

∇f=1C^2ly, lx,e;l-C^1(My+ly, lx,e;lC^2ly, lx,e;l2-1C^4ly,e;lC^3My+ly, e;lC^4ly,e;l2.


Under the null hypothesis, applying the central limit theorem for the nonlinear function of statistic, we have

TNNG=nC^1(My+ly, lx,e;lC^2ly, lx,e;l-C^3My+ly, e;lC^4ly,e;l→dN(0, σ2(My, ly, lx, e,l)),

where

σ2My, ly, lx, e,l=∇fTΣ∇f.



APPENDIX 6B: HSIC-BASED TESTS FOR INDEPENDENCE BETWEEN TWO STATIONARY MULTIVARIATE TIME SERIES

This appendix mainly briefly introduces some basic concepts on covariance operator and Hilbert-Schmidt Independence Criterion for testing independence between two time series (Gretton et al. 2005; Rubenstein et al. 2016; Wang et al. 2018).

6B1 Reproducing Kernel Hilbert Space


Definition 6B1: Inner Product

Let H be a vector space over R. A function <.,.>H:H×H→R is an inner product of two vectors on H if it satisfies the following three conditions:


	Linear: <αf1+βf2, g>H=α<f1, g>H+β<f2, g>H


	Symmetric: <f,g>H=<g,f>H


	Positivity: <f,f>H ≥0 and <f,f>H =0 if and only if f=0.



The norm that is induced by the inner product is defined as fH=<f,f>H.




Definition 6B2: Hilbert Space

Inner product space that contains Cauchy sequence limits is called Hilbert space.




Definition 6B3: Kernel

Let χ be a non-empty set. A function k: χ×χ→R is a kernel function if there exists an R-Hilbert space and a feature map ∅: χ→H such that for all x,x’, we have


kx,x’=<∅x, ∅x’>H.(6B1)




Example 6B1

Let χ=R2 and X=X1, X2T. Define feature map ∅:R2→R3 as ∅X=X1, X2, X1X2T. A kernel function is defined as

kX,Y=<∅X, ∅Y>H=X1Y1+X2Y2+X1X2Y1Y2.

We also can define kX,.=∅(X). Then, kernel function can be expressed as

kX,Y=<∅X, ∅Y>H=<kX,., k(Y,.>)H.

Define a linear function of the inputs X1, X2 and their product X1X2 as

fX=f1X1+f2X2+f3X1X2.

Assume that equivalent representation of f is

f(.)=f1, f2, f3T,

where f. refers to the function as a vector in R3 in this problem. The standard expression f(X) is a function value evaluated at a data point and can be calculated by


fX=<f., ∅X>H=f(.)T∅(X).(6B2)

Recall that ∅Y=Y1, Y2,Y1Y2 T and k.,Y=∅Y. The function k.,Y can be evaluated at X by


<k.,Y, ∅X>H=kX,Y=Y1X1+Y2X2+Y1Y2X1X2.(6B3)

Feature maps can also be written as

∅X=k(.,X) and ∅Y=k(.,Y).




Example 6B2: Gaussian Kernel

Consider Gaussian Kernel kX,Y=exp-X-Y22l2. We first define “physicists” Hermite polynomial: Hnx=-1nex2dndxne-x2. Gaussian Kernel kX,Y can be expressed in terms of Hermite polynomial Hnx. Hermite polynomials Hnx are orthogonal with respect to the weight function wx=e-x2:

∫-∞∞HmxHnxe-x2dx=π2nn!m=n0 m≠n.

For example,

∫-∞∞H1xH0xe-x2dx=∫-∞∞(-1)ex2ddxe-x2e-x2dx

=-∫-∞∞ddxe-x2dx=-e-x2-∞∞=0-0=0.

∫-∞∞H1xH1xe-x2dx=∫-∞∞ex2ddxe-x2ex2ddxe-x2e-x2dx

=∫-∞∞ex2ddxe-x2ddxe-x2


=e-x2ex2ddxe-x2-∞∞-∫-∞∞e-x2ddxex2ddxe-x2dx.(6B4)

Note that


e-x2ex2ddxe-x2-∞∞=-2xe-x2-∞∞=0,(6B5)

∫-∞∞e-x2ddxex2ddxe-x2dx=∫-∞∞e-x22xex2)ddxe-x2dx+∫-∞∞ddxddxe-x2dx


=∫-∞∞2xddxe-x2dx+∫-∞∞ddxddxe-x2dx.(6B6)

Using calculus, we obtain

ddxe-x2=-2xe-x2, which implies


∫-∞∞ddxddxe-x2dx=ddxe-x2-∞∞=-2xe-x2-∞∞=0.(6B7)

The first term in equation (6B6) can be reduced to

∫-∞∞2xddxe-x2dx=2xe-x2-∞∞-2∫-∞∞e-x2dx


=-2∫-∞∞e-x2dx=2π.(6B8)

Substituting equations (6B5)–(6B8) into equation (6B4) yields

∫-∞∞H1xH1xe-x2dx=2π.

Let

∅nx=e-c-ax2Hn(2cx).

Assume that orthogonality of functions in L2(R) is weighted by

px=2aπe-ax2.

Then, kX,Y=exp-X-Y22l2 can be expanded as (Rasmussen and Williams 2006):

kX,Y=∑n=1∞λn∅n(X)∅n(Y),

where

λn=aBBn, b=12l2, c=a2+2ab, A=a+b+c, B=bA.

Define Infinite dimensional feature map:

∅X=…, λn∅nX, …T.

Then, kernel function kX,Y is

kX,Y=exp-X-Y22l2=∅(X)T∅X=∑n=1∞λn∅n(X)∅n(Y).

Define H to be the space of functions: for {fn}n=1∞∈l2. The function can be expressed as

fX=<f, ∅X>H=∑n=1∞fnλn∅nX.




Definition 6B4: Reproducing Kernel Hilbert Space

Assume that H is a Hilbert space of R-valued functions on a non-empty set of χ and a function kX,Y:χ×χ→R is a kernel function. If


	
∀x∈χ, k(.,X)∈H and


	
∀x∈χ, ∀f∈H, the reproducing property

<f., k.,X>H=f(X) holds,




then kX,Y is a reproducing kernel of H and H is a reproducing kernel Hilbert space (RKHS).

Next we use RKHS to introduce the mean embedding and covariance operator (Wang et al. 2018). Let X be a random variable with distribution Px.




Definition 6B5: Mean Embedding

Mean embedding μ[Px] is defined as


μPx=Ex[kX,.].(6B9)

Its sampling formula is


μX=1m∑i=1mk(Xi, .).(6B10)

Consider a nonlinear function of a random variable f(X). Then, the expectation of random function is


ExfX=Ex[<f, kX,.>H=<f,Ex kX,.>H=<f,μPx>H.(6B11)

Combining equations (6C9)–(6C11), we obtain the sampling formula for ExfX:

SxfX=<f,μX>H


=<f,1m∑i=1mk(Xi, .)>H=1m∑i=1m<f,k(Xi, .)>H=1m∑i=1mf(Xi).(6B12)

Before introducing covariance operator, we first study the Hilbert space of Hilbert-Schmidt operators (Gretton 2020). A key concept of the Hilbert-Schmidt operator is the Hilbert-Schmidt norm of the operator which is defined in terms of bases in the space.

Let F and Q be separable Hilbert spaces. Define two sets of orthonormal bases eii∈I and ujj∈J for F and Q, respectively. Define two compact linear operators L: Q→ F and M: Q→ F. Then, we have

Luj=∑iβiei, which implies

βi=<Luj, ei>F.

The Hilbert-Schmidt norm of the operator can be defined as follows.




Definition 6B6: Hilbert-Schmidt Norm

The Hilbert-Schmidt norm of the operators L is defined as


LHS2=∑j∈JLujHS2=∑i∈I∑j∈J<Luj, ei>F2.(6B13)

Next we calculate the inner product of two operators L and M. Since both operators map Q→ F, the inner product of two operators should be defined by the inner product in the Hilbert space as follows:


<L, M>HS=∑j∈J<Luj, Muj>F=∑i∈I∑j∈J<Luj, ei>F<Muj, ei>F.(6B14)




6B2 Tensor Product

A matrix can be generated by the following product of specific vectors:


T=baT.(6B15)

The product of the matrix T and a vector f is


Tf=baTf=<a,f>Fb.(6B16)

The product in equation (6B15) is a special case of tensor product and is written as


T=b⨂a.(6B17)

Equation (6B16) can then be written as


Tf=b⨂af=<f,a>Fb.(6B18)


Definition 6B7: Tensor Product

Let b∈Q and a∈ F. b⨂a is called tensor product if it satisfies

b⨂af=<f,a>Fb.

The tensor product b⨂a is also called a rank-one operator from Q to F. Now we calculate the Hilbert-Schmidt norm as follows:

b⨂aHS2=∑j∈Jb⨂afjF2

=∑j∈Jb<a, fj>FF2 


=bQ2∑j∈J<a, fj>F2=bQ2aF2.(6B19)

Therefore, the rank-one operator is Hilbert-Schmidt. Now we introduce a lemma useful for calculation of inner product in Hilbert-Schmidt space (HS) (Gretton 2020).




Lemma 6B.1

Let L∈HS(Q,F) be a Hilbert-Schmidt operator. Then, we have


<L,b⨂a> HS=<b, La>F.(6B20)

Proof

Let uj be orthonormal basis in F, using equation (6B14), we obtain


<L,b⨂a> HS=∑j∈J<Luj, b⨂auj>F.(6B21)

Using equation (6B18), we have


b⨂auj=b<a, uj>F.(6B22)

Substituting equation (6B22) into equation (6B21) yields


<L,b⨂a> HS=∑j∈J<Luj, b<a, uj>F>F=∑j∈J<Luj, b>F<a, uj>F.(6B23)

Since a∈F, expanding a in terms of uj leads to

a=∑j∈J<a, uj>Fuj, which implies

La=∑j∈J<a, uj>FLuj and


<b, La>F=∑j∈J<a, uj>F<Luj, b>F.(6B24)

Combining equations (6B23) and (6B24), we prove that

<L,b⨂a> HS=<b, La>F.

Let L=c⨂d. Lemma 6B.1 implies the following corollary.




Corollary 6B.1


<c⨂d,b⨂a> HS=<c,b>F<d,a>Q.(6B25)

Proof

It follows from Lemma 6B.1 that


<c⨂d,b⨂a> HS=<b,c⨂da> F.(6B26)

However, using equation (6B18), we obtain


c⨂da=<d,a>Qc.(6B27)

Substituting equation (6B27) into equation (6B26), we obtain

<c⨂d,b⨂a> HS=<b,<d,a>Qc> F=<c,b>F<d,a>Q.




6B3 Cross-Covariance Operator

Cross-covariance operator is a generalization of n×n dimensional covariance matrix to infinite dimensional feature space. Let X and Y be n-dimensional random vectors. The covariance matrix between X and Y is defined as

CovX,Y=Exy[X-μXY-μYT]

=ExyXYT-μXμYT


=EXYX⨂Y-μXμYT(6B28)

Define two vectors of nonlinear functions f(X) and g(Y). Then, we can define


Cov fX,gY=EXY[fXgY]-EX[fX]EY[gY].(6B29)

The first term in equation (6B29) can be further reduced to

EXYfXgY=EXY[<f., kX,.>F<g., kY,.>Q]

=EXY[<f.⨂g., kX,.⨂kY,.>HS]

=<f.⨂g., EXYkX,.⨂kY,.>HS

=<f.⨂g., C-(X,Y)>HS


=<f,C~X,Yg> F,(6B30)

where


C~X,Y=EXYkX,.⨂kY,..(6B31)

The second term in equation (6B29) can be reduced to

EXfXEYgY=EX[<f., kX,.>F]EY[<g., kY,.>Q]

=<f.,EX [kX,.]>F <g., EYkY,.>Q


=<f.⨂g., EX kX,.⨂EYkY,.> HS.(6B32)

Combining equations (6B29), (6B30), and (6B32), we obtain

Cov fX,gY=<f.⨂g., EXYkX,.⨂kY,.-EX kX,.⨂EYkY,.> HS


=<f.⨂g., C(X,Y)>HS(6B33)

=<f,CX,Yg> F,

where


CX,Y=EXYkX,.⨂kY,.-EX kX,.⨂EYkY,..(6B34)


Definition 6B8: Cross-Covariance Operator

A covariance operator without center is defined as


C~X,Y=EXYkX,.⨂kY,..(6B35)

A covariance operator with center is defined as


CX,Y=EXYkX,.⨂kY,.-EX kX,.⨂EYkY,..(6B36)

Sampling formula for the cross-covariance operator with center is given by


CX,Y=1n∑i=1nkXi,.⨂kYi,.-1n∑i=1nk(X,.) ⨂1n∑i=1nkY,..(6B37)




6B4 The Hilbert-Schmidt Independence Criterion

Covariance operator measures dependence between two random variables. The Hilbert-Schmidt norm of the covariance operator can be used as criterion for assessing independence between two random variables. The Hilbert-Schmidt norm of the centered covariance operator is defined as

HSIC2F, Q, PXY=CXYHS2=EXYkX,.⨂kY,.-EX kX,.⨂EYkY,.HS2

=EXYEX’F’<kX,.⨂lY,.,kX’,.⨂lY’,.> HS-

2<EXYkX,.⨂lY,.,EX’ kX’,.⨂EY’lY’,.> HS+


<EX kX,.⨂EYkY,.,EX’ kX’,.⨂EY’kY’,.> HS.(6B38)

Equation (6B27) implies that the first term in equation can be reduced to


EXYEX’F’<kX,.⨂lY,.,kX’,.⨂lY’,.> HS=EXYEX’F’kX,X’l(Y,Y’).(6B39)

Again, equation (6B27) implies that the second term in equation can be reduced to


<EXYkX,.⨂lY,.,EX’ kX’,.⨂EY’lY’,.> HS=EXY[EX’k(X.X’)]EY’l(Y,Y’).(6B40)

Using the similar argument, the third term in equation (6B38) can be reduced to


<EX kX,.⨂EYkY,.,EX’ kX’,.⨂EY’kY’,.> HS=EXX’k(X,X’)EYY’l(Y,Y’).(6B41)

Combining equations (6B38)–(6B41), we obtain

HSIC2F, Q, PXY=EXYEX’F’kX,X’l(Y,Y’)-2EXY[EX’k(X.X’)]EY’lY,Y’


+EXEX’k(X,X’)EYEY’l(Y,Y’).(6B42)


HSIC2F, Q, PXY can be approximated by its sampling formula:


HSIC2F, Q, PXY=1n2∑i=1n∑j=1nkijlij-2n3∑i=1n∑j=1n∑r=1nkijlir+1n4∑i=1n∑j=1n∑q=1n∑r=1nkijlqr,(6B43)

where kij=kXi, Xj, lij=kYi, Yj.

Let K=kijn×n and L=lijn×n be n×n dimensional matrices. Then, equation (6B43) can be further reduced to


HSIC2F, Q, PXY=1n2tr KL-2n31nTKL1n+1n41nTK1n1nTL1n.(6B44)

Let


A=1n2tr KL-2n31nTKL1n+1n41nTK1n1nTL1n.(6B45)

Note that

2n31nTKL1n=1n2[1n1nTKL1n+1n1nTLK1n] and

2n31nTKL1n=1n2tr1n1nTKL1n+1n1nTLK1n


=1n2tr1n1nTnKL+1n1nTnLK.(6B46)

Again, 1n41nTK1n1nTL1n can be reduced to


1n41nTK1n1nTL1n=1n2tr 1n1nTn2K1n1nTL.(6B47)

Substituting equations (6B46) and (6B47) into equation (6B45) yields

A=1n2trKL-1n1nTnKL-1n1nTnLK+1n1nTnK1n1nTnL

 =1n2trHKL-HK1n1nTnL

 =1n2trHK(I-1n1nTn)L

=1n2trHKHL


=1n2trKHLH, (6B48)

where H=I-1n1nTn.

Some typical kernel functions are

Gaussian kernel: kx,y=e-x-y22σ2, σ>0;

Laplace kernel: kx,y=e-x-yσ, σ>0;

Inverse multi-quadratics kernel: kx,y=1β+x-yα, α,β>0;

Fractional Brownian motion kernel: kx,y=12x2h+y2h-x-y2h, 0<h<1.



EXERCISES

EXERCISE 6.1 Show that the maximum likelihood estimators of Σ and Σ0 are, respectively, given by

Σ^=exeyexTeyT and

Σ0^=ex0ey0ex0Tey0T.

EXERCISE 6.2 Show that

exTeyTΣ^-1exey=n and ex0Tey0TΣ0^-1ex0ey0=n.

EXERCISE 6.3

Let Hnx=-1nex2dndxne-x2. Show that

∫-∞∞HmxHnxe-x2=π2nn!m=n0 m≠n.

EXERCISE 6.4 Please show

HSIC2F, Q, PXY=1n2tr KL-2n31nTKL1n+1n41nTK1n1nTL1n.
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7.1 INTRODUCTION

Causal inference and causal discovery have two formal frameworks: structural causal models (SCMs) and the potential outcome framework (counterfactual inference) (Guo et al. 2020). In Chapters 3, 4, and 5, we discussed applications of the variational autoencoder (VAE) and generative adversarial network (GAN) to inferring SCMs. In this chapter, we will introduce application of the VAE and GAN to counterfactual inference and treatment effect estimation.

An essential issue in causal inference is that the counterfactual outcomes are unobservable (Hassanpour and Greiner 2021). This makes estimating causal effects a great challenge. There are two basic deep learning methods for counterfactual inference: discriminative methods and generative methods. Discriminative methods directly predict the potential outcome via modeling the conditional distribution of the outcome, given the treatment and feature variables. The recent developed deep learning-based discriminative methods include the learning representation for counterfactual inference (Johansson et al. 2016; Hassanpour and Greiner 2021), counterfactual regression (Colombo et al. 2019), counterfactual survival analysis (Chapfuwa et al. 2020), and counterfactual risk prediction (Pfohl et al. 2019). The generative methods for counterfactual inferences can also divided into (1) VAE for counterfactual analysis and treatment effect estimation, and (2) GAN for counterfactual outcome generation and individualized treatment effect (ITE) estimation. The VAE-based counterfactual inference includes hierarchical conditional VAE for counterfactual distribution estimation (Vercheval and Pizurica 2021), VAE for counterfactual generation (Popescu et al. 2021), VAE for counterfactual generative network (Sauer and Geiger 2021), targeted VAE and targeted learning (Vowels et al. 2020), counterfactual VAE for treatment effect estimation (Wu and Fukumizu 2021), conditional subspace VAE (Downs et al. 2020), and disentangled causal effect VAE (Kim et al. 2020). Recently developed GANs for counterfactual inference and ITE estimation include counterfactual generative networks (Sauer and Geiger 2021), conditional counterfactual generative networks (Looveren et al. 2021), residual GAN for generating counterfactual (Nemirovsky et al. 2020), GAN and conditional GAN for ITE estimation (Yoon et al. 2018; Bica et al. 2020; Ge et al. 2020), generative models for scientific discovery in molecular biology (Lopez et al. 2020), and integrated VAE and GAN for single sell data analysis (Yu and Welch 2021).


7.1.1 Potential Outcome Framework and Counterfactual Causal Inference

In history, structural equation models and potential outcome framework and counterfactuals developed relatively independently in different fields, but they can be unified using interventional queries with do-calculus. This allows methods and algorithms developed within one framework to be easily applied to one another, and also allows predictions about the consequences of intervening upon (rather than merely observing) the variables, and provides a method of evaluating counterfactual claims. The SCMs and counterfactual causal inference can be unified by do-calculus (Dablander 2020).

In Chapter 5, we introduced the SCMs and application of VAE and GAN to the SCMs. In this chapter, we will introduce the counterfactual causal inference and applications of the VAE and GAN to the counterfactuals and treatment effect estimation.

The observed outcome is called factual. Contrary to fact is called counterfactual. A counterfactual is a potential outcome. The counterfactual is an unobserved alternative to the observed factual. Counterfactual is an imagined world. We define the variable to be manipulated as a treatment which is denoted by T. The variable that responds to the treatment is defined as the outcome and denoted by Y. In counterfactual terminology of cause and effect, the event A causes the even B can be viewed as “the even B would not have occurred if it were not for the even A”, which uses the subjunctive mood. The cause-effect description is based on the imaged and unobserved counterfactual.

The Potential Outcome Framework which is also known as the Neyman-Rubin Potential Outcomes, or the Rubin Causal Model, is widely used causal tool alternative to the SCMs. The treatment can be binary, discrete, and continuous. Similarly, the outcome can also be binary, discrete and continuous. There are total of nine combinations of treatment and outcome. The description of the potential outcome framework will focus on the binary treatment and outcome in this section.

We first introduce definition of potential outcome (Rosenbaum and Rubin 1983; Guo et al. 2020).


Definition 7.1: Neyman-Rubin Potential Outcome

Given the treatment T and outcome Y, the potential outcome Yit of individual i, is the outcome that would have been observed if the individual i had received treatment T=t.

Potential outcome is originally defined for binary treat. They assume that selected individuals are divided into two groups: treatment group and nontreatment groups. Each individual in both groups has potential outcomes in two states: one potential outcome is observed and alternative potential outcome is not observed. Let Yi1 and Yi0 denote the potential outcomes in the treated and untreated states, respectively. The measured outcome Yi under the Neyman-Rubin potential outcome framework can be expressed as


Yi=TiYi1+1-TiYi0,(7.1)

where Ti=1 denotes the receipt of treatment and Ti=0 denotes nonreceipt.





7.1.2 Assumptions and Average Treatment Effect

Equation (7.1) indicates which of two outcomes would be observed in the real data. The observed outcome Yi involves two potential outcomes Yi0 and yi1. Unlike SCM which directly tests causation of the treatment variable T with the observed outcome Yi, counterfactual framework for testing causation must simultaneously check both potential outcomes Yi0 and Yi1. The counterfactual framework cannot test causation using only observed outcome Y. In other words, the counterfactual framework must compare difference between potential outcomes of a certain individual under two different treatments. Individualized causal effects cannot be directly observed. Below we give definition of treatment effect. The counterfactual framework tests for causation via estimating treatment effect.


Definition 7.2: Individual Treatment Effect and Average Treatment Effect

Consider a binary treatment. Given individual i and potential outcome Yit, the individual treatment effect is defined as τi=Yi1-Yi0 and the average treatment effect (ATE) is defined as


τ=Eτi=E [Yi1-Yi0].(7.2)

The fundamental problem of using equation (7.2) to estimate the treatment effect is that we can only observe one of these two outcomes Yi1, Yi0, since a given person can only be treated or not treated. To solve this problem, we can imagine that there are units that can be assumed to be identical or almost identical. We can use the outcomes of these matched units in the population to replace the counterfactuals.

Instead of viewing the potential outcome as a point value, we assume the existence of the distribution of the potential outcome (Lattimore and Ongv 2018). The distribution of Yi1 is the distribution of Y, if everyone was treated. Similarly, the distribution of Yi0 is the distribution of Y, if everyone is not treated. Let P(Y1) be the probability of recovery, across the population, if everyone was treated and P(Y0) be the probability of recovery, across the population, if everyone was not treated.

Half quantities in the counterfactual framework are missing values. Without assumptions, the counterfactual framework provides no basis for causal analysis.




Assumptions 7.1

The following assumptions are essential for potential outcome framework as basis of causal inference:


	The ignorable treatment assignment assumption.

The assignment of the study individuals to binary treatment is independent of the outcome of the treatment Y1 and the outcome of the nontreatment Y0, i.e.,

(Y1, Y0)⫫T.



	No interference: Outcomes only depend on the treatment applied to the unit, and not affected by treatments applied to other units.


	Single version of treatment. The treatments for all individuals are exactly the same version (the same brand, dosage, etc.).

Assumptions 7.2 and 7.3 are together often known as the Stable Unit Treatment Value Assumption, or SUTVA.

Consider N(i=1,…, N) units (individuals), T(t=1,…,T) treatments, and outcome variable Y which take values Yit for the ith individual assigned treatment t. SUTVA states that the value Yit will be the same regardless what mechanism is used to assign treatment t to unit i and regardless what treatments the other units receive and this holds for all i=1….,N and all t=1,…, T.



Counterfactuals can be interpreted by do-calculus. The counterfactual questions: “what would have been the distribution of Y had T=t?” can read as p(Y|dox) by do-calculus. For binary treatment, “what would the distribution of outcomes look like if everyone was treated” can be interpreted as p(Y|do (T=1) and “what would the distribution of outcomes look like if no one was treated” can be interpreted as p(Y|doT=0) by do-calculus.

Since potential outcomes Yi1 and Yi0 are unobservable, even ATEs cannot be directly estimated. We need to make transformation of equation (7.2). From equation (7.1), the potential outcomes Yi1 and Yi0 can be estimated by


YiTi=Ti2Yi1+Ti(1-Ti)Yi0.(7.3)

Taking conditional expectation on both sides of equation (7.3) over the population, we obtain


E[YiTi|Ti=1]=E[Ti2Yi1+Ti(1-Ti)Yi0|Ti=1],(7.4)

which implies that


E[Yi|Ti=1]=E[Yi1|Ti=1].(7.5)

By the ignorable treatment assignment assumption, we have


E[Yi1|Ti=1]=E[Yi1].(7.6)

Substituting equation (7.6) into equation (7.5), we obtain


EYi1=E[Yi|Ti=1].(7.7)

Similarly, we have


EYi0=E[Yi|Ti=0].(7.8)

Substituting equations (7.7) and (7.8) into equation (7.2), we obtain

τ=EYiTi=1-E[Yi|Ti=0], or


τ=E[Y|T=1]-E[Y|T=0].(7.9)




Definition 7.3: ATE

Under the ignorable treatment assignment assumption, the ATE is defined as


ATE=τ=E[Y|T=1]-E[Y|T=0].(7.10)

In the observational studies, the ignorability assumption, in general, is difficult to be satisfied. Therefore, we make further assumptions to extend the ignorability to conditional ignorability:


(Yi1, Yi0)⫫T|X,(7.11)

where X is a set of variables.

Conditional ignorability in equation (7.11) assumes that the potential outcomes, Yi1 and Yi0 are jointly independent of treatment assignment conditional on the groups defined by the value of X.

After introducing a set of variables X, assumptions (7.1) should be changed to assumptions (7.2):




Assumptions 7.2

The following assumptions are essential for potential outcome framework as basis of causal inference:


	The modified ignorable treatment assignment assumption.

Given the set of variables X, the assignment of the study individuals to binary treatment is conditionally independent of the outcome of the treatment Y1 and the outcome of the nontreatment Y0, i.e.,

(Y1, Y0)⫫T|X.



	No interference. Outcomes only depend on the treatment applied to the unit, and not affected by treatments applied to other units.


	Single version of treatment. The treatments for all individuals are exactly the same version (the same brand, dosage, etc.).


	Overlap. For all x and all i∈{1,2, …, t},

0<pTi=1X=x<1.

This assumption ensures that given any set of variables x, the conditional probability of being given Ti for every i is positive.



After introducing X, we can define the conditional average treatment effect (CATE) as follows.




Definition 7.4: Under modified ignorable treatment assignment assumption, the CATE is defined as


CATE=τ(x)=E[Y|T=1,X=x]-E[Y|T=0,X=x].(7.12)

We also can define the ATE on the treated or on the untreated.




Definition 7.5: The ATE on the treated is defined as


ATT=E[Y1-Y0|T=1],(7.13)

and the ATE on the untreated is defined as


ATC=E[Y1-Y0|T=0].(7.14)

The ATT measures measure the marginal treatment effect in the subpopulation that received the treatment, and the ATC measures measure the marginal treatment effect in the subpopulation that did not receive the treatment.

In practice, ATE, ATT, and ATC can be estimated by their conditional partners:


ATE=∑xEYT=1, X=x-EYT=0, X=xP(X=x),(7.15)


ATT=EYT=1-∑xEYT=0,X=xP(X=x|T=1),(7.16)


ATC=∑x(E[Y|T=1, X=x]PX=xT=0-E[Y|T=0].(7.17)

Now we introduce traditional methods for treatment estimation. We mainly used the results from the review (Guo et al. 2020).





7.1.3 Traditional Methods without Unobserved Confounders

In this section, we assume that the observed covariates include all confounders. Adjustment for a subset of covariates X will be used to remove the effects of the observed confounders. There are three major adjustment methods: (1) regression, (2) propensity score, and (3) covariate balancing methods.


7.1.3.1 Regression Adjustment

Consider a dataset Yi, ti, xii=1n. Let Yiti be the factual outcome and Yi1-ti be the counterfactual outcome. There are two regression models to fit the data: (1) fit a single function to the data and (2) fit a model for each potential outcome.


	A single function model:


Y=μ(T,X)+ε,(7.18)

where μT,X=E[Y|T,X].


	Two models with each potential outcome having one:


Y=μ1,X+ε1,(7.19)

where μ1,X=E[Y|T=1,X],


Y=μ0,X+ε2,(7.20)

where μ0,X=E[Y|T=0,X].



The potential outcome Yit is estimated by


Y^it=μ(t,Xi).(7.21)

Therefore, we can use the estimated potential outcomes to estimate the ATE:


ATE=1n∑i=1n(Y^i1-Y^i0).(7.22)



7.1.3.2 Propensity Score Methods

We first define the propensity score. The propensity score is defined as the conditional probability p(t|X) of treatment assignment given observed baseline features X. The propensity score methods try to reducing the effects of confounding in observational studies by mimicking some of the particular features of a randomized controlled trial (RCT). Conditional on the propensity score, the distribution of observed features will be similar between treated and control groups (Austin 2011). Unlike randomized control trials, in the observational studies, the treatment selection is often affected by individual features, which results in systematic differences in baseline features between the treated and control groups. Therefore, unbiased estimation of the treatment effects must consider the difference in baseline features between treated and untreated individuals. The propensity score methods try to reduce the effects of confounding on the estimation. In observational studies, the true propensity score is, in general, unknown, and hence needs to be estimated from the observed data. Traditionally, the logistic regression where the treatment is regressed on the observed baseline features is often used to estimate the propensity score.

There are four types of propensity score methods: propensity score matching (PSM), propensity score stratification, inverse probability of treatment weighting (IPTW), and adjustment based on propensity score. In this section, we focus on the PSM and IPTW. Other two methods can be similarly derived (Beygelzimer et al. 2019; Guo et al. 2020).


7.1.3.2.1 Propensity Score Matching The most common implementation of PSM is to match a treated individual to a set of untreated individuals with similar propensity scores or simply to make one-to-one matching, where a treated individual matches an untreated individual with similar propensity score (Schwab et al. 2018). After a pair of matched samples has been formed, the treatment effect can be estimated by directly comparing difference in outcomes between treated and untreated individuals in the matched sample. The ATE can be estimated by


ATE=1n∑i:Ti=1Yi-Yj+∑i:Ti=0(Yj-Yi).(7.23)



7.1.3.2.2 Inverse Probability of Treatment Weighting (IPTW) IPTW synthesizes a “variate balancing pseudo-population” by weighting samples with the propensity score, which resulting in removing confounding. The sample assigned treatment may not be quite representative of the broader population. The goal is to make the sample look more like the population. To achieve this, we can assign a larger weight to the individuals who are underrepresented in the sample and a lower weight to those who are over-represented.

A typical way to defined weight is given by

Wi=(TipTiXi, 1-Ti1-pTiXi).

Thus, the weighted ATE is given by


ATE=1n∑i=1nTiYip(Ti|Xi)-1n∑i=1n(1-Ti)Yi1-p(Ti|Xi).(7.24)

Similarly, the weights for the treated population and the untreated population are, respectively, given by


(1, pTiXi1-pTiXi) and (1-pTiXipTiXi, 1-Ti).(7.25)

The weighted ATT and ATC can be estimated, respectively, by


ATT=1n∑i=1nTiYi-1n∑i=1npTiXi1-pTiXi(1-Ti)Yi,(7.26)

and


ATC=1n∑i=1n1-pTiXipTiXiTiYi-1n∑i=1n(1-Ti)Yi.(7.27)




7.1.3.3 Doubly Robust Estimation (DRE) and G-Methods

We first introduce back-door criterion which is useful in DRE before studying General (G)-methods and DRE.


Definition 7.6: Back-Door Path

Given a pair of treatment and outcome variables (T,Y), a path connecting T and Y is a back-door path for (T,Y), if and only if the path is not a directed path and the path is not blocked (it has no collider).




Definition 7.7: Back-Door Criterion

Given a treatment-outcome pair (T,Y), a set of features X satisfies the back-door criterion of (T,Y), if and only if conditioning on X, all back-door paths of (T,Y) are blocked (Figure 7.1).

[image: ]
FIGURE 7.1 Back-door and conditional DAG.



G-method, which was first introduced by Robins (1986), is a very useful tool for recovering unbiased estimates of treatment effect. G-methods use “reweighting” and/or “standardizing” a population to synthesize a new “pseudo-population” in which, conditioning on a set of features, the treatment and outcome are d-separated. G-methods include Standardization via the parametric/non-parametric g-formula and IPW (Rothman 2020). In this section, we will focus on the doubly robust estimator of the treatment effect, which combines Standardization and IPW.




7.1.3.3.1 Outcome Model and Standardization Consider a DAG shown in Figure 7.1, where Y represents a continuous potential outcome, T represents a binary treat, and X1 and X2 are binary covariates. Conditional on covariates X1 and X2, all back-door paths from the treatment T to outcome Y are blocked. Therefore, conditional on X1 and X2, the outcome Y and the treatment T are independent. In other words, we have


Y⫫T|X1, X2.(7.28)

The outcome model is given by


EYT,X1, X2=β0+β1T+β2X1+β3X2,(7.29)


Y^|T,X1, X2=β^0+β^1T+β^2X1+β^3X2.(7.30)

We can show that the parameter estimate β^1 is unbiased estimate of the average effect difference of the treatment T on the outcome Y. In fact, it follows from equation (7.30) that

β^1=Y^|T=1, X1, X2-Y^|T=0, X1, X2

=EYT=1,X1, X2-EYT=0,X1, X2


=EY1X1, X2-E[Y0|X1, X2].(7.31)

Using the outcome model, we can recover the marginal counterfactual estimates of the mean outcome under T=1 and T=0:


EYT=∑x1∑x2EYTX1=x1, X2=x2P(X1=x1, X2=x2).(7.32)

Equation (7.32) is often called Standardization with the parametric g-formula (Rothman 2020).



7.1.3.3.2 Doubly Robust Estimation (DRE) Intervention model is introduced in Section 7.1.3.2. In summary, with Standardization, we assume we correctly specify the true Outcome Model, and with IPW, we assume we correctly specify the true Intervention Model (Rothman 2020):


	Outcome Model: E[Y|T,X1, X2],


	Intervention Model: P(T=1|X1, X2].



The correct models include both the correct variables and the correct function forms. Incorrect models may cause the estimations of the treatment effects biased.

In practice, only Standardization or IPW is correct, but not both. However, we do not know which model is correct. In this section, we introduce Double Robust Estimator that tries to recover estimates of the mean counterfactual quantities of interest using both Standardization and IPW approaches, and then combine the results of the two analyses together (Rothman 2020). The remarkable feature of the double robust estimator is that as long as at least one model is correct (the Outcome Model or Intervention Model) then the combined sampling estimator generates unbiased estimates of the mean counterfactual quantities of interest.

The DRE for the outcomes Y1, Y0, and ATE are, respectively, given by (Rothman 2020):


DRE^T=1=1n∑i=1nTi(Yi-Y^i1)p(Ti=1|Xi)+Y^i1,(7.33)


DRE^T=0=1n∑i=1n(1-Ti)(Yi-Y^i0)1-p(Ti=1|Xi)+Y^i0,(7.34)


DRE^T=1-DRE^T=0=1n∑i=1nTiYi-Y^i1pTi=1Xi+Y^i1-1n∑i=1n(1-Ti)(Yi-Y^i0)1-p(Ti=1|Xi)+Y^i0.(7.35)

Now we show that


EDRE^T=1=E[Y1],(7.36)


EDRE^T=0=E[Y0],(7.37)


EDRE^T=1-DRE^T=0=EY1-E[Y0].(7.38)

We first consider that he Outcome Model is correctly specified, but the Intervention Model is misspecified. Under this assumption, large number of theory ensures that


1n∑i=1nY^i1=E[Y1].(7.39)

Next we show that


ETi(Yi-Y^i1p(Ti=1|Xi=0.(7.40)

In fact,


ETi(Yi-Y^i1)p(Ti=1|Xi=1p(Ti=1|XiETi(Yi-Y^i1).(7.41)

But,

ETi(Yi-Y^i1)=EI(Ti=1)(Yi-Y^i1)

=pTi=1E[(Yi-Y^i1)|Ti=1]

=pTi=1(EYiTi=1-EY^i1Ti=1)

=pTi=1Y^i1-Y^i1=0.

This shows that equations (7.40) and (7.41) hold.

Combining equations (7.39) and (7.40), we obtain

E[DRE^T=1]=E1n∑i=1nTi(Yi-Y^i1)p(Ti=1|Xi)+Y^i1

=1n∑i=1nETi(Yi-Y^i1)p(Ti=1|Xi)+Y^i1

=1n∑i=1nETi(Yi-Y^i1)p(Ti=1|Xi)+1n∑i=1nE[Y^i1]


=∑i=1nE[Y^i1]n=E[EY^i1]=E[Y1].(7.42)

Similarly, we can show


EDRE^T=0=E[Y0],(7.43)


EDRE^T=1-DRE^T=0=EY1-E[Y0].(7.44)

Now we consider the second case: incorrect outcome model and correct intervention model. In Exercise 7.2, we show that under correct intervention model, we have


1n∑i=1nE[Yi|Ti=1]p(Ti=1|Xi)=E[Y1],(7.45)


1n∑i=1nE[Yi|Ti=0]p(Ti=0|Xi)=E[Y0].(7.46)

Under correct intervention model and incorrect outcome model, we define


DRE^T=1=1n∑i=1nTiYip(Ti|Xi)-Y^i1(Ti-p(Ti|Xi)p(Ti|Xi),(7.47)


DRE^T=0=1n∑i=1n(1-Ti)Yi1-p(Ti|Xi)-Y^i0(1-Ti-(1-pTiXi)1-p(Ti|Xi),(7.48)


DRE^T=1-DRE^T=0=1n∑i=1nTiYip(Ti|Xi)-Y^i1(Ti-p(Ti|Xi)p(Ti|Xi) -(1-Ti)Yi1-p(Ti|Xi)-Y^i0(1-Ti-(1-pTiXi)1-p(Ti|Xi).(7.49)

Now we show that under the correct intervention model, the estimator DRE^T=1 is unbiased estimator:


EDRE^T=1=E[Y1].(7.50)

In fact, it follows from equation (7.47) that

EDRE^T=1=1nE∑i=1nTiYip(Ti|Xi)-Y^i1(Ti-p(Ti|Xi)p(Ti|Xi)


=1n∑i=1nETiYip(Ti|Xi)-EY^i1(Ti-p(Ti|Xi)p(Ti|Xi).(7.51)

But,

EY^i1(Ti-p(Ti|Xi)p(Ti|Xi)=EEY^i1(Ti-p(Ti|Xi)p(Ti|Xi)|Xi

=EY^i1p(Ti|Xi)E(Ti-pTiXi|Xi


=EY^i1pTiXi(ETiXi-pTiXi=0.(7.52)

Substituting equation (7.52) into equation (7.51), we obtain


EDRE^T=1=1n∑i=1nETiYip(Ti|Xi).(7.53)

Combining equations (7.45) and (7.53), we obtain


EDRE^T=1=E[Y1].(7.54)

Similarly, we can show


EDRE^T=0=E[Y0],(7.55)


EDRE^T=1-DRE^T=0=EY1-E[Y0].(7.56)

All the above results can be summarized in Lemma 7.1.


Lemma 7.1

Assume that either of the outcome model or the intervention model or both the outcome and intervention models are correct. Then, the DRE defined as


DRE^T=1=1n∑i=1nTiYip(Ti|Xi)-Y~i1(Ti-p(Ti|Xi)p(Ti|Xi),(7.57)


DRE^T=0=1n∑i=1n(1-Ti)Yi1-p(Ti|Xi)-Y~i0(1-Ti-(1-pTiXi)1-p(Ti|Xi),(7.58)


DRE^T=1-DRE^T=0=1n∑i=1nTiYip(Ti|Xi)-Y~i1(Ti-p(Ti|Xi)p(Ti|Xi) -(1-Ti)Yi1-p(Ti|Xi)-Y~i0(1-Ti-(1-pTiXi)1-p(Ti|Xi).(7.59)

where Y~iTi is the estimated potential outcomes of the individuals with regression adjustment E[Y|T,X] is unbiased estimators of Y1, Y0, and Y1-Y0.






7.1.3.4 Targeted Maximum Likelihood Estimator (TMLE)

Targeted maximum likelihood estimation is a semiparametric double-robust method and is asymptotically efficient. The TMLE consists of five steps (Luque-Fernandez et al. 2018).


Step 1: Initialization. Fit the outcome model to initialize the estimator of the outcome: Q-0T,X=E[Y|T,X].

Let logitw=log⁡w1-w. The outcome model can be fitted using a standard logistic regression:


logitEYT,X=logit pY=1T,X=β0+β1T+β2TX.(7.60)

Let expit (w) denote the inverse logit function:

expit w=ew1+ew.

The initial probability for the outcome E[Y|T,X] can be estimated by


Q-00,X=expit(β^0+β^2TX),(7.61)


Q-01,X=expit (β^0+β^1+β^2TX).(7.62)

Step 2: Prediction of the propensity score p^(T,X).

A logistic regression can be used to model the propensity score:


logit pT=1X=α0+α1TX.(7.63)

After the logistic regression model is fitted, the propensity score is then estimated using


p^T=1X=expit (α^0+α^1TX).(7.64)

Step 3: The new covariate and estimation of residual ε.

Define a new covariate:


H1,Xi=Tip^(Ti=1|Xi) and H0, Xi=1-Tip^(Ti=0|Xi),(7.65)

where the new covariate is a very similar to inverse probability of treatment weights.

We assume that the outcome E[Y|T,X](ε) is a function of two fluctuation parameters ε=(ε0, ε1).

Consider a model with the observed outcome (Y) as dependent variable and the logit of the initial prediction of Q-0(T,X), two new covariates H(1,X) and H(0,X) as independent predictors:


EY=1T,Xε=11+exp⁡-log⁡Q-0T,X1-Q-0T,X-ε0H0,X-ε1H(1,X).(7.66)

Step 4: Update Q-0T,X to Q-1T,X

Update the estimate of outcome E[Y|T,X] from Q-0T,X to Q-1T,X:


Q-10,X=expitlogitQ-00,X++ε^0p^(T=0|X),(7.67)


Q-11,X=expitlogitQ-01,X++ε^1p^(T=1|X).(7.68)

Step 5: Targeted estimate of the ATE

The targeted estimate of the ATE is given by


ATE^TMLE=1n∑i=1nQ-11,X-Q-10,X.(7.69)







7.2 COMBINE DEEP LEARNING WITH CLASSICAL TREATMENT EFFECT ESTIMATION METHODS

There are increasing interests in application of deep learning to treatment effect estimation (Johansson et al. 2016; Shalit et al. 2016; Alaa and van der Schaar 2017; Louizos et al. 2017; Farrell et al. 2018; Künzel et al. 2019; Schwab et al. 2019; Shi et al. 2019; Nie et al. 2021). Widely used deep learning methods for treatment effect estimation are two stage methods. First stage is to fit the outcome model and propensity score using deep neural networks. Second stage is to plug these fitted models into a downstream classical treatment effect estimator.

Although neural networks are a powerful tool to predict the outcome Y from the treatment and covariates, and another to predict the treatment from the covariates, neural networks focus on performance of their predictions and are less concerned with the quality of the downstream treatment effect estimation (Shi et al. 2019). In this section, we will introduce recent works on modifying design and training of neural networks to increase the accuracy of treatment effect estimation.


7.2.1 Adaptive Learning for Treatment Effect Estimation


7.2.1.1 Problem Formulation

We consider a binary treatment T, a set of covariates X and outcome Y. Assume that the observed covariates X include all common causes of the treatment and outcome, i.e., there are no unmeasured confounders. The ATE is defined as


τ=E[EYT=1,X-EYT=0,X].(7.70)

Let Q^ be an estimate of the conditional outcome QT,X=E[Y|T,X]. Then, the sampling approximation of the ATE is given by


τ^=1n∑i=1nQ^1, Xi-Q^(0,Xi).(7.71)




7.2.2 Architecture of Neural Networks

Let gX=p(T|X) be the propensity score. It showed that the propensity score g(X) is a sufficient statistic for the treatment effect variable τ. We cite the Theorem 2.1 in Shi et al. (2019) as Theorem 7.1 here.


Theorem 7.1: Sufficiency of Propensity Score

If the ATE is identifiable from observational data by adjusting for X, i.e., τ=EEYT=1,X-EYT=0,X, then adjusting for the propensity score also suffices:


τ=EEYT=1,g(X)-EYT=0,g(X).(7.72)

Theorem 7.1 tells us that the propensity score is a sufficient statistic for predicting the outcome. It suffices to adjust for only information in X contained in the treatment. The part of X that is only useful for predicting the outcome but not the treatment can be viewed as noise and should be discarded in estimation of the treatment effect (Shi et al. 2019).

Figure 7.2 shows the architecture of deep learning for predicting propensity score and conditional outcome from covariates and treatment information (Shi et al. 2019). The deep learning consists of two blocks. The first block is a neural network. It maps the input X to a representation space (layer) Z∈Rp. The second block also consists of neural networks. It predicts both the treatment (propensity score) g(X)and potential outcomes QT,X from this shared representation Z. Two separated neural networks predict the outcomes Q^0,X: Rp→R and Q^1,X: Rp→R. One neural network with a simple linear map and a sigmoid activation function predicts the propensity score g^(X).

[image: ]
FIGURE 7.2 Architecture of deep learning for ATE estimation.



Assume that n individuals are sampled. The loss function for training deep learning networks is defined as


LX,T,λ, θ=1n∑i=1nQTi, Xi; θ-Yi2+λTilog⁡gXi; θ+(1-Ti)log⁡(1-gXi; θ),(7.73)

where λ is a penalty parameter.

We use backpropagation algorithm to solve the following optimization problem:


θ^=argminθ⁡LX,T,λ, θ.(7.74)

After the optimization problem (7.74) is solved, we can estimate the counterfactual outcome:


Q^(Ti, Xi)=QTi, Xi; θ^.(7.75)

As a result, we can estimate the ATE:


τ^=1n∑i=1nQ^1,Xi-Q^(0,Xi).(7.76)





7.2.3 Targeted Regularization

To guarantee desirable asymptotic properties of the ATE estimator, we need to modify the objective function LX,T,λ, θ. This modification depends on non-parametric estimation theory (Shi et al. 2019).

Define the efficient influence curve of τ:


φY,T,X;Q,g,τ=Q1,X-Q0,X+TgX-1-T1-gXY-QT,X-τ.(7.77)

If the estimators of the conditional outcome Q^(T,X) and propensity score g^(X) are consistent, and the tuple (Q^T,X, g^X, τ^) satisfies the following non-parametric estimating equation:


1n∑i=1nφY,T,X;Q^,g^,τ^=0,(7.78)

then the estimator τ^ of the ATE will have asymptotical nice properties such as robustness and efficiency (Chernozhukov et al. 2017; Shi et al. 2019).

To develop targeted regularization, we require that Q(T,X) and g(X) should be modeled by a neural network with output heads Q(Ti,Xi; θ) and g(Xi; θ). We assume that the neural network is trained by minimizing a differentiable objective function LX,T,λ, θ. Define a regularization term γ(Y,T,X; θ, ε) for the objective function LX,T,λ, θ:


Q~Ti, Xi; θ, ε=QTi,Xi; θ+εTig(Xi;θ)-1-Ti1-g(Xi;θ),(7.79)


γYi, Ti, Xi; θ, ε=Yi-Q~(Ti, Xi; θ, ε)2.(7.80)

Define the regularized objective function L~(X,T; λ,β, θ, ε):


L~X,T; λ,β, θ, ε=L^X,T,λ, θ+β1n∑i=1nγYi, Ti, Xi; θ, ε,(7.81)

where β is a penalty parameter.

Minimizing the regularized objective function, we obtain the estimators of the weights θ in the neural networks and ε:


[θ^,ε^]=argminθ,ε⁡L~X,T; λ,β, θ, ε.(7.82)

Let

Q^tregT, Xi=Q~T, Xi; θ^, ε^.

We then define a target regularization-based ATE estimator τ^treg as


τ^treg=1n∑i=1nQ^treg1, Xi-Q^treg0, Xi.(7.83)

The optimal solutions θ^,ε^ of the target regularized objective function must satisfy


∂ℒ~(X,T; λ,β, θ, ε)∂ε|ε=0.(7.84)

However,

∂L~X,T; λ,β, θ, ε∂ε=-2β1n∑i=1n(Yi-Q~Ti, Xi; θ, ε)∂Q~Ti, Xi; θ, ε∂ε


= -2β1n∑i=1n(Yi-Q~Ti, Xi; θ, ε)Tig(Xi;θ)-1-Ti1-g(Xi;θ).(7.85)

Combining equations (7.79), (7.84), and (7.85), we obtain


∂L~X,T; λ,β, θ, ε∂εε^=-2β1n∑i=1n(Yi-QTi, Xi; θ)Tig(Xi;θ)-1-Ti1-g(Xi;θ).(7.86)

Combining equations (7.77) and (7.83), we obtain

1n∑i=1nφ(Yi, Ti, Xi, Q^treg, g^, τ^treg)=1n∑i=1n[Q^treg1,x-Q^treg1,x-τ^treg


+(Yi-Q^tregTi, Xi, θ^]Tig(Xi;θ)-1-Ti1-g(Xi;θ).(7.87)

Substituting equation (7.83) into equation (7.87), we obtain


1n∑i=1nφ(Yi, Ti, Xi, Q^treg, g^, τ^treg)=1n∑i=1n(Yi-Q^tregTi, Xi, θ^]Tig(Xi;θ)-1-Ti1-g(Xi;θ).(7.88)

Combining equations (7.86) and (7.88), we obtain


∂L~X,T; λ,β, θ, ε∂εε^=-2β1n∑i=1nφ(Yi, Ti, Xi, Q^treg, g^, τ^treg).(7.89)

Therefore, ∂L~X,T; λ,β, θ, ε∂εε^=0 implies the non-parametric estimating equation (7.78). This shows that the presented target regularized deep learning for ATE estimation is robust and asymptotically efficient.




7.3 COUNTERFACTUAL VARIATIONAL AUTOENCODER


7.3.1 Introduction

In this section, we introduce extension of VAE to estimation of ITE in the presence of unobserved confounding (Wu and Fukumizu 2021). In the previous discussion, we assume that a large number of covariates are collected and all confounding are included in the collection of covariates, and hence can be adjusted in the analysis. However, in practice, this assumption may be violated. Some confounding variables may be unobserved.

In causal inference, several methods, including instrumental variables (Kuang et al. 2020), proxy (or surrogate) variables (Miao et al. 2018), network structure (Ogburn et al. 2020), and multiple causes (Wang and Blei 2019), for dealing with unobserved confounding have been developed. The counterfactual VAE (CFVAE) is a remarkable work of application of artificial intelligence (AI) to estimation of ITE in the presence of unobserved confounding ((Wu and Fukumizu 2021). The CFVAE has several nice properties. First, the CFVAE model for the treatment estimation is identifiable (Khemakhem et al. 2019, Roeder et al. 2020). Second, the results of the CFVAE are interpretable. Thirdly, the CFVAE is able to estimate ITE.



7.3.2 Variational Autoencoders

Before reviewing autoencoders, we first introduce balancing score (Wu and Fukumizu 2021). Balancing score including propensity score, as its special case, is often used for unbiased assigning individuals to the treatment and control groups in observational data to remove confounding bias in estimation of causal effect (Wijayatunga 2015). Let function b(z) be a balancing score. Balancing score plays an essential role in estimating the treatment effect. Therefore, here we cite theorem proposed by Rosenbaum and Rubin (1983) (Wu and Fukumizu 2021).


Theorem 7.2: Balancing Score

Let b(Z) be a function of random variable z. Then b(Z) is a balancing score, i.e., T⫫Z|b(Z), if and only if fbZ=p(T=1|Z) for some function f, where eZ=p(T=1|Z) is a propensity score. Assume further that z satisfies strong ignorability (i.e., (Y0, Y1)⫫T|Z, 0<pT=1Z=z<1), then so does b(z).

Now we introduce several types of VAEs (Wu and Fukumizu 2021). The VAE is a class of latent variable model. The VAE consists of encoder and decoder. The encoder maps the observed outcome, the treatment t and the covariates x to the latent space with the latent variables z. The decoder generates the outcome y with the probability p(y|z,t).

In Chapters 3 and 5, we showed that the evidence of lower bound (ELBO) of the log-likelihood is given by

log⁡p(y)≥log⁡py-KL(q∅(z|y)||pθzy)


=Ez~q∅zylog⁡pθyz-KL(q∅zy||pθz).(7.90)

Let


ELBOθ,∅, y=Lθ,∅, y=Ez~q∅zylog⁡pθyz-KL(q∅zy||pθz).(7.91)

Define q∅zy as encoder which approximates the posterior distribution pθ(z|y), and pθyz as decoder which generates the outcome y.




7.3.2.1 CVAE

By adding conditional c, we define conditional VAE (CVAE). The ELBO for the CVAE is given by


LCVAEθ,∅, y,c=Ez~q∅zy,clog⁡pθyz,c-KL(q∅zy,c||pθz|c).(7.92)



7.3.2.2 iVAE

By introducing auxiliary variable u, Khemakhem et al. (2019), proposed the identifiable VAE (iVAE). The iVAE assumes y⫫u|z, i.e., pyz,u=p(y|z). Under this assumption, the VAE is identifiable. The ELBO for the iVAE is

log⁡pyu≥LiVAE(θ,∅, y,u),

where


LiVAEθ,∅, y,u=Ez~q∅(z|y,u)log⁡pfyz-KL(q∅(z|y,u)||pT,λz,u),(7.93)

where y satisfies the following equation


y=fz+ε, ε is additive noise, and distribution of z is exponential family with sufficient statistics T and the parameter λ. The identifiability indicates that the functional parameters (f, T, λ) are uniquely determined (up to a simple transformation).




7.3.3 Architecture of CFVAE

Next we introduce architecture of CFVAE developed in Wu and Fukumizu (2021). Assume strong ignorability, the treatment effect can be estimated by

μtx=EYtX=x=E[EYtX=x,Z]


=∫pyz,x,tydypzxdz.(7.94)

The estimation of the treatment effect involves the probability p(y,z|x,t). The probability p(y,z|x,t) can be written as


py,zx,t=pyz,x,tp(z|x,t).(7.95)

We assume that the covariates x are proxy variables and


y⫫x|z,t.(7.96)

Then, we have


pyz,x,t=p(y|z,t).(7.97)

Substituting equation (7.97) into equation (7.95) yields


py,zx,t=p(y|z,t)p(z|x,t).(7.98)

The VAE should be designed to model the joint distribution in equation (7.98). The VAE learns to recover the causal representation of the latent variables z, which can be used to estimate the treatment effect in the presence of confounding. Theorem 7.2 shows that to unbiasedly estimate the treatment effect, we do not need to recover the true confounders z. We only need to recover the causal representation b(z) which is a function of the propensity score e(z), the part of z that contain information for balancing the treatment assignment.

A key for designing the VAE is to make the designed VAE identifiable. The essential assumption to ensure that iVAE is identifiable, is that


y⫫u|z.(7.99)

Comparing equation (7.96) with equation (7.99) motives us to take covariates x as auxiliary variable u in iVAE. As results, the joint distribution in equation (7.98) requires that CFVAE should be an iVAE. The joint distribution in equation (7.98) is a conditional distribution, given the treatment T. The CFVAE also should be CVAE. Therefore, the CFVAE should be designed as a combination of iVAE and CVAE with treatment T and covariates X as conditioning and auxiliary variable, respectively. The architecture of the CFVAE is shown in Figure 7.3.
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FIGURE 7.3 Architecture of CFVAE.





7.3.4 ELBO

The ELBO of the log-likelihood log⁡p(y|x,t) is given by (Wu and Fukumizu 2021):

log⁡p(y|x,t)≥log⁡pyx,t-KL(q(z|x,y,t)||p(z|x,y,t)


=Ez~q∅(z|x,y,t)log⁡pθyz,t-KL(q∅(z|x,y,t)||pθ(z|x,t)=LCFVAE(∅,θ,x,y,t).(7.100)


7.3.4.1 Encoder

The encoder is defined as q∅(z|x,y,t), where ∅=(r,s). The encoder maps the observed data (X,Y,T) to the latent space Z. Define the transformation function:


Z(i,l)=μr(i)+σs(i)⨀ε(l), ε(l)~N(0,I),(7.101)

where


[μr(i)|log⁡σs(i)]=MLP(x(i),y(i),t(i), Wz),(7.102)

MLP denotes multilayered perceptron. Two layer MLP is defined as


MLPx(i),y(i),t(i), Wz =ReLU(x(i) y(i) t(i)Wz1)Wz2.(7.103)

The distribution of the encoder is given by


qr,szx,y,t=∏i=1nN(Zi; μr(i), σs(i)).(7.104)



7.3.4.2 Decoder

The decoder is defined as pf,gyz,t. The distribution function pf,gyx,t is assumed to be


pf,gy(j)z(j,l),t(j)=N(Yj;μfj,l, σgj,l),(7.105)

where


[μfj,l|σgj,l]=MLP(zj,l, t(j), Wy).(7.106)

Two layer MLP is defined as

MLPzj,l, tj, Wy1, Wy2=ReLU(zj,l tjWy1)Wy2.



7.3.4.3 Computation of the KL Distance

Now we calculate -KL(q(z|x,y,t)||p(z|x,t) in equation (7.100). Under some assumptions, the KL distance can often be integrated analytically. We assume that the dimensionality of the latent vector z is M. Let μhm and σhm denote the mth element of the mean vector μh and standard deviation vector σh of the latent vector z. Assume that p(z|x,t) is a Gaussian distribution:


pzx,t=∏m=1M12πσhmexp⁡{-zm-μhm22σhm2}.(7.107)

We assume that the distribution qr,s(z|x,y,t) of encoder is given by


qr,szx,y,t=∏m=1M12πσsmexp⁡{-zm-μrm22σsm2}.(7.108)

We can show (Exercise 7.4) that KL distance is given by

-KL(q(z|x,y,t)||pzx,t=12{∑m=1M(log⁡σsm2+1)-


∑m=1M[log⁡σhm2+σsm2σhm2+μrm-μhm2σhm2]}.(7.109)



7.3.4.4 Calculation of ELBO

Now we calculate the first term in equation (7.100). It follows from equation (7.105) that


log⁡pyjzj,l,tj=-12log⁡2π+log⁡σj,l+y(j)-μ(j,l)2σj,l2.(7.110)

The first term in equation (7.100) can be approximated by

1nL∑j=1n∑l=1Llog⁡pyjzj,l,tj=


-12nL∑j=1n∑l=1Llog⁡2π+log⁡σj,l+y(j)-μ(j,l)2σj,l2.(7.111)

Combining equations (7.109) and (7.111), we obtain the ELBO:

LCFVAE∅,θ,x,y,t=-12nL∑j=1n∑l=1Llog⁡2π+log⁡σj,l+y(j)-μ(j,l)2σj,l2+


12{∑m=1M(log⁡σsm2+1)-∑m=1M[log⁡σhm2+σsm2σhm2+μrm-μhm2σhm2]}.(7.112)





7.4 VARIATIONAL AUTOENCODER FOR SURVIVAL ANALYSIS


7.4.1 Introduction

Causal survival analysis is interested in the estimation and prediction of causal effect of a given intervention or treatment on survival time (Paidamoyo et al. 2020). Classical causal survival analysis is performed by a RCT, where the treatment is randomly assigned to individuals. However, the RCTs are usually unethical, expensive, and infeasible. Alternatively, observational data such as electronic health records (EHRs) can be used to assess the causal effect of the treatment on the survival (Häyrinen et al. 2008; Lu et al. 2018).

Causal survival analysis from observational data raises two great challenges (Chapfuwa et al. 2020). The first challenge is presence of confounders that affect both the treatment and survival time (Halloran and Hudgens 2012). The second challenge is the censoring problem where we only know that an event has not occurred up to a certain point in time and do not know the exact time when time-to-event takes place (Li et al. 2018; Paidamoyo et al. 2020). Classical statistical causal survival-analysis approaches often use the Cox proportional hazards (CoxPH) model (Saha-Chaudhuri and Juwara 2021) and the accelerated failure time (AFT) model (Pang et al. 2021) with proper weighting for each individual to account for confounding bias to estimate the effect of the treatment or covariates (Díaz 2019; Hernán and Robins 2020). These models assume a linear relationship between the covariates and survival distribution and are difficult to deal with high-dimensional data and to capture complex nonlinear interactions. Furthermore, these models lack a counterfactual prediction mechanism, and hence are not able to estimate ITE.

Recently, tree-based machine learning methods such as Random Survival Forest (RSF) (Nasejje et al. 2017) and Bayesian Additive regression trees (BART) (Tan and Roy 2019) have been extended to causal survival analysis (Hu et al. 2020). Alternatively, the neural network-based causal methods use the learned representation to balance distributions across treatment and control groups. Therefore, the deep Cox models and deep latent models for causal survival analysis which can account for the confounding bias have been recently developed (Beaulac et al. 2018; Ching et al. 2018; Katzman et al. 2018; Chapfuwa et al. 2020; Huang et al. 2020). In this section, we introduce the VAE-based causal survival analysis methods which utilize the balanced (latent) representation learning to predict counterfactual survival outcomes and estimate ITE in observational studies (Chapfuwa et al. 2020).



7.4.2 Notations and Problem Formulation

Consider N1 treated individuals and N0 untreated individuals. Thus, the total number of sampled individuals is N=N0+N1. Let X be a set of covariates which can be a mixture of categorical and continuous covariates. Let A be a treatment assignment indicator, where A=1 for the treated and A=0 for the control. Let T be outcome (survival time), T1 be potential survival time if the individual would receive the treatment, and T0 be potential survival time if the individual would receive no treatment. Let TA be the factual survival time and T1-A be the counterfactual survival time. In practice we only observe the factual survival time TA. In survival analysis, we need to introduce a (right) censoring which is most likely due to the loss of follow-up. Let C be a censoring time and δ∈{0,1} be a censoring indictor. The observed time is Y=min⁡(CA, TA), i.e., if TA<CA then the non-censored time TA is observed and set δ=1.

ITE is defined as


ITE=E[T1-T0|X].(7.113)

We are also interested in estimation of the conditional distributions P(T1|X) and P(T0|X) of the survival time, given the covariates. In summary, we observe the dataset D=yi,xi,ai,δi, ci i=1N.



7.4.3 Classical Survival Analysis Theory

We review some basic concepts and theory in survival analysis (Chapfuwa et al. 2020). Let F(t|X) be the cumulative distribution function pT≤tX of the event (delth) time t, given a set of the covariates X. Define conditional survival function StX=pT>tX=1-F(t|X), which measures the probability of survival up to time t. The hazard function λ(t) is defined as the instantaneous probability of the event occurring between {t, t+Δt}, given T>t and ∆t→0:


λt=lim∆t→0⁡p(t<T<t+∆t|T.t)∆t.(7.114)

We can show that (Exercise 7.5)


λt|X=lim∆t→0⁡pt<T<t+dtX=xpT>tX=xdt=-dlog⁡StXdt=f(t|X)S(t|X),(7.115)

where


ftX=dF(t|X)dt=P(T=t|X=x).(7.116)

We can easily see from equation (7.115) that


ftX=λt|XS(t|X).(7.117)

Let SA(t|X) and λA(t|X) be the conditional survival and hazard functions for the potential outcomes TA, i.e., T1 and T0, given the set of covariates X, respectively. To further measure potential outcomes for the treatment, we give two definitions.


Definition 7.8: Difference in Expected Lifetime

Difference in expected lifetime is defined as

ITElifetmax,x=ET1-T0X=∫0tmax(pT1>tX-p(T0>t|X))dt


=∫0tmaxS1tx-S0txdt.(7.118)




Definition 7.9: Difference in Survival Function

Difference in survival function is defined as


ITEt,x=S1tx-S0(t|x).(7.119)




Definition 7.10: Hazard Ratio

Hazard ratio is defined as


HRt,x=λ1(t|x)λ0(t|x).(7.120)

Now we extend the ignorability and overlap assumptions from cross-sectional data to survival data.




Assumptions 7.3


	Ignorability


{T1, T2}⫫A|X.(7.121)



	Overlap

In the covariate support, almost surely if pX=x>0 then we have


0<pA=1X=x<1.(7.122)



	Informative censoring:


T⫫C|X,A, or(7.123)


	Non-informative censoring:


T⫫C.(7.124)

Let C1 and C0 be potential censoring time. Define p(C1|X) and p(C0|X).







7.4.4 Potential Outcome (Survival Time) and Censoring Time Distributions

We now define distribution function of the potential outcomes. Let ta be potential outcome. Assume that ta is distributed as


ta~ph, Φ(T|X=x,A=a),(7.125)

where h, Φ are parameters of the distribution.

By the strong ignorability assumption, i.e., {T1, T0}⫫A|X, outcome T is conditionally independent of the treatment assignment A, given the covariates X. Therefore, ph, Φ(T|X=x,A=a) can be written as ph,Φ(T|X). Therefore, equation (7.125) can be rewritten as


ta~ph, Φ(Ta|X=x).(7.126)

Let CA be a censoring time of individual receiving treatment A. Similarly, censoring time CA is distributed as


CA~pv,Φ(CA|X=x),(7.127)

where v and Φ are parameters of the distribution. Let fh,Φ(ta|x) and Fh, Φ(ta|x) be, respectively, conditional density and cumulative function of the potential survival time ta, given covariates x. Let Sh,Φ(ta|x) be conditional survival function of ta, given covariates x. Let ev,Φ(ca|x) and gv, Φ(ca|x) be conditional density and cumulative function of the censoring time ca, given x. Let Gv,Φ(ca|x) be conditional survival function of ca, given x. We assume T⫫C|X,A, i.e., informative censoring.

Now we study how to calculate ph, Φ(Ta|X=x) and pv,Φ(CA|X=x). If δ=1, then Ta is uncensored and the subject contributes fh,Φ(ta|x) to the likelihood. If δ=0, then Ta is censored, then the subject contributes pTa>taX=x=Sh,Φ(ta|x) to the likelihood. In summary, we obtain


ph, ΦTaX=x=fh,Φ(ta|x)δSh,Φ(ta|x) 1-δ.(7.128)

Now we jointly consider the potential survival time Ta and censoring time Ca. The likelihood contributions for the two types of observations are summarized in Table 7.1.


TABLE 7.1 Likelihood Contribution of Survival and Censoring Time


	Event


	Expressed as


	Likelihood Contribution







	
Ta=ta, δ=1, Ca≥ ca


	
Ta=ta, Ca≥ ca


	
fh,Φ(ta|x)Gv,Φ(ca|x)





	
Ta>ta, δ=0, Ca=ca


	
[Ta≥ta,Ca=ca]


	
Sh,Φ(ta|x)ev,Φ(ca|x)







It follows from Table 7.1 that the likelihood function ph, Φ,v(ta, ca|x) is given by

ph, Φ,vta, cax=fh,Φ(ta|x)Gv,Φ(ca|x) δSh,Φ(ta|x)ev,Φ(ca|x)1-δ

=fh,Φ(ta|x)δSh,Φ(ta|x)1-δev,Φ(ca|x)1-δGv,Φ(ca|x)δ


=ph, ΦTaX=xpv,Φ(CA|X=x),(7.129)

where


ph, ΦTaX=x=fh,Φ(ta|x)δSh,Φ(ta|x)1-δ,(7.130)


pv,ΦCAX=x=ev,Φ(ca|x)1-δGv,Φ(ca|x)δ.(7.131)



7.4.5 VAE Causal Survival Analysis

The doctors often select treatments T, depending on the observed covariates X, which characterize the true patient status. This leads to the selection bias. The true patient status is unknown and hidden. In addition, the unobserved confounding that affects both the potential outcomes and treatments. The confounding variables are also hidden. The hidden variables include both selection bias variables and confounding variables. To overcome these problems, the deep latent models can be used to model the latent variables. Variational inference can then be used or inference on latent variable models (Beaulac et al. 2018).


7.4.5.1 Deep Latent Model

The deep latent model maps the observed survival time T, the treatment A, and covariates x to the latent variables z. The set of latent variables z include the true patient health status and confounding variables. The covariates x collected as proxy of the true health status and confounders. The distribution for the response T is based on the patient health status, confounders, and the treatment selected A.

We denote Ta=T(a). From equation (7.113) we can define


μax=E[T(a)|X=x].(7.132)

Then, using computing expectation by conditioning, we obtain

μax=E[T|A=a, X=x]

=E[E[T|A=a, X=x]|Z=z]


=∫tpta,x,zpzxdtdz.(7.133)

Equation (7.133) involves distribution p(t,z|a,x). We assume the conditional independence T⫫X|Z,A. Thus, distribution p(t,z|a,x) can be factorized to

pt,za,x=ptz,x,ap(z|x,a)


=ptz,ap(z|x,a).(7.134)

As we discussed in Section 7.3, a combination of CVAE and iVAE, with treatment a and covariate x as conditioning and auxiliary variable, respectively, can be used to design an architecture of a VAE (Figure 7.4). Similar to equation (7.130), taking censored data into account, we obtain the log-likelihood for the conditional survival function as

[image: ]
FIGURE 7.4 Architecture of SVAE.




log⁡pθta,z=δlog⁡fθta,z+(1-δ)log⁡Sθ(t|a,z),(7.135)

where δ is a censoring indicator variable and defined as in Section 7.3, fθta,z is the conditional density function and can be modeled as Weibull distribution, and Sθ(t|a,z) is the conditional survival function.



7.4.5.2 ELBO

The maximum likelihood estimation of the parameters can be transformed to maximize the ELBO. We can show that the ELBO (LSVAE) for the survival VAE (SVAE) is given by (Appendix 7A)


log⁡p(t|x,a)≥LSVAE=-KL(q∅(z|x,t,a)||pθzx,a+Eq∅(z|x,t,a)log⁡pθ(t|z,a).(7.136)

In order to make the SVAE identifiable, the second term in the ELBO drops the dependence on x.



7.4.5.3 Encoder

The encoder is defined as q∅(z|x,t,a), where ∅=(r,s). The encoder maps the observed data (x,t,a) to the latent space Z. Define the transformation function:


Z(i,l)=μr(i)+σs(i)⨀ε(l), ε(l)~N(0,I),(7.137)

where


[μr(i)|log⁡σs(i)]=MLP(x(i), a(i),t(i), Wz),(7.138)

MLP denotes multilayered perceptron. Two layer MLP is defined as


MLPx(i),a(i),t(i), Wz =ReLU(x(i), a(i), t(i)Wz1)Wz2.(7.139)

The distribution of the encoder is given by


qr,szx,t,a=∏i=1mN(Zi; μr(i), σs(i)),(7.140)

where m is the dimension of the latent space.



7.4.5.4 Decoder

The decoder is defined as pθt(i)z(i,l),a(i). The distribution function pθt(i)z(i,l),a(i) is calculated by


log pθt(i)z(i,l),a(i)⁡=δ(i)log⁡fθt(i)z(i,l),a(i)+(1-δ(i))log⁡Sθ(t(i)|z(i,l),a(i)),(7.141)

where fθtz,a is assumed to follow a Weibull distribution (λ,k):


fθt(i)=kλt(i)λk-1e-t(i)λk, t≥0,(7.142)

where


λi, ki=MLP(zi,l,ai, Wt),(7.143)

Two layer MLP is defined as


MLPz(i,l),a(i), Wt =ReLU(z(i,l),a(i)Wt1)Wt2.(7.144)

The survival function of the Weibull distribution is given by (Exercise 7.7)


Sθtizi,l,ai=exp⁡{-tiλiki}.(7.145)



7.4.5.5 Computation of the KL Distance

Now we calculate -KL(q(z|x,t.a)||p(z|x,a) in equation (7.136). Under some assumptions, the KL distance can often be integrated analytically. We assume that the dimensionality of the latent vector z is M. Let μhm and σhm denote the mth element of the mean vector μh and standard deviation vector σh of the latent vector z. Assume that p(z|x,a) is a Gaussian distribution N(z; μh, σh):


pzx,a=∏m=1M12πσhmexp⁡{-zm-μhm22σhm2},(7.146)

where


[μh|log⁡σh]=MLP(xi, ai, Wpr).(7.147)

Two layer MLP is defined as


MLPxi, ai, Wpr=ReLU(xi,aiWpr1)Wpr2.(7.148)

We assume that the distribution qr,s(z|x,t,a) of encoder is given by


qr,szx,t,a=∏m=1M12πσsmexp⁡{-zm-μrm22σsm2}.(7.149)

We can show (Exercise 7.4) that KL distance is given by

-KL(q(z|x,t,a)||pzx,a=12{∑m=1M(log⁡σsm2+1)-


∑m=1M[log⁡σhm2+σsm2σhm2+μrm-μhm2σhm2]}.(7.150)



7.4.5.6 Calculation of ELBO

Now we calculate the second term in equation (7.136). It follows from equation (7.141) that

log pθt(i)z(i,l),a(i)⁡=δ(i)log⁡fθt(i)z(i,l),a(i)+(1-δ(i))log⁡Sθ(t(i)|z(i,l),a(i))

The second term in equation (7.136) can be approximated by

1nL∑i=1n∑l=1Llog pθt(i)z(i,l),a(i)⁡=


1nL∑i=1n∑l=1L[δ(i)log⁡fθt(i)z(i,l),a(i)+(1-δ(i))log⁡Sθ(t(i)|z(i,l),a(i))].(7.151)

Combining equations (7.150) and (7.151), we obtain the ELBO:

LSVAE∅,θ,x,t,a=12{∑m=1M(log⁡σsm2+1)-∑m=1M[log⁡σhm2+σsm2σhm2+μrm-μhm2σhm2]} 


+1nL∑i=1n∑l=1L[δ(i)log⁡fθt(i)z(i,l),a(i)+(1-δ(i))log⁡Sθ(t(i)|z(i,l),a(i))].(7.152)

We use backpropagation algorithm and the ADAM Optimizer to solve the following maximization problem (Kingma and Ba 2014):


max∅,θ⁡LSVAE∅,θ,x,t,a.(7.153)



7.4.5.7 Prediction

We can use the fitted SVAE model to predict survival time for a new patient with characteristics x and a given treatment t. The prediction distribution p(t|x,a) can be calculated by

ptx,a=∫pta,zpza,xdz

=1L∑l=1Lp(zla,xp(t|a, zl)


=∑l=1Lwlp(t|a, zl),(7.154)

where wl=1Lp(zl|a,x).

By the similar argument, survival function p(T>t|a,x) can be calculated by


pT>ta,x=∑l=1Lwlp(T>t|a,zl).(7.155)

Define


d=pT>ta1,x -p(T>t|a0,x).(7.156)

The quantity d can be used to select the treatment: If d>0 then select the treatment a1, otherwise, select the treatment a0.




7.4.6 VAE-Cox Model for Survival Analysis

There have been increasing interests in combining autoencoder or VAE with a Cox model for survival analysis. The widely used approach to combine the autoencoder (AE) or VAE with the Cox model is to use AE or VAE as the data reduction tools for pre-data processing and then use the reduced latent variables as the input to the Cox model (Kim et al. 2020). Some authors also integrate the AE with the Cox model for survival analysis (Huang et al. 2020). In this section, we integrate the SVAE with the Cox model.


7.4.6.1 Cox Model

The CoxPH model (Huang et al. 2020) assumes that the hazard function at time t for patient i which is defined as the event rate at time t can be factored as


λtzi=λ0texp⁡(βTzi),(7.157)

where λ0t is the baseline hazard function—common to all individuals in the population and dependent on only time t, and reflects the underlying hazard for subjects with all covariates z1, …, zp equal to 0, β=(β1, …, βp) is the vector of parameters of the model, zi is the vector of the latent variable for the patient i.

It follows from equation (7.120) that the hazard ratio is equal to


HRt|zi=exp⁡(βTzi).(7.158)

Then, the log of the hazard ratio for the ith individual to the baseline is given by


log⁡HRt|zi=log⁡λtziλ0t=βTzi.(7.159)

Equation (7.159) is another version of the Cox model. It states that the CoxPH model is a linear model for the log of the hazard ratio. The advantage of the Cox model is that we can estimate the parameters β without having to estimate λ0(t).



7.4.6.2 Likelihood Estimation for the Cox Model

Let (ti, δi,zi) be the observed dataset for the individual i, where


	
ti is a possibly censored failure (survival) time random variable,


	
δi is the failure (survival)/censoring indicator (δi=1 for fail, δi = 0 for censor),


	
zi is a set of covariates or latent variables as defined earlier.



Assume that there are K distinct failure times. Let τ1<τ2<…<τK be the K ordered, distinct failure times.

Let Rti={j:tj≥ti} be a risk set for the time ti, which denotes the set of individuals who are “at risk” for failure at time ti. We define the partial likelihood as a product of conditional probabilities of occurrence of a failure event at the time t, given the risk set at that time and that one failure is to happen. Let ti be the failure time associated with individual i and Li(β) be the partial likelihood for individual i. Statistically, the partial likelihood Li(β) is expressed as

Liβ=p(individual i fails at time ti |one failyre from the risk set Rti)

=p(individual i fails |at risk at ti)∑l∈R(ti)p(individual l fails|at risk at ti)


=λ(ti|zi)∑l∈R(ti)λ(ti|zl).(7.160)

Therefore, the partial likelihood L(β) for the entire sample size is given by


Lβ=∏i=1KLiβ=∏i=1Kλ(ti|zi)∑l∈R(ti)λ(ti|zl).(7.161)

Substituting equation (7.157) into equation (7.161) yields

Lβ=∏i=1Kλ0texp⁡(βTzi)∑l∈R(ti)λ0texp⁡(βTzl)


=∏i=1Kexp⁡(βTzi)∑l∈R(ti)exp⁡(βTzl).(7.162)



7.4.6.3 A Censored-Data Likelihood

Consider the censored data, where we may not observe the failure (survival) times T1,…, TK. Define two variables:


Ui=min⁡(Ti, Ci),(7.163)


δi=I(Ti≤Ci),(7.164)

where Ci is the (fixed or random) potential censoring time which is defined as a censored observation at time τ if Ci=τ and Ti>τ.

A continuous observed variable Ui and a binary censoring indicator variable δi can take the forms:


	
Ui, δi=(τi,1), if Ti is uncensored at time τi,


	
Ui, δi=(τi,0), if Ti is censored at time τi.



Now we introduce the censored data likelihood. Consider two cases.

Case 1: Ci are known constants


Liβ=f(τi)δi=11-F(τi)δi=0(7.165)

which implies

Liβ=f(τi)δi1-F(τi)1-δi


=f(τi)δiS(τi)1-δi.(7.166)

Substituting equation (7.117) into equation (7.166), we obtain


Liβ=λτiziδiS(τi|zi).(7.167)

The partial likelihood for the entire sample is given by

Lβ=∏i=1KLiβ=∏i=1KλτiziδiS(τi|zi) 


=∏i=1Kλτizi∑l∈Rtiλtizlδi∑l∈RtiλtizlδiS(τi|zi).(7.168)

The first term in equation (7.168) contains the majority of the information about the parameters β, while the last two terms involve mainly the baseline hazard λ0(t). To simplify the analysis, the partial likelihood often ignores the last two terms and is reduced to

Lβ=∏i=1Kλτizi∑l∈Rtiλτizlδi

=∏i=1Kλ0τexp⁡(βTzi)∑l∈Rtiλ0τexp⁡(βTzl)δi


=∏i=1Kexp⁡(βTzi)∑l∈Rtiexp⁡(βTzl)δi.(7.169)

This is the partial likelihood that does not depend on the baseline hazard function λ0(τ).

Case 2: Ci are independent and identically distributed as continuous G distribution with density function g.

In equation (7.129), we show that


Lβ=∏i=1Kf(τi)δi1-F(δi)1-δi∏i=1K1-G(τi)δig(τi)1-δi.(7.170)

Equation (7.170) implies that likelihood functions for survival time and censoring time can be calculated separately, if we assume that distributions F and G are functionally independent. In other words, F=Fθ and G=Gϕ, θ∈Θ, ϕ∈Φ. This provides a very nice property. When we maximize the likelihood with the parameters θ, we can view the likelihood involving G as constants. The parameters θ and ϕ can be estimated separately. In Case 2 when censoring times are random variables, we still can use equation (7.169) in Case 1 as likelihood function for the survival time. Therefore, the likelihood functions for survival time in Cases 1 and 2 can take the same form.

The log-likelihood is


lβ=log⁡Lβ=∑i=1Kli(β),(7.171)

where


liβ=δiβTzi-log⁡∑l∈R(τi)eβTzl.(7.172)



7.4.6.4 Object Function for VAE-Cox Model

Combining equations (7.152) and (7.172), we obtain the objective function for VAE-Cox model:


LVAE-Coxθ, β=LSVAE∅,θ,x,t,a+γlβ,(7.173)

where

LSVAE∅,θ,x,t,a=12{∑m=1M(log⁡σsm2+1)-∑m=1M[log⁡σhm2+σsm2σhm2+μrm-μhm2σhm2]} 

+1nL∑i=1n∑l=1L[δ(i)log⁡fθt(i,l)z(i,l),a(i)+(1-δ(i))log⁡Sθ(t(i)|z(i,l),a(i))],

[μr(i)|log⁡σs(i)]=MLP(x(i), a(i),t(i), Wz),

Z(i,l)=μr(i)+σs(i)⨀ε(l), ε(l)~N(0,I),

[μh|log⁡σh]=MLP(xi, ai, Wpr),

lβ=∑i=1KδiβTzi-log⁡∑l∈R(τi)eβTzl,





7.5 TIME SERIES CAUSAL SURVIVAL ANALYSIS


7.5.1 Introduction

The most survival models consider the binary case: non-fatal and fatal state and model the survival probability of transition from non-fatal to fatal state, given a set of individual covariates (Groha et al. 2020). Some extensions of the CoxPH models, including relaxing the linear and proportional hazards assumptions, have been developed. These extensions model λt=λ0texp⁡(fθx) with a deep neural network for fθx (Lee et al. 2018) and λt=λ0texp⁡(fθt,x) with continuous time models (Giunchiglia et al. 2018; Katzman et al. 2018; Ren et al. 2018). The survival analysis methods introduced in the previous sections, including classical Cox model, study the occurrence of single fatal events. However, in the real world, multiple states take places, for example, the progress of COVID-19 might be modeled as not infected, infected with non-symptom, infected with symptom, sever COVID-19, hospitalized, and dead. We often observe the individuals with significantly different features and quite different disease trajectories.

To meet these challenges, we need to extend the survival analysis from the single state to multiple states and model multiple non-fatal states and complicated transitions among all states (Gerstung et al. 2017; Grinfeld et al. 2018; Lee et al. 2018; Rueda et al. 2019; Groha et al. 2020; Nicora et al. 2020). In this section, we introduce neural ordinary differential equations which were discussed in Chapter 1 to model the Kolomogorov forward equation of the underlying transitions among the multiple states for multi-state causal survival analysis and producing desired outcomes (Groha et al. 2020).



7.5.2 Multi-State Survival Models


7.5.2.1 Notations and Basic Concepts

We first introduce some basic concepts and notations. The state space is defined as the set of all the possible system states. We number the states by integers from 0 to r. The state space is denoted by

Ys={0, 1, 2, …, r}.

Let pit=p(Yt=i) be the probability that the system is in state i at time t. We denote the state probability distribution by Pt=[p0t, p1t, …, prt]T. Assume that the process is in state i at time S. The stochastic process Y(t) is Markov if


pYs+t=jYs=i, Yu=yu, 0 ≤u<t=p(Ys+t=j|Ys=i)(7.174)

for all possible Yu, 0≤u<t.

We consider continuous time, finite state space Markov processes. Let pij(s,t) be the transition probability from state i at time s to the state j at time t, i.e.,


pijs,t=p(Yt=j|Ys=i).(7.175)

The Markov process is called a time-homogeneous process, if for all i,j in the state space it satisfies


pYt+s=jYs=i=P(Yt=j|Ys=i),(7.176)

for all s,t≥0.

For the time-homogeneous Markov process, the transition probability pijt=p(Yt=j|Y0=i) may be arranged as a matrix:


Pt=p00(t)⋯p0r(t)⋮⋮⋮pr0(t)⋯prr(t).(7.177)

The elements in the transition probability matrix must satisfy


∑j=0rpijt=1.(7.178)

A trajectory of the Markov process is shown in Figure 7.5, where 0=S0≤S1≤S2≤… be the times at which transitions occur. Let T~i be the sojourn time spent in state i during a visit to state i. The sojourn times T~1, T~2, … are independent and exponentially distributed.

[image: ]
FIGURE 7.5 A trajectory of the Markov process.






7.5.3 Multi-State Survival Models

In this section, we will introduce works of Groha et al. (2020) on multi-state survival models. Multi-state models are defined as Markov jump processes {Yt;0≤t≤T}, which take values in a finite state space Ys={1, 2, …, r} and movements are discrete. The discrete movements are called jumps. The Markov jump processes are often modeled as a simple or compound Poisson process.


7.5.3.1 Transition Probabilities, the Kolmogorov Forward Equations and Likelihood Function

The transition probabilities pij(s,t) satisfy the Kolmogorov forward equations (Appendix 7B):


dpij(s,t)dt=∑kpik(s,t)λkj(t).(7.179)

For each individual, we can observe the Markov process Y(t) with discrete jumps. Consider m time-indexed states yt1, …, y(tm) for a single observation. The likelihood for the single observation is given by


pyt1, …, ytm, θ=p(yt1)∏j=2mpytj-1ytj-1(tj-1,tj, θ)λytj-1ytj(tj|θ),(7.180)

where


pysys(tj-1,tj, θ) is the probability that the system is in state y(s) from time tj-1 to time tj, λytj-1ytj is the transition rate from state y(tj-1) to state y(tj) at time tj and ∏j=21=1.

Let t1i, …, tmii be the mi time points for the individual i, yi={yit1i,…, yitmii} be a set of states, and Y={y1,…, yn}. The log-likelihood for the observations of n individuals is defined as


lθ,Y=∑i=1nlog⁡p(yit1i,…, yitmii; θ),(7.181)

where the transition probability p(yit1i,…, yitmii; θ) is defined in equation (7.180).

Let pysyt(s,t)=T(ys, yt). Then, under Markov assumption, the transition probability pysy(t) is determined by the Kolmogorov forward equations:


dpysyt(s,t)dt=∑kpysk(s,t)λkyt(t),(7.182)

where s=tj-1, t=tj and the transition rate λkyt(t) only depends on the time t.



7.5.3.2 Likelihood Function with Interval Censoring

Assume the right censoring. Let D={xi, yi, δi, i=1,…,n, j=1, …, mi be a set of n observations, where xi are the covariates for the individual i, yi are the states or the states at time of last contact (censoring time) for the individual i, and δi is a censoring indicator variable defined as

δi=0censored1observed.

The log-likelihood for a set of n censoring data is given by

lθ,Y=∑i=1n{log⁡p(yit1i)∑j=2mi-1[log⁡pyitj-1iyitj-1itj-1i, tji; θ+log⁡λyitj-1iyitji(tji;θ)]


+log⁡pyitmi-1iyitmi-1itmi-1, itmii;θ+δilog⁡λyitmi-1iyitmii(tmii;θ)}.(7.183)



7.5.3.3 Ordinary Differential Equations (NODE) for Multi-State Survival Models

A transition rate matrix can be expressed as three forms:


Qs,t=λ00(s,t)⋯λ0r(s,t)⋮⋮⋮λr0(s,t)⋯λrr(s,t),(7.184)


Qt=λ00(t)⋯λ0r(t)⋮⋮⋮λr0(t)⋯λrr(t),(7.185)


Q=λ00⋯λ0r⋮⋮⋮λr0⋯λrr.(7.186)

Equation (7.184) is a general form of the transition matrix. The elements in the transition rate matrix should satisfy three conditions:


	
0≤-λii(s,t)<∞,


	
λijs,t≥0,i≠j,


	
∑jλijs,t=0 for all i or


-λiis,t=∑j≠iλijs,t.(7.187)




The transition rate matrix can be modeled by a neural network. To ensure positive transition rates, a softplus activation will be used on the last layer of the neural network. Since homogeneous Markov process is widely used, in the below introduction we will focus on the transition matrix Q(t).

Transition rates also depend on the covariates. We need to incorporate the covariates and the history of the evolution into the model. To achieve this, auxiliary memory states mt=m1t, …, mn(t)T are introduced. The memory state equation is given by


dmidt=Mi(t, Pt,mt),(7.188)

where, Pt=p0t, p1t, …, pr(t)T is the vector of the state probability distributions. The covariates of the individuals are encoded in the initial conditions of ODE (7.188):

m0=f(x),

where f(x) is a vector of nonlinear functions and modeled by a neural network.

To incorporate the covariates into equation (7.182), we need to model the transition rates as a function of covariates:


λkj(t,P0,t, mt,x),(7.189)

where P(s,t) is a transition probability matrix. Let s=0. The Kolmogorov forward and backward equations incorporating covariates are given by


dpij(0,t)dt=∑kpik(0,t)λkj(t, P0,t,mt,x)(7.190)


dpij(s,0)ds=-∑kλik(s,P0,s, ms, x)pkj(s,0).(7.191)

Let

P0,t=p00(0,t)⋯p0r(0,t)⋮⋮⋮pr0(0,t)⋯prr(0,t), Qijt,x=λij(t,P0,t, mt,x),

Qt,x=Q00(t,x)⋯Q0r(t,x)⋮⋮⋮Qr0(t,x)⋯Qrr(t,x), Mt=M0(t,Pt,mt)⋮Mr(t,Pt,mt).

Then, equations (7.188), (7.190), and (7.191) can be rewritten in a vector or matrix form:


dm(t)dt=M(t),(7.192)


dP0,tdt=P0,tQ(t,x),(7.193)


dP(s,0)ds=-Qs,xP(s,0).(7.194)

Now we introduce Algorithm 7.1 for solving ODE using PyTorch that can automatically compute gradients of models specified by the users and solve ODE (Paszke et al. 2019; Groha et al. 2021). Before introducing the algorithm, we recall that the softplus activation function is defined as fx=log⁡(1+ex).


Algorithm 7.1: Solve ODE for pijs,t and λij(t)

Input: Covariates x and time interval (s,t).

Step 1: Initialization.

Set m0=fθx, P 0,0=1 and S0=(P0,0, P0,0, m0).

Step 2: Define Kolmogorov forward and backward equation.

Function KFE_KBE (P(0,t), P(t,0), m(t), t)


λijt, Mit=gϕ(P0,t, mt,x,t) {gϕ implemented by NN with softplus for λ}


λiit=-∑kλik(t) {transition rate equality}


dPij(0,t)dt=∑kpik(0,t)λkj(t) {calculate gradient for Kolmogorov forward equation}


dpij(t,0)dt=-∑kλiktpkj(t,0) {calculate gradient for Kolmogorov backward equation}


dmi(t)dt=Mi(t) {calculate gradient for augmented equation}


return [dpij0,tdt, dpijt,0dt, dmitdt] {calculate gradients}

P0,t, Ps,0, mt=ODESolve(S0, KFEKBE, 0,t, saveat=s,t)


Ps,t=Ps,0P(0,t) {calculate the transition probability matrix}

pijs,t, λij(t)







7.6 NEURAL ORDINARY DIFFERENTIAL EQUATION APPROACH TO TREATMENT EFFECT ESTIMATION AND INTERVENTION ANALYSIS


7.6.1 Introduction

A key issue for neural networks is the instability of training neural networks, which is due to gradient descent optimization algorithm (Qin et al. 2020). Suppose that we want to minimize the objective function L(x). The popular discrete dynamic approach to unconstrained optimization is gradient methods. Specifically, the optimization problem


minx⁡L(x)(7.195)

can be solved by iterative discrete gradient methods:


Xt+1=Xt-∇xL(Xt).(7.196)

Discretization error of iterative gradient may cause instability of the neural network training. To overcome this problem, we take continuous approach. Equation (7.196) can be transformed to (Lin 1991):


dXdt=-∇xL(X)(7.197)

with the initial condition

X0=X0.

When t→∞, then X(t) will converge to X* and ∇xLX*=0, which is the necessary condition that X* is a minimizer of the objective function L(X). The idea that optimization problem can be solved by ordinary differential equation can be applied to neural network learning. The ordinary differential equation that is derived from neural learning is called neural ordinary differential equation (NODE) (Chen et al. 2018).

Consider an optimization problem:


minθ⁡l(zt, θ)(7.198)

Subject to


dz(t)dt=f(zt, t, θ)(7.199)


zt0=z0.(7.200)

The dynamics of residual networks, recurrent neural network decoders, and normalizing flows are often described by the following difference equation:


zt+1=zt+f(zt, θ),(7.201)

where zt is an input to the neural network, zt+1 is the output of the neural network, and f(zt, θ) is a neural network transformation function. The solution to ODE (7.199) can be written as


zt=zt0+∫t0tfzτ,τ, θdτ.(7.202)

Viewing θ as control variables and Jθ=l(zt, t, θ) be the terminal cost function, we can take the optimization problem (7.198)–(7.200) as an optimal control problem. Let ψt be the adjoint and Hzt,θt, ψt, t=ψTtfz(t),θ,t be the Hamiltonian function. Then, applying equations (7D11 and 7D12) in Appendix 7D (the Pontryagin's maximum principle), we obtain


ψt=-∂l(zt, θ)∂z(7.203)


,ψ˙t=- ψTt∂fzt,t, θ∂z.(7.204)

Substituting equation (7.202) into l(zt, θ) we obtain


lzt,θ=l(zt0+∫t0tfzτ,τ, θdτ).(7.205)

Now we calculate the gradient of the cost function. Taking derivative with respect to θ on both sides of equation (7.205), we obtain


∂l∂θ=∂l∂zT∫t0t∂fzτ,τ, θ∂θdτ.(7.206)

Substituting equation (7.203) into equation (7.206) yields

∂l∂θ=-ψTt∫t0t∂fzτ,τ, θ∂θdτ

=-∫t0tψTt∂fzτ,τ, θ∂θdτ


=∫tt0ψTt∂fzτ,τ, θ∂θdτ.(7.207)

Equations (7.203), (7.204), and (7.207) form NODE for neural learning. Next we introduce several applications of NODE to neural learning.



7.6.2 Latent NODE for Irregularly-Sampled Time Series

In Chapter 1, we introduce RNN as a power tool for modeling regularly-sampled time series data. However, the RNN is less efficient to fit for irregularly-sampled time series data. The irregularly-sampled time series can be modeled by a continuous time latent trajectory (Chen et al. 2018).

Each trajectory is determined by the following dynamic system with a local state zt0i and a global function f(zt, t, θ1) across all n time series:


dzdt=f(zt,t, θ1),(7.208)

zit0=zt0i, i=1,…, n.

Following a standard VAE approach, time series xt0,…,xtN is mapped to a latent space and a variational posterior distribution q(zt0|xt0,…,xtN) will be determined by an RNN. The RNN is modeled by


htj=g(htj-1, xtj).(7.209)

We assume that the variational posterior distribution q(zt0|xt0,…,xtN) follows a D dimensional Gaussian distribution:

qzt0xt0,…,xtN=N(zt0; μz0htN, σz02(htN),

where


[μz0htNlog⁡σz0(h(tN]=MLP(htN,W),(7.210)

MLP denotes a multiple perceptron and W denotes weight matrices.

Define


zlt0=μz0htN+σz0htNεl, εl~N0,1, l=1,…, L.(7.211)

Let p(zt0)~N(0,I) and θ=(θ1, θ2). Calculate the ELBO as follows:


Jθ, z(t)=1L∑i=1L∑j=1Mlog⁡pxtjzitj, θ1-KL(qzt0xt0,…,xtN, θ2||p(zt0)).(7.212)

Define

pxtjzitj, θ1=N(xtj; μzitj, σ2(zitj), which implies


log⁡pxtjzitj, θ1=-12{mlog⁡2π+∑g=1m[log⁡σg2zitj-xgtj-μgzitj2σg2zitj ].(7.213)

We can show (Exercise 7.9) that KL distance KL(qzt0xt0,…,xtN, θ2p(zt0)) is given by

-KL(qzt0xt0,…, xtN, θ2p(zt0)) =12∑d=1D[log⁡σz0d2htN+1


-σz0d2htN)-μz0d2(htN].(7.214)

Substituting equations (7.213) and (7.214) into equation (7.212), we obtain

Jθ,z(t)=-1L∑i=1L∑j=1M{mlog⁡2π+∑g=1m[log⁡σg2zitj-xgtj-μgzitj2σg2zitj]}


+12∑d=1D[log⁡σz0d2htN+1-σz0d2htN)-μz0d2(htN].(7.215)

NODEs are given by


ψt=-∂Jθ,z(t)∂z(7.216)


ψ˙(t)=-ψT˙(t)∂f(zt,t, θ)∂z(7.217)


∂Jθ,z(t)∂θ=∫tt0ψT(τ)∂f(zτ,τ, θ)∂θdτ(7.218)


dzdt=f(zt,t, θ1)(7.219)

zit0=zt0i, i=1,…, n.

Algorithm for solving NODEs (7.216)–(7.219) is left as exercise.



7.6.3 Augmented Counterfactual ODE for Effect Estimation of Time Series Interventions with Confounders

We consider time series data where both response and intervention are time varying. Time series causal analysis has wide applications. For example, EHRs collect individual longitudinal data with the treatment records and the patients' response. Similar to the treatment effect estimation for cross-sectional data, a general framework for treatment effect estimation with time series (longitudinal) data is also counterfactual inference. Treatment effects can be estimated as the difference between the factual and counterfactual outcomes.

The methods for time series counterfactual inference without unobserved confounders have been developed, including modeling the intervention and response as linear time-invariant (LTI) dynamic system (Soleimani et al. 2017), using Counterfactual Gaussian Process (CGP) to model the counterfactual future outcomes under sequences of future interventions (Schulam and Saria 2017), and recurrent marginal structural networks for learning dynamic treatment responses over time (Lim 2018). Li et al. (2021) recently proposed to use augmented counterfactual ordinary differential equations (ACODEs) for time series counterfactual inference with hidden confounders. This section we focus on introducing application of NODE to estimation of dynamic treatment effect with hidden confounders (Li et al. 2021).


7.6.3.1 Potential Outcome Framework for Estimation of Effect of Time Series Interventions

Consider a multivariate time series outcomes Y(t), a multivariate time series covariates X(t), and continuous-time time-dependent interventions A(t). The observational data consists of multiple realizations of time series outcomes, covariates, and interventions. Since the realization are independent to each other, for the simplicity in the below discussion, we only consider one realization. Suppose that up to time t, N time series outcomes and covariates DNt=yit,xi(t)i=1N and continuous-time interventions {as,s≤t} are observed. Let a>t denote {as:s>t}. Time series potential outcome framework is defined as learning the conditional distribution of the potential outcomes Y(a>t) under future sequence of interventions a>t, given the historical data yi, xii=1N:


p(Y(a>t)|a≤t, yi, xi, tii=1N).(7.220)

We cannot directly estimate the distribution of the potential outcome. However, under some assumptions, we can fit the regression model to the observational data to estimate the distribution (Li et al. 2021)


p(Y(s>t)|a>t, a≤t, yi, xi, tii=1N),(7.221)

which can approximate pYa>ta≤t, yi, xi, tii=1N.

Now we state three essential assumptions for the potential outcome framework for causal inference.


Assumptions 7.4

We introduce assumptions in the Neyman-Rubin model (Bica et al. 2020; Li et al. 2021).


	Assumption 1. (Consistency). The potential outcome for receiving an intervention plan a≥t is the same as the observed outcome Ya≥t=Y|a≥t.


	Assumption 2. (Overlap). For all a1, x1, …, at-1, xt-1), we have


0<pAt=atA1=a1, X1=x1,…, At-1=at-1, Xt-1=xt-1<1.(7.222)



	Assumption 3. (Sequential strong ignorability). Conditional on a<t, x<t, y<t, the potential outcomes Y(a≥t) are independent of a(t),


Y(a≥t)⫫a(t)|a<t, x<t, y<t.(7.223)




Assumption 3 implies that there are no confounders, which affect both outcomes and interventions. In practice, the assumptions cannot be tested. To mitigate the effect of hidden confounders, we augment the space that includes the true temporal dynamics as its subspace. Working on the time series in the augmented space with high dimensions may make it easier to approximate the true temporal dynamics in the original space with low dimensions. Next we introduce augmented ODE that is proposed by Li et al. (2021).





7.6.3.2 Augmented Counterfactual Ordinary Differential Equations

We first introduce k auxiliary time series U(t)∈Rk along with the original time series Y(t)∈Rd and 
X(t)∈Rmto generate the augmented time series Gt=Y(t)X(t)U(t)∈Rd+m+k. In the augmented space, we assume


pya>ta≤t, u(ti), ti, x(ti)i=1n=p(y>t|a>t, a≤t, u(ti), ti, x(ti)i=1n),(7.224)

where in general, auxiliary variables Ut=u(t) are initialized with all zero vectors.

VAE is used to model training and counterfactual inference process (Rubanova et al. 2019; Li et al. 2021). We first introduce latent counterfactual differential equation (CDE), which is a basic component of both encoder and decoder.


7.6.3.2.1 Latent Counterfactual Differential Equation We assume that the latent dynamic system is an additive model where forces drive the dynamics of the latent system is the state space alone fz(zt, θz) and a combination of states and interventions fa(zt, at, θa). The CDF is given by


dz(t)dt=fzzt, θz+fa(zt, at, θa)(7.225)

zt0=z0

G(t)~p(G(t)|zt), or Y(t)~p(Y(t)|zt) and X(t)~p(X(t)|zt).

where both fz(zt, θz) and fa(zt, at, θa) are parameterized by neural networks:


fzzt, θz=ReLU(ztWz1)Wz2(7.226)


fazt, at, θa=ReLU(zt, atWa1)Wa2,(7.227)

and


Y(t) and X(t) are Gaussian distributions:


Yt~NYt; μYt, ΣYt, X(t)~NXt; μXt, ΣXt.(7.228)

The means μYt, μXt, and covariance matrices ΣYt, ΣXt are parameterized by neural networks. For example, two layer MLPs are defined as


μYtΣYt=ReLU (ztWY1)WY2,(7.229)


μXtΣXt=ReLU (ztWX1)WX2.(7.230)

We modified algorithm for solving the latent CDE in Li et al. (2021) to Algorithm 7.2, including covariates x(t).


Algorithm 7.2: Solve the Latent CDE


	Input: A distribution of initial state z0 of the latent variable p(z0), time points tii=1n, continuous-time intervention process a≤t.


	Output: Time series observations (yi, xi, tii=1n, corresponding latent states zi, tii=1n.


	Step 1: Sampling z0 from p(z0).


	Step 2: Define functions fz and fa in equations (7.226) and (7.227).


	Step 3: Compute latent states z1, …, zN=ODESolve (fz, fa, z0, a≤t, tii=1n).


	Step 4: Iteration. for i=1, …, N do


	Compute

[μY(ti)|ΣYti=ReLU (ztiWY1)WY2

μXtiΣXti=ReLU (ztiWX1)WX2



	Sample

yi~NμYti, ΣYti, xi~N(μXti,ΣXti).






end for


	Step 5: return yi, xi, zii=1N.



Now we introduce encoder (Li et al. 2021). The encoder maps the observed data (yti, xti, uti) to the hidden state in RNN. Unlike the vanilla RNN where each hidden state has only one variable, each hidden state in the new RNN is decomposed to two hidden substates (hi, hi'), where hi' is an additional state and determined by ODE. The encoder consists of two components: CDE and RNN. Thus, the encoder with two components CDE and RNN is called the CDE-RNN encoder. We define two neural network parameterized functions for the CDE.


ghh(t)=ReLU(htWh1)Wh2(7.231)


gaht=ReLU(ht, atWha1)Wha2.(7.232)

The architecture of the CDE-RNN encoder is shown in Figure 7.6 and its computational procedure is summarized in Algorithm 7.3 (Li et al. 2021).

[image: ]
FIGURE 7.6 Architecture of the CDE-RNN encoder.






Algorithm 7.3: The CDE-RNN Encoder


	Input: Time series observations: yi, xi, tii=1n, the corresponding time intervention process a≤t.


	Output: Hidden states of the RNN hi, tii=1n.


	Step 1: Initialization. Set hN=0, ui=0, i=1, …, N.


	Step 2: Define functions.

ghh(t)=ReLUhtWh1Wh2, gaht=ReLU(ht, atWha1)Wha2.



	Step 3: for i=N-1, …, 1 do

Update hi'=ODESolve (gh, ga, ti, ti+1, hi+1, {as, ti≤s<ti})

hi=RNN (hi', gi), gi=y(ti)x(ti)u(ti).

end for


	Step 4: return hii=N-10.



The posterior q(z0|yi, xi, tii=1N, a≤t) is defined as


qz0yi, xi, tii=1N, a≤t=N(μz0, Σz0),(7.233)


[μz0Σz0=ReLU(h1Wz01)Wz02,(7.234)

where Wz01 and Wz02 are weight matrices of two layer MLP.

Next we introduce decoder. Decoder is summarized in Algorithm 7.4.




Algorithm 7.4: CDE Decoder


	Input: μz0, Σz0, the time intervention process a≤t.


	Output: The reconstruct time series yi, xi, tii=1N


	Step 1: Initialization.

Sample z0~N(μz0, Σz0).


	Step 2: Define functions.

fzzt, θz=ReLU(ztWz1)Wz2 

fazt, at, θa=ReLU(zt, atWa1)Wa2



	Step 3: Compute


z1…zN=ODESolve(fz, fa, z0, a≤t, tii=1N)



	Step 4: Iteration.

for i=1, …, N do

Compute μgi(zi)Σgi(zi)=ReLU (ziWg1)Wg2

Sample gi~Nμgi(zi), Σgi(zi)

end for


	Step 5: return gii=1N



Now we calculate the ELBO. Assume z0∈RJ. We can show (Exercise 7.11) that


-KL(qz0yi, xi, tii=1N, a≤t|pz0=12[log⁡Σz0+J-trΣz0-μz0Tμz0].(7.235)

Next we calculate Ez0~q∅(z0|gii=1N,a≤t)[log⁡pθ(g1,…,gN|z1,…, zn)]. Sampling


z0l~Nμz0, Σz0, l=1,…, L and using ODESolve(fz, fa, z0, a≤t, tii=1N), we obtain the sampled sequences of latent variables z1l, …, zNl, l=1,…, L and sampling formula:

Ez0~q∅(z0|gii=1N,a≤t)[log⁡pθ(g1,…,gN|z1,…, zn)]=-12L∑l=1L∑i=1N[(d+k+m)log⁡(2π)


+log⁡Σgil+gil-μgilTΣgil-1(gil-μgil)].(7.236)

Combining equations (7.235) and (7.236), we obtain the ELBO:

LELBO=-12L∑l=1L∑i=1N[(d+k+m)log⁡(2π)+log⁡Σgil+gil-μgilTΣgil-1(gil-μgil)] 


+12[log⁡Σz0+J-trΣz0-μz0Tμz0].(7.237)

The overall learning procedure of the augmented counterfactual ODE for estimation of effect of time series intervention is summarized in Algorithm 7.5 (Li et al. 2021).




Algorithm 7.5: Overall Procedure of the Augmented Counterfactual ODE


	Input: Time series yi, xii=1n, continuous-time intervention a≤t. Initial values of parameters (θ,∅).


	While not converged do


	Step 1: Select a time series (yi, xi)i=1N and intervention process a≤t.

Initialize auxiliary variable ui with all zero vectors for i=1,…, N.

Augment time series gi=yixiui for i=1,…, N.

Initialize hidden state vector hN with zeros.


	Step 2: for i=N-1,…, 0 do

Update hi'=ODESolve gh, ga, ti, ti+1, hi+1, as:ti≤s<ti+1

Update hi=RNN(hi', gi)

end for


	Step 3: Compute [μz0Σz0= ReLU(h1Wz01)Wz02.

Sample z0~N(μz0, Σz0).


	Step 4: Compute z1, …, zn=ODESolve (fz, fa, z0, a>t, tii=1n)


	Step 5: for i=1,…, N do

Compute μgi(zi)Σgi(zi)=ReLU (ziWg1)Wg2

Sample gi~Nμgi(zi), Σgi(zi)

end for


	Step 6: Compute the gradient ∇θ,∅LELBO(θ,∅) in equation (7.237).

Iterate (θ, ∅) with Adam optimizer.

end while










7.7 GENERATIVE ADVERSARIAL NETWORKS FOR COUNTERFACTUAL AND TREATMENT EFFECT ESTIMATION

Treatment response is heterogeneous. However, the classical methods treat the treatment response as homogeneous and estimate the ATEs. Therapy should be offered personally to ensure that the right therapy is offered to “the right patient at the right time” (Subbiah and Kurzrock 2018; Ge et al. 2020). Consequently, alternative to calculating the average effect of an intervention over a population, we should estimate ITEs. Methods for estimation of ITEs using observational data largely differ from standard statistical estimation methods. A key to estimating treatment effect is to infer counterfactual response of the treatments. Since counterfactual outcomes can never be observed, the counterfactual outcome estimation is an essentially missing value problem. GANs are a powerful tool for imputing missing data (Goodfellow et al. 2014; Yoon et al. 2018). The GAN-based models for unbiasedly estimating ITE in the absence of unobserved confounding, including vanilla GAN (Yoon et al. 2018; Ge et al. 2020), the Counterfactual-GAN (cGAN) (Averitt et al. 2020), Residual GAN (Nemirovsky et al. 2020), and significantly modified GAN model for estimating effects of the continuous-valued treatments have been recently developed. To solve the problem of unmeasured confounders, the integration models of VAE and GAN for estimating ITE in the presence of unmeasured confounders have been proposed, including one GAN and two VAEs with measurable proxy for the latent confounders (Lee et al. 2018) and GAN with Adversarial Balancing-based representation for ITE estimation (Du et al. 2019).

This section will focus on basic principles for using GAN for ITE estimation with discrete and continuous-valued treatment, and in the absence and presence of unmeasured confounders.


7.7.1 A General GAN Model for Estimation of ITE with Discrete Outcome and Any Type of Treatment


7.7.1.1 Potential Framework

The Rubin causal model for estimation of treatment effects is assumed and the GAN model is modified to estimate ITE (Yoon et al. 2018; Ge et al. 2020). Consider K treatments. Let Tk be the kth treatment variable that can be binary, categorical, or continuous, and T=[T1,…,TK]T be the treatment vector. We assume that there is precisely one non-zero component of the treatment vector T, which is denoted by Tη, where η is the index of this component. Each sample has one and only one assigned treatment Tη. To extend the binary treatment to include categorical and continuous treatments, we define the treatment assignment indicator vector M=[M1,…,Mk,…,MK]T as

Mk=1k=η0otherwise,

where ∑k=1KMk=1.

For example, if

T=0T20,

then η=2 and

M=010.

In special case where we consider only treated and untreated cases, we assume K=2. Let T1 denote the treatment then T1=1 denotes the presence of treatment and T1=0 represents others. We use T2 to denote absence of treatment where T2=1 indicates no treatment. For the sample with the treatment, we have

T=T10 and M=10.

For the sample with no treatment, we have

T=0T2 and M=01.

Define the vector of potential outcome YT=[YT1,…, Y(TK)]T, where Y(Tk) is the potential outcome of the sample under the treatment Tk. The outcomes can take binary, categorical and continuous values. When K=2, the potential outcome Y(T1) corresponds to the widely used notation for one treatment Y1, the potential outcome of the treated sample, while the potential outcome Y(T2) corresponds to Y0, the potential outcome of the untreated sample. Only one of the potential outcomes can be observed. The observed outcome that corresponds to the potential outcome of the individual receiving the treatment Tη is denoted by Y(Tη). The observed outcome is called the factual outcome and the unobserved potential outcomes are called counterfactual outcomes, or simply counterfactuals. For the convenience of notation, the factual outcome is also denoted by Yf and the counterfactuals are denoted by Ycf.

The observed outcome Yf can be expressed as

Yf=Yη=∑k=1KMkY(Tk).

When K=2, we have M2=1-M1. The above equation becomes

Yf=M1YT1+1-M1YT2=M1Y1+(1-M1)Y0,

which coincides with the standard expression of the observed outcome for one treatment.

Let X=[X1,…, Xq]T be the q-dimensional feature vector such as age, sex, ethnicity, genomic variables, imaging signals, etc. Assume that n individuals are sampled. Let Ti=[T1i, …, TKi]T, Yi=[Yi(T1i), …, Yi(TKi)]T and X(i)=[X1i, …, Xqi]T, i=1,…, n, be the treatment vector, the vector of potential outcomes, and feature vector of the ith individual, respectively. The vector of potential outcomes includes one observed outcome. The remaining outcomes in the vector of potential outcomes are counterfactuals.

The most widely used measure of the treatment effect for the multiple treatment is the pairwise treatment effect. The individual effect ξjk(i) between the pairwise treatments: Tj and Tk is defined as ξjk(i)=YiTji-Yi(Tki), the average pairwise treatment effect


τjk=Eξjki. The CATE τjk|Tj, given the patients treated with Tj is defined as τjk|Tj=Eξjki|Tj.

Our goal is to estimate the conditional distribution of treatment effect, given the feature vector X. Let FY|X(Tk) be the conditional distribution of the potential outcome YTk under the treatment Tk, given the feature vector X, and FY|X(T) be the conditional joint distribution of the potential outcome vector Y(T) under the K treatment T, given the feature vector X. Assume that n individuals are sampled. For the ith individual, Tη treatment (Mη=1) is assigned. Let X(i) and YηiTηi=Yf(i) be the observed feature vectors and the observed potential outcomes of the ith individual. Therefore, the observed dataset is given by D=(Xi, Ti, Yηi, i=1,…,n). The factual and counterfactual outcomes of the ith individual are denoted by yf(i) and ycf(i), respectively.

To estimate the treatment effects, we often make the following three assumptions (Rubin 1974; Yoon et al. 2018; Ge et al. 2020):

Assumption 1. (Ignorability Assumption). Conditional on X, the potential outcomes Y(T) and the treatment T are independent,


YT=(YT1,…, YTK)⫫T|X.(7.238)

This assumption requires no unmeasured confounding variables.

Assumption 2. (Common Support). For the feature vector X and all treatments,


0<PTk=tkX<1.(7.239)

Assumption 3. (Stable Unit Treatment Value Assumption). No interference (units do not interfere with each other).



7.7.1.2 Conditional GAN as a General Framework for Estimation of ITE

The key issue for the estimation of ITE is unbiased counterfactual estimation. Counterfactuals will never be observed and cannot be tested by data. The true counterfactuals are unknown. Recently developed GANs that are a perfect tool for missing data imputation started a revolution in deep learning (Luo and Zhu 2017). An incredible potential of GANs is to accurately generate the hidden (missing) data distribution given some of the features in the data. Therefore, we can use GANs to generate counterfactual outcomes.

GANs consist of two parts: the “generative” part that is called the generator and “adversarial” part that is called the discriminator. They are realized by neural networks. Typically, a K-dimensional noise vector is input into the generator that converts the noise vector to a new fake data instance. Then the generated new data instance is input into the discriminator to evaluate them for authenticity. The generator constantly learns to generate better fake data instances, while the discriminator constantly obtains both real data and fake data and improves accuracy of evaluation for authenticity.


7.7.1.2.1 Architecture of Conditional Generative Adversarial Networks (CGANs) for Generating Potential Outcomes Features provide essential information for estimation of counterfactual outcomes. Therefore, we use CGANs (Mirza and Osindero 2014) as a general framework for ITE estimation. The CGANs for ITE estimation consist of two blocks. The first imputation block is to impute the counterfactual outcomes. The second ITE block is to estimate distribution of the treatment effects using the complete dataset that is generated in the imputation block. The architecture of CGANs is shown in Figure 7.7. Both the generator and discriminator are implemented by feedforward neural networks.
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FIGURE 7.7 The architecture of CGAN for ITE estimation.





7.7.1.2.2 Imputation Block A counterfactual generator in the imputation block is a nonlinear function of the feature vector, treatment vector T, treatment assignment indicator vector M, observed factual outcome yf, and K dimensional random vector zG with uniform distribution zG~U((-1,1)K), where Yf=Yη. The generator is denoted by


Y~=GX,Yf,T⊙M, (1-M)⊙zG,θG,(7.240)

where output Y~ represents a sample of G. It can take binary values, categorical values, or continuous values. 1 is a vector of 1, ⊙ denotes element-wise multiplication, and θG is the parameters in the generator. We use Y- to denote the complete dataset that is obtained by replacing Y~η with Yf.

The distribution of Y~ depends on the determinant of the Jacobian matrix of the transformation function GX,Yf, T,M,zG, θG. Changing the transformation function can change the distribution of the generated counterfactual outcomes. Let PY|x,t, m, yf(y) be the conditional distribution of the potential outcomes, given X=x, T=t, M=m, Yf=yf. The goal of the generator is to learn the neural network G such that Gx,yf, t,m,zG, θG~PY|x,t, m, yf(y).

Unlike the discriminator in the standard CGANs where the discriminator evaluates the input data for their authenticity (real or fake data), the counterfactual discriminator DG that maps pairs (x,y-) to vectors in [0,1]k attempts to distinguish the factual component from the counterfactual components. The output of the counterfactual discriminator DG is a vector of probabilities that the component represents the factual outcome. Let DG(x,y~, t, m,  θd)i represent the probability that the ith component of y~ is the factual outcome, i.e., i=η, where θd denotes the parameters in the discriminator. The goal of the counterfactual discriminator is to maximize the probability DG(x,y~, t,m, θd)i for correctly identifying the factual component η via changing the parameters in the discriminator neural network DG.



7.7.1.2.3 Loss Function The imputation block in CGAN attempts to impute counterfactual outcomes by extending the loss function of the binary treatment in GANITE (Yoon et al. 2018) to all types of treatments: binary, categorical, or continuous. We define the loss function V(DG, G) as

E(x,t,m,yf)~Pdata(x,t,m,yf)EzG~u((-1,1)K)MTlog⁡DGX,Y~, T, M, θd+(1-M)Tlog⁡(1-DGX,Y~,T, M, θd),

where log is an element-wise operation. The goal of the imputation block is to maximize the counterfactual discriminator DG and then minimize the counterfactual generator G:


minG⁡maxDG⁡V(DG, G, θd).(7.241)

In other words, we train the counterfactual discriminator DG to maximize the probability of correctly identifying the assigned treatment Mη and the quantity of the treatment Tη or the observed factual outcome Yf(Yη), and then train the counterfactual generator G to minimize the probability of correctly identifying Mη and Tη. After the imputation block is performed, the counterfactual generator G produces the complete dataset D-={X, Y-}. Next, we use the imputed complete dataset D-={X, Y-} to generate the distribution of potential outcomes and to estimate the ITE via CGANs, which is called the ITE block.



7.7.1.2.4 ITE Block The CGANs for ITE block consist of three parts: generator, discriminator, and loss function, which are summarized as follows (Yoon et al. 2018; Ge et al. 2020).


7.7.1.2.4.1 ITE Generator Unlike the ITE in GANITE where the ITE generator is a nonlinear transform function of only X and ZI, the ITE generator GI introduced here (Ge et al. 2020) is a nonlinear transform function of X, T, and ZI:


Y^=GI(X,T, ZI, θgI),(7.242)

where Y^ is the generated K-dimensional vector of potential outcomes, X is a feature vector, T is a treatment vector, and ZI is a K-dimensional vector of random variables and follows the uniform distribution ZI~u((-1,1)K). The ITE generator attempts to find the transformation Y^=GI(X,T, ZI, θgI) such that Y^~PY|X,T(y).



7.7.1.2.4.2 ITE Discriminator Following the CGANs, we define a discriminator DI as a nonlinear classifier with (X,T, Y*= Y-) or (X,T, Y*=Y^) as input and a scalar that outputs the probability of Y* being from the complete dataset D-.



7.7.1.2.4.3 Loss Function Again, unlike the loss function in GANITE where the decision function is DI(X,Y*) , a decision function here (Ge et al. 2020) is defined as D(X,T, Y*). The loss function for the ITE block is then defined as


VIDI, GI=EX,T~P(x,T)EY*~PY|X,T(y)log⁡DI(X,T,Y*) +EZI~u((-1,1)K)log⁡(1-DI(X,T,Y*),(7.243)

where DI(X,T, Y*) is the nonlinear classifier that determines whether Y* is from the complete dataset D- or from the generator GI. The goal of the ITE block is to maximize the probability of correctly identifying that Y* is from the complete dataset D- and to minimize the probability of a correct classification. Mathematically, the ITE attempts


minGI⁡maxDI⁡VIDI, GI.(7.244)

The algorithms for numerically solving the optimization problems (7.242) and (7.244) are summarized in the Appendices 7E and 7F.






7.7.2 Adversarial Variational Autoencoder-Generative Adversarial Network (AVAE-GAN) for Estimation in the Presence of Unmeasured Confounders

In Section 7.7.1, we assume that confounders do not exist or observed variables contain exactly all the Confounders. However, these assumptions in the real world may be violated. In this section, we introduce a VAE approach that first simultaneously infers latent factors from the observed data, then disentangles the inferred latent factors into three disjoint sets corresponding to the instrumental, confounding, and risk factors, and finally incorporates the confounders into analysis (Zhang et al. 2020). The observed variables, in general, can be categorized into three clusters. The first cluster includes instrumental variables that are only involved in the treatment, but has no effect on the outcome. The second cluster includes the risk factors that only have effects on the outcome, but not on the treatment. The third cluster includes confounding variables that have effects on both the treatment and the outcome.

To stabilize the training process of the VAE, we further modify the training of the VAE with dual objectives—a classical VAE reconstruction error criterion, and an adversarial training criterion to match the aggregated posterior distribution of the latent representation of the VAE to an arbitrary prior distribution (Makhzani et al. 2015; Lin et al. 2020). After the VAE is trained, the latent variables will be used as covariates to input to the CGAN that was discussed in Section 7.7.1 to estimate the ITE. In other words, we introduce AVAE-GAN for ITE estimation where two GANs (one GAN for VAE training and another GAN for ITE estimation) are used.


2837.7.2.1 Architecture of AVAE-GAN

Architecture of AVAE-GAN for ITE estimation is shown in Figure 7.8. The AVAE-GAN consists of adversarial variational autoencoder (AVAE) which maps the feature vector x to the latent variables zx containing confounders, and GAN which replaces covariates x by zx and uses the algorithm presented in Section 7.7.1 for ITE estimation. The AVAE combines the concepts of adversarial learning and VAE (Liu et al. 2020; Dai et al. 2017). Let q(zx|x) be an approximate posterior distribution of the latent variables zx, given x and pdata(x) be the data distribution. Defines an aggregated posterior distribution of q(zx) on the latent variables zx as
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FIGURE 7.8 Architecture of AVAE-GAN for ITE estimation.



qzx=∫qzxxpdataxdx.

The AVAE is regularized by matching the aggregated posterior q(zx), to an arbitrary prior, p(zx). The encoder of the VAE q(zx) is the generator of the GAN. The AVAE has due loss functions. One loss function is the reconstruction error of the VAE. Second loss function is the discrimination accuracy of the GAN.

Second GAN mainly plays a role in ITE estimation. The VAE compresses the original data x into the latent variables zx that contain confounders. The latent variables zx are connected to the generator and discriminator of the second GAN (CGAN) as input conditional covariates, which might mitigate the effects of the confounders. The CGAN that was introduced in Section 7.7.1 or other GNAs dedicated to the treatment effect estimation can be used as the second GAN in the AVAE-GAN.

The VAE that was introduced in Section 5.5.2 can be used as the VAE in the AVAE-GAN. Next we will introduce another VAE with the disentangled latent factors as the VAE in the AVAE-GAN.



7.7.2.2 VAE with Disentangled Latent Factors


7.7.2.2.1 The Model for Proxy Variables, Treatments, Outcomes, and Latent Variables  We assume that the observed features or covariates can be taken as proxy variables of the confounders. The data do not provide information about whether the observed set of features is large enough to include all unmeasured confounders. Usually, we hope that we can include as many features as possible. For examples, in cancer research, we can include somatic mutations, gene expression, miRNA, methylation, protein expression, and images as the set of covariates x. Some of them might be related with the confounders, while others might have nothing to do with the confounders. The VAE may disentangle them.

Assume that the mapped latent variables can be partitioned into three disjoint sets of factors Z=(Zt, Zy, Zc), where Zt∈Rdt are the instrument factors influencing only the treatment T∈RK, Zy∈Rdy are the risk factors influencing only the outcome Y∈RK, and Zc∈Rdc are the confounding factors influencing both the treatment and outcome. We also assume that the observed feature variables X∈Rdx are generated by the latent factors.

This model implies that the outcome is determined by the treatments and confounders. Recall that the treatment effect is determined by


pYdoT=t=∑Zt∑Zcp(Y, Zt, Zc|doT=t).(7.245)

Next we convert the do-probability to the ordinary statistical probability. The variables Y, T, Zt and Zc form a Bayesian network (Figure 7.9). Recall that in the Bayesian network, when calculating p(Y, Zt, Zc|doT=t, we need to disconnect all the nodes that are directed to the node T (dashed lines in Figure 7.9 (b)). Therefore, we obtain
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FIGURE 7.9 Graph notation for latent variables and their relations with the treatment and outcome.




(Y, Zt, Zc|doT=t=pZtpZcp(Y|(T=t), Zc).(7.246)

Substituting equation (7.246) into equation (7.245), we obtain

pYdoT=t=∑Zt∑ZcpZtpZcp(Y|(T=t), Zc)

=∑ZcpZcp(Y|(T=t), Zc)∑ZtpZt.


=∑Ztp(Y|(T=t), Zc)pZc.(7.247)

Next we can show that the conditional average effect of the treatment on the outcome, given the feature variables can be unbiasedly estimated if we can recover the confounding factors and risk factors. Recall that the conditional probability of the outcome, given the treatment and feature variables is defined as


pYdoT=t, X.(7.248)

Since we assume that X is generated by ZT, ZY, and Zc, then equation (7.248) can be reduced to


pYdoT=t, X=p(Y|doT=t,ZT, Zy, Zc).(7.249)

Since given ZY and Zc, every path from the node ZT to Y in Figure 7.9(b) is blocked, then we have Y⫫ZT|T, ZY, Zc in Gt-, where Gt- indicates that all incoming edges of T are deleted. Applying the Pear's first role of Do-calculus in Theorem 5.1 (equations (5.4) and (5.5) in Chapter 5, Z=ZT, W=(ZY, Zc)), we obtain


pYdoT=t,ZT, ZY, Zc=p(Y|doT=t, ZY, Zc).(7.250)

Let GT¯ denote the graph by deleting all outgoing edges of the node T (Figure 7.9(c)). Since every path from treatment T to outcome Y is blocked by the nodes Zc, ZY in GT¯, then we have Y⫫T|Zc, ZY.

Let X=∅, Z=T, W=(Zc, ZY). Applying the Pear's second role of Do-calculus in Theorem 5.1 (equation (5.6)), we obtain


pYdoT=t, ZY, Zc=P(Y|T=t, ZY, Zc).(7.251)

Substituting equation (7.251) into equation (7.250), we obtain


pYdoT=t,ZT, ZY, Zc=P(Y|T, ZY, Zc).(7.252)

Equation (7.252) implies that the CATE of the treatment T on the outcome Y, given features X can be unbiasedly estimated if we can discover the confounding factors Zc and ZY from their proxy variables X. These results also imply that detangling the latent variables and identify the appropriate confounding factors allow us to select treatment effect related information and remove irrelevant information. This is essential for ITE estimation. Next we discuss how to use VAE to map and disentangle the latent factors.



7.7.2.2.2 Disentangled Representation of Latent Factors The available data are observed features X. We use AVAE to map the observed variables X into the disjoint latent subspace to learn the confounding and risk factors. Recall that the first step of the VAE is to use the variational distribution q∅(ZT, ZY, Zc|X to approximate the posterior distribution pθ(X|ZT, ZY, Zc). The variational distribution q∅(ZT, ZY, Zc|X is called encoders. To disentangle the latent factors, we decompose the encoders into three separate encoders q∅TZTX, q∅Y(ZY|X), and q∅c(Zc|X). Correspondingly, the prior distribution p(ZT, ZY, Zc are assumed to be the product of three independent normal distributions pZT, p(ZY), and p(Zc). In other words, we assume that these independent prior distributions are given by

pZT=∏j=1dcNZtj0,1,  pZY=∏j=1dyN(Zyj|0,1)and Zc=∏j=1dcN(Zcj|0,1).



7.7.2.2.3 Encoder The encoder is defined as


q∅ZT, ZY, ZcX,T,Y=q∅ZT, ZY, ZcX=q∅tZTXq∅yZYXq∅cZcX.(7.253)

q∅tZTX=∏j=1dtNZtj; μtj, σtj2, q∅cZcX=∏j=1dcN(Zcj;μcj, σcj2) ,

q∅yZYX=∏j=1dyN(Zyj;μyj, σyj2),

where the means and variances of the Gaussian distributions are given by the neural networks, for examples, the following two layers MLP:

[μt|log⁡σt2]=ReLU(XWt1)Wt2

[μc|log⁡σc2]=ReLU(XWc1)Wc2

[μy|log⁡σy2]=ReLU(XWy1)Wy2.

The KL distance between variational posterior distribution and prior distribution are given by

KL(q∅(Z|X)|PZ=KL(q∅t(Zt|X)p(Zt))+KL(q∅y(Zy|X)p(Zy))


+KL(q∅c(Zc|X)||pZc),(7.254)

where


-KL(q∅t(Zt|X)p(Zt))=12∑j=1dt[1+log⁡σtj2-μtj2-σtj2](7.255)


-KL(q∅y(Zy|X)p(Zy))=12∑j=1dy[1+log⁡σyj2-μyj2-σyj2](7.256)


-KL(q∅c(Zc|X)||pZc)=12∑j=1dc[1+log⁡σcj2-μcj2-σcj2].(7.257)



7.7.2.2.4 Decoder Decoder is defined as


pθ(X,Y,T|ZT, ZY, Zc).(7.258)

It follows from Figure 7.9 that


pθX,Y,TZT, ZY, Zc=pθ(X|ZT, ZY, Zc)pθ(T|ZT, Zc)pθ(Y|T, ZY, Zc).(7.259)

We assume that pθTZT, Zc is given by


pθTZT, Zc=∏j=1KBern(ftj(ZT, Zc)),(7.260)

where Bern denotes a Bernoulli distribution with the parameter ptj=ftj(ZT, Zc) and


ftjZT, Zc=ReLUZT, ZcWtj1Wtj2, j=1,…, K.(7.261)

If outcomes are multiple binary treats, the probability pθ(Y|T, ZY, Zc) can be similarly defined as that for binary treatment. If outcomes are continuous variable, then the probability pθ(Y|T, ZY, Zc) is defined as follows:


pθYT, ZY, Zc=∏j=1KN(Yj;μYj, σYj2),(7.262)

where


μYj=∑i=1Ktifij(ZY,Zc),(7.263)


σYj2=∑i=1ktigij(ZY, Zc),(7.264)


fijZYj, Zcj=ReLU (ZYj, ZcjWij1)Wij2,(7.265)


gijZYj, Zcj=ReLUZYj, ZcjWij1Wij4, j=1,…, K,(7.266)

functions fijZYj, Zcj and gijZYj, Zcj are modeled by two layer MLP.

The probability pθ(X|ZT, ZY,Zc) is defined as


pθXZT, ZY,Zc=∏j=1dxpθ(Xj|ZT, ZY, Zc).(7.267)

Case 1: Continuous variables

If Xj is continuous variable, then pθ(Xj|ZT, ZY, Zc) is assumed to be Gaussian distribution:


pθXjZT, ZY, Zc=N(Xj;μxj, σxj2),(7.268)

where


μxj=ReLU(Ztj, Zyj, ZcjWxj1)Wxj2,(7.269)


σxj2=ReLU(Ztj, Zyj, ZcjWxj3)Wxj4.(7.270)

Case 2: Discrete variables

If the variable Xj is discrete, then pθ(Xj|ZT, ZY, Zc) can be modeled as logistic regression:


pθXjZT, ZY, Zc=∑i=1m[xjilog⁡pxji+(1-xji)log⁡(1-pxji)],(7.271)

where


pxj=ReLU((Ztj, Zyj, Zcj)Wxj5)Wxj6.(7.272)



7.7.2.2.5 ELBO The ELBO is defined as

LAVAE(θ)=log⁡pθX,Y,TZT, ZY,Zc-KL(q∅(Z|X, Y, T)p(Z))


=1L∑l=1Llog⁡pθX,Y,TZTl, ZYl, Zcl-KL(q∅(Z|X, Y, T)p(Z)),(7.273)

where


ZTl=μT+σT⨀εTl, εTl~N(0,IdT)(7.274)


ZYl=μY+σY⨀εYl, εYl~N(0,IdY)(7.275)


Zcl=μc+σc⨀εcl, εYl~N(0,Idc).(7.276)

It follows from equation (7.259) that log⁡pθX,Y,TZTl, ZYl, Zcl can be calculated by

log⁡pθX,Y,TZTl, ZYl, Zcl=log⁡pθXZT, ZY, Zc+log⁡pθTZT, Zc+log⁡pθ(Y|T, ZY, Zc).

Again, equations (7.253) and (7.254) imply that KL distance KL(q∅(Z|X, Y, T)p(Z)) can be calculated by

KL(q∅ZX, Y, Tp(Z))=KL(q∅t(Zt|X)p(Zt))+KL(q∅y(Zy|X)p(Zy))

+KL(q∅c(Zc|X)||pZc).

During training, backpropagation algorithm can be used to maximize LAVAE(θ) for parameter estimation, which leads to estimate  Zc. The latent variables  Zc are taken as input to the second GAN for ITE estimation.





SOFTWARE PACKAGE

Code for “counterfactual generative network” was posted in https://github.com/autonomousvision/counterfactual_generative_networks

Code for “Adapting Neural Networks for the Estimation of Treatment Effects” is available at github.com/claudiashi57/dragonet

Code for “Deephit: A deep learning approach to survival analysis with competing risks” is posted at https://github.com/chl8856/DeepHit



APPENDIX 7A: DERIVE EVIDENCE OF LOWER BOUND

Since integrand log⁡p(t|x,a) is a constant with respect to expectation Eq(z|x,a)[.], we obtain


log⁡p(t|x,a)=Eq(z|x,t,a)[log⁡p(t|x,a)],(7A1)

which implies

Eq(z|x,a)log⁡ptx,a=Eq(z|x,t,a)log⁡pt,zx,apzx,a,t

=Eq(z|x,t,a)log⁡pt,zx,aq(z|x,t,a)q(z|x,t,a)pzx,a,t

=Eq(z|x,t,a)log⁡q(z|x,t,a)pzx,a,t+Eq(z|x,t,a)log⁡pt,zx,aq(z|x,t,a)


=KLqzx,t,apzx,a,t+Eq(z|x,t,a)log⁡pt,zx,aq(z|x,t,a).(7A2)

Since KLqzx,t,apzx,a,t≥0, equation (7A2) can be reduced to


Eq(z|x,t,a)log⁡ptx,a≥Eq(z|x,t,a)log⁡pt,zx,aq(z|x,t,a).(7A3)

Substituting equation (7.134) into equation (7A3) yields

Eq(z|x,t,a)log⁡pt,zx,aq(z|x,t,a)=Eq(z|x,t,a)ptz,ap(z|x,a)q(z|x,t,a)

=Eq(z|x,t,a)log⁡p(z|x,a)q(z|x,t,a)+Eq(z|x,t,a)ptz,a


=-KL(q(z|x,t,a)p(z|x,a))+Eq(z|x,t,a)ptz,a.(7A4)

Substituting equation (7A4) into equation (7A3), we obtain the ELBO:


Eq(z|x,t,a)log⁡ptx,a≥-KL(q(z|x,t,a)p(z|x,a))+Eq(z|x,t,a)ptz,a.(7A5)

This proves the ELBO in equation (7.136).



APPENDIX 7B: DERIVATION OF KOLMOGOROV FORWARD EQUATIONS

Let T~i(t) be the process spends in state i before making a transition at time t into a different state is exponentially distributed with rate λi(t). The rate λi(t) can be interpreted as the rate at which the process leaves state i at time t. Its expectation is then given by


ET~it=1λi(t).(7B1)

Recall that pij(s,t) is the probability that the process goes to state j from state i at time t. Let λij(t) be the transition rate from state i to state j at time t. Define the transition rate λij(t) as


λijt=λi(t)pij(s,t).(7B2)

Since ∑j=0,j≠irpijs,t=1, then making summation on both sides of equation (7B2) yields


λit=∑j=0, j≠irλijt.(7B3)

Let Tij(t) be the time the process spends in state i before entering into state j (j≠i) at time t. The time Tij(t) is exponentially distributed with rate λijt.

Let ∆t be a short time interval. Since T~it and Tij(t) are exponentially distributed, then we obtain


piit, t+∆t=pT~it> ∆t=e-λit∆t≈1-λit∆t,(7B4)


pijt,t+∆t=pTijt≤∆t=1-e-λijt∆t≈λijt∆t,(7B5)

which implies


lim∆t→0⁡1-piit, t+∆t∆t=λit,(7B6)


lim∆t→0⁡pijt, t+∆t∆t=λijt.(7B7)

Using the law of total probability, we obtain the Chapman-Kolmogorov equations:


pijs,t+∆t=∑k=0rpik(s,t)pkj(t,t+∆t).(7B8)

Subtracting pijs,t from equation (7B8), we obtain

pijs,t+∆t-pijs,t=∑k=0rpiks,tpkjt,t+∆t-pijs,t


=∑k=0,k≠jrpiks,tpkjt,t+∆t-(1-pjjt, t+∆t)pij(s,t).(7B9)

Dividing by ∆t on both sides of equation (7B9) and then taking limit, we obtain

lim∆t→0⁡pijs,t+∆t-pijs,t∆t=lim∆t→0⁡∑k=0,k≠jrpiks,tpkjt,t+∆t∆t


-lim∆t→0⁡(1-pjjt, t+∆t)pij(s,t)∆t.(7B10)

Substituting equations (7B6) and (7B7) into equation (7B10) yields


dpij(s,t)dt=∑k=0, k≠jrpiks,tλkjt-λi(t)pij(t).(7B11)

We can show (Exercise 7.8) that


-λjt=λjj(t).(7B12)

Substituting equation (7B12) into equation (7B11), we prove the Kolmogorov forward equations:

dpij(s,t)dt=∑kpik(s,t)λkj(t).

Similarly, we can get the Kolmogorov backward equation:


dpij(s,t)ds=∑kλik(s)pkj(s,t).(7B13)



APPENDIX 7C: INVERSE RELATIONSHIP OF THE KOLMOGOROV BACKWARD EQUATION

Assume that s>0. Let P(0,s) be the solution to the Kolmogorov forward equation (7.193) and P(s,0) be the solution to backward equation (7.194). We will show that Ps,0=P-1(0,s). Recall that


P0,sP-10,s=I.(7C1)

Taking derivative with respect to s on both sides of equation (7C1), we obtain


d(P0,sP-10,sds=dP(0,s)dsP-10,s+P0,sd P-10,sds=0.(7C2)

It follows from equation (7.193) that


dP(0,s)ds=P0,sQ(0,x).(7C3)

Substituting equation (7C3) into equation (7C2) yields


P0,sQ0,xP-10,s+P0,sd P-10,sds=0.(7C4)

Multiplying by P-1(0,s) on both sides of equation (7C4), we obtain


Q0,xP-10,s+d P-10,sds=0.(7C5)

Comparing equation (7C5) with equation (7.194), we obtain


P-10,s=P(s,0).(7C6)



APPENDIX 7D: INTRODUCTION TO PONTRYAGIN's MAXIMUM PRINCIPLE

In this appendix, we briefly introduce Pontryagin's maximum principle (Vinter 2020). Define an optimal control problem with unrestricted control:


x˙=f(x,u,t),(7D1)

xt0=x0, t∈[t0 tf],

The objective function is


Jut=Kxtf, tf+∫t0tfLxt, ut,tdt.(7D2)

Let u*(t) be the minimizer of function Jut under constraints (7D1). Then, we have


Ju*t≤Jut, for all u(t)∈U[t0, tf].(7D3)

Let ψ(t) be Lagrange multiplier function, which is also called the adjoint variable. Then, the constrained optimal control problem (7D2) can be transformed to unconstrained optimal control problem using the Lagrange multiplier function:

J1ut, x(t)= Kxtf, tf+∫t0tf{Lxt, ut,tdt+ψTtx˙-fx,u,tdt


=Kxtf, tf+ψTtfxtf-ψTt0xt0-∫t0tf[ψ˙Ttxt+H(xt,ut, ψt, t)]dt,(7D4)

where

Hxt,ut, ψt, t=ψTtfx,u,t-Lxt, ut,t is Hamiltonian function.

Now we use variation calculus to derive the necessary of the optimal control. Consider


ut=u*t+εδu(t),(7D5)


xt=x*t+εδx(t),(7D6)

where δu(t) and δx(t) are differential near the optimal solution (u*t, x*t). Now we calculate J1u*t+εδut,x*t+εδxt:

J1u*t+εδut,x*t+εδxt=K(xtf+εδxtf+ψTtf(xtf+εδxtf)


-ψTt0xt0-∫t0tf[ψ˙Tt(xt+εδxt)++H(xt+εδxt,ut+εδut, ψt, t)]dt.(7D7)

The first order differential of J1u*t, x*(t) can be calculated by

∂J1u*t+εδut,x*t+εδxt∂εε=0=∂KT(xtf)∂xδxtf+ψTtfδxtf


-∫t0tf{ψ˙Ttδxt+∂Hxt, ut,ψt, t∂xTδxt+∂Hxt, ut,ψt, t∂uTδut}dt.(7D8)

Let


δxtf=∂K(xtf)∂x+ψ(tf), δxt=ψ˙t+∂Hxt, ut,ψt, t∂x and δut=∂Hxt, ut,ψt, t∂u.(7D9)

Substituting equation (7D9) into equation (7D8), we obtain

∂J1u*t+εδut,x*t+εδxt∂εε=0=∂K(xtf)∂x+ψ(tf)22


+∫t0tf{ψ˙t+∂Hxt, ut,ψt, t∂x22+∂Hxt, ut,ψt, t∂u22}dt.(7D10)

Setting ∂J1u*t+εδut,x*t+εδxt∂εε=0=0, we obtain the necessary conditions of the optimal control:

∂K(xtf)∂x+ψtf=0, ψ˙t+∂Hxt, ut,ψt, t∂x=0,∂Hxt, ut,ψt, t∂u=0 or


ψtf=-∂K(xtf)∂x(7D11)


, ψ˙t=-∂Hxt, ut,ψt, t∂x(7D12)


∂Hxt, ut,ψt, t∂u=0.(7D13)

Equation (7D1) can be rewritten as


x˙=∂Hxt, ut,ψt, t∂ψ.(7D14)

Equations (7D11)–(7D14) form the Pontryagin's maximum principle.



APPENDIX 7E: ALGORITHM FOR ITE BLOCK OPTIMIZATION

Algorithms

To solve the optimization problems (7.242) and (7.244), we use sampling formulas to approximate the expectations. We first discuss implementation of the imputation block.

Imputation block optimization

Assume that n individuals are sampled. Sampling approximation of V(DG, G) is given by


V^(DG, G)≈1n∑i=1n[MiTlog⁡DG(Xi, Ti, Y~i, Mi,θd +(1-Mi)Tlog⁡(1-DGXi, Ti, Y~i, Mi,θd)],(7E1)

where Y~=GX,Yf,T⊙M, (1-M)⊙ZG,θG.

To enforce that the estimated factual outcome Y~η(i)should be as close to the observed factual outcome Yf(i) as possible, we post the following restriction:


l(G)=1n∑i=1n(Yfi-Y~η(i))2.(7E2)

The optimization problem (7.242) can be implemented by


minDG⁡-V^(DG, G),(7E3)


minG⁡V^DG, G+λl(G).(7E4)

Optimization problems (7E3) and (7E4) can be solved by backpropagation (stochastic gradient decent) algorithms. The details for the algorithms are given in Appendix 7F.

ITE block optimization

ITE block intends to estimate the counterfactual outcomes using the observed outcomes and imputed counterfactual outcomes. Its performance metrics are defined

for K=2 (binary treatments):


LGI=1n∑i=1n[y-1i-y-0i-(y^1i-y^0i))2],(7E5)

for K>2:


LGI=1n∑i=1n||y-i-y^(i)||22.(7E6)

Sampling formula for VIDI, GI is


V^IDI, GI=1n∑i=1n[log⁡DI(xi, y*)i+log⁡(1-DIxi, y*)i].(7E7)

The optimization problem (7E7) for ITE can be reformulated as


minDI⁡-V^IDI, GI,(7E8)


minGI⁡V^IDI, GI+γLGI.(7E9)

Again, stochastic gradient descent methods can be used to solve optimization problems (7E8) and (7E9). Algorithms for their numerical implementation are similar to algorithms for the imputation block.



APPENDIX 7F: ALGORITHMS FOR IMPLEMENTING STOCHASTIC GRADIENT DECENT

This Algorithm is a modified version of Algorithms in (Goodfellow et al. 2014).

Let l be the number of steps to apply to the discriminator.

for number of training iterations do

for l steps do


	Sampling minibatch of m noise vectors z(1),…,z(m) from prior Pg(z).


	Sampling minibatch of m samples of feature, observed outcomes, treatment, and treatment assignment indicator data X(i), T(i), M(i), yf(i), i=1,…,m from data generating distributions.


	Update the parameters in discriminator by descending its stochastic gradient:


∇θdV^(DG,G,θd).(7F1)




end if


	Sampling minibatch of m noise vectors z(1),…,z(m) from prior Pg(z).


	Update the parameters in generator by descending its stochastic gradient:


∇θgV^DG,Gθg+λl(Gθg).(7F2)




end if


EXERCISES

EXERCISE 7.1

Show that

τ=EYT=1-E[Y|T=0].

EXERCISE 7.2

Show that

EYTp(T|X)=E[Y1] and EY(1-T)p(T|X)=E[Y0].

EXERCISE 7.3

Show that

log⁡py-KL(q∅(z|y)|pθzy=Ez~q∅zylog⁡pθyz-KL(q∅zy||pθz).

EXERCISE 7.4

Show that

-KL(q(z|x,y,t)||pzx,t=12{∑m=1M(log⁡σsm2+1)-

∑m=1M[log⁡σhm2+σsm2σhm2+μrm-μhm2σhm2]}.

EXERCISE 7.5

Show that

λt|X=f(t|X)S(t|X).

EXERCISE 7.6

Show that

ETX=x=∫0tmaxStxdt.

EXERCISE 7.7

Show that

The survival function of the Weibull distribution is given by

Sθtizi,l,ai=exp⁡{-tiλiki}.

EXERCISE 7.8

Show that

-λjt=λjj(t).

EXERCISE 7.9

Show that

-KL(qzt0xt0,…, xtN, θ2p(zt0)) =12∑d=1D[log⁡σz0d2htN+1

-σz0d2htN)-μz0d2(htN].

EXERCISE 7.10

Develop algorithm for solving NODEs (7.216)–(7.219).

Exercise 7.11

Show that

-KL(qz0yi, xi, tii=1N, a≤t|pz0=12[log⁡Σz0+J-trΣz0-μz0Tμz0].

EXERCISE 7.12

Show that

KL(q∅(Z|X)|PZ=KL(q∅t(Zt|X)|pZt+KL(q∅y(Zy|X)|pZy

+KL(q∅c(Zc|X)||pZc).

EXERCISE 7.13

Show that

pθX,Y,TZT, ZY, Zc=pθXZT, ZY, ZcpθTZT, ZcpθYT, ZY, Zc.
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8.1 INTRODUCTION

Fundamental challenge in science and engineering is learning to make good decisions under uncertainty. Reinforcement learning (RL) is a goal oriented machine learning and a powerful tool for making decision. RL mainly deal with a sequential decision-making where the agent or decision maker learns an optimal policy from the past history and environment by trial-and-error experience to achieve a long-term highest reward (François-Lavet et al. 2018; Kiumarsi et al. 2018). The RL agent or decision maker learns the state of the dynamic system from the environment and selects the actions that generate the most reward. A great challenge which the RL faces is that the selected and implemented actions affect not only the immediate reward, but also the future states of the system, which in turn affects all future rewards (Varghese and Mahmoud 2020). The RL can be classified into off-line learning and online learning. The off-line learning uses acquired experiences and data as a batch for learning, and the online learning uses sequentially available data to progressively update the decision of the agent. The RL attempts to learn the optimal policy and value function for a highly uncertain system. Therefore, the RL is often called approximate dynamic programming (ADP).

The RL has been successfully applied to robotics (Malik 2020), self-driving cars (Grigorescu et al. 2019), economics and financing (Charpentier et al. 2020), health care (Yu et al. 2019).

In this chapter we introduce the formulation of the RL problem as an agent for making decision which will cover a wide variety of tasks and capture many essential features of the RL. We will also introduce several widely used approaches to learning sequential decision-making tasks and how RL is applied to science, engineering, and health care areas.



8.2 BASIC REINFORCEMENT LEARNING THEORY


8.2.1 Formalization of the Problem


8.2.1.1 Markov Decision Process and Notation

RL is to learn actions or to make decisions. The RL can be formulated as a problem of finite Markov decision processes (MDPs) (Sutton and Barto 2018). The RL consists of state St∈S in the system, action At∈A which in turn will change the system to a new state St+1, observation ωt+1∈Ω, and gives a reward Rt∈R (Figure 8.1). The state of a system is a parameter or a set of parameters that determines the dynamics of a system. The MDP assumes the Markov property: the future is independent of the past given the present. In the RL language, we consider an agent and an environment. The environment is evolved as a dynamic system. The learner or decision maker is called the agent and everything outside the agent is called the environment. We assume that at each of a sequence of time points t=0, 1, 2, 3, 4, …., the agent interacts with the environment to generate a sequence of data:

[image: ]
FIGURE 8.1 Architecture of reinforcement learning.



S0, A0, R1, S1, A1, R2, S2, A2, R3, S3, A3, R4, ….

Now we consider system dynamics. In the deterministic, we assume the transition equation:


St+1=f(St, At),(8.1)

where f is a nonlinear function.

In the stochastic case, the system transition can be described by the following transition probability:


P(St+1=s’|St=s, At=a).(8.2)

In a finite MDP, we assume that the numbers of elements in the sets of states, actions, and rewards are finite. Let Rt+1(st, at, st+1) be a reward function, which indicates that starting at state St=st, taking action At=at, the system transits to the state St+1=st+1, we obtain the reward Rt+1st, at, st+1.

If we incorporate the reward into equation (8.2), we have


P(s’, r|s,a) =P(St+1=s’, Rt=r|St=s, At=a).(8.3)

The transition probability function which maps P: S×R×S×R→[0, 1] defines the dynamics of the MDP. Equation (8.3) completely determines the state-transition probability P(s’|s,a) by the following equation:


Ps’s,a=∑r∈RP(s’, r|s,a) .(8.4)

Give dynamic equation (8.3), we can compute the expected reward:


rts,a=ERt+1st, at, st+1St=s, At=a=∑r∈Rr∑s’∈SP(s’, r|s,a).(8.5)

Suppose that rt+1, rt+2, rt+3 is a sequence of rewards received after time t. Then,


rt+1=Ea[Rt+1st, a, st+1].(8.6)

Let Gt be the total rewards received after time t. Then, Gt is given by

Gt=∑τ=1T-trt+τ.

The total reward Gt after time t will go to infinite when time goes to infinite. To overcome this problem, we introduce a discounter factor 0<γ<1. Then, equation (8.6) is modified to


Gt=∑k=0∞γkrt+k+1.(8.7)

The reward Gt can also be recursively computed as follows:


Gt=rt+1+γGt+1.(8.8)

An illustration of an MDP is shown in Figure 8.2. At time t, the agent takes action at that changes the states from St to St+1 in the environment (the system). The environment offers a reward Rt+1(St,at, St+1).

[image: ]
FIGURE 8.2 Scheme of an MDP.



[image: ]
FIGURE 8.3 path and MDP.





8.2.1.2 State-Value Function and Policy

The RL attempts to reach the goal with the smallest cost or gains the best reward. The reward depends on what state when the agent interacts with the environment. The value is a function of state and denoted by V(s).


Definition 8.1: State-Action Value Function

A state-action value function Q(s,a) is defined as the expected return (or future reward), given the agent to be in the state s and take action a.

How the agent selects action? We need a rule to select action. A rule for action selection is called a policy. Policy can be grouped into deterministic and stochastic classes. Formally, in the deterministic case, a policy is defined as a mapping from the state to the action πs:S→A. In the stochastic case, a policy is defined as a mapping from the state to probabilities of selecting each possible action. If the agent is in the state St=s at the time point t, then a policy is a mapping from the state St=s to a conditional probability of selecting action At=a, given state s, and is denoted by


πas=P(At=a|St=s).(8.9)

Next we define state-value function for policy π, which is denoted by Vπ (s).




Definition 8.2: State-Value Function for Policy

State-value function under policy π is defined as


Vπs=EπGtSt=s for all s∈S.(8.10)

Substituting equation (8.7) into equation (8.10), we obtain


Vπs=Eπ∑k=0∞γkrt+k+1|St=s,(8.11)

where

rt+1=Rt+1St,a,St+1,

Eπ[rt+1]=Ea~π(St,.)[Rt+1St,a,St+1],

transition probability pSt+1St, at with at~π(St).

Equation (8.11) can also be written as


VπSt=Eπ∑k=0∞γkrt+k+1|St.(8.12)

Now we introduce Bellman's equation to recursively calculate state-value function for policy.




Theorem 8.1: Bellman Equation


Vπs=∑a∈Aπ(a|s)∑s’∈Sps’s,a[Rs,a,s’+γVπs’].(8.13)

Diagram of Bellman equation is shown in Figure 8.4.
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FIGURE 8.4 Diagram of Bellman equation.



Proof

By definition of Vπs, we obtain

Vπs=Eπ∑k=0∞γkrt+k+1|St=s

=Eπ[rt+1+γ∑k=0∞γkrt+1+k+1|St=s]

=∑a∈Aπ(at=a|St=s)∑s’∈Sp(St+1=s’|St=s, at=a)

[Rs,a,s’+γ∑k=0∞γkrt+1+k+1|St=s, at=a, St+1=s’)]

=∑a∈Aπ(a|s)∑s’∈Sps’s, a[Rs,a,s’+γVπs’].

From the above proof process, we can also obtain the alternative recursive formula for state-value function:


VπSt=Eπ[rt+1+γVπ(St+1)|St=s, at=a].(8.14)




Definition 8.3: State-Value Function

A value function V(s) at the state s is defined as the optimal expected return (or future reward), given the agent to be in the state s.

In other words, the value function V(s) estimates how good it is when the agent is in a given state s.

Mathematically, the state-value function V(s) is defined as


Vs=maxπ∈Π⁡Vπ(s),(8.15)

where Π is a set of policies.

Similarly, state-action value function can be extended to policy. Let Qπ(s,a) be state-action value function under policy π. Then, we define state-action value function under the policy as follows.




Definition 8.4: State-Action Value Function for Policy

State-action value function for policy π is defined as the expected return, given the agent in state St=s and taking action At=a, i.e.,


Qπs,a=EπGt|St=s, At=a=E∑k=0∞γkrt+k+1|St=s, At=a, π,(8.16)

where

rt+1=Rt+1St,a,St+1.

State-action value function is also called Q action-value function. State value function and state-action value function are shown in Figure 8.5. The relationship between Bellman equation for state-action value function is given in Corollary 8.1.

[image: ]
FIGURE 8.5 Relation between state-value function and state-action value function.






Corollary 8.1: Bellman Equation for Sate-Action Value Function


Qπs,a=∑s’∈Sp(s’|(s,a)[Rs,a,s’+γ∑a’∈Aπ(a’|s’)Qπ(s’,a’)].(8.17)

State-value function for policy Vπs and state-action value function for policy have close relationship. We can show (Exercise 8.2) that


Qπ(s,a)=∑s’∈Sp(s’|s,a)[Rs,a,s’+γVπs’],(8.18)

and


Vπs=∑a∈Aπ(a|s)Qπ(s,a).(8.19)





8.2.1.3 Optimal Value Functions and Policies

Next we introduce optimal value function and optimal policies (Sutton and Barto 2018). The RL intends to find optimal policies that reach the optimal reward in a long run. Before defining optimal value function and optimal policies, we first define a partial ordering over policies. A partial ordering π1≥π2 between policies is defined as if and only if


Vπ1(s)≥Vπ2(s) for all s.(8.20)

Equation (8.20) implies that there is at least one policy that is better than or equal to all other policies. Therefore, we have the following optimal policy and optimal state-value function definition.


Definition 8.5: Optimal State-Value Function and Optimal Policy

The optimal state-value function V*(s) is defined as


V*s=maxπ⁡Vπs, (8.21)

where V*s shows the maximum expected reward that one can achieve from state s.

An optimal policy π* is defined as a policy that is better than or equal to all other policies, i.e.,


Vπ*s=maxπ⁡Vπs, ∀s∈S.(8.22)

We can also define an optimal action-value function.




Definition 8.6: Optimal Action-Value Function

An optimal action-value function Q*(s,a) is defined as


Q*s,a=maxπ⁡Qπs,a, ∀s∈S, a∈A.(8.23)

Equation (8.23) indicates that this function gives the optimal expected return for an optimal policy π*, with initial action a in state s.

The optimal action-value function and optimal value function have close relationship. The following Theorem 8.2 summarizes this important property.




Theorem 8.2: Optimal Value Function and Optimal Action-Value Function

The optimal action-value function can be expressed in terms of optimal value function:


Q*s,a=E[rt+1+γV*(St+1)|St=s, at=a](8.24)


=∑s’∈Sps’s,a[Rs,a,s’+γV*s’](8.25)


V*s=maxa∈A⁡Q*(s,a).(8.26)

Proof

It follows from equation (8.18) that


Qπ(s,a)=∑s’∈Sp(s’|s,a)[Rs,a,s’+γVπs’].(8.27)

Taking optimal with respect to policy, we obtain

Q*s,a=∑s’∈Sps’s,a[Rs,a,s’+γV*s’].

Similarly, Qπ(s,a) can be expressed as


Qπs,a=Ert+1+γVπSt+1St=s, at=a.(8.28)

Taking optimal with respect to policy, we obtain

Q*s,a=Ert+1+γV*St+1St=s, at=a.

Recall from equation (8.19), we obtain

Vπs=∑a∈Aπ(a|s)Qπ(s,a),

which implies (Exercise 8.3) that

V*s=maxa∈A⁡Q*(s,a).

Now we introduce the existence theorem of the optimal policy without proof.




Theorem 8.3: The Existence of the Optimal Policy

For any MDPs:


	there exists an optimal policy π* that is at least as good as all other policies:

π*≥π, ∀π;



	there can be many optimal policies, but all optimal policies achieve the optimal value function:

Vπ*s=V*s, ∀s;



	all optimal policies achieve the optimal action-value functions,

Qπ*s,a=Q*s,a, ∀s,a;



	there is always a deterministic optimal policy for any MDP.






Example 8.1

Diagram for Example 8.1 is shown in Figure 8.6, where the number in red color denotes the reward and the number in dark color denotes the action index. We assume
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FIGURE 8.6 Diagram for Example 8.1.




	three states: A, B, and C;


	two possible actions in each state, denoted by 1 and 2;


	
VπC=10;


	the following transition probabilities:

p(s’|s,a)={0.9right direction0.1wrong direction



	
π1A=1, π2A=0

π1B=1, π2B=0

π1C=1, π2C=0.




Equations can be derived by the following Bellman recursive formula:

Vπs=∑a∈Aπ(a|s)∑s’∈Sps’s,a×[Rs,a,s’+γVπs’], which implies that

VπB=1*0.9*-5+10+1*0.1(-5+VπA)


=4+0.1Vπ(A),(8.29)

VπA=1*0.9 -5+VπC+1:0.1 (-5+VπB)


=4+0.1 VπB.(8.30)

Solving equations (8.29) and (8.30), we obtain

VπA=4.444 and VπB=4.44.





8.2.1.4 Bellman Optimality Equation

Equations (8.24)–(8.26) allow us to easily extend Bellman equations to Bellman optimality equations.


Theorem 8.4: Bellman Optimality Equations

Bellman optimality equation for V* is


V*s=maxa∈A⁡∑s’∈Sps’s,a[Rs,a,s’+γV*s’].(8.31)

Bellman optimality equation for Q* is


Q*s,a=E[rt+1+γmaxa’⁡Q*St+1,a’|St=s, at=a)](8.32)


=∑s’∈Sps’s,a[Rs,a,s’+γmaxa’⁡Q*(s’,a’)].(8.33)

Proof

Recall equation (8.26) that


V*s=maxa∈A⁡Q*(s,a).(8.34)

Substituting equation (8.25) into equation (8.34) yields

V*s=maxa∈A⁡∑s’∈Sps’s,a[Rs,a,s’+γV*s’].

which proves the equation (8.31).

Substituting equation (8.25) into equation (8.24), we obtain

Q*s,a=E[rt+1+γmaxa’⁡Q*St+1,a’|St=s, at=a)],

which proves equation (8.32).

Similarly, substituting equation (8.26) into equation (8.25), we prove equation (8.33).

The backup diagram on the left (Figure 8.7(a)) graphically represents the Bellman optimality equation for V*(s), and the backup diagram on the right (Figure 8.7(b)) represents the Bellman optimality equation for Q*s,a.

[image: ]
FIGURE 8.7 (a) Backup diagram for V*, (b) backup diagram for Q*.



It follows from equation (8.31) that one state specifies one Bellman optimality equation. If the system has k states then there must have k equations. If the transition probabilities are known, in principle, we can solve the system of Bellman optimality equations. Suppose that we have k states and m actions, then we will have mk Bellman optimality equation for Q*s,a.

Once the optimal value function V*(s) is found, next step is to find the optimal policy. One candidate for the optimal policy is the greedy policy. The word “greedy” represents any search or decision procedure that selects alternative action based only on local or immediate considerations, without considering long-term consequence (Sutton and Barto 2018).




Definition 8.7: Greedy Policy

Greedy policy for a given Q(s,a) function is defined as


π(a|s)={1if a=argmaxaQ(s,a)0otheraisse.(8.35)

Greedy policy for a given value V(s) function is defined as


πas=1if a=argmaxa⁡p(s’|s,a)(Rs,a,s’+γVs’)0otheraise.(8.36)




Definition 8.8: Optimal Policy

Optimal policy π* is defined as


π*=argmaxπ⁡Vπs, ∀s∈S.(8.37)

It is clear from equation (8.36) that a greedy policy that evaluates the short-term consequences of actions—specifically, the one-step consequences—is actually optimal in the long-term sense because V* already takes into account the reward consequences of all possible future system states and transition actions. Therefore, we have the following theorem.




Theorem 8.5: Equivalence between Greedy Policy and Optimal Policy

A greedy policy for V* is an optimal policy π*, which can be expressed as


π*s=argmaxa∈A⁡∑s’∈Sps’s,a[Rs,a,s’+γV*s’].(8.38)

Theorem 8.5 states that a one-step-ahead search leads to the long-term optimal actions.






8.2.2 Dynamic Programming

RL is also named as approximate dynamic programming, and neurodynamic programming. Although exact dynamic programming algorithms are of limited utility in RL due to their perfect model assumption and heavy computation, dynamic programming provides a foundation for RL (Seinfeld and Lapidus 1968; Bertsekas 2019). The RL has the same goal as the dynamic programming, but with less assumptions and computations. This section introduces basic concepts and algorithms of dynamic programming (Sutton and Barto 2018).

We assume that the environment is an MDP. The MDP is assumed to have finite number of states, finite number of actions, and finite reward set. The dynamics of the MDP are determined by a set of transition probabilities p(s’, r|s,a) for all s∈S, a∈As, r∈R and s’∈S+, where S+ denotes S plus a terminate state.

Introduction of dynamic programming starts with calculation of value function and policy using Bellman equation. Illustration of dynamic programming via shortest path is shown in Figure 8.3.


8.2.2.1 Policy Evaluation

We first introduce policy evaluation with Bellman operator. Policy evaluation is to compute the state-value function Vπ for an arbitrary policy π. The algorithms for computing value function are an iterative algorithm, where the computed value function finally converges to the true value function as the number of iterations goes infinity. In mathematics, this is a fixed-Point problem (Rao and Jelvis 2021). In other words, the iteration of computed value function converges to the fix-point (the true value function). Therefore, introducing the Bellman operator starts with the fixed-point problem.


Definition 8.9: Fixed-Point

Let f(x) be a function. The fixed-point of the function is a point x that satisfies the equation:


x=f(x).(8.39)

The fixed-points may be multiple or may not exist. The dynamic programming has a unique fixed-point problem.




Definition 8.10: Contraction Map

Let X be a metric space and fx:X→X be a map. If there exists some constant 0<k<1 such that


d(fx, fx*)≤kd(x,x*) for all x,x*∈X.(8.40)




Theorem 8.6: Banach's Fixed Point Theorem

Let X be a complete matric space, and f(x) be a contraction map on X. Then


	there exists a unique fixed point x* such that

fx*=x*



	For any initial value x0∈X and any sequences {xi, i=0, 1, …} defined as xi+1=f(xi), we have


limi→∞⁡xi=x*(8.41)



	
d(x*,xi)≤ki1-kd(x1,x0).(8.42)



Next we introduce the Bellman policy operator and policy evaluation algorithm (Rao and Jelvis 2021). Assume that the states of the MDP are S={s1, …, sn} and N={s1,…,sm} are the non-terminal states. Let R(s,a) be the expected reward upon action a in state s. In other words,


Rs,a=∑s’∈Sp(s’s,aR(s,a,s’).(8.43)

Define the reward function Rπs and transition probability for a policy π(a|s)


Rπs=∑a∈AπasR(s,a)(8.44)


pπs,s’=∑a∈Ap(s,a,s’)πas.(8.45)

Let

Rπ=Rπ(s1)⋮Rπ(sn)and

Pπ=pπ(s1,s1’)⋯pπ(s1,sn’)⋮⋮⋮pn(sn, s1’)⋯pn(sn, sn’).




Definition 8.11: Bellman Policy Operator

Bellman policy operator is defined as


BπV(s)=∑a∈Aπ(a|s)∑s’∈Sps’s,a×[Rs,a,s’+γVs’].(8.46)

Bellman policy operator in vector and matrix form is defined as


BπV=Rπ+γPπV.(8.47)

Equations (8.46) and (8.47) are equivalent. It follows from equation (8.47) that


BπVs=Rπs+(γPπV)(s).(8.48)

Using equations (8.43) and (8.44), we obtain


Rπs=∑a∈Aπas∑s’∈Sp(s’s,aR(s,a,s’).(8.49)

Using definition of (PπV)(s) and equation (8.45), we obtain


+γPπVs=γ∑a∈Aπas∑s’∈Sp(s’s,aV(s’).(8.50)

Combining equations (8.48)–(8.50) yields

BπV(s)=∑a∈Aπ(a|s)∑s’∈Sps’s,a[Rs,a,s’+γVs’].

This shows that equations (8.46) and (8.47) are equivalent.

Recall that Bellman equation is given by


Vπs=maxa∈A⁡∑s’∈Sps’s,a[Rs,a,s’+γVπs’].(8.51)

It follows from equation (8.46) that


BπVπ(s)=∑a∈Aπ(a|s)∑s’∈Sps’s,a×[Rs,a,s’+γVπs’].(8.52)

Equations (8.51) and (8.52) imply that


BπVπs=Vπs.(8.53)

Equation (8.53) shows that the Bellman policy operator is a linear operator with fixed point Vπs.




Definition 8.12: Bellman Optimality Operator

Bellman optimality operator is defined as


B*Vs=maxπ⁡BπVs=maxa⁡∑s’∈Sps’s,a[Rs,a,s’+γVs’].(8.54)

We can easily show that Bellman optimality operator B* is a nonlinear operator with fixed point V*, i.e., (Exercise 8.4)


B*V*=V*.(8.55)




Definition 8.13: Greedy Policy

Greedy policy G(V) is defined as


GVs=argmaxa⁡∑s’∈Sps’s,a[Rs,a,s’+γVs’].(8.56)

Equation (8.56) implies


BG(V)V=B*V.(8.57)

Using iterative applications of the Bellman policy operator Bπ, we can evaluate the value function. To use Banach Fixed-Point Theorem for proving the convergence of iterated sequence, we need to develop a metric in which the Bellman policy operator Bπ is a contraction map. L∞ norm is such matric.




Definition 8.14: L∞ Norm of the Value Function

Let V∈Rd and W∈Rd be value functions, i.e.,

Vs=V1(s)⋮Vd(s), Ws=W1(s)⋮Wd(s).

The L∞ norm of the vector is defined as


Vs-W(s)∞=max⁡(V1s-W1s, …, Vds-Wds).(8.58)

The L∞ norm of the value function is defined as


|V-W|∞=maxs⁡(Vs1-Ws1∞, …, Vsm-Wsm∞)(8.59)


=maxs∈N⁡((V-W)(s)∞.(8.60)

Now we prove that both Bellman policy operator and Bellman optimality operator are γ contraction operators in L∞ norm.




Theorem 8.7: Contraction Property of Bellman Policy Operator and Bellman Optimality Operator

Both Bellman policy operator and Bellman optimality operator are γ contraction operators in L∞ norm, i.e., for any value functions V and W, we have


BπV-BπW∞≤γV-W∞(8.61)


B*V-B*W∞≤γV-W∞.(8.62)

Proof


BπV-BπW∞=maxs∈N⁡(BπV-BπW)(s)∞.(8.63)

Substituting equation (8.47) into equation (8.63) yields

BπV-BπW∞=maxs∈N⁡Rπ+γPπV-Rπ-γPπW)(s)∞

=γmaxs∈N⁡(PπV-PπW)(s)∞

≤γmaxs∈N⁡(V-W)(s)∞

=γV-W∞.

Similarly, we can prove equation (8.62) (Exercise 8.5).

Next we will show the monotonicity of the Bellman policy operator and Bellman optimality operator. If for any value functions V1 and V2 that satisfy the inequality V1s≤V2s, ∀s∈S, then value function V monotonically increases and is denoted by V1≤V2. We can show Bellman policy operator and Bellman optimality operator are monotonic operators.




Theorem 8.8: Monotonic Bellman Policy Operator and Bellman Optimality Operator

If V1≤V2 then


BπV1≤BπV2(8.64)


B*V1≤B*V2.(8.65)

Proof

Recall (equation (8.47)) that the Bellman policy operator is defined as

BπV=Rπ+γPπV.

Since every element in the matrix Pπ and vector value functions V1 and V2 is positive, then we have


γPπV1≤γPπV2,(8.66)

which implies


Rπ+γPπV1≤Rπ+γPπV2.(8.67)

However,


BπV1=Rπ+γPπV1,BπV2=Rπ+γPπV2.(8.68)

It follows from equations (8.67) and (8.68) that

BπV1≤BπV2.

We can similarly show (Exercise 8.6) that

B*V1≤B*V2.

Theorem 8.7 implies the following policy evaluation convergence theorem (Rao and Jelvis 2021).




Theorem 8.9: Policy Evaluation Convergence Theorem

For a finite MDP with m non-terminal states and γ<1, if the value function Vπ is evaluated with a fixed policy π, then value function Vπ is the unique fixed-point of the Bellman policy operator Bπ:Rm→Rm and any iterative sequence of Vk+1=BπVk, starting with any initial value function V0, will converge to the fixed point Vπ, i.e.,


limk→∞⁡Vk=Vπor(8.69)


limk→∞⁡Bπk(V0)=Vπ.(8.70)

Theorem 8.9 provides foundation for the following policy evaluation algorithm (Rao and Jelvis 2021).




Algorithm 8.1: Policy Evaluation Algorithm

Step 1: Input any initial value function V0∈Rm

Step 2: While not converge do


Vk+1=BπVk=Rπ+γPπVk.(8.71)

Step 3: Check convergence

maxs∈N⁡(Vk+1-Vk)(s)∞<ε

End return Vk+1.





8.2.2.2 Value Function and Policy Improvement

Next we will introduce dynamic programming for solving the control problem. Improving value function and policy provides a foundation for solving the control problem. Recall Definition 8.7 for greedy policy. The greedy policy is defined as a function that maps a value function V to a deterministic policy πD: ’N~A:


GVs=πD,s=argmaxa∈A⁡Q(s,a),(8.72)

where

Q(s,a)=R(s,a)+γ∑s∈Np(s,a,s’)V(s’).

Greedy policy can also be defined as


GVs=argmaxa∈A⁡{∑s’∈S∑r∈Dp(s,a,r,s’)(r+γWs’)}, ∀s∈N,(8.73)

where

W(s’)={V(s’)if s’∈N0if s’∈T=S−N.

Greedy policy implies that applying the greedy policy function G on value function Vπ can improve the policy. The mapped value function VπD’ is “greater” than the original value function Vπ.

Now we give the definition for value function comparison (Sutton and Barto 2018; Rao and Jelvis 2021).


Definition 8.15: Value Function Comparison

Let V1, V2: N→R be value functions of an MDP. Value function inequality V1≥V2 is defined as


V1s≥V2s, ∀s∈N.(8.74)

Thus, improved value function, or better value function means that the better value function is no worse for each of the states.

Computing the value function for a policy can help us to find better policies. The value function for a policy provides information to assess how good it is if we follow the current policy from the current state. The value function also provides a tool to improve the whole policy by one step improving value function. In other words, we can select an action a in the current state s and thereafter following the existing policy π. We can formally state the following improvement theorem.




Theorem 8.10: Policy Improvement

Consider two deterministic policies π and π’ where π’ is identical to, except that π’s=a≠π(s). If


Qπ(s,π’s)≥Vπ(s),(8.75)

then


Vπ’≥Vπ and π’≥π,(8.76)

i.e., the he changed policy π’ is indeed better than.

Proof

First we show that


Qπs, π’s=E[rt+1+γVπ(St+1)|St=s, At=π’s].(8.77)

Using definition of Qπs, π’s, we obtain

Qπ(s, π’(s))=E[∑k=0∞γkrt+k+1|St=s, At=π’(s)]

=E[rt+1+∑k=1∞γkrt+k+1|St=s, At=π’s]


=E[rt+1+γ∑k=1∞γk-1rt+k+1|St=s, At=π’s].(8.78)

Substituting k’=k-1 into equation (8.78), we obtain


Qπs, π’s=E[rt+1+γ∑k’=0∞γk’rt+1+k’+1|St=s, At=π’s].(8.79)

However, by assumption that π’ is identical to π after time t and definition of the value function for a policy Vπ, we obtain


VπSt+1=E[∑k’=0∞γk’rt+1+k’+1|St=s, At=π’s].(8.80)

Substituting equation (8.80) into equation (8.79) yields


Qπs, π’s=E[rt+1+γVπ(St+1)|St=s, At=π’s].(8.81)

Since At=π’s, equation (8.81) implies that


Qπs, π’s=Eπ’[rt+1+γVπ(St+1)|St=s].(8.82)

Using assumption (8.75), we obtain


Qπs, π’s≤Eπ’[rt+1+γQπ(St+1, π’(St+1)|St=s].(8.83)

Using equation (8.81), we obtain

Eπ’[rt+1+γQπSt+1, π’St+1St=s

=Eπ’[rt+1+γE[rt+2+γVπ(St+2))St+1=S, At+1=π’St+1]St=s]

=Eπ’[rt+1+γrt+2+γ2Vπ(St+2)|St=s]

≤Eπ’[rt+1+γrt+2+γ2rt+3+γ3Vπ(St+3)|St=s]

⋮

≤Eπ’[rt+1+γrt+2+γ2rt+3+γ3rt+4+…|St=s]


=Vπ’(s).(8.84)

Combining equations (8.75), (8.83), and (8.84), we obtain

Vπ(s)≤Vπ’(s).

This proves the Theorem 8.10.

Theorem 8.10 shows that given a state-value function for a policy, we can use state-action value function to find a better policy. We can extend Theorem 8.10 to more general case that selecting at each state the action that appears best according to state-action value function Qπ(s,a).

Next we show that greedy policy can improve value function (Sutton and Barto 2018; Rao and Jelvis 2021).




Theorem 8.11: Greedy Policy Theorem

For a finite MDP and any policy π, a greedy policy, defined as

GVπs=πD,s=argmaxa∈A⁡Qs,a=argmaxa⁡E[rt+1+γVπ(St+1)|St=s, At=a],

Then greedy policy GVπs is better than π, i.e.,


VπD’=VGVπ≥Vπ.(8.85)

Proof

Theorem 8.9 implies that repeatedly applying the Bellman policy operator BπD’, starting with the value function Vπ, the resulting sequence BπD’k(Vπ) will converge to the value function VπD’, i.e.,


limk→∞⁡BπD’kVπ=VπD’.(8.86)

Theorem 8.8 shows that the sequence of the Bellman policy operator BπD’k(Vπ) monotonically increases, i.e.,

VπD’≥BπD’kVπ≥BπD’k-1Vπ≥…≥BπD’0Vπ=Vπ.

This completes the proof of theorem.

Algorithms for RL are to train an agent to make decisions that will maximize rewards over time. Methods for finding the optimal policy consist of model-based approaches and model-free approaches. Model-based approaches can be classified as policy iteration approaches and value iteration approaches. Model-free approaches that do not need to know the models can be further decomposed into two types of methods: Monte Carlo methods and temporal difference (TD) methods. Now we first introduce policy iteration methods (Sutton and Barto 2018; Rao and Jelvis 2021).





8.2.2.3 Policy Iteration

Once a policy πk has been improved using G(Vπ), we can infer a better policy πk+1. Then, we compute the value function Vπk+1 and apply greedy policy again to obtain a better policy πk+2. Repeating above process, we obtain a sequence of monotonically increasing value functions and policies:

π0→Vπ0→GVπ0=π1→Vπ1→GVπ1=π2→…Vπk→GVπk=πk+1→…→π*→Vπ*.

The generated sequence of greedy policies is strictly monotonically increasing. Since an MDP has only a number of finite policies, the sequence of greedy policies will finally converge to the optimal policy. Now we formally summarize the algorithms for policy iteration and value iteration (Sutton and Barto 2018; Rao and Jelvis 2021).


Algorithm 8.2: Policy Iteration

Step 1: Initialization.


Vs∈R, πs∈As, ∀s∈S, where π(s) is a deterministic policy.


δ>0 is a small threshold parameter.

Step 2: Compute Value Function.

Repeat

∆←0

for all s∈S do

V←V(s)

a←π(s)

V(s)←∑s’∈Sps’s,a[Rs,a,s’+γVs’]

∆←max⁡(∆,V-Vs)

end for

until ∆<δ

Step 3: Policy Improvement

Poly Stable ← True

for all s∈S do

b←π(s)

π(s)←argmaxa∈A(s)⁡∑s∈Sps’s,a[Rs,a,s’+γVs’]

If b≠π(s) then

Policy stable ← false

end if

end for

If policy stable then

Stop and return V*←V, π*←π

else

Go to Step 2 (Compute Value Function)

endif

Limitation of policy iteration is that each of its iterations involves policy evaluation, which substantially increases computations. Many practical examples show that policy iteration only needs a few policy evaluations. To overcome the heavy computation limitation, the policy evaluation step of policy iteration can be truncated and value function evaluation and truncated policy evaluation steps can be combined to form Algorithm 8.3.




Algorithm 8.3: Value Iteration

Step 1: Initialization

k=0, V0s∈R, ∀s∈S.

Step 2: Repeat

for all s∈S do

Vk+1(s)←maxa∈A(s)⁡∑s’∈Sps’s,aRs,a,s’+γVks’

end for

until Vk(,) converged

Step 3: Output π*, V*.

The previous approaches assume the model: transition probability p(s,a,s’) and reward function R(s,a,s’). However, in practice, the model is often unknown. We need to directly access the physical data from the environment or dynamic system (Weinan 2017). What we observe is individual experiences of next state and reward, rather than the actual probabilities of occurrence of next states and rewards. Next we introduce the model-free methods for finding optimal policy and optimal value function (Sutton and Barto 2018; Rao and Jelvis 2021).





8.2.2.4 Monte Carlo Policy Evaluation

Monte Carlo methods do not assume the model and complete knowledge of the environments or dynamic systems. Only observed data from experience, i.e., sample sequences of states, actions, and rewards from actual or simulated interaction with an environment are available for Monte Carlo methods. The experience may be generated from online or from simulation. Although simulating experience also requires a model, the model need only generate sample transitions, not the complete probability distributions of all possible transitions. Simulation of experience may be much easier than obtaining the distribution in an explicit form.

Monte Carlo methods are only defined for episodic tasks. Suppose we want to estimate the value function Vπ(s) of a state s under a policy π, given a set of episodes generated by following the policy π and passing through the state s. In an episode, the state s may be visited multiple times. Each occurrence of state s in an episode is referred to as a visit to s. Within a given episode, the first time when s is visited is referred to as the first visit to s. The first visit Monte Carlo estimate Vπ(s) is defined as the average of the rewards following first visit. We also can define the every-visit Monte Carlo estimate Vπ(s) as the average of the rewards following all visits to s.

Assume that N episodes are generated by the policy π. The ith episode is denoted as

S0i, A0i, R1i,S1i, A1i, …, RT-1i, ST-1i, AT-1i, RTi.

Let Ri(s) be the total reward following the ith visit to s. Recall that the value Vπ(s) is defined as

Vπs=Eπ[∑k=0∞γkrt+k+1|St=s], which can be approximated by


Vπs≈1N∑i=1NRi(s).(8.87)

Now we introduce Algorithm 8.4 for first-visit Monte Carlo estimation of Vπs (Sutton and Barto 2018; Rao and Jelvis 2021).


Algorithm 8.4: First-Visit Monte Carlo Estimation of Vπs

Step 1: Initialization.


Vs∈R, arbitrarily, ∀s∈S

Returns (s)← an empty list,∀s∈S.

Step 2: for all s∈S do

Step 3: While Vs not converges do


	Generate an episode using π: S0, A0, R1, S1, A1, R2, …, ST-1, AT-1, RT


	
G←0


	for t=T-1, T-2, …, 1, 0 do



G←γG+Rt+1

If s appears in S0, S1, …, St-1

then Append G to Returns (s)

end if

Vs←average(Returnss)

end while





8.2.2.5 Temporal-Difference Learning

To combine dynamic programming and Monte Carlo methods, we introduce TD learning (Sutton and Barto 2018; Rao and Jelvis 2021). TD learning is also model-free methods. It can learn value functions and policies directly from individual experience without a model of the system dynamics. TD learning attempts to predict the combination of immediate reward and the reward prediction at the next moment in time. In this section, we focus on learning value function Vπ under a policy π.

Recall rom equation (8.87) that Vπ(s) is defined as


Vπs=Eπ[∑k=0∞γkrt+k+1|St=s],(8.88)

which can be approximated by


Vπs≈1k∑i=1kRis.(8.89)

Equation (8.89) can be rewritten as


Vπs≈V^ks=1k∑i=1kRis.(8.90)

But, equation (8.90) can be further reduced to

V^ks=∑i=1k-1Ris+Rk(s)k

=k-1k∑i=1k-1Ris+Rk(s)k-1


=1-1k1k-1∑i=1k-1Ris+1kRks].(8.91)

Substituting equation (8.90) into equation (8.91) yields

V^ks=V^k-1s+1k[Rks-V^k-1(s)] 


=V^k-1s+αk[Rks-V^k-1(s)].(8.92)

It follows from equations (8.88) and (8.89) that


Rks=∑i=0∞γirt+i+1,(8.93)

and


Vk(s)≈Rks.(8.94)

Equation (8.93) can be further reduced to

RkSt=rt+1+γ∑i=0∞γirt+1+i+1


=rt+1+γRk-1(St+1).(8.95)

Combining equations (8.94) and (8.95), we obtain


RkSt=rt+1+γVk-1(St+1).(8.96)

Substituting equation (8.96) into equation (8.92) leads to


V^kSt=V^k-1St+αk[rt+1+γVk-1(St+1)-V^k-1(St)],(8.97)

where rt+1+γVk-1(St+1)-V^k-1(St) is called TD.

One-step TD or TD(0) method is summarized in Algorithm 8.5 (Sutton and Barto 2018; Rao and Jelvis 2021).


Algorithm 8.5: TD(0) for Vπ Estimation

Input: The policy π to be evaluated, step size α∈(0, 1].

Step 1: Initialization.

Given arbitrary V(s) with constraints terminal=0, ∀s∈S+.

Step 2: for each episode do


	Initialize S


	for each step of episode

A←action π(s)



	Take action A, observe R,S’


	
VS←VS+α[R+γVS’-VS]

S←S’

Until S is terminal







8.2.2.6 Comparisons: Dynamic Programming, Monte Carlo Methods, and Temporal Difference Methods

Now we summarize and compare dynamic programming, Monte Carlo methods, and TD methods (Sutton and Barto 2018; Rao and Jelvis 2021). Recall that Monte Carlo methods use Vπs=Eπ[Gt|St=s] as a target. However, the model and expected value are unknown, expectation is approximated with random samples (sample returns) Vk(St)≈Rt(St) and needs to wait for the end of the episodes.

The target of the dynamic programming is


Vπs=Eπ[Rt+1+γVπ(St+1)|St=s].(8.98)

The dynamic programming needs to know the model. Since Vπ(St+1) is unknown, the expectation needs to be estimated using the Bellman equation:

Vk(St)≈Eπ[Rt+1+γVk-1(St+1)|St],

where Vk-1(St+1) replaces Vπ(St+1).

The TD samples the expected values in equation (8.98) and uses the current estimate Vk-1St+1 to replace VπSt+1:

Vk(St)≈(Rt+1+γVk-1St+1).

It utilizes the advantage of both sampling of the Montel Carlo methods and boot strapping of the dynamic programming. The TD methods do not need to wait for the end of the episodes.





8.3 APPROXIMATE FUNCTION AND APPROXIMATE DYNAMIC PROGRAMMING


8.3.1 Introduction

The exact dynamic programming needs to calculate value functions and policy for all states at each iteration. The value functions in the dynamic programming are specified for each state and represented by a lookup table. Every state s has a value function V(s) and every state-action pair has a state-action value function Qs,a. When the state space is large, exact dynamic programming requires prohibitive storage and computations. Therefore, when the state space is large, the value function needs to be approximated (Rao and Jelvis 2021). Value function approximation is a fundamental problem in RL (Asadi et al. 2021).

A framework for value function approximation is to represent a value function V(s) and a state-action value function Q(s,a) by parameterized functions V(s;w) and Qs,a;w, instead of a table, where w are parameters. Many function approximation methods, including linear combination of features, neural networks, decision trees, nearest neighbors, and Fourier/Wavelet bases, have been developed. We will focus on two widely used differentiable function approximation methods: linear feature representations and neural networks.

Let x be the state and y be the value function for that state. We wish to estimate the conditional probability distribution function of random variable y, given x, from the data. The conditional probability of y, given x, is denoted as f(x;w)(y). Suppose that a sequence of data xi, yii=1n is given. The likelihood or log-likelihood function is


L=∏i=1nf(xi, w)(yi),(8.99)


l(x,y,w)=log⁡L=∑i=1nlog⁡f(xi, w)(yi).(8.100)

The maximum likelihood estimation is defined as


w*=argmaxw⁡∑i=1nlog⁡f(xi;w)(yi).(8.101)

We assume that the function f specifies the model probability distribution M of y|x and the data xi, yii=1n specifies the empirical probability distribution D of y|x. The log-likelihood function can also be written as

log⁡M=log⁡f.

Equation (8.101) can be approximated by


ED[log⁡M]≈1n∑i=1nlog⁡f(xi;w)(yi).(8.102)

The maximum likelihood estimation can be interpreted as minimization of a loss function defined as the cross-entropy


Jw=-ED[log⁡M].(8.103)

The model can specify the conditional expected value of y, given x:


EMyx=Efx;wy=∫yfx;wydy.(8.104)

Minimization of the loss function Jw is again usually solved by gradient methods:


wk+1=wk-η∇wJ(w),(8.105)

where η is a learning rate.



8.3.2 Linear Function Approximation

Define a sequence of feature map function:

∅jx:X→R, j=1,2,…,m

and a vector of feature functions Φx:X→Rm and a vector of weights W:

Φx=ϕ1(x)⋮ϕm(x), W=w1⋮wm.

Assume that the conditional density function for y|x is a Gaussian distribution with mean Φ(x)TW and variance σ2:


pyx=fx;wy=12πσexp⁡(-y-ΦxTW22σ2).(8.106)

The cross-entropy loss function for the function fx;wy in equation (8.106) is given by

JW=-ED[log⁡M]

=-ED[log⁡(fx;wy)]


=-1n∑i=1nlog⁡(fxi;wyi).(8.107)

Substituting equation (8.106) into equation (8.107) and ignoring constant terms, we obtain


JW=12n∑i=1nyi-Φ(xi)TW2,(8.108)

which is identical to the mean-squared-error of the linear regression.

The regularized loss function incorporating L2 regularization with λ as the regularization parameter is given by


JW=12n∑i=1nyi-Φ(xi)TW2+λW22.(8.109)

The gradient of JW with respect to W is


∇WJW=1n∑i=1nΦxiyi-ΦxiTW+λW2.(8.110)



8.3.3 Neural Network Approximation

In this section we introduce neural network approximation (Rao and Jelvis 2021). Consider a neural network with L hidden layers l=0, 1, …, L-1. Let l=0 be input layer with input I0=Φ(x). The output layer is the Lth layer with the output IL=y. Let Il be the input vector to layer l and Ol be the output to layer l. We assume Il+1=Ol for all l=0, 1, …, L-1. Define

OL=EM[y|x].

In summary, we define


I0=Φx, Il+1=Ol, OL=EM[y|x] for all l=0, 1, …, L-1.(8.111)

Let the matrix Wl be the parameters for layer l. Let wijl be the weight of the neuron j in layer l-1 connected to the neuron i in layer l, nl-1 and nl be the number of neurons in the layers l-1 and l, respectively. Then, the matrix Wl is

Wl=w11l⋯w1nl-11⋮⋮⋮wnl1l⋯wnlnl-1l.

The neurons in the layer l receive signals Sl that define a linear transformation from layer input Il to the signals Sl. Therefore, we obtain


Sl=WlIl, l=0, 1, …, L.(8.112)

Define the output function Ol as


Ol=gl(Sl) for all l=0, 1, …, L,(8.113)

where gl is the vector of activation function of layer l and is element-wise operation.

Equations (8.111) and (8.112) define the forward-propagation of the neural network that is used to calculate the value function in the RL.

To learn the weights in the neural network, we will use the gradient methods to minimize the cross entropy loss function. Thus, we first calculate the gradient of the cross entropy loss function with respect to Wl for l=0, 1, …, L.

Let


Wi.l=wi1l⋯winl-1l.(8.114)

Then,


Wl=W1.l⋮Wnl.l, and(8.115)


∇WlJ(W)=∂J(W)∂W1.l⋮∂J(W)∂Wnl.l.(8.116)

Using chain rule, we obtain


∂J(W)∂Wi.l=∂J(W)∂Sil∂Sil∂Wi.l.(8.117)

It follows from equation (8.112) that


Sil=IlTWi.lT.(8.118)

Using equation (8.118) and definition of gradient of the scale variable, we obtain


∂Sil∂Wi.l=IlT.(8.119)

Substituting equation (8.119) into equation (8.117), we obtain

∂J(W)∂Wi.l=∂J(W)∂SilIlT


=∂J(W)∂Sil∇WlJ(W),(8.120)

Combining equations (8.116) and (8.120), we obtain


∇WlJW=PlIlT,(8.121)

where Pl=∂J(W)∂Sl.

If the loss function J(W) incorporates L2 regularization, then equation (8.121) is reduced to


∇WlJW=PlIlT+λWl.(8.122)

Finally, we introduce the formula for the analytical calculation of the vector Pl that has a recursive formulation and is an essential component of the backpropagation algorithm (Rao and Jelvis 2021).


Theorem 8.12: Recursive Formula for Pl Calculation


Pl=Wl+1TPl+1⨀gl’Sl, l=0, 1, …, L-1,(8.123)

where gl’ is derivative of gl and ⨀ denotes element-wise multiplication.

Proof

Using definition of Pl, we have


Pl=∂J(Sl+1)∂Sl=∂S1l+1∂S1l⋯∂Snl+1l+1∂S1l⋮⋮⋮∂S1l+1∂Snll⋯∂Snl+1l+1∂Snll∂J(Sl+1)∂S1l+1⋮∂J(Sl+1)∂Snl+1l+1=∂Sl+1T∂SlPl+1.(8.124)

It follows from equation (8.112) that


Sl+1=Wl+1Il+1.(8.125)

Equation (8.111) defines


Il+1=Ol.(8.126)

Substituting equation (8.113) into equation (8.126), we obtain


Il+1=gl(Sl).(8.127)

Again substituting equation (8.127) into equation (8.125) yields


Sl+1=Wl+1gl(Sl).(8.128)

Taking partial derivatives ∂Sl+1∂SlT on equation (8.128), we obtain


∂Sl+1∂SlT=Wl+1diag(gl’Sl).(8.129)

Substituting equation (8.129) into equation (8.124) yields

Pl=diag(g1’(Sl)TWl+1TPl+1

=g1’(Sl)⨀Wl+1TPl+1

=Wl+1TPl+1⨀gl’Sl.

This proves the theorem.

Finally we need to calculate PL=∂J∂SL. Recall that the cross-entropy function is defined in terms of P(y|SL). To calculate PL=∂J∂SL, we need to specify a functional form for P(y|SL). We assume that P(y|SL) follows a generic exponential family:


PySL, τ=h(y,τ)eSLy-A(SL)d(τ). (8.130)

Recall that OL=gLSL=Ep[Y|SL]. It is well known that


EpYSL=A’(SL).(8.131)

Thus, we require that


OL=gLSL=A’(SL).(8.132)

In other words, the output layer activation function gLSL should be equal to the derivative of the A(SL) function.

Assume that expectation with real data is approximated by a single data point (x,y). Then, the cross-Entropy loss function is

J=-log⁡P(y|SL)


=-log⁡hy,τ+ASL-SLyd(τ).(8.133)

It follows from equation (8.133) that


PL=∂J∂SL=A’SL-yd(τ).(8.134)

Substituting equation (8.132) into equation (8.134), we obtain


PL=∂J∂SL=OL-yd(τ).(8.135)

The above results can be summarized in Theorem 8.13.




Theorem 8.13:

PL=∂J∂SL=OL-yd(τ).




Example 8.2: Normal Distribution

Normal density function is

pYSL,τ=12πσexp⁡{-y-μ22σ2}


=12πσexp⁡-y22σ2exp⁡{yμ-12μ2σ2}.(8.136)

Set SL=μ, τ=σ,h(y,τ)=12πτexp{−y22τ2}, d(τ)=τ, A(SL)=(SL)22.

It follows from equation (8.132) that


OL=gLSL=A’SL=SL,(8.137)

which implies that activation function in the output layer is the identity function.

For the normal distribution, we have


PL=SL-yτ.(8.138)




Example 8.3: Bernoulli Distribution

Density function for Bernoulli distribution is given by

pYSL,τ=exp⁡{ylog⁡p1-p+log⁡(1-p)}

=exp⁡{ySL+log⁡(1+eSL)}.

Set

SL=logp1−p, τ=1, h(y,τ)=1, d(τ)=1, A(SL)=log(1+eSL) and

OL=gL(SL)=E[y|SL]=11+e−SL.

Thus,


PL=11+e-SL-y,(8.139)

and output layer activation function is the logistic function.





8.3.4 Value-Based Methods

The value-based methods for RL first learn a value function and then define a policy to optimize the value functions (François-Lavet et al. 2018). We will introduce a simple and popular value-based algorithm, the Q-learning algorithm, the fitted Q-learning algorithm, and the deep Q-network (DQN) algorithm (Rahman et al. 2018; Ohnishi et al. 2019). To further get into the insights of the Q-network algorithm, we will also review various improvements of the DQN algorithm and provide the link between the value-based algorithms and policy-based algorithms.


8.3.4.1 Q-Learning

The Q-learning is an off policy RL algorithm that seeks to find the best action to take given the current state. One way to learn the best action is to find the optimal Q-value function by looking up the table of values Q(s,a). In other words, the Q-learning uses the Bellman equation to learn the unique optimal Q* (s,a) function:


(BQ*)(s,a)=Q* (s,a),(8.140)

where the Bellman operator is defined as


BQs,a=∑s’∈Sp(s,a,s’)(Rs,a,s’+γmaxa’∈A⁡Q(s’,a’)).(8.141)

This approach is simple and easy to implement. However, when the state-action space is large, both memory size and computational time are huge. The exact Q-learning is infeasible in practice. Below we introduce the fitted Q-learning where the parameterized state-action value function Q(s,a,θ) will be used. We will focus on DQN where neural networks are used to approximate the action-value function (Mnih et al. 2013; Mnih et al. 2015), but we also briefly introduce double DQN (Hasselt et al. 2016) and deep recurrent Ql-learning (Romac and Béraud 2019).



8.3.4.2 Deep Q-Network

DQN attempts to train an intelligent agent and learn optimal actions while interacting with an environment (Wang et al. 2021). Training DQN has some remarkable features that are different from supervised learning. First, unlike supervised learning where a predefined set of data is used for training, the DQN learns from the agent's dynamically changing experiences. Second, it is difficult to understand the behavior of a DQN agent, whether it is intentional or it is just a random choice. Finally, it is crucial to the training to specify a random rate for input. The random inputs allow the agent to flexibly explore the unknown part of the environment.

The DQN learning process generates a sequence of states, actions, and rewards:

s0, a0, r1, s1, a1, r2, …, sn-1, an-1, rn, sn.

The total reward for one episode (i.e., from start to end) is defined as

R=r1+r2+…rn.

Assume that the agent achieves the optimal reward at time t and wishes to choose a sequence of appropriate actions to optimize its future rewards defined as

Rt=rt+rt+1+…+rn,

which can be extended to the discounted future reward to take random environment into account:


Rt=rt+γrt+1+…+γn-1rn=rt+γRt+1,(8.142)

where γ is a discount constant.

Equation (8.142) implies that the optimal reward from the time t onward is equal to the summation of the currently achieved reward and the optimal discounted future reward.

Recall that similar to equation (8.142), Bellman equation defines


Qs,a=r+γmaxa’⁡Q(s’a’),(8.143)

where (s’,a’) is the state-action pair after pair (s,a). If the number of states and number of action are large, exactly solving Bellman equation is computationally prohibitive. Therefore, neural networks are used to approximate state-action value function Qs,a.

The DQN takes states as input and expected reward Q(s,a) as output (Wang and Ueda 2021).

Let Q(s,a,θ) be neural network-based approximation of Q(s,a) with θ representing the parameters (the weights of neural networks). The Q-network takes the current state s as input and outputs the predicted action and reward for the action. The action is determined as


a’=argmaxa⁡Q(s,a, θi),(8.144)

and the predicted q-value is given by


q=maxa⁡Qs,a, θi.(8.145)

The objective function in Q-network at the ith iteration is defined as


Liθi=E(s,a,r,s’)~U(D)r+γmaxa’⁡Q^s’,a’;θi--Q(s,a; θi)2,(8.146)

where r+γmaxa’⁡Qs’,a’;θi- is the target for the ith iteration, θ- are parameters in the target network and are updated every C time steps. A very important issue in objective function (8.146) is the distribution U(D). First, we define D. Sampling in DQN is based on the agent's experience. Each iteration stores experience sequence et=(st, at, rt,st+1). Define experience replay data space as Dt={e1, e2, …, et}. Randomly draw samples of experience (s,a,r,s’)~U(D) in calculation of expectation E(s,a,r,s’)~U(D) and update Q-function by sampling from experience in minibatch fashion.

To update the parameters θi, we need to calculate the gradient ∇θiLiθi:


∇θiLiθi=-2E(s,a,r,s’)~U(D)r+γmaxa’⁡Q^s’,a’;θi--Q(s,a; θi)∇θiQ(s,a; θi).(8.147)

Define


vθi,t=γvθi,t-1+(1-γ)∇θiQ(s,a; θi)2.(8.148)

The parameters θ are updated by


θi←θi-ηvθi,t∇θiQs,a; θi.(8.149)

The above solution procedures are summarized as Algorithm 8.6 (Mnih et al. 2013).


Algorithm 8.6: Deep Q-Networks

Step 1: Initialization.

Initialize replay memory D to capacity N. 

Randomly assign weights θ to action-value function Q as initial values.

Randomly assign weights θ- to action-value function Q^ as initial values.

Step 2: Iteration (episode)

for episode =1, M do

Initialize sequence s1={x1} (x1: image or other input) and preprocessed sequence for state ∅1=∅(s1).

Step 3: Iteration (time, fixed episode)

for t=1,T do

with probability ε select a random action at,

otherwise select at=argmaxa⁡Q(∅st,a;θ)

Execute action at and observe reward rt and image xt+1 (or other quantity)

Set st+1=(st, at, xt+1) and preprocess ∅t+1=∅(st+1)

Store transition (∅t, at, rt, ∅t+1) in D

Sample random minibatch of transitions (∅j, aj, rj, ∅j+1} from D

Set

yj={rjif episode terminates at step j+1r+γmaxa’Q^(∅j+1,a’;θ−)otherwise

Perform a gradient descent step on yj-Q(∅j, aj;θ2 with respect to the network parameters θ

Every c steps set Q^=Q

end for

end for







8.4 POLICY GRADIENT METHODS


8.4.1 Introduction

The previously introduced methods for RL are action-value methods. The action-value methods learn the values of actions and select actions based on the estimated values of actions. Next we introduce policy-based methods, which learn policy without calculating a value function. The most popular policy-based methods are policy gradient methods. Policy gradient methods can be classified model-based and model-free policy gradient methods (D'Oro et al. 2019; Lan et al. 2021).

A policy can be parameterized by a policy vector parameter θ∈Rd. A policy can be written as


πas,θ=p(At=a|St=s, θt=θ).(8.150)

Let J(θ) be a scalar performance measure. We seek to maximize performance measure J(θ) using gradient ascent. The parameter θt+1 at time t+1 is updated as


θt+1=θt+α∇θJ(θt)^,(8.151)

where ∇θJ(θt)^ is an estimator of the gradient ∇θJ(θ). All methods that follow parameter update equation (8.151) are referred to as policy gradient methods. Methods that learn both value and policy approximation functions are referred to as actor-critic methods, where “actor” represents the learned policy and “critic” represents the learned value function, usually a state-value function.



8.4.2 Policy Approximation

Let π(a|s, θ) be parametrized policy. The parameterized policy function π(a|s, θ) should be differentiable with respect to parameters θ. We assume that gradient ∇θ π(a|s, θ) exists and is finite for all s∈S, a∈A(s), and θ∈Rd (Sutton and Barto 2018).

To implement exploration, the policy π(a|s,θ) is assumed random and is often defined as


πas,θ=eh(s,a,θ)∑beh(s,b,θ),(8.152)

where h(s,a,θ)∈R for each state-action pair is often called action preference and is used to define an exponential soft-max distribution. Again, the action preferences can also be parameterized by a neural network or simply a linear function of features:


hs,a,θ=θTx(s,a),(8.153)

where x(s,a)∈Rd is a feature vector.

Next we introduce the policy gradient theorem to show that policy-gradient methods have stronger convergence feature than action-value methods (Sutton and Barto 2018). We first define the performance measure J(θ) and the value of the start state of the episode:


Jθ=Vπθ(s0),(8.154)

where s0 is the start state of the episode, the policy is determined by θ and Vπθ is the true value function for πθ.

Next we calculate the gradient of performance measure ∇θJ(θ). Recall (equation (8.19)) that state-value function under the policy can be written as


Vπθs=∑a∈Aπθ(a|s)Qπθ(s,a).(8.155)

Taking gradient on both sides of equation (8.155), we obtain


∇θVπθs=∑a∈A[∇θπθasQπθs,a+πθas∇θQπθs,a].(8.156)

By definition, Qπθs,a is equal to the summation of the current reward r and the future state value Vπ(s’):


Qπθs,a=∑s’∑rp(s’,r|s,a)(r+Vπ(s’)).(8.157)

Substituting equation (8.157) into equation (8.156) yields

∇θVπθs=∑a∈A[∇θπθasQπθs,a+πθas∇θ∑s’∑rp(s’,r|s,a)(r+Vπ(s’))]


=∑a∈A[∇θπθasQπθs,a+πθas∑s’∑rps’,rs,a∇θVπ(s’)].(8.158)

Recall (equation 8.4) that


Ps’s,a=∑r∈RP(s’, r|s,a).(8.159)

Substituting equation (8.159) into equation (8.158), we obtain


∇θVπθs=∑a∈A[∇θπθasQπθs,a+πθas∑s’Ps’s,a∇θVπ(s’)](8.160)

Let


∅s=∑a∈A∇θπθasQπθs,a.(8.161)

Substituting equation (8.161) into equation (8.160), we obtain

∇θVπθs=∅s+∑a∈Aπθas∑s’Ps’s,a∇θVπ(s’)


=∅s+∑s’ρπ(s→s’,1) ∇θVπ(s’),(8.162)

where


ρπs→s’,1=∑a∈AπθasPs’s,a.(8.163)

Repeating equation (8.162) one time, we obtain

∇θVπθs=∅s+∑s’ρπ(s→s’,1) ×[∅s’+∑s’’ρπ(s’→s’’,1) ∇θVπ(s’’)]

=∅s+∑s’ρπ(s→s’,1)∅s’+∑s’’∑s’ρπ(s→s’,1)ρπ(s’→s’’,1)∇θVπ(s’’)


=∅s+∑s’ρπ(s→s’,1)∅s’+∑s’’ρπ(s’→s’’,2) ∇θVπ(s’’),(8.164)

where


ρπs→s’’,2=∑s’ρπ(s→s’,1)ρπ(s’→s’’,1).(8.165)

Define a recursive formula:


ρπs→x,k+1=∑s’ρπ(s→s’, k)ρπ(s’→x,1).(8.166)

Repeat equation (8.164) many times and using equation (8.166), we obtain

∇θVπθs=∅s+∑s’ρπ(s→s’,1)∅s’+∑s’’ρπ(s’→s’’,2)∅(s’’)

+∑s’’’ρπ(s’’→s’’’,3)∇θVπ(s’’’)

=…


=∑x∈s∑k=0∞ρπ(s→x,k)∅(x).(8.167)

In equation (8.167), the derivative of Q-value function, ∇θQπ(s,a) is removed. By plugging equation (8.167) into the objective function J(θ) (equation (8.154)), we obtain

∇θJθ=∇θVπ(s)


=∑s∑k=0∞ρπ(s0→s,k)∅(s).(8.168)

Let ηs=∑k=0∞ρπ(s0→s,k). Then, equation (8.168) can be rewritten as

∇θJθ=∑sηs∅(s)

=∑sηs∑sηs∑sηs∅(s)

∝∑sηs∑sηs∅(s)


=∑sdπ(s)∅(s),(8.169)

where


dπs=ηs∑sηs.(8.170)

Substituting equation (8.161) into equation (8.169) yields


∇θJθ∝∑sdπ(s)∑a∈A∇θπθasQπθs,a.(8.171)

=∑sdπ(s)∑a∈AQπθs,a∇θπθas


=∑sdπ(s)∑a∈AπθasQπθs,a∇θπθasπθas.(8.172)

Note that


∇θlog⁡πθas=∇θπθasπθas.(8.173)

Substituting equation (8.173) into equation (8.172), we obtain

∇θJθ∝∑sdπ(s)∑a∈AπθasQπθs,a∇θlog⁡πθas.


=Es~dπ,a~πθ[Qπθs,a∇θlog⁡πθas.(8.174)

This proves the policy gradient theorem (Sutton and Barto 2018).


Theorem 8.14: The Policy Gradient Theorem

Assume γ=1 and Episode case. The gradient of performance measure ∇θJθ is proportional to

∇θJθ∝∑sdπ(s)∑a∈AπθasQπθs,a∇θlog⁡πθas

=Es~dπ,a~πθ[Qπθs,a∇θlog⁡πθas,

where dπ(s) is the on-policy distribution under the policy π.





8.4.3 REINFORCE: Monte Carlo Policy Gradient

The policy gradient theorem shows that its right-hand side is a sum over states weighted by how often the states are visited by the episode under the target policy π. Therefore, equation (8.174) can be written as


∇J(θ)∝Eπ∑aQπ(St,a)∇θlog⁡πθaSt.(8.175)

The parameters can be updated by


θt+1=θt+α∑aQ^(St,a)∇θlog⁡πθaSt,(8.176)

where Q^(St,a) is an approximation to Qπ(St,a). However, this algorithm involves all actions. To simplify algorithm, we use the one action At actually taken at time t, instead of all actions (Williams 1992; Sutton and Barto 2018). Therefore, replacing all actions by sampling At~π, equation (8.175) can be written as


∇J(θ)∝EπQ^(St, At)∇θlog⁡πθ(At|St).(8.177)

It follows from equation (8.16) that


QπSt, At=Eπ[Gt|St, At].(8.178)

Using equations (8.171) and (8.178), we obtain,


∇J(θ)∝EπGt∇θlog⁡πθ(At|St),(8.179)

which implies that we can measure return Gt from real sample trajectory and use it to update the parameters (Weng 2021):


θt+1=θt+αGt∇θlog⁡πθ(At|St).(8.180)

The process for updating the parameters is summarized in Algorithm 8.7 (Sutton and Barto 2018).


Algorithm 8.7: REINFORCE (Monte-Carlo Policy Gradient)

Step 1: Initialization.

Randomly initialize the policy parameter θ. Input step size α>0.

Step 2: Loop forever (for each episode)

Generate one trajectory on policy πθ: S0, A0, R1, S1, A1, R2, …, ST-1.

Step 3: For each step of the episode:t=0,1,2,…, T-1 do


	Estimate the return Gt=∑k=t+1Tγk-t-1Rk.


	Update the policy parameter



θ←θ+αγtGt∇θlog⁡πθ(At|St).

end for

end for





8.4.4 REINFORCE with Baseline

An arbitrary baseline b(s) can be subtracted from the action value in equation (8.171) to generalize the policy gradient theorem:


∇θJθ∝∑sdπ(s)∑a∈A(Qπθs,a-b(s))∇θπθas.(8.181)

The baseline can be any function, but cannot vary with action a. The rule for updating the parameter is given by


θt+1=θt+α(Gt-b(St))∇θlog⁡πθ(At|St).(8.182)

The role of baseline is to reduce the variance of the parameter estimator. We can choose an estimate of the state value V^(St, , W) as a baseline. A Monte Carlo method is often used to estimate the state-value weights W. REINFORCE with baseline method is summarized in Algorithm 8.8 (Sutton and Barto 2018).


Algorithm 8.8: REINFORCE with Baseline

Step 1: Initialization.

Input a differentiable and parameterized policy function πθ(a|s).

Input a differentiable and parameterized state-value function V^(s,w).

Input step sizes αθ>0, αw>0.

Initialize policy parameter θ and state-value weights W.

Step 2: Loop forever (for each episode)

Generate one trajectory on policy πθ: S0, A0, R1, S1, A1, R2, …, ST-1, following πθ(.|.).

Step 3: For each step of the episode: t=0,1,2,…, T-1 do


	Estimate the return G←∑k=t+1Tγk-t-1Rk


	Calculate difference δ←G-V^(St,w)


	Update the state-value weights

w←w+αwδ∇wV^(St,w)



	Update the policy parameter

θ←θ+αθγtδ∇θlog⁡πθ(At|St).




end for

end for





8.4.5 Actor–Critic Methods

Each state transition involves two states. REINFORCE with baseline uses the estimated value of the first state of the transition as a baseline for the subsequent return prior to the transition action. Therefore, the value function of the first state cannot be used to assess the performance of the action. One step return Gt:t+1 that is summation of the reward and the value-function of the second state. The one step return is an estimated of the actual return and can be used to assess the action (Sutton and Barto 2018).

Because the state-value function is used to assess actions, the value function is referred to as a critic, the policy is referred to as an actor. Either action-value Qw(a|s) or state-value Vw(s) can be used as critic.

Replacing full return by one-step return and baseline by estimated state-value function in equation (8.182), we obtain

θt+1=θt+α(Gt:t+1-V^St,w)∇θlog⁡πθ(At|St)

=θt+α(Rt+1+γV^(St+1,w)-V^St,w)∇θlog⁡πθ(At|St)


=θt+αδt∇θlog⁡πθ(At|St),(8.183)

where

δt=Rt+1+γV^(St+1,w)-V^St,w.

One-step actor-critic method for estimating policy πθ is summarized in Algorithm 8.9 (Sutton and Barto 2018).


Algorithm 8.9: One-Step Actor-Critic (Episodic) for Estimating Policy πθ

Step 1: Initialization.

Input a differentiable and parameterized policy function πθ(a|s).

Input a differentiable and parameterized state-value function V^(s,w).

Input step sizes αθ>0, αw>0.

Initialize policy parameter θ and state-value weights W.

Step 2: Loop forever (for each episode)

Initialize S (first state of episode)

I←1

Step 3: Loop while S is not terminal (for each time step)


	
A~πθ(.|s)


	Take action A, observe S’, R


	
δ←R+γV^S’,w-V^(S,w) (If S’ is terminal, then V^S’,w=0)


	
w←w+αwδ∇wV^(S,w)


	
θ←θ+αθIδ∇θlog⁡πθ(A|S)


	
I←γI


	
S←S’



end loop

end loop





8.4.6 
n- Step Temporal Difference (TD)

Methods that extend TD over n steps are called n-step TD methods (Sutton and Barto 2018). The n-step TD methods generalize both MC methods and one-step TD methods and are in the middle between the MC methods and one-step TD methods. We will introduce n-step TD methods for prediction and control (Sarsa) in this section.

8.4.6.1 n- Step Prediction

Consider a sequence of St, Rt+1, St+1, Rt+2, …, RT, ST generated by an episode. For updating the estimate of the value function Vπ(St), the MC methods use the complete return:


Gt=Rt+1+γRt+2+γ2Rt+3+…+γT-t-1RT,(8.184)

while one-step TD methods use the one-step return:

Gt:t+1=Rt+1+γVt(St+1),

where T is the last time step of the episode and Vt:S→R is the estimate at time t of Vπ, i.e.,

VtSt+1=Rt+2+γRt+3+…+γT-t-2RT.

Similarly, two-step update is given by

Gt:t+2=Rt+1+γRt+2+γ2Vt(St+2),

where γ2Vt+1(St+2) accounts for the missing of the terms γ2Rt+3+…+γT-t-1RT. In general, the n-step update is defined as


Gt:t+n=Rt+1+γRt+2+γ2Rt+3+…+γn-1Rt+n+γnVt(St+n),(8.185)

where n≥1, 0≤t<T-n. If t+n≥T, then Gt:t+n=Gt, n-step return is equal to the full return. Gt:t+n can be considered approximate returns, truncated after n steps and then corrected for the remaining missing terms, in equation (8.186) by Vt(St+n). The general n-step return can be defined as


Gt:t+n(c)=Rt+1+γRt+2+γ2Rt+3+…+γn-1Rh+γnc,(8.186)

where c∈R is a scalar correction. The time h=t+n is referred to as the horizon of the n-step return.

Therefore, we obtain

Gt:t+n(Vt(St+n))=Rt+1+γRt+2+γ2Rt+3+…+γn-1Rt+n+γn VtSt+n,

Computation of n-step return requires estimate of Vt+n-1, which is computed only after Rt+n is available. Therefore, the state-value learning algorithm using n-step return is


Vt+nSt=Vt+n-1St+αGt:t+n(VtSt+n)-Vt+n-1St, 0≤t<T.(8.187)

It should know that the values of all other states except for St remain unchanged, i.e., Vt+ns=Vt+n-1(s) for all s≠St. During the first n − 1 steps of each episode we do not make any changes. We summarize here in Algorithm 8.10 (Sutton and Barto 2018).


Algorithm 8.10: n- Step TD for Estimating V

Step 1: Initialization

Input: A policy π, step size α∈0,1, a positive integer n

Initialize value function V(s) arbitrarily, for all s∈S

All store and access operations (for St and Rt) can take their index mod n+1

Step 2: Loop for each episode

Initialize and store S0≠ terminal

T←∞

Step 3: Loop for t=0, 1, 2, …

If t<T then

Take an action according to π(.|St)

Observe and store the next reward as Rt+1 and the next state as St+1If St+1 is terminal then

T←t+1

end if


τ←t-n+1 (τ is the time whose state's estimation is being updated)

If τ≥0

G←∑i=τ+1min⁡(τ+n,T)γt-i-1Ri

If τ+n<T then

G←G+γnV(Sτ+n)

endif

VSτ←VSτ+α[G-VSτ]

Endif

Until τ=T-1

endif

Now we introduce increment. The n-step backup at time t can produce the increment ∆Vt(St) which is defined as


∆VtSt=α[Gt:t+nVtSt+n-VtSt],(8.188)

where α is a positive step-size parameter.

If s≠St then ∆Vt(s) is defined as zero.

In online updating, the update is performed at each time step by


Vt+1s=Vts+∆Vt(s).(8.189)

However, in off-line updating, the update is only made at the end of the episode by summing the increments during the episode:

Vt+1s=Vts, ∀t<T


VTs=VT-1s+∑t=0T-1∆Vt(s).(8.190)

The n-step TD has a nice error reduction property. Suppose that the n-step TD starts with any value function V(s). Define the error of the n-step TD estimate of Vπ(s) as


|EπGt:t+nVSt+nSt=s-Vπ(s)|.(8.191)

Then, the worse error of the n-step TD estimate of Vπ(s) is less than or equal to γn times the worst error between Vπ(s) and its estimate V(s), i.e.,


maxS⁡|EπGt:t+nVSt+nSt=s-Vπ(s)|≤γnmaxS⁡|Vs-VπS|.(8.192)






8.4.7 
TD(λ) Methods

Next we introduce TD(λ) algorithm (Sutton and Barto 2018). Any average of n-step returns, where the sum of the weights for the average should be equal to 1, can be used to develop new algorithms with the average of n-step returns as their target returns. Consider a sequence of weights 1-λ, 1-λλ, 1-λλ2, …, 1-λλn, … and define TD(λ) algorithm as


TDλ=(1-λ)∑n=1∞λn-1TDn,(8.193)

where TDn is the n-step TD algorithm and 1-λ∑n=1∞λn-1=1-λ1(1-λ)=1.

Since the return of TDλ is given by Gt:t+n(VtSt+n), the return of TDλ, which is called the λ-return, is given by


Lt=(1-λ)∑n=1∞λn-1Gt:t+n(VtSt+n).(8.194)

Equation (8.194) implies that when n≥T-t, the n-step TD passes the terminal state, then the return is Gt:t+n=Gt:T=Gt. Equation (8.194) is reduced to


Lt=1-λ∑n=1T-t-1λn-1Gt:t+nVtSt+n+λT-t-1Gt.(8.195)

When λ=1, Lt=Gt, TDλ is reduced to Monte Carlo algorithm. When λ=0, Lt=Gt:t+1(VtSt+1), the one-step return. Thus, for λ=0, TD(0) is the one-step TD algorithm.

We also can compute an increment ∆Vt(S):


∆VtS=α(Lt-VtSt)S=St0 S≠St.(8.196)

As in equation (8.189) or equation (8.190), the updating can be either online or off-line.

For each state visited, we update the value function by looking forward to all the future rewards and taking their best combination. This approach is referred to as forward view of TD(λ).

Next we consider backward view of TD(λ) (Sutton and Barto 2018). To look back, we need a variable to record past visited states. This additional memory random variable is called eligibility trace, which is denoted Et(s)∈Rt. The eligibility trace variable is recursively updated:


Ets=γλEt-1(s)∀s∈S,s≠StγλEt-1St+1s=St,(8.197)

where St is the state visited at time t, γ is the discounter rate and λ is the parameter in TD(λ). Equation (8.197) implies that each time the state is visited, the eligibility trace is accumulated, and then it is reduced when the states are not visited. Eligibility trace records the recently visited states and measures the degree with which each state is eligible for learning changes when a reinforcing event takes place.

There are two alternative variations of eligibility trace. The first one is the replacing trace. Consider a visited state. Suppose that the trace due to the first visit has completely decayed to zero before the second revisit. In this case, the replacing trace methods reset the trace variable to 1:


EtSt=1.(8.198)

The second trace variation is the Dutch trace. The Dutch trace is between the accumulating and replacing traces and is defined as


EtSt=1-αγλEt-1St+1,(8.199)

where α approaches to zero, the Dutch trace becomes accumulating trace, and if α=1, the Dutch trace is reduced to the replacing trace.

When the global TD errors occur, the value functions of recently visited states are updated by


∆Vts=αδtEts, ∀s∈S,(8.200)

where


δt=Rt+1+γVtSt+1-Vt(ST).(8.201)

The backward view or mechanic online algorithm of TD(λ) is summarized in Algorithm 8.11.


Algorithm 8.11

Step 1: Initialization

If s is the terminate state, set Vs=0. Otherwise, randomly assign arbitrary value to

V(s).

Step 2: Repeat for each episode:

Initialization for each episode

Initialize Es=0, ∀s∋S.

Initialize S

Step 3: Repeat for each step of episode


	
A← action given by π(.|S) for S


	Take action A, observe reward R, and next state S’.


	Calculate

δ←R+γVS’-V(S)



	
ES←ES+1 (accumulating traces)

or ES←1-αES+1 (Dutch traces)

or E(S)←1


	For all s∈S

Vs←Vs+αδE(s)

 E(s)←γλE(s)

 S←S’




Until S is terminal

Next we introduce the true online TD(λ). The value function update for the true online TD(λ) is defined as


Vt+1s=Vts+αδt+VtSt-Vt-1StEts-αIsStVtSt-Vt-1St, ∀s∈S,(8.202)

where

IsSt=1s=St0s≠St.

An efficient implementation is summarized in Algorithm 8.12 (Sutton and Barto 2018).




Algorithm 8.12

Step 1: Initialization

If s is terminal then Vs=0, otherwise initialize V(s) arbitrarily

Vold←0

Step 2: Repeat for each episode

Initialize Es=0, ∀s∈S

Initialize S

Step 3: Repeat for each step of episode:


A← action given by π(.|S)

Take action A, observe reward R, and next state S’

∆←VS-Vold

Vold←V(S’)

δ←R+γVS’-V(S)

ES←1-αES+1

Step 4: For all s∈S

Vs←Vs+αδ+∆E(s)

E(s)←γλE(s)

VS←VS-α∆

S←S’

Until S is terminal





8.4.8 Sarsa and Sarsa (λ)

In the previous section, we discuss the value function prediction. In this section, we discuss the action control and application of eligibility trace to action control. Action control attempts to learn state-action function (Q-function). Sarsa algorithm is a slight variation of the popular Q-learning algorithm. The previously introduced Q-learning technique is an Off-Policy technique. Sarsa that stands for State Action Reward State Action, on the other hand, is an On-line Policy, which uses the action induced by the current policy to learn the Q-value (Sutton and Barto 2018).

Recall that Q-learning algorithm updates the Q(st,at) function by


Qst, at=Qst, at+α(Rt+1+γmaxa⁡Qst+1,a-Q(st,at)).(8.203)

The update equation for Sarsa which involves the current state, current action, their induced reward, the next state, and next action is given by


Qst, at=Qst, at+α(Rt+1,+γQst+1, at+1-Qst, at).(8.204)

Using update equation (8.204), we can design Algorithm 8.13 for Sarsa.


Algorithm 8.13: Sarsa: An On-Policy TD Control

Step 1: Initialize Q(s,a) arbitrarily

Step 2: Repeat for each episode

Initialize s

Choose a from s using policy derived from Q(.|s) (e.g., ε-greedy)

Step 3: Repeat for each step of episode


	Take action a, observe R, next state s’


	Choose a’ from s’, using policy derived from Q(.|s’) (e.g., ε-greedy)


	Update

Qs,a←Qs,a+α(R+γQs’,a’-Qs,a)



	
s←s’, a←a’



Until s is a terminal state

Next we introduce the eligibility trace version of Sarsa, which is referred to as Sarsa (λ) (Sutton and Barto 2018). This is application of TD(λ) prediction methods to state-action pair. The trace for the state should be extended to state-action pair s,a. The update should be triggered by visiting the state-action pair and are implemented by the identity-indicator notation. The eligibility trace functions for state-pair are defined as

accumulating: Ets,a=γλEt-1s,a+IsStIaAt

Dutch: Ets,a=(1-α)γλEt-1s,a+IsStIaAt

replacing: Ets,a=1-IsStIaAtγλEt-1s,a+IsStIaAt,

for all s∈S, a∈A.

Substituting state-action variable Qts,a for state variable Vts and trace variable Ets,a for Ets in the update equation (8.200) for TDλ, we obtain the update equation for Sarsa λ:


Qt+1s,a=Qts,a+αδtEts,a, for all s,a, (8.205)

where

δt=Rt+1+γQtSt+1, At+1-Qt(St, At).

The complete Sarsa λ algorithm is summarized as Algorithm 8.14 (Sutton and Barto 2018).




Algorithm 8.14: Sarsa λ

Step 1: Initialize Q(s,a) arbitrarily, ∀s∈S, a∈A

Step 2: Repeat for each episode

Initialization

Es,a=0, ∀s∈S, a∈A

Initialize S,A

Step 3: Repeat for each step of episode

Take action A, observe R, S’

Choose action A’, using policy π(A’|S’) derived from Q (e.g., ε-greedy)

Calculate update

δ←R+γQS’,A’-QS,A

Update traces


ES,A←ES,A+1(accumulating traces)

or ES,A←(1-α)ES,A+1(Dutch traces)

or E(S,A)←1(replacing traces)

For all s∈S, a∈A(s)

Qs,a←Qs,a+αδE(s,a)

E(s,a)←γλE(s,a)

S←S’, A←A’

Until S is a terminal state





8.4.9 Watkin's Q(λ)

The Watkin's Q(λ) algorithm is an off-policy method (Sutton and Barto 2018). Q(λ) algorithm also can combine the Q-learning with eligibility traces. However, unlike TD(λ) or Sarsa λ, Q(λ) algorithm stops at the first non-greedy action (exploratory) taken. In general, if At+n is the first exploratory action, then the longest backup is

Rt+1+γRt+2+…+γn-1Rt+n+γnmaxa⁡Qt(St+n,a),

where updating is off-line.

The eligibility traces are updated in two steps. When an exploratory action was taken, the eligibility traces are set to zero for all state-action pairs. Otherwise, the eligibility traces for all state-action pairs decayed by γλ. In the second step, the accumulative trace value for the current state-action pair is incremental by 1 and the replacing trace value for the current state-action pair is set to 1.

In summary, the eligibility trace value is updated by


Ets,a=γλEt-1s,a+IsStIaAtif Qt-1St, At=maxa⁡Qt-1(St, a) IsStIaAtotherwise.(8.206)

The state-action variable is updated by


Qt+1s,a=Qts,a+αδtEts,a, ∀s∈S, a∈A(s),(8.207)

where

δt=Rt+1+γmaxa’⁡QtSt+1,a’-Qt(St,At).

The complete Watkin's Q(λ) algorithm is summarized in Algorithm 8.15.


Algorithm 8.15: Watkin's Q(λ) Algorithm

Step 1: Initialize Q(s,a) arbitrarily, ∀s∈S, a∈A

Step 2:. Repeat for each episode

Initialization

Es,a=0, ∀s∈S, a∈A

Initialize S,A

Step 3: Repeat for each step of episode

Take action A, observe R, S’

Choose action A’, using policy π(A’|S’) derived from Q (e.g., ε-greedy)


A*←maxa⁡Q(S’,a) (if A’ ties for the max, then A*←A’)

δ←R+γQS’,A*-Q(S,A)

Update traces


ES,A←ES,A+1(accumulating traces)

or ES,A←1-αES,A+1(Dutch traces)

or E(S,A)←1(replacing traces)

For all s∈S, a∈A(s)

Qs,a←Qs,a+αδE(s,a)

If A’=A* then E(s,a)←γλE(s,a)

Else E(s,a)←0

S←S’, A←A’

Until S is a terminal state





8.4.10 Actor-Critic and Eligibility Trace

Now we extend the actor-critic methods to incorporate the eligibility traces (Grondman et al. 2012). The received reward often involves the results of several steps. Eligibility trace provides information on the earlier visited several steps. Both actor part and critic part need to use eligibility traces for each state and each state-action pair. Let Et(s) and Et(s,a) be the eligibility trace at the time t for the state s and state-action pair (s,a), respectively. The updating equation for Et(s) is given by (Sutton and Barto 2018)


Ets=γλEt-1(s)∀s∈S, s≠StγλEt-1s+1s=St,(8.208)

and the updating equation for Et(s,a) is given by


Ets,a=γλEt-1s,a+1-πt(St, At)if s=St, a=AtγλEt-1s,aotherwise.(8.209)

The actor-critic updating equations with the use of eligibility traces are given by


Wt+1=Wt+αc,tδtEt(s)(8.210)


θt+1=θt+αa,tδtEt(s,a)∇θlog⁡πθ(At|St),(8.211)

where

δt=Rt+1+γV^(St+1,w)-V^St,w.




8.5 CAUSAL INFERENCE AND REINFORCEMENT LEARNING

Causal inference and RL are two different, but closely related concepts and disciplines. Combining causal inference and RL involves two basic topics: (1) application of causal inference to RL and (2) application of RL to causal inference. Application of causal inference to RL is referred to as causal RL (Bareinboim et al. 2021; Lu et al. 2021). In the previous chapters, we introduced two basic approaches to causal inference: (1) structural model and (2) counterfactual framework. Current application of structural model to RL is to use structural causal model to deconfound RL for observational data (Bareinboim et al. 2015; Lu et al. 2018; de Haan et al. 2019).

Counterfactual can be used as an alternative causal inference framework which is incorporated into RL to remove spurious return (Bottou et al. 2013; Buesing et al. 2018; Pitis et al. 2020). RL can also be used to causal discovery (Madumal et al. 2019; Zhu et al. 2020). In this section, we introduce some typical papers in these two topics.


8.5.1 Deconfounding Reinforcement Learning

In this section we introduce a general framework for RL with unmeasured confounding (Lu et al. 2018).


8.5.1.1 Adjust for Measured Confounders

We first consider the observed confounders and then study the unobserved confounders. Let C denote a set of observed confounders across all times. Let at denote action and rt denote a reward received at time t. Assume that the confounder C affects both the action at and reward rt. Without loss of generality, we further assume that the common confounders C are time-independent for each individual or for each procedure.

Theoretic foundation for adjusting the observed confounders to remove spurious association and retain true causation is do-calculus, which was introduced in Section 5.2. The effect rt caused by action at can be expressed as


p(rt|doat).(8.212)

We are unable to calculate the probability p(rt|doat) from observational data. To overcome this problem, in Section 5.2, we introduced three inference rules of do-calculus to map interventional distributions to observational probability distributions to allow us to estimate the interventional distribution from observational data alone (Pearl 2012). In this section, we will use back-door criterion and front-door criterion to convert the interventional distribution to classical statistical probability distribution.


Definition 8.16: Back-Door Path

When we estimate the effect of X on Y, a back-door path is an undirected path between X and Y with an arrow into X.




Definition 8.17: Back-Door Criterion

A set of conditioning variables S satisfies the back-door criterion if (i) the set S blocks every back-door path between X and Y and (ii) the set S does not contain a descendent of X. We need to block all non-causal paths (Figure 8.8(a)).

[image: ]
FIGURE 8.8 Illustration of the back-door and front door criteria.



When S meets the back-door criterion, the intervention distribution can be mapped to a statistical distribution as follows.


pYdoX=x=∑spYX=x, S=sp(S=s).(8.213)




Definition 8.18: Front-Door Criterion

A set of variables M satisfies the front-door criterion if (i) M blocks all directed paths from X to Y, (ii) there are no unblocked back-door paths from X to M, and (iii) X blocks all back-door paths from M to Y (Figure 8.8(b)).

Again, intervention distribution can be calculated by the statistical distributions:


p(Y|do X=x=∑mp(M=m|X=x)∑x’pYX=x’, M=mp(X=x’).(8.214)

Equation (8.214) can be further explained as follows. By condition (i), M blocks all directed paths from X to Y, any causal dependence of Y on X must be mediated via M, which implies


pYdoX=x=∑mpYdoM=mp(M=m|DoX=x).(8.215)

Condition (ii) implies that by back-door criterion, we can obtain the causal effect of X on M directly,


pM=mdoX=x=p(M=m|X=x),(8.216)

Condition (iii) states that X satisfies the back-door criterion for identifying the causal effect of M on Y. Then, using equation (8.213), we obtain


pYdo M=m=∑x’pYM=m, X=x’P(X=x’).(8.217)

Substituting equations (8.216) and (8.217) into equation (8.215), we obtain equation (8.214).

Under the assumption that the confounders are measured, using back-door criterion (equation (8.213), where Y=rt, X=at and C=c), we obtain


prtdoat=a=∑cprtat=a, C=cp(C=c).(8.218)

Equation (8.218) provides formula for confounder adjustment. Back-door and front-door offer a powerful tool to map intervention distributions to observational distributions, and hence are very useful for causal analysis.





8.5.1.2 Proxy Variable Approximation to Unobserved Confounding

In Section 8.5.1.1, we discussed about adjustment of observed confounding. In real problems, many confounders are unobserved. There have been no methods which can directly adjust for unobserved confounders. One solution is to use proxy variables of the confounders for identifying unobserved hidden confounders. However, it is unknown what variables are proxy variables of the confounders. Therefore, this solution consists of two steps. First step is to collect many variables such as genomics, geographic, lab test results, clinical data, images, and language variables. The second step is to use dimension reduction methods to map the collected data into the latent variables. Then, we develop a causal model to infer the causal relations among the latent variables, action and reward variables. From the inferred causal model, we identify the latent variables that simultaneously affect both action and reward variables. Such identified latent variables that affect both action and reward variables can be used as proxy variables of confounders (Lu et al. 2018).



8.5.1.3 Deep Latent Model for Identifying the Proxy Variables of Confounders

In this section, we assume that the observed covariates at different time are independent. Then, we can use VAE to infer the latent model for each time point t, separately. Let x=x1, …, xT, xt∈RDx be a sequence of observed covariates, a=a1,…, aT-1, at∈RDa be a sequence of action data and r=r2,…, rT+1, rt∈RDr be a sequence of rewards. We assume a sequence of observational covariates, actions, and rewards, where actions and rewards are confounded by one or several unknown factors. Let c be a set of common unobserved confounders. The VAE deep latent model is shown in Figure 8.9. The model in Figure 8.9 defines the following distributions:

[image: ]
FIGURE 8.9 VAE latent model for deconfounding.




pzt=∏j=1DzNzptj0,1, pc=∏j=1DcN(cj|0,1)(8.219)


pxtzt, c=Nxtμtx, σtx2, μtx=MLPzt, c, wμx , σtx2=MLP(zt, c, wσx)(8.220)


patzt,c=Natμta, σta2, μta=MLPzt, c, wμa, σta2=MLP(zt,c, wσa)(8.221)


prt+1zt, at,c=Nrt+1μtr, σtr2, μta=MLPzt, at,c,wμr, σtr2=MLP(zt, at,c,wσr)(8.222)

pztzt-1, at-1=Nztμptz, σptz2, μptz=MLPzt-1, at-1, wpμz,


σptz2=MLPzt-1, at-1, wpσz.(8.223)

where MLP represents a multilayer perceptron.



8.5.1.4 Reward and Causal Effect Estimation

There are two types of confounders: the time-independent global confounder c and time-dependent confounders ztt=1T (Lu et al. 2018). The time-dependent confounder zt plays a state role in RL. The reward rt is the immediate reward when the action at in the state zt is taken. The goal of RL is to find an optimal policy π*(at|zt), which determines what action at is taken, given the state zt. Therefore, the time-dependent confounder zt can be viewed as the state rather than a confounder of at and rt. Therefore, we do not need to adjust for zt.

The causal effect rt of action at, given the state zt is defined as


p(rt|zt, do at=a).(8.224)

If we view the pair (rt, zt) in Figure 8.9(b) as an effect, then c satisfies the back-door criterion in the graph Figure 8.9(b). The interventional distribution p(rt|zt, do at=a) can be converted to statistical distribution:


prtzt, do at=a=∫prtzt, at=a, cpcdc.(8.225)

Equation (8.225) shows that prtzt, do at=a can be identified from the joint probability distribution p(c,z,x,a,r). Since VAE can map the observed x to the latent variables c and z, the joint probability distribution p(c,z,x,a,r) can be recovered from the observed data (x,a,r).



8.5.1.5 Variational Autoencoder for Reinforcement Learning

The RL data consist of the observed covariates x=x1, …, xT, set of actions a=[a1,…,aT] and set of rewards r=[r2,…, rT+1]. The log-likelihood function, denoted by log⁡pθ(x,a,r), is a nonlinear function and parameterized by neural networks. The explicit log-likelihood function is intractable. VAE that is introduced in Chapter 3 should be used to approximate the log-likelihood function. The VAE lower bound for log⁡pθ(x,a,r) is given by

log⁡pθ(x,a,r)≥L(x,a,r, θ,∅)


=Eq∅(z,c|x,a,r)[log⁡pθ(x,a,r|z,c)]-KL(q∅(z,c|x,a,r)||pθz,c).(8.226)

Using the Markov property of the proposed model (Figure 8.9), the joint distribution can be factorized as follows:

pθx,a,r,z,c=∏t=1Tpxtzt,cpatzt,cp(rt+1|zt, at,c)


pcpz1∏t=2Tp(zt|zt-1, at-1),(8.227)

which implies that


pθx,a,r|z,c=pθx,a,r,z,cp(z,c)=∏t=1Tpxtzt,cpatzt,cp(rt+1|zt, at,c).(8.228)

Similarly, we obtain

pz,cx,a,r=pcx,a,rp(z|x,a,r,c)


=pcx,a,rp(z1|x,a,r)∏t=2Tp(zt|zt-1,x,a,r).(8.229)

Equation (8.229) implies that the approximation of the posterior distribution q(z,c|x,a,r) can be given by


qz,cx,a,r=qcx,a,rq(z1|x,a,r)∏t=2Tq(zt|zt-1,x,a,r).(8.230)

Using equations (8.228) and (8.230), we can reduce equation (8.226) to

log⁡pθ(x,a,r)≥L(x,a,r, θ,∅)

=∑t=1TEc~qcx,a,r, zt~q(zt|zt-1,x,a,r)[log⁡pxtzt,c+log⁡patzt,c+log⁡p(rt+1|zt, at,c)], .

-KL(q(c|x,a,r)|pc-KL(q(z1|x,a,r)||pz1)


-∑t=2TEzt-1~q(zt-1|zt-2,x,a,r)[KL(q(zt|zt-1, x,a,r)|pztzt-1,x,a,r],(8.231)

where for simplicity of notations, we omit subscripts θ and ∅.



8.5.1.6 Encoder

Encoder maps the observed data (x,a,r) to the latent space. Architecture of encoding network is shown in Figure 8.10. There are two types of encoding functions: q(c|x,a,r) and q(z|x,a,r). We assume that both of two types of encoding functions follow Gaussian distributions:

[image: ]
FIGURE 8.10 Architecture of encoding network.




qcx,a,r=N(c|μc, σc2),μc=MLPx,a,r, wμc, σc2=MLP(x,a,r, wσc),(8.232)


qztx,a,r=Nzμtz, σtz2,(8.233)

where MLP represents a multilayer perceptron, wμc, wσc are weights in MLPs.

The mean μtz and variance σtz2 of the encoding function are respectively given by (Appendix 8A)


μtz=wμhcombined+bμ,(8.234)


σtz2=softplus (wσ hcombined+bσ),(8.235)

where softplus function is defined as


softplusx=log⁡(1+ex) and hcombined is defined by equations (8A1–8A3) in Appendix 8A.

Counterfactual reasoning requires that at any time step t, given a new xt, we predict at and rt+1, which in turn, are mapped to the latent variable zt. Therefore, we need to estimate two conditional probabilities:


qatxt=Nμ=μ^ta, σ2=σ^ta2, μ^ta=MLPxt, wμa,σ^ta2=MLP(xt, wσa)(8.236)


qrt+1xt, a^t=N(μ=μ^tr, σ2=σ^tr2, μ^tr=MLPxt, at,wμr,σ^tr2=MLP(xt, at,wσr)(8.237)

We incorporate probabilities qatxt and qrt+1xt, a^t into the evidence of lower bound to obtain the modified objective function:


LDRL=Lx,a,r, θ,∅+∑t=1T[log⁡qatxt+log⁡qrt+1xt, a^t].(8.238)

The KL divergence is computed in Appendix 8B and its final result is


−KL(q∅(z,c|x,a,r)pθ(z,c) )=12∑j=1Dc[log(σtjc)2+1−(σtjc)2−(μtjc)2+12∑j=1Dz[log(σ1jz)2+1−(σ1jz)2−(μ1jz)2]+12∑t=2TEzt−1~q(zt−1|zt−2,x,a,r)∑j=1Dz[log(σtjzσptjz)2+1−(σtjzσptjz)2−(μtjz−μptjzσptjz)2].(8.239)



8.5.1.7 Decoder and ELBO

It follows from equation (8.226) that decoding function is defined as


pθx,a,r|z,c=∏t=1Tpxtzt,cpatzt,cp(rt+1|zt, at,c),(8.240)

where pxtzt,c, patzt,c, p(rt+1|zt, at,c) are respectively defined in equations (8.220), (8.221), and (8.222).

Monte Carlo method can be used to calculate the first term Eq∅z,cx,a,r[log⁡pθ(x,a,r|z,c)] of ELBO:


Eq∅z,cx,a,r[log⁡pθ(x,a,r|z,c)]≈1L∑l=1Llog⁡pθ(x,a,r|zl,cl).(8.241)

Recall from equation (8.230) that


qz,cx,a,r=qcx,a,rq(z1|x,a,r)∏t=2Tq(zt|zt-1,x,a,r).(8.242)


qcx,a,r follows a multivariate normal distribution. Its mean and variance are defined by neural networks (equation (8.232)).

Define


Cl=μc+σc⨀εl, εl~N0,I, l=1,…, L.(8.243)

Sampling from the joint distribution q(z1|x,a,r)∏t=2Tq(zt|zt-1,x,a,r) by sampling recursively from q(zt|zt-1,x,a,r) (equations (8.233)–(8.235)) from t=1 to T. Define


Ztl=μtz+σtz⨀εl, εl~N0,I, l=1,…, L,(8.244)

where when t=1, set

hcombined=12(htleft+htright⁡).

Note that


log⁡qatxt=-Da2log⁡2π-12∑j=1Da[log⁡σtja2+atj-μtjaσtja2](8.245)


log⁡qrt+1xt,at=-Dr2log⁡(2π)-∑j=1Dr[log⁡σtjr2+rtj-μtjrσtjr2](8.246)

The ELBO can be reduced to

LDRL≈1L∑l=1L[log⁡pθ(x,a,r|zl,cl)-KL(q∅zl,clx,a,rpθzl,cl)

-12∑t=1T[Da2log⁡2π+Dr2log⁡(2π)+12∑j=1Da[log⁡σtja2+atj-μtjaσtja2+


log⁡σtjr2+rtj-μtjrσtjr2].(8.247)



8.5.1.8 Deconfounding Causal Effect Estimation and Actor-Critic Methods

Using equation (8.225), we obtain Monte Carlo method for calculating the interventional distribution p(rt|zt, do at=a) as follows:


prtzt, do at=a≈1N∑l=1Np(rtzt=z, at=a, cl, cl~∏j=1DcN(cjl|0.1),(8.248)

where equation (8.243) can also be used to sample cl.

Recall from equation (8.183) that the gradient of Actor-Critic loss function is given by


∇θJθ=Eπ[(rt+1+γV^(zt+1,θv)-V^zt,θv)∇θlog⁡πθ(at|zt)],(8.249)

where rt+1 follows distribution prtzt, do at=a, which is approximated by equation (8.248).

The parameter θ for the policy πθatzt is updated by


θk+1=θk+α∇θJθ.(8.250)




8.5.2 Counterfactuals and Reinforcement Learning

The set of actions or interventions for control of dynamic system is often limited. The environments that determine the transition dynamics may change rapidly over time. The future environments of the dynamic system may be substantially different from the previous one. The actions or interventions cannot be only inferred from the historical data. To fully design optimal actions or interventions in the RL may not be feasible. In addition, it is difficult to collect data for RL. RL data are often sparse (Feinberg et al. 2018). Therefore, we need to design alternative actions and predict counterfactual rewards or outcomes in the future under a sequence of alterative actions in the RL (Buesing et al. 2018; Ge et al. 2020; Lu et al. 2020; Kuremoto et al. 2021). In this section, we introduce data augmentation by counterfactual reasoning for RL (Lu et al. 2020).


8.5.2.1 Structural Causal Model for Counterfactual Inference

Causal network models encode scientific assumptions and counterfactuals emerge as a general framework for causal inference (Chen and Pearl 2015). If the model is identified, a counterfactual query will be raised to predict values of the variables in the model using the available information. These predicted values that are unobserved can be used as counterfactuals.

Let Y=[Y1,…, Yn] be an n-dimensional vector of observed variables. A structural causal model that defines the causal relationships among n variables is given by a set of functional equations:


Yi=fipaYi, Ui, i=1,…, n(8.251)

where paYi denotes the set of endogenous parents of Yi, which directly causes Yi, Ui denotes a noise variable for Yi. We assume that Ui are jointly independent.


Example 8.4

A structural causal model for a causal network in Figure 8.11 is

[image: ]
FIGURE 8.11 An example of structural causal model.



Y1=f1(U1)

Y2=f2(Y1, Y4, U2)

Y3=f3(Y1, U3) 


Y4=f4(U4)(8.252)

Once the structural causal model (8.251) is identified, we can infer how the effect distributions response to the changes of cause distributions. Now we discuss how to use the structural causal model for making counterfactual reasoning. Assume that the structural causal model M in (8.251) is given and we observe Yi=yi if the parents of Yi take values pa(yi). The procedures that show how to estimate counterfactual Yi’, if values of the parents of Yi are changed to pa(yi’) (Lu et al. 2020):


	Use observations (Yi=yi, paYi=payi) to determine the noise U^i.


	Replace the structural equations for the variables in pa(Yi) with the function paYi=pa(yi’) to obtain the modified model My’.


	Use the modified model My’ and the value of U^i to estimate the counterfactual value Yi’.



The counterfactual value Yi’ is often denoted by Ypa(y’)|Y=y, paY=pa(Y’).





8.5.2.2 Bidirectional Conditional GAN (BiCoGAN) for Estimation of Causal Mechanism


8.5.2.2.1 Counterfactual Reinforcement Learning for a General Policy Define the structural causal model for the RL:


St+1=f(St, At, Ut+1),(8.253)

where St and At are the state and action at time t, St+1 is the sate at time t+1 and Ut+1 is a noise term. A core of inferring counterfactuals is to use BiCoGAN (Jaiswal et al. 2017; Carrara et al. 2020, Section 4.3.2) for estimation of causal mechanism f which can be any functional class of causal models, e.g., linear causal model, nonlinear additive model, and post-nonlinear causal model. Given state St, action At, noise Ut+1 at the time step t, and function f, the system will change to the state St+1. To estimate f, we can take the generated S^t+1 as the fake data and observed St+1 as real data. Using GAN, we can make distribution of S^t+1 as close to the true distribution of St+1 as possible. The resulting generator G can be taken as the approximation of the function f. To simultaneously estimate both the function f and noise term Ut+1, we use BiCoGAN. Specifically, the generator learns a mapping G(St, At, Ut+1) from the distribution pz(St, At, Ut+1) to the distribution pG with the goal of making pG as close as possible to pdata(St+1), where Zt=St, At, Ut+1. Since the generator maps (St, At, Ut+1) to St+1. Thus, the generator is also called decoder. The output of the decoder is St, At, Ut+1,S^t+1. The distribution of the output of the decoder can be written as


pSt, At, Ut+1,S^t+1=pSt, At, Ut+1p(S^t+1|St, At, Ut+1).(8.254)

The BiCoGAN also performs the inverse map from St+1 to (St, At, Ut+1), i.e., it encoders information of St+1 into (St, At, Ut+1). Therefore, the second map is called encoder (Figure 8.12(a)). The output of the encoder is (S^t, A^t, U^t+1, St+1). Its distribution can be written as
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FIGURE 8.12 (a) Architecture of BiCoGAN, (b) RNN for personalized policy.




pS^t, A^t, U^t+1, St+1=pSt+1p(S^t, A^t, U^t+1 |St+1).(8.255)

The discriminator is trained such that the samples from the decoder distribution in equation (8.254) and encoder distribution in equation (8.255) cannot be distinguishable. Therefore, we obtain


pSt, At, Ut+1pS^t+1St, At, Ut+1=pSt+1p(S^t, A^t, U^t+1 |St+1),(8.256)

which implies that


St+1≈S^t+1=G(St, At, Ut+1)(8.257)

and

Ut+1≈U^t+1 .

BiCoGAN improves the modeling of the latent space Zt by exposing Zt to the discriminator together with the images G(Zt) generated from Zt. An encoder 
E(St+1) is introduced to map real samples St+1 to the corresponding latent space Zt. The encoder module E(St+1) is trained together with the decoder G(Zt). The discriminator DSt+1, ESt+1∈[0,1] is trained to assess whether the couple (St+1, ESt+1) comes from a real (St+1, ESt+1) or generated image (GZt, Zt). Fooling discriminator D leads G and E to minimize the difference between (GZt, Zt) and (St+1, ESt+1) couples. The minimax problem for the BiCoGAN is


minG,E⁡maxD⁡VD,G,E=ESt+1~pdata(St+1)[log⁡DSt+1, ESt+1+EZt~p(Zt)log⁡(1-DGZt, Zt)(8.258)

Latent space consists of the intrinsic factors z=Ut+1 and the extrinsic factors c=(St,At). While the intrinsic factors are sampled randomly from a simple latent distribution such as a uniform or a normal distribution, the more specialized extrinsic factors are more difficult to model (Jaiswal et al. 2017). To match the intrinsic and extrinsic factors and stabilize the encoder training process, we introduce the extrinsic factor loss R(c, EcSt+1), which is defined as the distance between the intrinsic factors c and the extrinsic factors EcSt+1=(S^t,A^t) to stabilize the training process for the encoder and prevent overfitting the estimation error R(c, EcSt+1) of (St,At). Therefore, the extrinsic factor loss R(c, EcSt+1) is added to the objective function to regularize the training process:


minG,E⁡maxD⁡V’D,G,E=VD,G,E+γE(St, At,St+1)~pdata(St, At, St+1)[RSt, At,EcSt+1],(8.259)

where γ is the penalty parameter.

After learning the structural causal model: G=f^ and U^t+1, for t=1,…, T, via the BiCoGAN, we can infer the counterfactual St+1’ (Lu et al. 2020). Suppose at time t+1, we observe (St=st, At=a, St+1=st+1). We want to predict what would have been the next state St+1’, if we had taken the action a’. To solve make prediction for counterfactual under action a’, we input st, a’, u^t+1 to the generator. The output Gst,a’, u^t+1=St+1’ is the inferred counterfactual under alternative action a’. This provides a powerful tool for imputing the missing data or augmenting the data via inferring the counterfactual states under a set of alternative actions. The actions can be either discrete or continuous. Assume that the support of the action space A is [b-, b+]. We uniformly sample action a’ from [b-, b+] and use identified structural causal model to infer the counterfactual outcome St+1’. The original data and inferred counterfactual data are to form augmented data D~ for RL.



8.5.2.2.2 Counterfactual Reinforcement Learning of Personalized Policies In practice, we often observe the different responses of different individuals to the identical action. To deal with this problem, we introduce personalized counterfactual inference (Lu et al. 2020). We modify the structural causal model (8.253) to


St+1=f(St, At, Ut+1, θc),(8.260)

where θc represents the hidden factor of the individual c. To estimate θc, for each individual at time t, we include the data sequence with size τ: St-i+1, At-i+1, St-i+2i=1τ into the dataset.

Taking the data sequence {St-τ+1:t, At-τ+1:t} as an input to a vanilla recurrent neural network (RNN) or long short-term memory (LSTM) (Jaquesn et al. 2017) (Section 1.1.3), we output θ^c from the RNN or LSTM, which, in turn, is taken as a new input to the generator G (Figure 8.12(b)). The output of the BiCoGAN is


S^t+1c=G(St, At, Ut+1, θc),(8.261)

where S^t+1c is the estimated state of the individual c at time t+1. The latent variable θc that is learned from the additional sequence of data {St-τ+1:t, At-τ+1:t} provides information on personalized counterfactual response.

The estimated θ^c can be used to group individuals and perform group RL. Specifically, the k-means algorithm is used to cluster θ^c into several groups. The estimated centroid from k-means is a new θ-c to represent the group and is taken as a new input for the group. Repeating counterfactual reasoning on each group of individuals, we obtain the augmented dataset D-i for the ith group.




8.5.2.3 Dueling Double-Deep Q-Networks and Augmented Counterfactual Data for Reinforcement Learning

Dueling double deep Q-network (D3QN) (Wang et al. 2015; Raghu et al. 2017; Lu et al. 2020) can be applied to the counterfactually augmented dataset D~. The D3QN is a state-of-the-art deep RL method, which has found many successful application to complex sequential decision-making problems (Lu et al. 2020). The remarkable feature of dueling architecture is to more quickly identify the correct action during policy evaluation (Wang et al. 2015).


8.5.2.3.1 Deep Q-Networks Q-value functions may be high dimensional. A DQN Q(S,A,θ) with parameters θ in the neural network can be used to approximate Q-value functions (Wang et al. 2015). The loss function of Q-Network is defined as


Liθi=Es,a,r,s’[yiDQN-QS,A,θi2],(8.262)

where


yiDQN=r+γmaxa’⁡Q(S’, A’, θ-),(8.263)


θ- represents the parameters of a fixed and separate target network. Stochastic gradient descent method can be used to update θ:


θi+1=θi+α[yiDQN-QSi,Ai,θi]∇θiQSi,Ai,θi.(8.264)



8.5.2.3.2 Double Deep Q-Network The max operator in the DQN uses the same values for both selecting and evaluating an action, which may cause to select overestimated values and lead to overoptimistic value estimates (Wang et al. 2015). To overcome this limitation, double deep Q-Network (DDQN) is developed. It defines the following target network and loss function:


yiDDQN=r+γQ(S, argmaxA’⁡Q(S’, A’, θi; θ-),(8.265)


Liθi=ES,A,r,S’[yiDDQN-QS,A,θi2].(8.266)



8.5.2.3.3 Dueling Double Deep Q-Network In practice, we often observe that it is unnecessary to select all actions and estimate the value of each action. Wang et al. (2021) proposed the D3QN for RL. Before studying D3QN, we introduce an advantage function which is defined as


Aπs,a=Qπs,a-Vπ(s).(8.267)

The architecture of the D3QN is given as follows. The lower layers of the D3QN are convolutional to convert high-dimensional image signals to the state, followed the lower layers are two sequences (streams) of fully connected layers. One stream estimates (scalar) state-value function V(s, θ,β) and second stream estimates the advantage function for each action A(s,a, θ,α). Their estimations are separated. The final module combines two streams to generate a single output Q function:


Qs,a, θ,α,β=Vs, θ,β+(As,a, θ,α-1A∑a’A(s,a’, θ,α)),(8.268)

where A denotes the number of actions in the set A.

The entire procedure of RL with counterfactual-based data augmentation is given in Algorithm 8.16 (Lu et al. 2020).


Algorithm 8.16

Step 1: Input: observed triplet St, At, St+1, t=1,…, T from all individuals.

Step 2: Estimation of a general policy


	Estimate the structural causal model in (8.262) with BiCoGAN.


	Use the estimated structural causal model to generate counterfactual states and noises for a set of alternative actions. Such counterfactually augmented data are denoted by D~.


	Perform D3QN on D~ and output the general policy.

Step 3: Estimation of personalized policies


	Use BiCoGAN to estimate the structural causal model in (8.260) and the individual factor θc.


	For each individual, use the estimated structural causal model to generate counterfactual data for a set of alternative actions. Denote the counterfactually augmented dataset for the individual i by D~i.


	Run D3QN on the data D~i and output the personalized policy for the individual i.










8.6 REINFORCEMENT LEARNING FOR INFERRING CAUSAL NETWORKS


8.6.1 Instruction

The widely used traditional methods for construction of causal networks are based on score functions. The causal networks are formulated as a directed acyclic graph (DAG). For each DAG, a score is assigned. Inferring causal network is reduced to a combinatorial optimization problem. Various algorithms have been developed to search for the DAG with the best score. Finding the optimal combinatorial problem solution is NP-hard (Chickering et al. 2004). Zheng et al. (2018) and Yu et al. (2019) formulated acyclic constraint in term of smooth continuous function and transformed the combinatorial optimization problem to a continuous optimization problem. However, Zheng et al. (2018) can only deal with linear causal network analysis and Yu et al. (2019) can only perform quasi-linear causal network analysis, although they used VAE and matrix normal to extend analysis to the DAG with multiple features of the nodes. In the past several years, a combination of RL and graph encoding-decoding algorithms is used to search for the best solution to combinatorial optimization problem (Vaswani et al. 2017; Kool et al. 2019; Kwon et al. 2020; Mazyavkina et al. 2020). Following this path, Zhu et al. (2020) applied RL to causal network discovery. Searching best solution to combinatorial optimization problem is then transformed to search optimization policy which is a continuous optimization problem. This opens a new way for construction of causal networks. However, their structural causal models are still not fully nonlinear. In this section, we introduce (1) the recent development in attention networks, (2) application of RL to solving combinatorial optimization problems, and (3) a general framework for causal discovery with RL which can completely solve nonlinear causal network problems.



8.6.2 Mathematic Formulation of Inferring Causal Networks Using Bidirectional Conditional GAN

Consider a network with m1 endogenous variables (Y1, …, Ym1) and m2 exogenous variables (X1,…, Xm2) with n samples, where Yi∈Rn, Xi∈Rn. The set of variables (Y1, …, Ym1) defines a DAG G=(V,E), where V is a set of nodes and E is the set of edges. Each node i∈V corresponds to exactly one variable Yi. Therefore, the node and variable can be exchangeable used. Define a functional causal model:


Yi=fiYpai,Xpa(i), ei, i=1,…, m1,(8.269)

where Ypai are the endogenous variables of the parents of the endogenous variable Yi and Xpa(i) are the exogenous variables of the parents of the endogenous variable Yi, ei, i=1,…, m1 are noise variables and are jointly independent. If the network G is given, then Ypai,Xpa(i) are also given.

In Section 8.5.2.2.1, we introduced BiCoGAN method ((Jaiswal et al. 2017; Carrara et al. 2020) for estimating structural causal model in RL. Now we extend the BiCoGAN to inferring the functional causal models (8.269). The BiCoGAN is shown in Figure 8.13. The BiCoGAN is applied to each function causal model of the endogenous variable Yi. Therefore, m1 BiCoGANs fit m1 functional causal model in parallel.

[image: ]
FIGURE 8.13 Architecture of BiCoGAN for functional causal model.



BiCoGAN improves the modeling (Ypai, Xpai, ei) by exposing (Ypai, Xpai, ei) to the discriminator together with the images fiYpai,Xpa(i), ei generated from (Ypai, Xpai, ei). An encoder E(Yi) is introduced to map real samples Yi to the corresponding encoding space (Ypai, Xpai, ei). The encoder module E(Yi) is trained together with the decoder fiYpai,Xpa(i), ei. The discriminator DYi, EYi∈[0,1] is trained to assess whether the couple (Yi, EYi) comes from a real (Yi, EYi) or generated image (fiYpai,Xpa(i), ei, Ypai, Xpai, ei). Fooling discriminator D leads fi and E to minimize the difference between (fiYpai,Xpa(i), ei, Ypai, Xpai, ei) and (Yi, EYi) couples. The minimax problem for the BiCoGAN is


minG,E⁡maxD⁡VD,G,E=EYi~pdata(Yi)[log⁡DYi, EYi+EZ~p(Z)log⁡(1-DfiZ, Z),(8.270)

where Z=(Ypai, Xpai, ei).

Assume that n samples are available. Then, we obtain


Y^ij=f^iYpa(i)j,Xpa(i)j, e^i, j=1,…, n.(8.271)

Define

Y^i=Y^i1⋮Y^in, e^i=e^i1⋮e^in, Yi=Yi1⋮Yin, Ypa(i)=Ypa(i)1⋮Ypa(i)n, Xpa(i)=Xpa(i)1⋮Xpa(i)n.

For each node, we define the score as


scorei=Yi-Y^i22,(8.272)

and the Bayesian Information Criterion (BIC) score for the entire network as


SBICG=∑i=1m1nlog⁡Yi-Y^i22n+medgelog⁡n,(8.273)

where medge denotes the number of edges.

Next we define constraints to ensure the acyclicity of the graph. The acyclicity constraints are often specified by combinatorial methods. The optimization problem is in nature, a combinatorial optimization problem, and hence is an NP-hard problem (Chickering et al. 2004).

To meet this computational challenge, Zhang et al. (2018) proposed to transform these combinatorial optimization problems into continuous optimization problem using a new smooth acyclicity constraint.

An adjacency matrix A is a DAG, if and only if (Section 5.2.2)


hA=TreA∘A)-m1=0,(8.274)

where A∘A denotes element-wise multiplication. The constrained (8.274) can also be reduced to (Yu et al. 2019; Section 5.3.5):


hA=TrI+αA∘Am-m=0.(8.275)

The score function SBICG depends on the topology of the graph. Construction of the causal network is finally formulated as a combinatorial optimization problem:


minG⁡SBICG(8.276)

s.t. hA=0,

where A is the adjacency matrix of the DAG G.

The constrained combinatorial optimization problem (8.276) can be solved by a sequence of unconstrained combinatorial optimization problem using Lagrange multiplier method:


maxλ⁡Dλ=minG⁡S(G,λ) ,(8.277)

where


SG,λ=SBICG+λ hA.(8.278)

To improve the convergence rate, we add the second constraint to the objective function:


SG,λ1, λ2=SBICG+λ1 hA+λ2I(G∉DAGs),(8.279)

where I is an indicator function.

Therefore, finally we need to solve the problem:


maxλ1, λ2⁡D(λ1, λ2)=minG⁡SG,λ1, λ2.(8.280)

Gradient method can also be used to solve the optimization problem (8.280). Update formula is


λ1k+1=λ1k+η1h(A*)(8.281)


λ2k+1=λ2k+η2 I(G∉DAGs),(8.282)

where A* is the adjacency matrix that corresponds to the graph G*=argminG⁡SG,λ1, λ2.

For fixed DAG and penalty parameters λ1, λ2, we define the reward as:


R=-SG,λ1, λ2.(8.283)



8.6.3 Framework of Reinforcement Learning for Combinatorial Optimization

RL for combinatorial optimization can be defined as the following MDP (Mazyavkina et al. 2020).


Definition 8.19: MDP of RL for Combinatorial Optimization

The MDP of RL for combinatorial optimization consists of state space S, action space A, reward R, transition probability P, scalar discount factor γ, and the length of episode T.


	State st∈S. A state s is either defined as a partial solution to the problem (e.g., a partially constructed DAG) or suboptimal solution (e.g., suboptimal DAG, or simply a DAG).


	Action at∈A is defined as either as an addition to a partial solution (edges to partial DAG) or changing complete solution (complete DAG).


	Reward function R is a mapping from states and actions into real numbers R: S×A→R. It can be defined as the changes in the cost after taking action. The reward function depends on the current state st and current action at. Thus, the reward function is often denoted as R(st,at).


	Transition probability P(St+1=st+1|St=st, At=at) is defined as a conditional probability that the dynamic system in state st at time t moves to the state st+1 at time t+1 after taking action at.


	Scalar discount factor 0<γ≤1 is defined as the factor that accounts for the amount of reward reduced when the system moves away from the current state.


	
T, the length of the episode, where an episode is defined as a sequence {st, at, rt+1, st+1, at+1, rt+2, st+2,… sT}.



The goal of RL is to find a policy π(a|s) that maps the states into actions (Mazyavkina et al. 2020). The RL attempts to find the optimal policy that optimizes the expected discounted sum of cost (reward):


π*=argmaxπ⁡Eπ[∑t=0TγtRst, at].(8.284)

As we discussed before, there are two types of RL algorithms: value-based algorithms and policy-based algorithms. No matter what type of algorithm is used, all RL algorithms include two important elements: state and action. State in our problem represents the given graph, while actions are often represented by numbers. Therefore, an RL for solving combinatorial optimization problem needs to encode a state to a number.

The pipeline for solving causal network estimation problem with RL is presented as follows. BiCoGAN is first used to estimate the functional causal model. Then, inferring causal network based on the estimated functional causal model is formulated as a constrained combinatorial problem, which in turn is reformulated as a sequence of unconstrained combinatorial optimization problem using the Lagrange multiplier. The negative objective function for the unconstrained combinatorial optimization problem is used as a reward function. We define the graph as the state and the action as the graph generating process. A key step is to encode the input state into a numerical vector (Q-values or probability of each action). Next, the RL selects an action, the environment moves to a new state (changes to a new graph), and the agent receives a reward for the taken action. Repeat the process until the suboptimal graph for the fixed penalty parameters is reached. Finally, update the penalty parameters and repeat the iteration process again until reach the global optimal DAG that defines the causal network.





8.6.4 Graph Encoder and Decoder

Both encoding and decoding graph-structured data are essential to application of RL to causal inference. The classical methods for encoding graphs use graph embedding or fixed feature selection to map graphs into real vector spaces, while the recent methods for graph encoding directly use graph neural networks. Similarly, the classical techniques for decoding graphs use the rule-based, graph-driving methods, while recent methods learn the decoding directly via deep learning (Hamilton et al. 2018; Paolis Kaluza et al. 2018; Xu 2020).

Graph encoding methods can be classified into three categories (Cui et al. 2018): matrix factorization-based methods, random walk-based methods, and neural network-based methods (Cao et al. 2015; Ou et al. 2016). In this section, I will mainly introduce the neural network-based methods.


8.6.4.1 Mathematic Formulation of Graph Embedding

Consider a graph G(V,E) wth associated adjacency matrix A, where V={v1,…, vm} is a set of nodes and E is a set of edges. An edge eij can be represented by a pair of vi, vj, vi, vj∈V. If the edge eij is directed edge, then (vi, vj) represents direction of vi→vj. The nodes vi and vj are called adjacent nodes or neighboring nodes. Let X∈Rd×m be the real-valued matrix of node features, where d is the number of features for each node and m is the number of nodes. The goal of graph embedding is to use the adjacency matrix A and node feature matrix X to map each node or a subgraph to a vector Z∈Rl, l≪m in the low dimensional space.



8.6.4.2 Node Embedding

We first discuss embedding nodes. Node embedding maps nodes to a low-dimensional latent space where their graph position and their neighborhood structure are encoded (Figure 8.13) (Hamilton et al. 2018). Node embedding consists of two parts: encoder and decoder. The encoder maps each node to a low-dimensional latent vector and the decoder recovers graph structural information from the mapped latent vectors. Now we mathematically define the encoder and decoder.


Definition 8.20: Encoder and Decoder

Mathematically, the encoder is defined as a function,


ENC:V→Rd,(8.285)

i.e., maps a node vi∈V to the latent vector zi∈Rd (zi is called the embedding of the node vi). The decoder is also defined as a function of two variables,


DEC: Rd×Rd→R+,(8.286)

i.e., maps a pair of node embedding to a positive similarity measure in the original graph.

Consider two nodes vi and vj, and their embedding (zi, zj). Let SG(vi, vj) be the similarity measure between vi and vj in the original graph. The quality of reconstruction of the encoder-decoder is quantified by the similarity. The similarity of the reconstruction of encoder-decoder is measured by DEC(ENCvi, ENCvj). The goal of the encoder-decoder is to make the similarity of the reconstruction as close to the similarity measure SG(vi, vj) between the pair of nodes vi and vj as possible, i.e.,


DEC(ENCvi, ENCvj)≈SG(vi, vj).(8.287)

Let l:R×R→R be a loss function which measures the difference between the reconstruction similarity measure DEC(zi, zj) and similarity measure SG(vi, vj) in the original graph. The encoder-decoder attempts to minimize the loss L over a set of training node pairs D:


L=∑vi, vj∈Dl(DECzi, zj, SG(vi, vj)).(8.288)





8.6.4.3 Shallow Embedding Approaches

Shallow embedding is a key component of the node embedding algorithms (Hamilton et al. 2018). The encoder function for shallow embedding is defined as


ENCvi=Zvi,(8.289)

where Z∈Rd×m is a matrix consisting of the embedding vectors for all nodes in the graph and vi∈IV is a one-hot indicator vector indicating that the ith column of Z corresponds to node vi.

Specifically,

Zvi=z11⋯z1i⋯z1m⋮⋮⋮⋮⋮zd1⋯zdi⋯zdm0⋮1⋮0=z1i⋮zdi=Zi.


8.6.4.3.1 Factorization-Based Approaches The encoder function for the factorization-based approach is defined in equation (8.289), while the decoder function and loss function in the factorization-based approaches for the Laplacian eigenmaps are respectively defined as


DECzi, zj=zi-zj22(8.290)

and


L=∑(vi, vj)∈DDEC(zi,zj)SG(vi, vj).(8.291)

The decoder function and loss function for the inner-product methods are respectively, defined as


DECzi, zj=ziTzj(8.292)

and


L=∑(vi, vj)∈DDECzi, zj-SG(vi, vj)22.(8.293)

Several graph factorization methods use the adjacency matrix to define the loss function. The Graph Factorization algorithm defines the loss function as the element of the adjacency matrix, i.e., SG(vi, vj)=Aij and the GraRep use the power of the adjacency matrix to define the loss function, i.e., SGvi, vj=Aij2.

For the inner product decoder function, using equation (8.292), we obtain

∑i=1d∑j=1dDECzi, zj=∑i=1d∑j=1dziTzj


=ZTZ,(8.294)

where Z=[z1, …, zd].

Define the similarity matrix of the graph as


S=SGvi, vjd×d.(8.295)

Then, the similarity matrix can be factorized as


S≈ZTZ.(8.296)

The loss function for matrix-factorization approaches is


L=ZTZ-SF2,(8.297)

where F denotes the Frobenius norm of the matrix. Equation (8.297) implies that learning embedding for each node by matrix-factorization approaches is implemented by making the inner product between the learned embedding vectors to approximate the deterministic measure of node similarity.



8.6.4.3.2 Random Walk Approaches Random walk approach is also another popular class of shallow embedding methods. For random walks, the similarity of nodes is measured by their c-occurrence on short random walks over the graph. Unlike the matrix-factorization approaches where deterministic node similarity measures are used, random walk approaches use statistics of random walks to define the similarity measures. Let pG,T(vj|vi) be the probability of visiting vj on a length-T (T∈[2,…, lT]) random walk starting vi.

The decoder function for DeepWalk (Peruzzi et al. 2014) and node2vec (Grover and Leskovec 2016) is defined as

Deczi,zj=exp⁡(ziTzj)∑vk∈Vexp⁡(ziTzk)


≈pG,T(vj|vi).(8.298)

We mainly introduce the DeepWalk and briefly introduce node2vec. The DepWalk algorithm include two major parts: a random walk generator and a representation update procedure (Peruzzi et al. 2014)


8.6.4.3.2.1 Random Walk Generator The random walk generator takes a graph G as an input, and uniformly samples a random node vi as the root of the random walk which is denoted by Wvi where vi indicates that the random walk Wvi starts at the root node vi. The random walk Wvi repeatedly samples uniformly from the neighbors of the last node visited until the maximum length t is reached. At each node, we perform γ random walks of length t. The random work procedures are summarized in Algorithm 8.17 (Algorithm 1 in (Peruzzi et al. 2014)).


Algorithm 8.17: Random Walk

Input:

Graph G(V,E)

Window Size: ω

Number of walk per node: γ

Walk length t

Output:

Matrix of node representations Φ∈R|V|×d

Step 1: Initialization. Sample Φ from U|V|×d

Step 2: Construct a binary tree T from the set of nodes V

Step 3: for i=0 to γ do (iteration of random walk generation)

Step 4: O=shuffle (V)

Step 5: for each vi∈O do (perform random walks for all nodes)


Wvi=RandomWalk (G, vi, ω), generate a random walk with length t, starting at vi

SkipGram (Φ, Wvi, ω)

end for

end for

Now we introduce the SkipGram to update representations (Peruzzi et al. 2014). The purpose of SkipGram is to learn the latent representation Φ:v∈V→R|V|×d. The representation function Φ is often parameterized by a |V|×d matrix. Our goal is to use the representations Φv1, …, Φ(vi-1) of the visited nodes v1, …, vi-1 to estimate the conditional probability of observing vi of next visit, given the representations of the past visited nodes v1, …, vi-1:


p(vi| Φv1, …, Φ(vi-1)).(8.299)

The problem for this calculation is that the computation of this conditional probability quickly becomes intractable when the walk length increases. To overcome this limitation, we make three changes. The first change is to replace prediction of a missing word using its context with prediction of the context using the word. The second change is to redefine the context as the composed of the words presenting on the right and left of the given word. The third change is to remove the ordering constraints in mathematical formulation of the problem. After these changes, the estimation problem (8.299) becomes


minΦ⁡-log⁡p({vi-1,…, vi+w}\vi|Φvi).(8.300)

This formulation has several remarkable features. First, this model assumes the order independence which allows to develop small models as one node is given at time. Secondly, the models capture the shared similarity in local graph structure between the nodes. Finally, by combining both truncated random walks and language models, the DeepWalk generalizes representations of social network, which encode the latent forms of community membership to the general networks.

Using independent assumption, we can reduce the conditional probability in equation (8.300) to


pvi-ω, …, vi+ω\viΦvi=∏j=i-w, j≠ii+ωp(vj|Φvi).(8.301)

The core element in equation (8.301) is the conditional probability p(vj|Φvi). A logistic regression can be used to compute p(vj|Φvi). However, modeling the conditional probability using logistic regression would result in a large number of labels (V) (Peruzzi et al. 2014). To overcome this limitation, we use hierarchical softmax (Ruder et al. 2016).

Recall that the softmax is defined as


pvic=exp⁡(hTΦvi)∑vj∈Vexp⁡(hTΦvj),(8.302)

where h is the output vector of the penultimate network layer. Since the denominator involves computing the inner product between h and outpu embedding of every node in the network, computation of softmax is very expansive. To overcome this limitation, hierarchical softmax can be used as an approximation to the softmax using binary tree (Morin and Bengio 2005). We first build a binary tree. We assign the nodes to the leaves of the binary tree. Let b0 be the root of the tree and b[log⁡|V|]=uk. The inner nodes between the root and leaves are indexed by b1, b2, … (Figure 8.14). Define the conditional probability p(bl|Φvi) as
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FIGURE 8.14 Illustration of DEEP WALK.




p(bl|Φvi=11+exp⁡(-ΦT(vj)Ψ(bl),(8.303)

where Ψ(bl)∈Rd is the representation assigned to tree node bl. For example, p(v3|Φv2) is equal to the product of the probabilities along the path b0→b1→b2→b3=v3 in Figure 8.14, i.e.,

pv3Φv2=11+exp⁡(-ΦTv2Ψb0)11+exp⁡(-ΦTv2Ψb1)11+exp⁡(-ΦTv2Ψb2)11+exp⁡(-ΦTv2Ψv3).







8.6.4.4 Attention and Transformer for Combinatorial Optimization and Construction of Directed Acyclic Graph


8.6.4.4.1 Notations and Definitions We introduce DAG-RNN with most materials from Amizadeh et al. (2019), and attention and transformer for combinatorial optimization and construction of DAG using RL with most materials from Kool et al. (2019).

Consider a DAG G=(V,E), where V=vii=1n and E={eij} are the sets of direct edges with eij denoting an edge from vi to vj. Assume that the topological sort of the DAG determines the order of the nodes in the DGA. For any node v∈V, πpa(v) denotes the set of parents of v in G. The reverse DAG, Gr is defined as the DAG with the same set of nodes in G, but reversed edges. The nodes of Gr appear in the reverse order of those of G. For each node v in a given G, define μGv:V→Rd (a d-dimensional vector function) as a DAG function (Figure 8.15). All possible d-dimensional functions μG(v) form a space, denoted by Gd. Let FθμG:Gd→O be a parametric function that maps a DAG function μG in Gd to some output space O.
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FIGURE 8.15 Illustration of DAG encoding.





8.6.4.4.2 DAG Embedding Layer The embedding of DAG is defined as a mapping from a DAG to the continuously changed vector space, which is often called latent space. A DAG consists of nodes and structure of the graph. Therefore, the embedding of DAG includes mapping each node in the input graph to a latent vector that is called the node state. The structure information of the graph is included in the embedding of DAG via the interactive update of the node states, which takes the graph structure into account. The DAG recurrent networks (DAG-RNNs) (Shuai et al. 2016) in a junction with the gated graph sequential neural networks (GGS-NN) (Li et al. 2015) are used for the embedding of DAG.

The input node feature and mapped node state vectors are defined as a DAG function. Specifically, the d-dimensional DAG function μG(v) is used to define the node feature vector xv=μG(v), while some unknown q-dimensional DAG function δGv:V→Rq is used to define the node state vector hv=δG(v). Unlike the classical RNN where the hidden state hvi of the node vi is a nonlinear function of the input feature vector Yvi or Xvi of the current node vi and the hidden state vector hvi-1 of the previous node vi-1, the state vector hvi of the node vi is defined as


hvi=GRU(Yvi, hvi’),(8.304)

where


hvi’=A(hu|u∈πpa(vi), GRU is the gated recurrent unit, A is a deep set aggregator function (Zaheer et al. 2017). The deep set function is invariant to the permutation of its input. Equation (8.304) states that the state vector is generated by the GRU with the node feature vector and the aggregated state of its parent nodes.

To complete one layer (forward) embedding of the input DAG feature μG, we apply equation (8.304) sequentially to the nodes of the DAG in the topological set order to obtain the state vector hv for all nodes of G. Let εβ:Gd→Gq be the embedding function that maps the input d-dimensional DAG function to a q-dimensional DAG function space. Then, we have εβμG=δG.

After completing one layer (forward) embedding of the input DAG feature function which is processed in the reversed order. Let εr:Gd→Gq be the reverse embedding function that maps the input d-dimensional DAG function to a q-dimensional DAG function space in the reverse order. Then, we have εrμG=ε(μGr), where Gr denotes the reversed G of the DAG G. Forward embedding layer takes information from its ancestor nodes, while reverse embedding layer considers information flowing from its descendant nodes.



8.6.4.4.3 Attention Layer


8.6.4.4.3.1 Single Attention The embedding are updated using N attention layers (Vaswani et al. 2017; Kool et al. 2019; Choromanski et al. 2021). Each attention layer consists of two sublayers: multi-head attention (MHA) layer and fully connected feed-forward (FF) layer. Each sublayer is followed by batch normalization (Ioffe and Szegedy 2015).

Attention is measured by the similarity between the target node and its neighbors and used as weight. If two nodes are chosen, they are more similar, the more attention should be paid to these two nodes. Let qi∈Rdk be a vector of query, ki∈Rdk be a vector of key, vi∈Rdv be a vector of values, and hi be the state vector of the node i. Furthermore, let WQ∈Rdk×dh, WK∈Rdk×dh and WV∈Rdv×dh be the query, key, and value matrices. Define the transformations:


qi=WQhi, ki=WKhi, vi=WVhi.(8.305)

The similarity measure uij∈R between node i and node j is defined as


uij=qiTkjdkif i adjacent to j-∞otherwise (8.306)

Using a softmax, we define the attention weights αij∈[0.1] between node i and node j:


αij=euij∑leuil.(8.307)

The state vector of the node i is updated as the convex combination of the value vj from the neighborhood nodes:


hi’=∑jαijvj.(8.308)



8.6.4.4.3.2 Multi-Head Attention T allow nodes to receive different types of messages from different neighbor nodes, we define MHA. Let M be the number of heads, him’, m∈[1,…, M] be the updated state vector of he node i using the mth attention mechanism, and WmO∈Rdh×dv be the weight matrix. The final MHA state vector of values for node i is a function of the states h1,…,hn and defined as


MHAih1,…, hn=∑m=1MWmOhim’.(8.309)



8.6.4.4.3.3 Batch Normalization Let n be the batch size, h-=1n∑i=1nhi, σi2=1n∑i=1nhi-h-2, and h^i=hi-h-σi2+ε, ε is small value to ensure σi2+ε>0, Wbn and bbn be the learnable dh-dimensional affine parameters. The batch normalization is defined as


BNhi=Wbn⨀h^i+bbn,(8.310)

where ⨀ denotes the element-wise multiplication.



8.6.4.4.3.4 Feed-Forward Sublayer Let Wff,0∈Rdff×dh, Wff,1∈Rdff×dff be weight matrices, bff,0∈Rdhh and bff,1∈dff be bias vectors. The output of FF sublayer is defined as


FFh^i=Wff,1ReLuWff,0h^i+bff,0+bff,1.(8.311)



8.6.4.4.3.5 Attention Layer There are N attention layers. Consider the lth attention layer, which consists of an MHA layer and FF layer, each followed by batch normalization. Summarizing the above discussions, we obtain the output of the lth attention layer:


h^i=BN(l)(hil-1+MHAilh1l-1,…, hnl-1),(8.312)


hi(l)=BNl(h^i+FFlh^i).(8.313)

One of the final output is an aggregated embedding h-(N), defined as


h-(N)=1N∑i=1nhi(N).(8.314)

Both the node embedding hi(N) and graph embedding h-(N) are the output of the attention layer.




8.6.4.4.4 Decoder The decoder outputs the adjacency matrix, given the graph embedding h-(N) and the node embedding hi(N) (i=1,…,n) (Figure 8.16). To improve the decoding and utilize the context information, a special context node is added to the graph. The decoder will take the output of an attention (sub)layer on the top of the encoder as its input. A single head attention mechanism (Bernoulli probability sampling) will be used to compute the adjacency matrix of the DAG.

[image: ]
FIGURE 8.16 Decoder for DAG.




8.6.4.4.4.1 Context Embedding The context of the decoder for the node i consists of the graph embedding h-(N) and the node embedding hi(N) of the node i. The context of the decoder for the node i is given by


hc(i)N=h-(N)hi(N), i=1,…, n,(8.315)

where h-(N)hi(N) is the horizontal concatenation operator.

Let N+1 index the node embedding layer of the decoder. Next we use the MHA mechanism to calculate the context node embedding hc(i)N+1. Let WmQ, WmK and WmV be the query, key, and value weight matrices for the mth head. Define


qc(i)m=WmQhc(i), kim=WmKhi and vim=WmVhi.(8.316)

Calculate the compatibility uc(i)jm∈R of the query qc(i)m of the context c(i) with the key kjm of the node j:


uc(i)jm=qc(i)mTkjmdk, dk=dhM(8.317)

and attention weights αcijm∈[0,1] for the mth head:


αcijm=exp⁡(ucijm)∑lexp⁡(ucilm).(8.318)

Then, we calculate the state vector for the context node:


hc(i)m=∑jαcijmvjm.(8.319)

Let WmO∈Rdh×dv be the parameter matrices. Then, the final MHA value for the context c(i) is defined as


hc(i)N+1=∑m=1MWmOhc(i)m.(8.320)



8.6.4.4.4.2 Compute the Adjacency Matrix for the Decoded DAG To calculate the adjacency matrix, we add one final decoder layer with a single attention head. We define


qc(i)=WQhc(i)N+1, kj=WKhjN, vj=WVhjN.(8.321)

We calculate the compatibility ucij


ucij=Ctanhqc(i)Tkjdk, dk=dh(8.322)

and probability pij=pθ(Aij|Gs) 


pij=eucij∑leucil, j=1,…, n, j≠i,(8.323)

where C∈[-10,10].

To generate a binary adjacency matrix, the element Aij of the adjacency matrix, indicating that the presence of an edge from the node i to the node j is sampled according to the Bernoulli distribution with the probability pij. Taking π=A, we denote the policy by pθ(π|Gs).




8.6.4.4.5 Reinforce Learning with Greedy Rollout Baseline RL with greedy rollout baseline is used to generate policy, which produces improved graphs (Kool et al. 2019). In the previous section, we studied how to obtain a probability distribution pθ(π|Gs). Sampling from pθ(π|Gs), we obtain a directed graph. For a fixed π, the score of its corresponding graph G is S(G, λ1, λ2). Define the cost of π (or the return) as


Lπ=S(G, λ1, λ2)(8.324)

and the loss


JθGs=Epθ(π|Gs)[Lπ].(8.325)

REINFORCE with baseline (Section 8.4.4, Kool et al. 2019) can be used to update the parameter θ. The gradient of the loss function can be approximated by


8.4.4∇JθGs=Epθ(π|Gs)[Lπ-b(s)]∇log⁡pθ(π|Gs).(8.326)

We have some freedom of choice to select a baseline for reducing the variance of the gradient ∇JθGs. In general, there are two choices: sample rollout and greedy rollout baselines (Kwon et al. 2020). Since greedy-rollout baseline can reduce more variance, we will mainly introduce greedy-rollout baseline. The baseline policy is denoted by pθBL(π|Gs). To stabilize the baseline and reduce the oscillation, we freeze the greedy-rollout policy pθBL(π|Gs) for a fixed number of steps of each epoch. At the end of each epoch, we compare the current training policy pθ(π|Gs) ith the baseline policy pθBL(π|Gs), if significant improvement is observed (by some test, for example, a paired one-sided t-test with significance level α=0.05 on 10,000 separate instances), then the current policy will be used as baseline policy (i.e., θ→θBL) to update the baseline policy and sample new evaluation instance.

If the sampled policy improves the performance, L(π) will be less than the baseline and the gradient ∇JθGs will be negative. The parameter θ will be updated, which, in turn, causes to change actions and reduce the loss. Algorithm 1 in Kool et al. (2019) is adapted to Algorithm 8.18.


Algorithm 8.18: REINFORCE with Greedy Rollout Baseline for DAG

Step 1: Input

Training set S(Y,X). Penalty parameters λ1, λ2. Score function S(G, λ1, λ2), number of epochs E, Steps T, per epoch, batch size B, significance level α.

Step 2: Initialization

θ, θBL←θ0.

Step 3: Iteration

for epoch = 1, …, E do

for step = 1, …, T do


	
Si←SampleInput S, ∀i ∈{1,…, B} (Sample a training set)


	
πi←SampleRollout Si, pθπGs, ∀i∈{1,…, B} (sample A)


	
πi(BL)←GrredyRolloutSi, pθBLπGs, ∀i∈{1, …, B} (Select a A*)


	
∇J←∑i=1BSπi=Gi, λ1, λ2-S(πiBL=GiBL, λ1, λ2)∇θlog⁡pθ(πi|Gs)


	
θ←Adam (θ, ∇J)



end for

If OneSidedPairedTtest (pθ,pθBL)< α then

θBL←θ

end if

end for







SOFTWARE PACKAGE

Code for “Explainable reinforcement learning through a causal lens” is posted in https://github.com/EthicalML/xai

Code for “Deconfounding Reinforcement Learning (DRL)” is posted in https://github.com/CausalRL/DRL

Code for “Structured Inference Networks for Nonlinear State Space Models” is posted in https://github.com/clinicalml/structuredinferencelearned

Deep Q-learning and four of its most important supplements: Double DQN, Dueling DQN, Noisy DQN and DQN are linked to the code: https://github.com/Parsa33033/Deep-Reinforcement-Learning-DQN

Software for the paper “node2vec: Scalable feature learning for networks” is posted on the github: https://github.com/aditya-grover/node2vec

The paper “Attention, learn to solve routing problems!” is linked to the github: https://github.com/wouterkool/attention-learn-to-route

This github “https://github.com/huawei-noah/trustworthyAI” includes the software for the paper “Causal discovery with reinforcement learning”.

The code for BERT and pre-trained models are available at https://github.com/googleresearch/bert



APPENDIX 8A: BIDIRECTIONAL RNN FOR ENCODING

A major component of the encoder is a bidirectional RNN. The bidirectional RNN consists of a forward RNN and a backward RNN (Krishnan et al. 2017). The forward RNN passes information in a forward direction and the backward RNN passes information in a backward direction.

For any time step t, given input xt, at and rt+1. Let the hidden layer activation function be ∅h. The forward and backward hidden state updates are given as follows:


htleft=∅h(Whhleftht-1left+Whxleftxt+whaleftat+whrleftrt+1+btleft),(8A1)


htright=∅h(whhrightht+1right+whxrightxt+wharightat+whrrightrt+1+btright),(8A2)

where Whhleft,Whxleft, whaleft, whrleft, whhright, whxright, wharight, whrright are the weight matrices and btleft, btright are the bias vectors in the RNNs.

The outputs of Bi-RNN are mean μt and variance σt2 of the encoding function q(zt|, zt-1,x,a,r). There are four sources that influence μt and σt2: (1) the value zt-1, (2) the action at-1, (3) the hidden state htleft of the left RNN, and (4) the hidden state htright of the right RNN. The function for combining four sources is then given by (Lu et al. 2018)


hcombined=14(tanh⁡wzzt-1+bz+tanh⁡waat-1+ba+htleft+htright)(8A3)

Therefore, the mean μt and variance σt2 of the encoding function are respectively given by


μt=wμhcombined+bμ,(8A4)


σt2=softplus (wσ hcombined+bσ),(8A5)

where softplus function is defined as


softplusx=log⁡(1+ex).(8A6)



APPENDIX 8B: CALCULATION OF KL DIVERGENCE

Now we calculate KL divergence. We first calculate -KL(q(c|x,a,r)|pc. It follows from equations (8.219) and (8.232) that


log⁡qcx,a,r=-Dc2log⁡2π-12∑j=1Dc[log⁡σtjc2+cj-μtjc2σtjc2,(8B1)


log⁡pc=-Dc2log⁡2π-12∑j=1Dccj2.(8B2)

It follows from equation (8B1) that


Eqcx,a,r[log⁡qcx,a,r]=-Dc2log⁡2π-12∑j=1Dc[log⁡σtjc2+1],(8B3)


Eqcx,a,r[log⁡p(c)]=-Dc2log⁡2π-12∑j=1Dc[σtjc2+μtjc2].(8B4)

Combining equations (8B3) and (8B4), we obtain


-KL(q(c|x,a,r)|pc=12∑j=1Dc[log⁡σtjc2+1-σtjc2-μtjc2].(8B5)

Recall from equation (8.219) and equation (8.233) that

log⁡pz1=-Dz2log⁡2π-12∑j=1Dzzp1j2

log⁡qz1=-Dz2log⁡2π-12∑j=1Dzlog⁡σ1jz2-12∑j=1Dzz1j-μ1jz2σ1jz2.

Again, by the similar argument, we obtain


-KL(q(z1|x,a,r)|pz1=12∑j=1Dz[log⁡σ1jz2+1-σ1jz2-μ1jz2].(8B6)

Next we calculate KL(q(zt|zt-1, x,a,r)|pztzt-1,x,a,r. It follows from equations (8.223) and (8.233) that


log⁡pztzt-1, x,a,r=-Dz2log⁡2π-12∑j=1Dz[log⁡σptjz2+zptj-μptjz2σptjz2](8B7)


log⁡qztzt-1,x,a,r=-Dz2log⁡2π-12∑j=1Dz[log⁡σtjz2+zptj-μtjz2σtjz2].(8B8)

Then, we obtain


Eqztzt-1,x,a,r[log⁡qztzt-1,x,a,r]=-Dz2log⁡2π-12∑j=1Dz[log⁡σtjz2+1](8B9)

Eqztzt-1,x,a,r[log⁡pztzt-1, x,a,r]=-Dz2log⁡2π-12∑j=1Dz[log⁡σptjz2+


σtjz2σptjz2+μtjz-μptjz2σptjz2].(8B10)

Using equations (8B9) and (8B10), we obtain

-KL(q(zt|zt-1, x,a,r)|pztzt-1,x,a,r=


12∑j=1Dz[log⁡σtjzσptjz2+1-σtjzσptjz2-μtjz-μptjzσptjz2],(8B11)

which implies that

-∑t=2TEzt-1~q(zt-1|zt-2,x,a,r)[KL(q(zt|zt-1, x,a,r)|pztzt-1,x,a,r]=


12∑t=2TEzt-1~q(zt-1|zt-2,x,a,r)∑j=1Dz[log⁡σtjzσptjz2+1-σtjzσptjz2-μtjz-μptjzσptjz2].(8B12)

Combining equations (8B5), (8B6), and (8B12), we obtain


−KL(q∅(z,u|x,a,r)||pθ(z,c))=12∑j=1Dc[ log(σtjc)2+1−(σtjc)2−(μtjc)2 ]+12∑j=1Dz[log(σ1jz)2+1−(σ1jz)2−(μ1jz)2]+12∑t=2TEzt−1~q(zt−1|zt−2,x,a,r)∑j=1Dz [ log(σtjzσptjz)2 +1−(σtjzσptjz)2−(μtjz−μptjzσptjz)2 ].(8B13)


EXERCISES

EXERCISE 8.1

Show that

Gt=Rt+1+γGt+1=∑k=0∞γkRt+k+1.

EXERCISE 8.2

Show that

Qπ(s,a)=∑s’∈Sp(s’|s,a)[Rs,a,s’+γVπs’],

and

Vπs=∑a∈Aπ(a|s)Qπ(s,a).

EXERCISE 8.3

Show that

V*s=maxa∈A⁡Q*(s,a).

EXERCISE 8.4

Show that Bellman optimality operator B* is a nonlinear operator with fixed point V*, i.e.,

B*V*=V*.

EXERCISE 8.5

Show that

B*V-B*W∞≤γV-W∞.

EXERCISE 8.6

Show that

B*V1≤B*V2.

EXERCISE 8.7

Show that for Poison distribution, we have

PL=eSL-y.

EXERCISE 8.8

Write loss function for BiCoGAN in Figure 8.13.

EXERCISE 8.9

Find optimal solutions for the loss function in Exercise 8.8.

EXERCISE 8.10

Calculate P(v4|v2) in Figure 8.14.

EXERCISE 8.11

For the Figure 8.17, calculate the exponential constraint.

[image: ]
FIGURE 8.17 Architecture of causal network.



EXERCISE 8.12

If hc(i)N in Figure 8.16 is replaced by hc(i,j)N=h-NhiNhjN, please calculate uci,j, n.
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