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INTRODUCTION TO POLLING AND SURVEY METHODS

LONNA RAE ATKESON AND R. MICHAEL ALVAREZ

INTRODUCTION

IN recent years political polling has been in a state of visible crisis. Recent “polling misses” have been well-publicized: the Brexit election, the peace agreement referendum in Colombia, and the U.S. presidential election. In the first example, the Brexit vote in the United Kingdom was a close call that missed its mark, while in Colombia polls regarding a referendum on a peace deal that took more than seven years to produce suggested that 66% of eligible voters supported it. However, when the votes were counted on election day the referendum failed by a very close margin, with 50.2% of voters rejecting it.

In the United States another important miss was the failure of polls conducted in the competitive battleground states to predict a Donald Trump presidential win at nearly any point in the election. A recent report from the American Association of Public Opinion Research (AAPOR) argued that while the national polls in 2016 were quite accurate, the state-by-state polling in important battleground states suffered from methodological issues that appear to account for much of their inaccuracy (AAPOR 2017). Moreover, poll aggregators such as fivethirtyeight.com and the Huffington Post provided odds that Hillary Clinton would win by very safe margins. For example, the final election odds from fivethirtyeight.com gave Clinton a 71% chance of winning the election, the lowest percentage of any poll aggregator, and the Huffington Post gave Clinton a 98% chance of winning the election, the highest of any poll aggregator.

These polling misses are highly consequential. Not only have they provided pundits, media, and the public with misleading information, but by being so seemingly unreliable they may even make people skeptical and distrustful of polling in general. Because of these highly visible “misses,” political polling has an image problem, as a recent U.S. poll finding shows that only 37% of the public trusts public opinion polls a great deal or a good amount.1

Election polling is an especially unique industry and academic enterprise because it is one of the few social sciences in which predictions can be validated against outcomes, therefore providing the opportunity to assess issues related to survey error. Although comparing predictions to outcomes provides a sense of when polls are off track, there are many places in the survey design in which errors can be introduced, and thus being attentive to innovation and best practices in all aspects of design is critical for a reliable and valid survey.

Problems with polling usually stem from a variety of factors, including issues with the sampling frame and nonresponse bias. Because of these issues, and because of the many complex designs, which often involve multiple modes, panels, or oversamples, there may be unequal probabilities of respondent selection, variation in response rates across subgroups, or departures from distributions on key demographic or other variables within the data, such as party identification, which may result in a variety of postsurvey adjustment weighting strategies. Indeed, pollsters today do a great deal of postsurvey adjustment weighting to create data sets that are representative of the population under study. While there is certainly a science to weighting data, methodological differences in how data are statistically weighted can lead to different results and different predicted winners.

For example, in an experiment during the 2016 election the same raw data set was given to four different pollsters for postsurvey adjustments; the result was four different election predictions, from Trump up one point to Clinton up four points.2 Another difficult problem for pollsters in an election environment is identifying likely voters. Yet other problems may have to do with nonresponse bias, which may lead some types of voters to refuse to participate in the poll. Shy respondents may cause problems for a survey if, for example, they are associated with a particular candidate or particular issue position.

In developed countries, changes in survey research over the last fifteen years have been tumultuous. The growth of the Internet, the decline in household use of landlines, and the dramatic increase in cell phone use has made it both easier and more difficult to conduct surveys. While the “gold standard” for survey research has traditionally been probability based sampling, today many polls and surveys use nonprobability designs, such as opt-in Internet panels for online surveys. Furthermore, surveys that begin with a random sample often have such low response rates (less than 10% is now very common) that the quality and accuracy of inferences drawn from the resulting sample may be problematic.

For general population studies, the increase in Internet surveys has also meant that researchers are relying today more on respondent-driven surveys than on the interviewer-driven designs that dominated the field in previous decades. The prevalence of Internet surveys has also led to a greater number of panel designs and to consideration of unique issues that arise with panel data. Survey researchers are also relying on many more modes and combining them more often.

In the developing world, in-person surveys are still the norm, but technology is allowing the development of innovative new methodologies, such as the use of computer assisted personal interview (CAPI) systems or Global Positioning System (GPS) devices, both of which may improve survey quality and reduce total survey error. But other issues abound in surveys conducted in many developing areas, in particular survey coverage and the representativeness of many survey samples.

In addition, there are many new opportunities in the field and many new data sets. Table 0.1 presents a list of all the academically collected and freely accessible data sets discussed in this Handbook. The number of readily accessible data sets is impressive and affords researchers the chance to answer new and old questions in different contexts. But using these data sets also presents some challenges, in particular understanding how complex survey designs affect how researchers use them. In addition to the wide range of survey data readily available today, there are also innovations in using surveys to interview experts, social media as public opinion data, poll aggregation, the integration of qualitative methods with survey designs, and the expanded use of survey experiments.

Technological advances in computing and statistics have also provided new and better methods to assess opinion in subnational contexts and have created opportunities for better methods to estimate and use latent constructs. In addition, the art of displaying data has advanced significantly, allowing researchers to use graphics to inform their decision-making process during the survey and modeling process, as well as after the fact in how the data are communicated to consumers.

These changes present new opportunities and challenges and make this Oxford University Press Handbook on Polling and Survey Methods timely. Polls, of course, tend to focus on a single question, and simple analysis of a substantive single question usually relies on simple two-variable crosstabs with demographic variables, whereas surveys focus on the answers to many questions in which a research design is often embedded. The goals of the Handbook are to outline current best practices and highlight the changing nature of the field in the way social scientists conduct surveys and analyze and present survey data. The Handbook considers four broad areas of discovery: survey design, data collection, analysis and presentation, and new frontiers. Following is a discussion of the main contributions and points of interest of each chapter.

SURVEY DESIGN

The first section of the Handbook focuses on general survey methodology considerations. Because survey methodology is the study of the sources of error in surveys, with the intention of limiting as many of those sources of error as possible to produce an accurate measure or true value of the social or political world, it begins with an essay by Herbert F. Weisberg that explains the total survey error and total survey quality approach. Survey error is the difference between what the actual survey process produces and what should be obtained from it. Total survey error considers both observational and nonobservational errors. Observational error, or what is usually considered measurement error, focuses on survey questions and their relationship to the underlying attribute one is interested in measuring. Measurement error in this context is the difference between the true value and the measured value. Errors of nonobservation focus on problems in estimating the mean and distribution of a variable from a sample instead of the full population. Although the goal in a survey is always to minimize both observational and nonobservational errors, there are constraints within the survey environment, including costs, timing, and ethics. The total survey quality approach extends the total survey error approach to consider additional criteria, including providing usable and quality data to the researcher.



Table 0.1 Publicly Available National Surveys




	Data Set
	URL





	American National Election Studies
	http://www.electionstudies.org



	Comparative Study of Electoral Systems
	http://www.cses.org/



	Pew Research Center
	http://www.people-press.org/datasets/



	The British Election Study
	http://www.britishelectionstudy.com/



	The Dutch Parliamentary Election Studies
	http://www.dpes.nl/en/



	The French National Election Study
	http://www.cevipof.fr/fr/eef2017/fnes/



	German Federal Election Studies
	http://www.gesis.org/en/elections-home/germanfederal-elections/



	The Swedish National Election Studies
	http://valforskning.pol.gu.se/english



	The American Panel Survey
	http://taps.wustl.edu



	Candidate Emergence Study
	http://ces.iga.ucdavis.edu



	UCD Congressional Election Study
	http://electionstudy.ucdavis.edu/



	The Varieties of Democracy Project
	https://v-dem.net/en/



	US Census
	http://www.census.gov/ces/rdcresearch/



	Cooperative Congressional Election Study
	http://projects.iq.harvard.edu/cces



	Latin American Public Opinion Project
	http://www.vanderbilt.edu/lapop/



	National Opinion Research Center
	http://www3.norc.org/GSS+Website/



	Arab Barometer
	http://www.arabbarometer.org/



	World Values Survey
	http://www.worldvaluessurvey.org/wvs.jsp



	Afrobarometer
	http://www.afrobarometer.org/



	Pew Global Research
	http://www.pewglobal.org/about/



	Asian Barometer
	http://www.asianbarometer.org



	Gallup World Poll
	http://www.gallup.com/services/170945/world-poll.aspx



	Comparative National Elections Project
	http://u.osu.edu/cnep/



	European Social Survey
	http://www.europeansocialsurvey.org/



	European Election Studies
	http://eeshomepage.net/



	Eurobarometer
	http://ec.europa.eu/public_opinion/index_en.htm








The next several chapters consider various survey design issues related to the method of data collection. Survey researchers often have to ask: What is the best method to collect the data I need for my research project? Data collection methods come in two basic forms, interviewer-administered surveys or self-administered surveys, but data collection efforts must also consider the nature of the survey and whether it is cross-sectional or longitudinal. Panel surveys interview the same respondent over time to track attitudes and behavior, thus measuring individual-level changes in attitudes and behavior, which cross-sectional surveys cannot easily assess. Hillygus and Snell consider the unique challenges and opportunities related to using longitudinal or panel designs, including the tension between continuity across panel waves and innovation, panel attrition, and potential measurement error related to panel conditioning of respondents and seam bias. Both the Atkeson and Adams chapter and the Ansolabehere and Schaffner chapter address issues related to survey mode. The former chapter focuses on the advantages and disadvantages associated with using mixed mode surveys, which have become increasingly popular. Mixed mode surveys are those that involve mixtures of different contact and response modes. They pay particular attention to how the presence or absence of an interviewer influences survey response, especially social desirability, and item nonresponse. Thus, they compare mail/Internet surveys to in-person/telephone surveys across a variety of dimensions and consider best practices. Ansolabehere and Schaffner focus their attention on the quality of surveys that use opt-in online nonprobability survey panels, the Cooperative Congressional Election Study (CCES), and compare that to traditional probability samples.

Gimpel’s chapter considers the geographic distribution of respondents and how context, characterized as a respondent’s location, influences attitudes and behavior. Traditional sampling designs, for example, focus on strategies that allow researchers to make inferences about the population, which often limit the geographical space in which respondents are found. This tends to create small sample sizes that have limited utility in helping to understand a primary interest of social scientists, how spatial context influences opinion. Because sometimes social scientists are interested in representing places and people, they need to consider a different sampling design; Gimpel’s chapter identifies when and how one can sample for context.

Oberski considers another important aspect of survey design, question wording. While many survey methodology textbooks discuss the “art” of writing questions, Oberski takes a more systematic approach, arguing that by using experiments we can better differentiate good or reliable survey questions from the bad and unreliable. To this end, Saris et al. (2012) over many years built up a large question data set that estimated the reliability and common method variance or quality of those questions, coded characteristics of those questions that related to their quality, and predicted question quality based on a meta-analysis. They then created a free Web-based application that allows researchers to input questions and obtain an estimate of their quality. The bulk of Oberski’s chapter focuses on explaining the Survey Quality Predictor (SQP) tool and how researchers can use it to make question design a solid science and less of an art.

DATA COLLECTION

The Handbook’s next section begins with a discussion of postelection exit polling. Exit polls offer the first look at who is voting, how they are voting, and why they are voting that way; they also offer valuable insights into political behavior, especially vote choice. These types of surveys have been part of our election landscape since 1967, and as new modes of voting have developed, especially early and mail voting, exit polls have had to be modified to ensure they accurately reflect voters. Salvanto’s chapter provides an overview of the history and value of exit polls and much needed information on how exit poll operations are managed.

Many researchers are interested in studying the attitudes and behavior of hard-to-reach populations. These individuals can be hard to reach for many different reasons. For example, some groups of people may be hard to identify (e.g., protestors), or they may be hard to locate, such as the LGBT community, which is a very small group whose members live everywhere, so that finding them in the population can be difficult and expensive. It might be hard to persuade some populations to participate, for example, politicians or their staff or people engaging in socially undesirable or illegal activities. The chapters by Adkihari and Bryant and by Berry, Chouhoud, and Junn both focus on these difficult-to-locate populations. Adkihari and Bryant consider hard-to-reach populations in international or developing contexts, while Berry et al. focus on low-incidence populations in the United States. Adkihari and Bryant build their story around a research design in Nepal that examined citizens who either fled their homes or decided to stay during the Maoist insurgency between 1996 and 2006. To examine important theoretical questions related to internally displaced people (IDP), the study first had to identify displacement patterns so that a sample of both those who decided to stay and those who fled could be drawn. The study also had to solve problems related to difficult terrain, lack of infrastructure, low-education populations, and other factors to develop a strong survey design. Berry, Choudhoun, and Junn, on the other hand, focus their chapter on the United States and on low-incidence populations, who make up a relatively small proportion of the public that could be characterized as new immigrants, racial or ethnic minorities, religious minorities, or small populations that are relatively dispersed, such as gays or lesbians. They outline a strategy that uses a tailored or targeted approach to capture these hard-to-reach populations. They consider various attributes of these groups, such as whether the group is geographically concentrated or dispersed or the degree of uniformity among its members, and how these attributes help to make good design decisions related to sampling, making contact and gaining cooperation, and analysis. Both chapters provide best practices, useful advice, and important considerations on successfully interviewing hard-to-reach populations.

Seligson and Moreno’s chapter and Benstead’s chapter focus on issues related to the developing world. Seligson and Moreno’s chapter looks at the introduction of the CAPI systems as a quality control measure in face-to-face surveys in Latin America. They argue that CAPI systems improve the quality of the data collected in-person by eliminating many sources of error and allowing the researcher much more control of the field process. Benstead examines data collection issues in the Arab world, which is an often difficult and sometimes inhospitable environment for survey researchers and for social scientists more generally. Over the past several decades a variety of public opinion surveys from the Middle Eastern and North African regions have been made available to researchers (e.g., the Arab Barometer, Afrobarometer), opening up new opportunities for research in these understudied nations. Many of these nations are more accessible to researchers than they were previously, and Benstead also considers unique challenges researchers face when working in this region, as well as best practices for survey researchers.

The chapter by Perez on the connection between language and opinion rounds out the section on data collection. Given that there are so many public opinion surveys, often asking the same questions in different languages across different cultures, Perez asks what the connection between language and opinion is and how we can isolate its effects. In particular, Perez highlights how cognitive psychology can assist us in building theoretical models that help explain how and when language will influence opinion.

ANALYSIS AND PRESENTATION

The next set of essays begins with a chapter by Gill and Homola, who discuss a variety of issues related to statistical inference and hypothesis testing using survey data. They highlight several methodological concerns regarding transparency of data, uncertainty in the process, the margin of error, and significance testing. Levin and Sinclair examine how including or excluding survey weights affects various matching algorithms. They find that weights are important to make accurate causal inferences from complex survey data. Their chapter demonstrates the need to account for characteristics of the sample to make population-based inferences.

The next chapter, by Brace, is interested in the study of subnational public opinion. Accurate and reliable measurement of subnational public opinion is especially valuable when researchers are interested in understanding how context, or the political and social environment, influences opinion, and how opinion influences government outcomes. One of the many problems with looking at these types of questions is that there is very little systematic comparative analysis across states, congressional districts, legislative districts, counties, or cities. Surveys at the subnational level are fairly unique and are conducted by different polling organizations at different times, using different methodologies and question wording. Brace discusses the history of this field and the development of various tools and methods to disaggregate national opinion polls to the subnational level to produce reliable estimates of subnational opinion.

Usually researchers are interested in abstract concepts such as political knowledge, ideology, and polarization. But these are often measured with single variables that possess a large quantity of measurement error. Chris Warshaw discusses the value of latent constructs, the various ways latent constructs have been identified, and new methodologies that are available for testing latent constructs. Proctor’s chapter follows with a focus on the application of item response theory to the study of group consciousness. She demonstrates how latent constructs help to clarify the role group consciousness plays in understanding political behavior, using a study of the LGBT community, and how some of the measurement assumptions underlying group consciousness are incorrect.

Next, in their chapter Karp and Vowles examine the challenges and opportunities inherent in comparative cross-national survey research. Comparative cross-sectional research creates opportunities for examining the role differing institutions and cultures play in political behavior. They use the CSES as a vehicle to evaluate cross-cultural equivalence in questionnaire design, survey mode, response rates, and case selection.

Presentation using data visualization is valuable for public opinion researchers and consumers. Good visualization of survey and poll results can help researchers uncover patterns that might be difficult to detect in topline and cross-tabulations and can also help researchers more effectively present their results to survey and poll consumers. Therefore, two chapters are devoted to graphing opinion data. The first, by Makela, Si, and Gelman, argues that graphs are valuable at all stages of the analysis, including the exploration of raw data, weighting, building bivariate and multivariate models, and understanding and communicating those results to others. The second chapter, by Schneider and Jacoby, provides specific guidelines on when a graph and what type of graph would be most useful for displaying and communicating survey data and analytical results from survey models. Both chapters provide many useful examples and excellent ideas for ways to explore and report data.

NEW FRONTIERS

The last section of the Handbook explores new frontiers in survey methodology. It begins with an essay by Krupnikov and Findley that outlines the growth in survey experiments and their usefulness. They argue that survey experiments provide a balance between internal and external validity that provides needed leverage on opinion formation. However, this is not without some costs, especially related to the participants chosen, and researchers need to carefully consider their goals when identifying the best test for their theory.

Gimbel and Newsome turn their attention to the consideration of how qualitative data can both improve survey methodology and help to better understand and interpret survey results. They focus on three qualitative tools—focus groups, in-depth interviewing, and cognitive interviewing—and provide best practices for when and how to use these tools. Qualitative research is an important part of many public opinion research projects; Gimbel and Newsome provide a great deal of guidance about how to best conduct this type of opinion research.

Razo considers the important role of context in social research. He argues that the problem with context in social research is that it is often too vague, and that scholars need greater guidance on collecting and analyzing contextual data. Razo’s chapter provides insight into how scholars can better collect and use contextual data in their analyses of individual-level opinion and behavior. Next Klašnja et al. discuss using Twitter as a source of public opinion data. They identify three main concerns with using Tweets as opinion, including how to measure it, assessing its representativeness, and how to aggregate it. They consider potential solutions to these problems and outline how social media data might be used to study public opinion and social behavior.

Many research questions involve the use of experts to identify processes, institutions, and local environments or other information that only a knowledgeable informant might have. The chapter by Maestas focuses on the use of expert surveys in providing these bits of valuable information for researchers. It considers survey and questionnaire design issues and aggregation procedures, with a focus on enhancing the validity and reliability of experts’ estimates. Finally, the last chapter, by Jackson, focuses on polling aggregation and election forecasting, which is interesting to both academics and applied researchers. Her essay discusses the history of election forecasting and the use of poll aggregation, the technical and statistical demands of poll aggregation and election forecasting, and the controversies surrounding it.

LOOKING BACK, AND LOOKING AHEAD

This Handbook has brought together a unique mixture of academics and practitioners from various backgrounds, academic disciplines, and experiences. In one sense, this is reflective of the interdisciplinary nature of polling and survey methodology: polls and surveys are widely used in academia, government, and the private sector. Designing, implementing, and analyzing high-quality, accurate, and cost-effective polls and surveys require a combination of skills and methodological perspectives. Despite the well-publicized issues that have cropped up in recent political polling, looking back at the significant body of research that has been conducted by the authors in this Handbook, a great deal is known today about how to collect high-quality polling and survey data.

Over the course of the last several decades, the survey and polling industries have experienced rapid change. We care about quality surveys and good survey data because as social scientists we are only as good as the data we produce. Therefore, it is critical to consider best practices, guidelines, and helping researchers assess a variety of factors so that they can make good choices when they collect and analyze data. Equally important is transmitting those results to others in a clear and accessible way. This Handbook goes a long way toward providing a great deal of current information on the state of the field.

There is a bright future for further development of polling and survey methodology. Unlike the situation a few decades ago, today there are many opportunities for innovative research on how to improve polling and survey methodology. Ranging from new tools to test survey design (e.g., Oberski in this Handbook, or tools found in Montgomery and Cutler [2013]), to innovations in how interviews are conducted (Seligson and Moreno in this Handbook), to the use of social media data to study individual opinion and behavior (Klašnja et al. in this Handbook), technology is changing the nature of survey and polling methodology. We hope that the chapters in this Handbook help researchers and practitioners understand these trends and participate in the development of new and better approaches for measuring, modeling, and visualizing public opinion and social behavior.
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PART I

SURVEY DESIGN




CHAPTER 1

TOTAL SURVEY ERROR

HERBERT F. WEISBERG

INTRODUCTION

THE total survey error (TSE) approach has become a paradigm for planning and evaluating surveys. The survey field began atheoretically in the early 1900s, when social scientists simply began asking people questions. Gradually several separate theoretical elements fell into place, starting with statistical sampling theory and then the social psychology of attitudes (Converse 1987). By the mid-twentieth century the literature was recognizing the existence of different types of error in surveys, particularly Hansen, Hurwitz, and Madow (1953) and Kish (1965). Robert Groves’s (1989)Survey Errors and Survey Costs systemized the consideration of errors in surveys in the comprehensive TSE framework.

Groves’s book unified the field by categorizing the types of survey errors and pitting them against the costs involved in conducting surveys. Each of the several types of survey error can be minimized, but that takes financial resources, which are necessarily finite. The TSE approach provides a systematic way of considering the trade-offs involved in choosing where to expend resources to minimize survey error. Different researchers may weigh these trade-offs differently, deciding to spend their resources to minimize different potential survey errors. The TSE approach was developed when telephone interviewing was in its prime. It is still useful now that Internet surveys have become prevalent, though Internet surveys raise somewhat different problems regarding certain potential error sources. Furthermore, the different trade-offs between survey errors and costs can vary between interviewer-driven studies (as in face-to-face and telephone interviewing) and respondent-driven studies (as in mail and Internet surveys).

Costs are not the only challenge that researchers face in conducting surveys. Time and ethics also can impose constraints (Weisberg 2005). For example, the time constraints raised when the news media need to gauge the immediate public reaction to a presidential speech are very different from when academic researchers have the luxury of being able to take a month or two to survey public opinion. As to ethics, the concerns that arise when interviewing on sensitive topics, such as people’s drug use, are very different from those that exist when seeking to measure attitudes on public policies, such as government welfare programs. Depending on the survey organization, it is now common for survey researchers to need prior approval from an institutional review board before going into the field, including approval of the research design and survey questions (Singer 2008). Thus, there can be trade-offs between minimizing survey error and the cost, time, and ethics involved in a survey.

In addition to survey constraints, Weisberg (2005) further emphasized the importance of another consideration: survey effects. These involve choices that must be made for which there are no error-free decisions. For example, there may be question order effects in a survey, but there is no perfect order of questions. It may be important for survey researchers to try to estimate the magnitude of some of these survey effects, though they cannot be eliminated regardless of how many resources are spent on them.

While the TSE approach has become important in academic survey research, the total survey quality (TSQ) approach has become important in government-sponsored research. The quality movement developed in the management field (Drucker 1973; Deming 1986), which recognized that customers choose the producer that provides the best quality for the money. That led to management models such as total quality management and continuous quality improvement. When applied to the survey field (Biemer and Lyberg 2003; Lyberg 2012), the quality perspective leads to emphasis on such matters as the survey’s accuracy, credibility, relevance, accessibility, and interpretability. For example, many survey clients expect high-quality deliverables, including a data set with a complete codebook and a detailed description of the survey procedures, including sampling and weighting. Thus, survey organizations must develop procedures to maximize the quality of their product, but within the context of the trade-offs between survey errors and costs.

THE TOTAL SURVEY ERROR APPROACH

The TSE approach focuses on a variety of possible errors in surveys. The early work on surveys dealt with one type of error: the sampling error that occurs when one interviews a sample of the population of interest rather than the entire population. As later work identified other sources of errors, it became clear that sampling error was just the “tip of the iceberg,” with several other potential sources of error also being necessary to consider.

In preparing a survey effort, the researcher should consider the various potential sources of error and decide how to handle each one. Typically, the researcher elects to try to limit the amount of some types of error, such as by choosing how large a sample to take. The researcher may opt to measure the magnitude of other types of error, such as by giving random half samples different versions of a key question to see how much question wording affects the results. Inevitably, the researcher ends up ignoring some other types of error, partly because it is impossible to deal with every possible source of error under a fixed monetary budget with time constraints.

Of course, survey research is not the only social science research technique that faces potential errors. Campbell and Stanley’s (1963) distinction between “internal validity” and “external validity” in experimental research demonstrated how systematically considering the different types of error in a research approach could advance a field.

Notice that the TSE approach deals with “potential” errors. It is not saying that these are all serious errors in every survey project or that mistakes have been made. Instead, it is alerting the researcher to where errors might be occurring, such as the possibility that people who refuse to participate in a survey would have answered the questions differently than those who responded. In some cases there will be no reason to think that refusals would bias a study, but in other instances those who will not cooperate might be expected to differ systematically from those who participate. If the research topic is one likely to lead to this type of error, it might be worth trying to get as much information as possible about people who fell into the sample but were not interviewed, so they can be compared with the actual respondents. But if nonresponse is unlikely to bias the results, then it would be better to focus the survey budget on minimizing other possible errors. Thus, the TSE approach makes researchers think about the likely sources of error in their surveys before deciding what trade-offs to make.

In considering different sources of survey error, it is important to distinguish between random and systematic error. Random errors are the mistakes that occur by chance without any particular pattern; they increase the variance of the variable but should cancel out in large samples. Systematic errors are more serious, since they bias the results, such as when questions are worded to give only one side of a policy question.

Furthermore, survey errors can either be uncorrelated or correlated. Uncorrelated errors are the isolated errors, such as when a respondent says “strongly agree” and the interviewer accidentally happens to press the key corresponding to “agree.” Correlated errors are more serious because they increase the variance of estimates, making it more difficult to obtain statistical significance. Cluster sampling, coders coding many interviews, and a large number of interviews per interviewer all lead to correlated errors. These procedures are commonly used to cut costs, but it is necessary to recognize that they increase the variance of estimates.

Figure 1.1 depicts the various types of error covered in descriptions of TSE. Sampling error is shown as the tip of the iceberg, with the other possible errors potentially being as large or larger than the sampling error. Each of these types of error is described in the following sections. Groves et al. (2009) provide an update of Groves (1989) that includes later research on each type of error. Weisberg (2005) and McNabb (2014) further discuss the different sources and categories of nonsampling error.
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FIGURE 1.1 The Different Types of Survey Error.

Source: Weisberg (2005, 19).



RESPONSE ACCURACY ISSUES

Measurement Error Due to Respondents

Measurement error is an important response accuracy problem, particularly when the respondent does not answer the question accurately. If respondents are not motivated enough to provide accurate answers, the interviewer can try to increase their motivation, such as stressing the importance of accurate answers. Unclear question wording can lead to answers that are inaccurate, making it important to pretest questions. The most serious problem is biased question wording, which sometimes occurs when interest groups write survey questions and try to word them so as to exaggerate how much the public agrees with their positions. Some survey questions ask respondents to report more detail than they can be expected to know, such as when asking sick people exactly how many times they went to a doctor in the last year. Indeed, answering temporal questions can be very difficult for respondents (Tourangeau, Rips, and Rasinski 2000, 100–135; Weisberg 2005, 97–100).

As these examples suggest, measurement error due to respondents is often attributable to the questionnaire construction. This type of measurement error can be lessened by using survey questions that are well tested and by doing pretests on the questionnaire. One pretest procedure is “think-aloud protocols,” in which respondents are asked to report what goes through their minds as they think about how to answer the questions (DeMaio, Rothgeb, and Hess 1998). More generally, the cognitive aspects of survey methodology (CASM) movement (Jabine et al. 1984) emphasizes the value of “cognitive interviewing,” in which the cognitive processes used by respondents in answering questions are studied (Miller et al. 2014).

There are two important theoretical developments that help researchers in thinking through how to minimize measurement error due to respondents. One is Tourangeau, Rips, and Rasinski’s (2000, 7–16) delineation of four stages of the response process. The first stage is for the respondent to comprehend the question. Then the respondent must retrieve relevant information from his or her memory. The third step is to judge the appropriate answer. The fourth step is to select and report the answer, such as when a respondent decides to censor his or her responses by not admitting to socially unacceptable behavior. Measurement error can arise at each of these steps, so the researcher should try to develop questions for which each stage is as simple for respondents as possible.

The other important theoretical development is the notion of two response modes: a high road, in which people carefully think through their answers, versus a low road, in which people give a response just to move on to the next question. The low road is termed “satisficing” (Krosnick and Alwin 1987) and is evidenced, for example, when a respondent “straight-lines” by simply saying “agree” to a long series of agree/disagree questions without really thinking through each question separately, or for that matter, just saying “don’t know” on all of them.

It is important both to measure the amount of satisficing and to minimize it. A respondent who gets through a long questionnaire in a very short time might be satisficing. Giving very short answers to open-ended questions is another sign of satisficing. Computerized surveys can be programmed to keep track of how long it takes to answer questions, to see if satisficing is occurring on particular question sequences. Keeping questionnaires short is one means of trying to minimize satisficing. Or, if it is necessary to ask many agree/disagree questions together, at least some can be reversed, so that the agree response on some questions means the same as the disagree response on other questions, so that a person who agrees to every question would not be scored as being at one extreme of the set of questions. There can be mode differences on satisficing. For example, Atkeson, Adams, and Alvarez (2014) find greater nondifferentiation on answers to questions about the perceived ideology of several politicians in self-administered questionnaires than on interviewer-administered questionnaires.

Internet surveys facilitate the use of survey experiments to measure survey effects (Mutz 2011). Random half samples can be given different wording of key questions, and the order of response options can be varied randomly. While it is possible to do such randomization in telephone surveys, the larger sample size that can be achieved at a reduced cost in Internet surveys makes it feasible to include more such experiments in a survey. The saving of interviewer salaries permits spending more of the research budget on these experiments, though there are added costs in programming the survey, testing the programming, and then handling the experiments appropriately at the data analysis stage.

Measurement Error Due to Interviewers

Interviewers should be facilitating the interview and helping obtain accurate answers, but they can also introduce error. That error can be random, such as when an interviewer accidentally records a “yes” answer as a “no,” or it can be systematic, such as when an interviewer always mispronounces a particular word in a question. Giving interviewers extensive training on good interviewing techniques as well as on the current interview schedule can minimize interviewer error (Fowler and Mangione 1990, ch. 7). Systematic interviewer error cumulates the more interviews are taken by each interviewer, so it is better to have more interviewers take fewer interviews each rather than having a small number of interviewers each take very large numbers of interviews. The intraclass correlation, which measures the variance associated with interviewers (Kish 1965), and the average number of interviews taken per interviewer essentially multiply the standard error of variables, making it more difficult to achieve statistical significance.

There are two schools of thought as to what interviewing style best minimizes measurement error. The traditional approach has been “standardized interviewing,” in which interviewers are instructed to ask the identical question the same exact way to all respondents, not interjecting their own views and not supplying any extra information to the respondents (Fowler and Mangione 1990, ch. 4). By contrast, in the “conversational interviewing” (or “flexible interviewing”) approach, interviewers are instructed to help respondents understand the questions (Conrad and Schober 2000). On a question that asks people how many pieces of furniture they have bought in the last three months, for example, the interviewer might be allowed to help the respondent understand whether a lamp qualifies as a piece of furniture. Allowing interviewers to clarify the meaning of questions could introduce error into the process, but it could also help respondents answer what the questions are really trying to ask.

Interviewer error is one form of error that vanishes as a consideration in mail questionnaires and Internet surveys. On the cost side, these types of surveys save the large expenses associated with hiring, training, supervising, and paying interviewers. At the same time, it is important to recognize that response accuracy may decline on open-ended questions without an interviewer who can encourage the respondent to give longer and more complete answers and to think more when replying to questions.

Item-Level Nonresponse

Response accuracy can also be impaired when there is nonresponse on individual survey questions. Such missing data occur when people refuse to answer particular questions, skip questions accidentally, or do not have an opinion (“don’t know”). While it is usually impossible to eliminate all missing data, motivating the respondent to answer all questions can decrease the problem (Cannell, Oksenberg, and Converse 1977). Many survey research specialists contend that the problem of missing data is lessened when the data collection is conducted by skilled interviewers who develop good rapport with respondents. Some Internet surveys do not allow respondents to proceed unless they answer all questions, but that solution increases the risk of breakoffs, because some frustrated respondents may give up answering the survey.

Results may be biased because of missing data if the people who do not answer differ systematically from those who do answer, such as if higher income people are more likely to refuse to answer the income question. There is no problem if the missing data are truly so at random; however, bias arises if the occurrence of missing data is correlated with the variables of interest. For example, if the higher income people who do not report their income tend to vote more conservatively than those who do report their income, then the correlation between income and vote may be understated.

One strategy for dealing with missing data is to insert values for the missing values using an imputation strategy. The imputation strategy that is becoming most prevalent is performing regression of a variable with missing values on other variables in the data, with a random error term added to the predicted value. A multiple imputation approach involves performing five to ten imputations of this type, so that the variance of estimates across imputations can be assessed (Rubin 1987; Little and Rubin 2002).

RESPONDENT SELECTION ISSUES

Unit-Level Nonresponse

Turning to respondent selection, error can occur when respondents who fall within the sample cannot be contacted or refuse to cooperate with the interview (Groves and Couper 1998). This nonresponse at the unit level can bias the sample if the people who do not participate differ systematically from those who do participate. This has become a serious potential problem over the years, as the refusal rate in surveys has increased. Some conservative political commentators have encouraged people to not participate in polls, which would lead to an underestimate of the Republican vote if conservatives followed their advice. Sometimes surveys seek side information about people who refuse to participate, so the unit nonresponse error can be estimated. It is becoming common to have interviewers try to tailor the interview request to the respondent as a means of minimizing refusals, such as by stressing how the survey can be of value to the respondent (Dillman, Smyth, and Christian 2014).

When clients require high response rates, they sometimes offer to pay respondents to participate. Monetary incentives of $1 to $5 can produce small increases of 2% to 12% in response rates, with diminishing returns with higher incentives (Cantor, O’Hare, and O’Connor 2008; Singer and Ye 2013). Very large incentives can, however, increase the response rate considerably. For example, the 2012 American National Election Studies survey initially offered selected respondents $25 for the hour-long pre-election interview, which was increased by $25 increments as the election approached, until it hit $100, with similar incentives for participation in the post-election survey. Those incentives helped achieve response rates for ninety-minute surveys of 38% for the pre-election wave and 94% for the post-election (American National Election Studies 2013, 7, 29), which are several times greater than most response rates.

Coverage Error

There are other respondent selection issues. When sampling from a list, there is sometimes a discrepancy between the list and the population of interest (McNabb 2014, ch. 5). Such coverage error occurs when a sample for telephone interviewing is taken from a telephone book, thereby excluding people with unlisted numbers. The Republican Party polling in the 2012 presidential election overstated the likely Romney vote because cell phone numbers were not always sampled, leading to coverage error because many young people did not have landline phones. There was a substantial coverage bias in Internet surveys when Internet access was more limited than today; that problem is less severe now that more people have access to the Internet, though there is still the problem of not being able to sample the Internet. Address-based sampling using a sampling frame of addresses (Link et al. 2008) is becoming a common sampling approach, because it has better coverage than telephone-based and Internet systems.

Multiple sampling frames are sometimes used to ensure that the full population of interest is covered, though it is then important to avoid “multiplicity” by giving less weight to interviews of any people who had multiple chances of falling into the sample. Dual frame telephones are becoming common to sample both landline and cellular phones, and there is work on the optimal allocation of interviews to the multiple frames when they have different response rates (Lohr and Brick 2014). Another frame error problem is “ineligibles,” which occur when people are interviewed who do not fall within the sampling frame. If the sample is intended to be geographically limited, for example, it is worth checking to make sure the respondent lives in the designated area before starting the interview.

Sampling Error

Sampling error arises when interviewing just a sample of the population. When probability sampling is used, the “margin of error” equivalent to a 95% confidence interval can be calculated. For example, if a sample of sixteen hundred cases is taken from a population of millions through simple random sampling, then 95% of the time an estimated proportion would be within 2.5% of the true population proportion. Taking a larger sample can reduce sampling error, though that can be costly for surveys using human interviewers, since halving the sampling error requires quadrupling the number of interviews.

The number of interviews can often be increased considerably in Internet surveys with little increased cost. However, it is important to bear in mind that taking very large numbers of interviews is not a guarantee of accurate results. A famous example is when the now-defunct Literary Digest magazine received more than two million responses to its 1936 presidential election survey based on postcards that people mailed in, which led it to forecast that Kansas governor Alf Landon would certainly defeat the reelection attempt of Franklin Delano Roosevelt.

Sampling issues can be very technical. Because simple random sampling requires a population listing, which is often not feasible, samples of the general population instead usually involve stratifying and clustering. A proportional stratified sample takes the right proportion of cases from subcategories, such as people living in each region of the country, thus increasing the accuracy of the sample (Lohr 2010, ch. 3). A cluster sample reduces the costs by sampling within known clusters, such as city blocks, though sampling errors increase, since cases within the same cluster are not entirely independent of one another (Lohr 2010, chap. 4).

Internet surveys face important issues regarding respondent selection. It is difficult to conduct probability sampling on the Internet, because researchers rarely have a listing of email addresses of the population of interest. The main instance of probability sampling in Internet surveys is when surveying an organization or company that maintains an accurate list of email addresses of its members or employees, though it would be important to estimate the proportion of those people who do not check their email.

One way to do probability sampling on the Internet without a population listing is to first take a probability sample through either telephone, mail, or in-person contacts and then ask people who fall in that sample to take the actual interview online. While some surveys use that approach for respondent recruitment, online polls using opt-in samples are more common. Unfortunately, opt-in polls raise the risk of selection bias: that people who volunteer to participate are different from the population of interest on the key variables in a study. Strictly speaking, “sampling errors” cannot be validly computed for such nonprobability samples, though survey reports often provide the sampling error for a random sample of the obtained size. This has led to considerable controversy in the survey research community. Proponents of online polls argue that the nonprobability sampling issue is no more serious than the problem that telephone surveys face nowadays, when refusal rates are so high that the attained sample may also not be representative of the target population. Those who are skeptical of nonprobability sampling counter that a measure of uncertainty other than “sampling error” should be developed for such samples.

Researchers are using a variety of weighting approaches to try to deal with this problem, including poststratification adjustment, sample matching (Vavreck and Rivers 2008), and propensity score weights (Lee and Valliant 2009; Tourangeau, Conrad, and Couper 2013). Some research suggests that Internet surveys using such weights now provide samples that are as representative as ones obtained by probability sampling (Ansolabehere and Schaffner 2014 c.f., Yeager et al. 2011). At least Internet surveys provide a savings in interviewer salaries, which can allow more of the research budget to be spent on developing and implementing the best possible weighting scheme.

SURVEY ADMINISTRATION ISSUES

Survey Mode Effects

Errors can also occur related to how the survey is administered. The decision about the survey mode is the most fundamental. Whether to use an interviewer has effects, particularly for asking questions on “sensitive topics.” Also, “social desirability” effects occur when respondents are unwilling to admit some of their attitudes or behaviors to an interviewer. Conversely, respondents may be more likely to make ego-driven claims in interviewer-administered survey modes than in self-administered survey modes, such as in responses about internal political efficacy (Atkeson, Adams, and Alvarez 2014). There can also be effects related to how the respondent obtains the question, whether by reading or by hearing it.

Techniques have been developed to deal with some of these potential problems. For example, questions can be phrased so as to minimize potential embarrassment in indicating that one engages in socially undesirable behavior. Internet surveys have an advantage in dealing with sensitive topics, in that respondents do not have to worry whether their responses would elicit disapproval from an interviewer. Similarly, in personal interviewing, the interviewer can let the respondent answer sensitive questions directly on the computer. If the researcher feels that it is important to have respondents hear questions rather than read them in computer-administered surveys, it is possible to program a survey for the computer to read the questions aloud to the respondents.

There are, of course, fairly obvious cost and time differences among in-person, telephone, mail, and Internet surveys, particularly for studies that are taken over large geographical areas such as whole nations. In-person interviews are very expensive (as high as $1,000 per interview in total costs) because of the logistics involved in having interviewers across a nation, and these surveys generally take a long period of time. Telephone surveys are considerably less expensive, but interviewer costs still add up. Mail surveys are relatively inexpensive, but they also take a long period of time, particularly if there are repeated attempts to get responses from people who do not answer at first. Internet surveys are also relatively inexpensive, and they tend to take a comparatively short period of time.

Mixed-mode surveys use multiple modes, such as both telephone and Web, often in an attempt to reach people in one mode who would be nonresponsive in another mode. Olson, Smyth, and Wood (2012) found that people who are offered their preferred mode for taking a survey do participate at higher rates. However, the response rate for a mail survey did not increase when people were also offered the option of instead taking it on the Internet. While it may sound good to offer people a choice of mode in answering a survey, that can add considerably to the costs, in that it can require providing the infrastructure for multiple modes, such as both processing completed mail questionnaires and programming an Internet version. Indeed, Olson, Smyth, and Wood became fairly pessimistic about conducting such a mixed-mode survey. They note that “programming a Web survey when it will be offered in conjunction with a mail survey may not be cost effective” (2012, 631), so funds might be better spent on providing incentives or additional mailings for a mail survey. The extra costs for computer-assisted telephone and Web multiple mode surveys may be less, since it may be possible to use the same computer program code for both. However, there still would be dual logistical operations for handling interviewers and keeping track of Internet responses. Also, there could be concern about how comparable the responses given to an interviewer and those provided on the Internet with less human interaction are.

Postsurvey Error

Error also can enter during the processing and analysis of survey data. In particular, the coding of open-ended survey responses into a small number of numeric categories is a common source of error, because people’s responses can rarely be categorized neatly. As a means of minimizing coding error, complicated coding schemes should be pretested to gauge their reliability, and coders should be trained on the coding rules before starting to process actual interviews. Survey organizations often have multiple coders code the same material, or at least a sample of the responses, which allows the computation of an intercoder-reliability measure that shows how replicable the coding is.

Errors associated with research staff entering the data into the computer are eliminated when respondents type in their answers themselves, and that also eliminates data entry costs. However, respondents who lack typing skills may be more likely to make entry errors than trained staff would be.

Comparability Error

There can also be “house effects” related to the organization that conducts the survey. Sometimes house effects are due to bias, such as when some survey organizations always obtain more pro-Republican responses than others, but these effects can also be random, such as when an organization sometimes gets more pro-Republican and other times more pro-Democratic responses. More generally, “comparability effects” (Weisberg 2005, ch. 13) and “comparison error” (Smith 2011) point to the problem of lack of equivalence of surveys that purport to measure the same concepts in different countries as well as the lack of equivalence of the meaning of the same survey question as real-world conditions change over time. For example, the terms “liberal” and “conservative” do not mean the exact same thing today that they did seventy-five years ago. These potential problems suggest the need for caution when evaluating a survey and even more so when comparing results from different surveys. These effects are more likely to affect the means of variables than relationships between variables, so care is especially important when comparing means between surveys taken at different points in time by different survey organizations.

TOTAL SURVEY QUALITY

The TSQ approach extends the TSE approach by emphasizing the need for a usable set of findings (Biemer and Lyberg 2003). The TSQ approach accepts that TSE’s focus on accuracy is appropriate, but it adds further criteria. For one thing, the results should be credible, which they are not if the response rate in the survey is too low. For example, while some research shows that survey error does not necessarily increase when survey response rates are low (Curtin, Presser, and Singer 2000; Keeter et al. 2000), surveys with a 1% response rate might not be considered credible in public policy debates. In addition, the results should be relevant, which requires choosing survey questions that truly measure the concepts of interest. The survey should be conducted in a timely manner, as determined by when the researcher needs the data. The data should be accessible, so the researcher has full access to them. The data should be provided to the researcher in an interpretable manner, including a codebook and full documentation about how the sampling was conducted. Government-sponsored surveys are often required to satisfy specific quality criteria such as these.

Furthermore, quality should be achieved at three different levels (Lyberg 2012). First, the survey results given to the researcher should satisfy the type of quality standards described above (“product quality”). Second, quality control can be used to be sure that the process by which the survey is conducted is of high quality, as in high standards for hiring and supervising interviewers (“process quality”). Third, the management of the survey organization should be of high quality, such as having strong leadership, good customer relations, and high staff satisfaction (“organization quality”).

It is important to recognize that achieving high quality also has costs and takes time. For example, full documentation of a survey takes staff resources away from conducting the next survey. Fortunately, many of the steps needed to create a high-quality survey organization can benefit multiple surveys, so the costs involved in achieving and maintaining quality can often be amortized across many studies. Furthermore, developing a reputation for high quality standards benefits a survey organization in terms of helping it attract more survey business. Still, devoting resources to quality involves trade-offs, just as minimizing survey error does, so TSQ should be considered along with TSE.

CONCLUSION

The survey field has moved from its early focus on sampling error to a realization of the importance of considering the broader range of errors that can affect surveys. The TSE approach provides a comprehensive framework for thinking about those errors and balancing them against the constraints of costs, time, and ethics. The TSQ perspective further emphasizes the need for satisfying high quality standards.

Survey modes have also evolved considerably over the years. In the 1930s it became possible to conduct an in-person survey across a large country. However, in-person interviewing and the use of human interviewers were both very expensive, leading to development of new survey modes that made those costs unnecessary. In the 1980s telephones became so universal that national telephone surveys became prevalent. As access to the Internet has increased, Internet surveys have now become widespread. Each of these changes has had implications for survey error, survey costs, and survey quality. Given this history, one should expect survey administration to continue to be affected by new technological advances in the future. As that happens, it will be important to take into account possible changes in the trade-offs between survey costs and survey errors.
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CHAPTER 2

LONGITUDINAL SURVEYS

Issues and Opportunities

D. SUNSHINE HILLYGUS AND STEVEN A. SNELL

INTRODUCTION

LONGITUDINAL or panel surveys, in which the same respondents are interviewed repeatedly at different points in time, are increasingly common across the academic, private, and public sectors. The major infrastructure surveys in political science, sociology, and economics—the American National Election Study (ANES), the General Social Survey (GSS), and the Panel Study on Income Dynamics (PSID)—now all contain panel components. The unique benefits of panel surveys are widely recognized: by interviewing the same subjects over time, panel surveys offer greater causal leverage than a cross-sectional survey and enable the analysis of individual-level changes in attitudes, behavior, or knowledge.

Advances in survey research technology, especially the proliferation of Internet-based surveying, have lowered the barriers to entry for longitudinal research. The emergence of online panels like GfK Knowledge Networks, YouGov, and the RAND American Life Panel makes it easier than ever for researchers to conduct repeated interviews (Hillygus, Jackson, and Young 2014; Baker et al. 2010; Yeager et al. 2011). Furthermore, in the past several years researchers have pooled their efforts and budgets in various collaborative panel studies, such as the Cooperative Congressional Election Study (CCES) and The American Panel Study (TAPS). The 2008 Associated Press-Yahoo!News Election Panel and the CBS/New York Times/YouGov 2014 Election Panel are two such projects that have involved collaborations between public opinion scholars and media organizations.

Despite their analytic strengths and increasing availability for research, panel surveys are not without their drawbacks. They share all the problems of other surveys—quality threats from sampling and nonsampling errors—while also facing several unique challenges in their design, implementation, and analysis. In this chapter we consider three such challenges: (1) a tension between continuity and innovation in the questionnaire design; (2) panel attrition, whereby some individuals who complete the first wave of the survey fail to participate in subsequent waves; and (3) types of measurement error—panel conditioning and seam bias—specific to panel surveys. We provide an overview of these various issues and their implications for data quality and also outline current approaches to diagnose and correct for these issues in the survey design and analysis.

First we define the longitudinal survey and distinguish it from related designs. We then discuss the advantages and disadvantages of longitudinal surveys, drawing attention to their unique challenges. Finally, we review best practices for avoiding the most common pitfalls and highlight avenues of future research that can improve the design and analysis of longitudinal polling.

BACKGROUND

Although longitudinal surveys have a seemingly straightforward definition—they are survey projects in which respondents are interviewed at two or more points in time—it is useful to distinguish them from related designs, especially because of overlaps in usage of the relevant terminology.

The longitudinal survey belongs to the larger class of longitudinal methods because it is designed to elicit data from the same respondents at multiple time points (Menard 2002); nevertheless, there are alternative approaches for measuring individual-level change over time that do not qualify as panel surveys. Nonsurvey examples of longitudinal research abound in the social sciences, including a wide range of time series data, such as those using country-level factors (e.g., Beck, Katz, and Tucker 1998; Blais and Dobrzynska 1998), state- or county-level measures (e.g., Bishop 2013), or repeated observations of individuals from voter registration files or other nonsurvey sources (e.g., Davenport et al. 2010).

While not all longitudinal research is survey research, it is also the case that not all surveys designed to measure temporal change can be considered longitudinal surveys. A cross-sectional design, in which subjects are each interviewed only once, can be re-asked at different points in time using samples drawn independently (Visser et al. 2014; Menard 2002). An example of this repeated cross-sectional design is the typical tracking poll during a political campaign, designed to measure the ebbs and flows of candidate support. If sampling procedures and question wording are sufficiently similar, repeated cross-sectional surveys are an effective tool for detecting societal shifts in opinion. Repeated cross-sectional surveys can even be superior to panel surveys for some research questions. For example, the former might do a better job of capturing new entrants to a population, potentially providing a more accurate reflection of the population’s attitudes or behaviors in cases in which new entrants are especially different (Tourangeau 2003). Nevertheless, causal inference is generally weaker in a repeated cross-section than in a panel survey because the researcher can only compare groups of respondents rather than individuals (Visser et al. 2014; Tourangeau 2003; Bartels 1999).

Another method for measuring change is a retrospective survey design, in which respondents are asked during a single interview to recall attitudes or behaviors at several previous time periods (Menard 2002). This measurement strategy is distinct from the longitudinal survey because it relies on respondents’ retrospection rather than repeated interviews. While this approach allows researchers to measure within-subject change over time, an obvious deficiency is that it relies on memory recall, which introduces potential bias given the difficulty that some survey respondents have remembering even the most basic facts or behaviors (Bradburn, Rips, and Shevell 1987; Groves 2004; Tourangeau, Rips, and Rasinski 2000).

A final point of distinction exists between panel surveys and so-called online survey panels, like GfK Knowledge Networks and YouGov. Because of the difficulty of constructing a general population sample frame of email addresses, online survey panels have emerged as the primary way in which Internet polling is conducted (Groves et al. 2009). An online survey panel is simply a group of prescreened respondents who have expressed a willingness to participate in surveys, usually in exchange for money or other compensation (Baker et al. 2010).1 The surveys in which these panelists take part might be cross-sectional or longitudinal. Despite the common use of the term “panel” to refer to this particular survey mode and sample source, this chapter focuses on the longitudinal survey design—in which the same respondents are interviewed multiple times for a given study. Such survey designs can be conducted online, by telephone, by mail, or in person.

That said, the Internet age has certainly expanded opportunities for longitudinal survey designs. The emergence of online survey panels facilitates the growing interest in longitudinal survey research by reducing the costs of subject recruitment and providing a pool of willing subjects who can be easier to locate for follow-up interviews. The willingness of online panelists to engage in additional surveys helps reduce a key cost of longitudinal research. On the other hand, the repeated interviewing of the same subjects might exacerbate the shortcomings of nonprobability online panels in particular. Researchers are increasingly concerned, for example, about the conditioning effects of repeated interviewing in both panel survey designs and online survey panels more generally (see Hillygus, Jackson, and Young 2014; Adams, Atkeson, and Karp 2012; Callegaro et al. 2014).

In addition to distinguishing what is and is not a panel survey, it is also worth highlighting the wide variability in the possible design features of panel surveys. Panel surveys can include dozens of waves or just an initial interview and a single follow-up. The ANES, for instance, typically includes one pre-election interview and one post-election interview—a two-wave panel. Panel surveys can also vary in the duration of the study and the length of time between survey interviews. The four-wave Youth-Parent Socialization Panel study spanned more than three decades, from 1965 to 1997, but most election panels span only a matter of months. Panel surveys also vary in their sampling strategy. A fixed panel design asks all respondents to participate at the same time, while a rotating panel divides the sample into different cohorts, with initial interviews staggered across survey waves. As discussed in the next section, the latter design offers useful leverage for assessing panel attrition and conditioning effects. Finally, designs differ in how they define their inferential population—some define only at the first wave, while others update at each wave. In other words, an individual who died between waves 1 and 2 would be counted as ineligible in the former and as a nonrespondent in the latter.

Eligibility for follow-up interviews can also vary—with some panels attempting to follow up with all respondents who complete the initial interview, while others select a narrower subset of respondents for subsequent interviews.2 As with all research methodologies, the goals of the study—balanced against time and cost considerations—should guide these specific design decisions. For a more detailed overview of these and other design issues in panel surveys, see Menard (2007), Duncan and Kalton (1987), Kalton and Citro (1993), and Kasprzyk et al. (1989).

ADVANTAGES OF LONGITUDINAL SURVEYS

The growth of longitudinal surveys in the last several years reflects the significant benefits of repeated interviews with the same subjects. First, longitudinal surveys are critical for understanding the dynamics of public opinion. While cross-sectional surveys are well-suited to track societal trends in opinion over time, they cannot identify within-subject change (Tourangeau 2003; Visser et al. 2014). As such, it is difficult to determine if changes in public opinion, such as Americans’ dramatic shift in attitudes about same-sex marriage, are a function of sampling and cohort replacement or a reflection of real changes in individual attitudes (e.g., Baunach 2011; Brewer 2008). Without conducting repeated surveys with the same subjects, we cannot evaluate who changed their minds or why.

This ability to evaluate within-subject change is what makes panel surveys a critical tool in the study of campaigns and elections. The seminal Columbia research on voting behavior was based on panel studies, such as the seven-wave sample of twenty-four hundred voters in Erie County, Ohio, during the 1940 election (Lazarsfeld, Berelson, and Gaudet 1948; Berelson, Lazarsfeld, and McPhee 1954). A longitudinal design enabled researchers to observe which voters changed their candidate preferences during the campaign. Although voting research came to rely increasingly on national cross-sectional surveys for much of the twentieth century, the last decade or so has seen a renewed interest in panel surveys as a tool for examining the decision calculus of voters at various points in the campaign (e.g., Henderson, Hillygus, and Tompson 2010; Iyengar, Sood, and Lelkes 2012). The strength of the panel design is that by interviewing the same respondents multiple times in the course of the campaign, the researchers have a much stronger sense of the evolution of individual-level voter decision making. Consider, for instance, that cross-sectional polls typically find that roughly 5% of the electorate is undecided between the candidates at any given point in the campaign; longitudinal surveys show that it is not always the same 5% of the electorate in every snapshot, offering a very different portrait of the campaign (Henderson and Hillygus 2016).

A second, and related, advantage of the longitudinal design is that measuring within-subject change offers greater leverage in estimating causal effects. This design is especially convincing if the pre- and post-intervention surveys closely precede and follow, or bracket, an intervention.3 Such an intervention might be naturally occurring or a manipulation of the researcher. For example, Hillygus and Jackman (2003) compare interviews before and after presidential conventions and debates to estimate the effect of these major campaign events on candidate preference. With experimental interventions, panel surveys provide the pre-treatment baseline by which the post-treatment effects are later evaluated. Examples of such analyses include surveys gauging political knowledge and attitudes before and after respondents are randomly assigned to receive a free newspaper subscription (Gerber, Karlan, and Bergan 2009) and a panel survey designed to detect the effects of a large-scale campaign against vote buying on voter turnout and vote choice (Vicente 2014).

Even without an intervention, the within-subjects nature of the panel design provides the temporal ordering of measures that is necessary (though not sufficient) to establish causality (Bartels 2006). For example, researchers have used panel data to explore the complex relationship between party identification and policy preferences (Carsey and Layman 2006) and between media messages and issue attitudes (Lenz 2009). While this approach has a somewhat weaker claim to causality, the temporal ordering of the measurement makes it far superior to traditional observational studies.

A third advantage of the longitudinal survey design is the opportunity it provides researchers to assess the reliability of the concepts being measured, a critical component of measurement error. Reliability refers to the degree to which consecutive measurements of a given concept yield the same result, provided that the meaning of the concept has not changed across time. Some phenomena can easily be measured reliably—gender and level of education, for example—while most concepts of interest to social scientists are subject to measurement error. In classical test theory, test-retest stability is a standard approach for evaluating reliability and necessitates a longitudinal design (Carmines and Zeller 1979; Bartels 2006). For example, Achen (1975) reassesses the seminal analysis of early ANES panels (Converse 1964) and finds that much of the instability across time in voter preferences is attributable to the poor reliability of survey measures. Longitudinal surveys also enable measurement error adjustments. For example, in panels with an item measured three or more times, the researcher can employ the difference in responses from one set of waves to assess the reliability of the item and to then correct appropriately for measurement bias when comparing responses to the same question across another set of waves (e.g., Bartels 1999). This calibration exercise allows researchers to control for and better distinguish measurement noise from real attitude change.

CHALLENGES IN LONGITUDINAL SURVEYS

As the previous discussion makes clear, panel studies offer a number of compelling advantages for studying social, political, and economic phenomena. They do, however, come with some downsides. First, longitudinal data have a complex structure that can complicate analysis. By virtue of having multiple interviews with the same respondents, the data have a hierarchical structure that should be accounted for in the statistical modeling (Gelman and Hill 2007). There is a wide variety of modeling approaches for handling panel data: change point models, duration models, transition models, fixed effect models, hierarchical models, and so forth. Unfortunately, the substantive conclusions can differ depending on the modeling approach used, and it is not always clear which approach is best suited to the research question. Broadly, analysts can model either the level of (y) or the change in y (Δy) as a function of either the level of or change in the levels of the predictor variables, where the number of possible combinations depends on the number of survey waves used in the analysis. Given that the particular research question and data structure will determine the most appropriate modeling strategy, we refer readers to dedicated texts such as Singer and Willett (2003), Finkel (1995), and Hsiao (2003). Another complexity in analyzing longitudinal surveys is that it not always obvious which weight to use given that multiple weights are often provided.4 Again, the decision depends on the research question and the particular combination of waves used, but generally analysts will want to use the longitudinal weight associated with the wave in which their dependent variable is measured.

Panel surveys also face a number of threats to data quality that can jeopardize the ability to make inferences about the outcomes of interest. To be sure, all survey research faces a litany of challenges that can threaten the validity and reliability of survey estimates. A rich literature across academic and professional fields has made strides in identifying potential sources of bias in survey research (e.g., Groves 2004; Groves et al. 2009; Groves and Couper 2012; Weisberg 2005). The “Total Survey Error” paradigm classifies survey error as pertaining to survey sampling, coverage, nonresponse, measurement, and postsurvey analysis and recommends best practices in survey design, implementation, and evaluation to mitigate these errors (e.g., Biemer 2011; Groves and Lyberg 2011; Weisberg 2005). In addition to these usual sources of error, however, panel surveys face additional threats to quality associated with measuring the same individuals at different points in time. We outline three such challenges here: (1) a tension between continuity and innovation in the questionnaire design; (2) panel attrition; and (3) panel conditioning and seam effects (panel-specific measurement error).

Balancing Continuity and Innovation in Panel Surveys

Given that the ability to track within-subjects change is one of the longitudinal survey design’s chief benefits, it perhaps goes without saying that the basic “way to measure change is not to change the measure” (Smith 2005). Yet longitudinal studies often face a tension between the need for comparability over time and the pressure to change the question wording or other design features of the study. Especially in panels that span an extended time period, there may be compelling reasons to modify, update, or retire a question (Tourangeau 2003). For example, after nearly one hundred years of use, the U.S. Census Bureau in 2013 dropped the word “Negro” from its racial response categories. Even within a shorter panel, there can be reasons to change question wording. Within a political panel survey of an election campaign, for instance, it is common for vote choice response options to change from the choice between a generic Democrat and Republican during the nomination stage to the choice between two specific candidates after the party nominees are known. Research has consistently shown that public opinion estimates are sensitive to even small differences in question wording and response options (e.g., Green and Schickler 1993; Abramson and Ostrom 1994). Moreover, responses can also be affected by changes in other survey design features such as mode, incentives, fielding period, question order, and the like (Jackson 2011).

The point is simply that questionnaire or survey design changes should not be made lightly and require experimentation and calibration to lessen the inherent loss of continuity and comparability. Two kinds of experimentation are useful. The first is an “offline” experiment, wherein additional subjects participate in separate pilot studies, which randomize respondents to potential versions of the changes under consideration (Tourangeau 2003). Given the expense of longitudinal research, this process of independent piloting is valuable because researchers can more fully understand response properties and refine the revised survey item before interfering with the continuity of the panel. The second type of experiment is a split-ballot design within the panel survey (Tourangeau 2003). This similarly allows researchers to make between-item comparisons for the larger sample, but provides the additional benefit of sustaining the time series by presenting the original item to some subset of respondents. While experimentation should guide necessary adaptations of existing items, transparency regarding what has changed and why is the other key to successful innovation (Jackson 2011).

Panel Attrition

Perhaps the most well-recognized challenge to longitudinal studies is panel attrition, wherein some respondents in the sample fail to complete subsequent waves. Attrition affects longitudinal studies of all types, modes, and sponsors. For instance, the multiple-decade PSID, first fielded in 1968, lost nearly 50% of the initial sample members by 1989. The ANES 2008–2009 Panel Study lost 36% of respondents in less than a year of monthly interviews. At best, attrition reduces effective sample size, thereby decreasing analysts’ abilities to discover longitudinal trends in behavior. At worst, attrition results in an available sample that is not representative of the target population, thereby introducing biases into estimates of the outcomes of interest. Recent expansions in the number and use of panel surveys, coupled with worsening response rates, make the issue of panel attrition particularly salient. It is well-documented that response rates for all surveys, including government surveys, have been in decline in recent decades (Hillygus et al. 2006). The implications may be particularly severe for panel studies since they depend on respondents participating at multiple points in time (Schoeni et al. 2013). Even high-quality government surveys have found that nonresponse and attrition have grown worse in recent years. For example, before 1992 the Survey of Income and Program Participation (SIPP) typically lost about 20% of the original sample by the final wave. That loss rate increased to 35.5% in 1996 and 36.6% in 2004 (Westat 2009, 22).

Reinterviewing the same panelists can be a labor-intensive process: researchers must locate, recontact, and persuade the panelist to participate in later waves. If any of these three steps breaks down, the case is lost (Watson and Wooden 2009). The need to track panelists to new locations can substantially increase both survey costs and the difficulty of gaining cooperation, leading some long-duration panels to alter their sampling design. For instance, the Early Childhood Longitudinal Study of the National Center for Education Statistics sampled only 50% of students who moved schools between waves to help reduce the cost of follow-up interviews. In sum, panel attrition is a problem for all panel surveys, the problem has worsened over time, and there are now more data analysts who have to contend with the problem.

The threats of panel attrition are widely recognized by public opinion researchers (e.g., Ahern and Le Brocque 2005; Traugott and Rosenstone 1994; Zabel 1998), but there is little consensus about how to handle it. Analyses of panel attrition tend to be reported and published separately from those of substantive research (e.g., Zabel 1998; Fitzgerald, Gottschalk, and Moffitt 1998; Bartels 1999; Clinton 2001; Kruse et al. 2009). Yet panel attrition is not just a technical issue of interest only to methodologists; it can have direct implications for the substantive knowledge claims that can be made from panel surveys. For example, Bartels (1999) showed that differential attrition of respondents in the 1992–1996 ANES panel resulted in an overestimation of political interest in the population. Frankel and Hillygus (2013) show that attrition in the 2008 ANES panel study biased estimates of the relationship between gender and campaign interest.

Too often, researchers simply ignore panel attrition, conducting the analysis on the subset of respondents who completed all panel waves data (e.g., Wawro 2002). In a review of the literature, Ahern and Le Brocque (2005) find that fewer than one-quarter of studies employing panel data discuss attrition or offer any analyses to detect or correct for panel attrition. In doing so, scholars make an assumption that panel attrition occurs randomly. In the language of the missing data literature (Little and Rubin 2002), any complete-case descriptive analysis assumes the missing data—subsequent survey waves, in this case—are missing completely at random (MCAR). That is, no observed or unobserved data can systematically predict or account for this missingness. Unfortunately, this assumption is almost always unfounded. Countless analyses have found that panel attrition is related to a variety of respondent characteristics (e.g., Behr 2005).

Broadly speaking, the literature on the correlates of panel attrition emphasizes that repeated participation in a panel survey depends on both the ability and motivation to cooperate. As such, characteristics like income, education, gender, race, and being foreign born correlate with attrition (Gray et al. 1996; Fitzgerald, Gottschalk, and Moffitt 1998; Loosveldt, Pickery, and Billiet 2002; Behr 2005; Lynn et al. 2005; Watson and Wooden 2009). Individuals who are more socially engaged and residentially stable—homeowners and those with children (especially young children) at home—are more likely to remain in a panel study, while younger respondents and those who live alone are more likely to drop out (Lipps 2007; Uhrig 2008; Watson and Wooden 2009; Groves and Couper 2012). Research also shows that civic engagement and interest in the survey topic are correlated with attrition; those who care more about the topic are less likely to attrit (Traugott and Morchio 1990; Traugott and Rosenstone 1994; Loosveldt and Carton 1997; Lepkowski and Couper 2001; Loosveldt, Pickery, and Billiet 2002; Voogt 2005; Smith and Son 2010). Measures of political engagement and political interest, in particular, can be predictive of attrition in surveys on all topics, but are especially predictive of attrition in surveys with political content (Brehm 1993; Traugott and Rosenstone 1994; Bartels 1999; Burden 2000; Voogt and Saris 2003; Olson and Witt 2011). For example, Olson and Witt (2011) find that political interest has been consistently predictive of retention in the ANES time series from 1964 to 2004. More recent research has also emphasized that the respondents’ survey experience in the first wave will influence their likelihood of participating in future waves (e.g., Frankel and Hillygus 2013). Given the wide range of attrition correlates, Chen et al. (2015) recommend a step-by-step process of identifying the predictors of attrition based on wave 1 responses and sampling frame data.5

In case of expected attrition bias, there is a variety of approaches for correcting estimates to improve inference. The use of post-stratification weights is the most common correction method used, and attrition-adjusted survey weights are routinely provided by survey firms. Weighting is not without controversy, however. As Deng et al. (2013) highlight, there is wide variability in the way weights are constructed and in the variables used to account for panel attrition. While researchers typically weight to demographic benchmarks like the Current Population Survey (CPS) or American Community Survey (ACS), Vandecasteele and Debels (2006) argue that weights based on demographic variables alone are likely inadequate to correct for attrition. Weights can also result in increased standard errors and introduce instabilities in the estimates (Gelman 2007).6

An alternative approach is imputation, in which the attrited cases are replaced with plausible values. While there are many different imputation methods, the preferred approach is multiple imputation, in which multiple values are estimated to replace the missing data (Pasek et al. 2009; Honaker and King 2010). As with weighting, standard approaches to multiple imputation assume that missing cases are missing at random (MAR)—dependent on observed data, but not unobserved data.

Another approach for dealing with panel attrition is through specialized statistical models. In cases in which MCAR or MAR assumptions are implausible, selection models (Hausman and Wise 1979; Brehm 1993; Kenward 1998; Scharfstein, Rotnitzky, and Robins 1999) or pattern mixture models (Little 1993; Kenward, Molenberghs, and Thijs 2003) can be used to model attrition that is not missing at random (NMAR)—dependent on the values of unobserved data. These approaches, however, also require strong and untestable assumptions about the attrition process, because there is insufficient information in the original panel data to understand why some cases are missing (e.g., Schluchter 1992; Brown 1990; Diggle and Kenward 1994; Little and Wang 1996; Daniels and Hogan 2008). Recent research shows that refreshment samples can be used as leverage for modeling the attrition process (Bhattacharya 2008; Deng et al. 2013; Hirano et al. 1998, 2001; Si, Reiter, and Hillygus 2014). A refreshment sample is a new sample, independently drawn and given the same questionnaire at the same time as the original panelists. Newly introduced cohorts in a rotating panel offer similar leverage. The comparison of these new data to the original panel allows researchers to properly correct estimates from the panel data.

Because substantive results can be sensitive to the particular corrective approach employed (Zabel 1998; Kristman, Manno, and Côté 2005; Ayala, Navarro, and Sastre 2006; Basic and Rendtel 2007), the best approach for handling panel attrition is to prevent it in the first place. At the end of the chapter, we review recommendations for design decisions that can help to mitigate attrition and other panel effects.

Panel-Specific Measurement Error

It is perhaps ironic that one of the advantages of panel surveys is that they enable assessment of the reliability of survey measures because they can also introduce additional measurement error—panel conditioning and seam effects—that can threaten the validity of survey estimates. We consider each of these issues in turn.

Panel Conditioning

Panel conditioning, also known as time-in-sample bias, refers to the phenomenon in which participation in earlier waves of the panel affects responses in subsequent waves. For example, respondents might pay more attention to a political contest because they are participating in a panel about voting and know they will be asked their opinions about the candidates. Warren Miller, a pioneer of the ANES, used to joke that the study’s panel design was an expensive voter mobilization effort because participation in the pre-election survey motivated respondents to show up at the ballot box. Conditioning effects can jeopardize the validity of survey estimates, biasing estimates of the magnitude and/or correlates of change (Kasprzyk et al. 1989; Sturgis, Allum, and Brunton-Smith 2009; Warren and Halpern-Manners 2012).

Researchers have long been concerned about panel conditioning effects.7 In one of the earliest political panel surveys, researchers identified the potential for panel conditioning, noting that “the big problem yet unsolved is whether repeated interviews are likely, in themselves, to influence a respondent’s opinions” (Lazarsfeld 1940, 128). Clausen (1968) found that those who participated in a pre-election survey in 1964 were more likely to report voting in the post-election survey—he attributed seven percentage points to the stimulating effect of participating in the pre-election interview. Traugott and Katosh (1979) replicated the study and found an even larger mobilization effect. Many others have reached similar conclusions (Kraut and McConahay 1973; Yalch 1976; Greenwald et al. 1987; Anderson, Silver, and Abramson 1988; Granberg and Holmberg 1992; Simmons, Bickart, and Lynch Jr 1993; Bartels 1999; Voogt and Van Kempen 2002). Although political interest and political knowledge are commonly found to be susceptible to panel conditioning effects, the issue is not restricted to political surveys. For example, Battaglia, Zell, and Ching (1996) found that asking mothers about the immunization status of their children led to higher vaccination rates after the interview. Unfortunately, it is not always clear when panel conditioning will be an issue. While there is considerable documentation that panel conditioning can exist, it is not always present. Some research finds limited or no panel conditioning bias (Bartels 1999; Smith, Gerber, and Orlich 2003; Kruse et al. 2009). More generally, there is a lack of clarity in the research about the conditions under which panel conditioning is expected to change attitudes, behaviors, or knowledge. In addition, panel conditioning effects might depend on the characteristics of respondents, the topic of the survey, or a variety of other survey design factors. Moreover, Mann (2005) has disputed the methodological basis of much of the previous research identifying panel conditioning effects. The common approach to diagnosing conditioning effects is to simply compare panelist responses in follow-up waves with cross-sectional measures of the same items. Even when using refreshment samples or rotating samples, it can be difficult to distinguish panel conditioning effects from attrition bias (Warren and Halpern-Manners 2012).8 For instance, inflated turnout levels in the ANES post-election survey may be due to panel conditioning, attrition among those not interested in politics, or other sources of survey error, such as bias in initial nonresponse (Burden 2000).

The specific mechanisms by which panel conditioning effects occur also vary. Changes in behavior might occur if survey participation increases respondent motivation or interest in the topic—as is the case for political knowledge in an election panel (Bartels 1999; Kruse et al. 2009). Alternatively, survey respondents could change their responses as they become more familiar with the interview process and survey experience. The first type of panel conditioning has been referred to as “conditioning change in true status,” and the second is called “conditioned reporting.” Conditioned reporting is a strategic response to the interview, such as learning to give answers that reduce the number of follow-up questions. This second type of panel conditioning is closely linked with the issue of “professional” respondents in online survey panels. These are respondents who have a lot of experience with taking surveys, so they might understand how to answer in such a way as to reduce burden and maximize their paid incentives. Indeed, there may well be concerns that panel survey research that relies on samples derived from online respondent panels will have panelists who are already conditioned at the time of the first wave because they have already participated in previous surveys on related topics. It is quite common, for instance, to find that YouGov and GfK panelists are more politically knowledgeable than the general population.9 In principle, it should be possible to distinguish conditioned reporting from conditioned responses through studies designed to specifically test these different mechanisms. Unfortunately, such research is rare.10

There is also little guidance about what to do if panel conditioning bias is found in a longitudinal study. Some researchers contend that “once they occur the resulting data are irredeemably biased” (Warren and Halpern-Manners 2012). This means that it is all the more important for researchers to prevent panel conditioning in the design of their surveys as we discuss in more detail at the end of the chapter. For example, research has suggested that panel conditioning effects are more common when the baseline and follow-up surveys are separated by a month or less (e.g., Bailar 1989; De Amici et al. 2000; Fitzsimons, Nunes, and Williams 2007; Levav and Fitzsimons 2006).

Seam Effects

Another source of measurement error unique to longitudinal surveys has been termed “seam bias”; it refers to the tendency of estimates of change that are measured across the “seam” of two successive survey waves to far exceed estimates of change that are measured within a single wave (Conrad, Rips, and Fricker 2009). That is, when respondents are asked to recall behaviors or conditions at multiple reference times in a single interview—for example, employment status in the current month and in the previous month—they report few changes between the referenced time periods; in contrast, estimates of change are much higher if they are measured in two separate waves of data collection. As a result, estimates of month-to-month changes in employment status are far higher when looking across survey waves than when reported within a single interview (Lynn and Sala 2006).

Seam effects have been most often studied in economics, but they have been found across a wide range of measures, recall periods, and design features (Lemaitre 1992). Seam effects were first documented in estimates of government program participation in the Census Bureau’s SIPP panel survey (Czajka 1983), but have also been found in the CPS (Cantor and Levin 1991; Polivka and Rothgeb 1993), the PSID (Hill 1987), the Canadian Survey of Labour and Income Dynamics (Brown, Hale, and Michaud 1998), and the European Community Household Panel Survey (Jackle and Lynn 2004).

Research examining the source of seam bias suggests that it stems both from respondents underestimating change within the reference period of a single interview and overestimating change across waves. Collins (1975), for example, speculates that between two-thirds and three-quarters of the observed change in various employment statistics (as measured in a monthly labor force survey) were an artifact of this type of measurement error. Lynn and Sala (2006) label the amount of change they observe from one survey wave to the next in various employment characteristics as “implausibly high.” At the same time, researchers have documented underestimates of change within a single wave, a phenomenon labeled “constant wave responding” (Martini 1989; Rips, Conrad, and Fricker 2003). Using record validation, Marquis and Moore (1989) confirm that both factors produce the seam effect.

Seam bias has largely been attributed to respondent memory issues and task difficulty. For example, there is larger seam bias found with wider time intervals between waves and the to-be-recalled change (Kalton and Miller 1991). There are also larger seam effects when the recall items are more cognitively difficult (Lynn and Sala 2006). Some have suggested that seam bias can be further exacerbated by panel conditioning because individuals learn that it is less burdensome to give the same response for each referenced time than to report change (Rips, Conrad, and Fricker 2003).

A related phenomenon identified in political surveys is a sharp discrepancy in the stability of vote choice or time of vote decision when measured via recall in a post-election survey compared to estimation based on measures of candidate support from multiple waves of panel data (Plumb 1986; Chaffee and Rimal 1996; Fournier et al. 2004). Researchers have found discrepancies at both the aggregate and individual levels (Plumb 1986; Chaffee and Rimal 1996). For example, in an analysis of vote intention stability in the four-wave ANES 1980 panel study, Plumb (1986) finds that just 40% of respondents had the same time of decision with both methods. Critically, some find that the recall measure produces higher levels of stability (Plumb 1986), while others find it produces lower levels of stability (Katz 1971; Kogen and Gottfried 2012). Several explanations have been offered. First, it may be difficult for respondents to remember when the decision was made, especially if asked several months after the fact. Second, there might be issues of social desirability, whereby respondents might prefer to indicate that they delayed their decisions in order to appear neutral or independent. Alternatively, some—especially partisans—might claim they knew all along, not wanting to admit that they were ever undecided.

In terms of mitigating seam bias, the preponderance of research has focused on efforts to improve respondent recall (Callegaro 2008). For example, Rips, Conrad, and Fricker (2003) demonstrate that researchers can reduce seam effects by altering question order. They reason that seam bias is a predictable pattern of satisficing given the usual grouping of questions by topic instead of time period (Rips, Conrad, and Fricker 2003; Conrad, Rips, and Fricker 2009). Furthermore, respondents did best when time was ordered backwards, or in reverse chronological order—asking first about the most recent week and then about earlier and earlier weeks (Rips, Conrad, and Fricker 2003).

The other innovation that targets seam effects at the design stage is dependent interviewing (DI), which addresses the issue of seam bias straight on by automatically populating a panelist’s previous response and asking if the response still holds (Conrad, Rips, and Fricker 2009; Moore et al. 2009; Lynn et al. 2005). The previous response serves as a reminder or anchor by which the respondent can compare the present, perhaps causing reflection on any change and when it may have occurred (Moore et al. 2009). Dependent interviewing is increasingly common, having been employed in the Census Bureau’s SIPP and CPS projects (Conrad, Rips, and Fricker 2009), and is thought to improve interview times and general data quality; nevertheless, Lynn et al. (2005) cautions that the method may underestimate change across waves if it induces acquiescence bias among respondents who want to tell the interviewer that the previous response is still accurate.

As with panel conditioning, the best solution for seam effects is to prevent them. Though there are some post-survey methods for dealing with seam bias, many of them effectively throw away data. For an overview of such methods, see Lynn et al. (2005).

RECOMMENDATIONS FOR RESEARCHERS

The trend favoring longitudinal surveys will almost certainly continue given the method’s ability to track within-subject change. Nevertheless, as with all survey methods, longitudinal surveys face several challenges to their validity and reliability. Responsible researchers must acknowledge the potential impact of these challenges on substantive knowledge claims. In addition to threats from declining response rates, concerns about the representativeness of survey respondents, and difficulties measuring various attitudes and behaviors—issues that arise in all survey designs—longitudinal surveys can face the unique challenges of comparability issues, panel attrition, panel conditioning, and seam effects. Researchers should grapple with potential biases from attrition and measurement error as a matter of course. Analyses should routinely include assessments of the quality of panel composition and resulting data, using whatever information about attrition can be gleaned by comparing later waves to earlier waves on observable factors like respondent demographics, survey satisfaction, or other measures related to respondent experience. Despite some potential limitations of weighting as a correction for attrition, we recommend that—at minimum—analysts calculate estimates using the longitudinal survey weights. Better still, researchers should leverage refreshment samples or rotating panels, if available, to better understand the impact of attrition bias and panel conditioning on the survey estimates.

It is the producers of new longitudinal surveys, however, who bear the greatest responsibility for preventing panel effects. Those designing panel surveys can take several measures to reduce panel survey error and improve the reliability and validity of the resulting data. Given findings about the relationship between the survey experience and attrition, the researcher should first ensure that the questionnaire, especially the questionnaire for the first survey wave, adheres to best practices in questionnaire design.11 Furthermore, the researcher should enact protocols to make certain that interviewers are well trained, as poor interviewer performance decreases panelists’ propensity to respond in later waves. Even in Internet polling, in which there is no traditional interviewer, the survey design must take into account potential technological issues and general user-friendliness, as difficulties with the online interface similarly cause panelists to attrit (Frankel and Hillygus 2013).

This also points to the need to explicitly measure respondents’ survey experience, such as including a survey satisfaction item at the end of the first wave questionnaire. Where respondents report satisfaction with the interviewer, the researcher can reduce nonresponse in later waves by assigning the same interviewer to all follow-up interviews. When a respondent is found to be at risk of attriting, design adaptations can be made to increase the likelihood of response—for example, increasing the incentive payments for those with a high propensity to attrit (Laurie and Lynn 2009; Schoeni et al. 2013). The researcher executing a panel survey design must also take great care to keep track of panelists. Lepkowski and Couper (2001) identify the researcher’s inability to locate and contact panelists as a major source of panel attrition. When respondents cannot be identified at the time of a later survey, cases are lost, resulting in a reduction of effective sample size and potentially biasing estimates for the remaining cases. The researcher can prevent lost cases by undertaking several activities to track respondents, such as instigating communication with the panelist between waves that are spaced far apart, collecting additional contact information (e.g., a mailing address and phone number, even if the primary means of communication is email), and using public records and administrative data sources for tracing respondents. For example, the PSID regularly updates panelist addresses using the United States Postal Service national change of address service and offers respondents a $10 payment to simply return a prepaid postcard verifying their full contact information (Schoeni et al. 2013). This sort of mailing belongs to the broad class of “keeping in touch exercises” (KITEs) (Laurie 2007). Another activity to improve tracking of panelists is the use of a dedicated website for respondents with information about the study, past results, and a change-of-address form.

The researcher can also address measurement error through careful survey design. A researcher concerned about panel conditioning might interview respondents less frequently, since panel conditioning can be exacerbated by frequent and closely spaced interviews. On the other hand, infrequent waves that are spaced far apart might rely more heavily on recall regarding the period between waves, which can induce seam effects. The researcher is left to balance these different considerations, with the optimal design depending on the research question and variables of interest. For instance, panel conditioning has been shown to have relatively limited effects on attitudinal questions, but strong effects on political knowledge. If the researcher wants to engage questions about the relationship between political knowledge and various outcomes, the best design would minimize conditioning effects by asking political knowledge questions infrequently and perhaps by developing new political knowledge items. On the other hand, if the primary goal is to observe change in some attitude or behavior, the researcher might do best to field many waves close together—thereby minimizing seam effects at the possible risk of inducing some conditioning.

As we hope this chapter makes clear, there are many opportunities for future research that could inform the design, conduct, and analysis of panel surveys. Researchers could build into the panel design observational or experimental features to distinguish and measure the various sources of longitudinal survey error. For example, a new panel of respondents for a longitudinal survey might gain traction on the distinction between panel attrition and conditioning by drawing on a very rich sampling frame, such as a voter registration database enhanced with commercial data. This kind of list would provide relatively straightforward criteria for measuring nonrandom attrition, by comparing the pre-study covariates of returning panelists and those who drop out and would also provide some leverage on conditioning, by allowing the researcher to compare the respondents’ predicted and actual responses and behaviors.

Experimental designs might manipulate the panel survey experience for some respondents in order to gain a clearer understanding of how to minimize survey error. For instance, building on the earlier discussion of panel conditioning versus seam effects, the researcher could randomize respondents to complete several or few surveys that are spaced near or far apart. Similarly, the researcher can evaluate other design tradeoffs by randomizing design differences across panelists. For example, previous research suggests that the researcher can stem panel attrition by increasing communication with panelists, directing them to a study website, and sharing details of study findings with them. These measures are meant to increase panelists’ interest in and commitment to the panel survey (Schoeni et al. 2013), but the researcher should consider whether these efforts—especially the provision of study results—contribute to panel conditioning. An experimental design could randomize the use of these particular retention efforts to estimate their effect on attrition and panel conditioning.

In addition, given the extent to which longitudinal survey research is being conducted with online panels, more research should consider how the online setting reduces or exacerbates the various types of error unique to the longitudinal survey design. Building on Adams, Atkeson, and Karp (2012) and Hillygus, Jackson, and Young (2014), such research might compare the panel conditioning effects of new recruits who enter either online panels or other types of panel surveys. Research on survey error in online surveys would be greatly enhanced if collaborations with the proprietors of online panels provided not just the number of surveys completed and panelists’ time in the panel (Clinton 2001; Adams, Atkeson, and Karp 2012), but also information about the kinds of surveys to which the panelist has been invited and the kinds of surveys that the panelist has actually completed.

It is our hope that future research on panel survey error will not only provide a more comprehensive list of best practices to prevent and to measure survey error, but also will mitigate these biases when they are found in existing longitudinal survey data.
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NOTES

1. Although most online survey panels are nonprobability panels, in which panelists have opted-in to the panel, there are limited examples of online probability survey panels, such as the RAND American Life Panel, AmeriSpeaks, and GfK Knowledge Networks.

2. A related difference is in the definition of attrition. Some designs allow individuals who fail to respond to one wave to return to subsequent waves (temporary attrition), while otherdesigns would consider those individuals permanent attriters. Internet panel studies that rely on an online panel of respondents are especially likely to use the former design, as it is nearly costless to invite former attriters into subsequent waves.

3. To be sure, the exact nature of the relationship between the intervention and the data collection can affect the strength of the causal claims. Generally speaking, data collected closer to the intervention give greater confidence that any observed changes are the result of the intervention rather than confounding factors.

4. The weights provided often account for both unequal probabilities of selection in the sampling design as well as unit nonresponse. As such, new weights are typically provided for each wave to account for sample attrition.

5. To be sure, some researchers have found minimal attrition bias (Bartels 1999; Clinton 2001; Kruse et al. 2009). Most critical, of course, is that such an evaluation be conducted, since the extent of attrition bias can vary across different outcomes.

6. In using any alternative approach to panel attrition correction, it remains important to account for the sampling design in making inferences. If the survey firm does not provide all variables related to the sampling design (e.g., geographic clusters), researchers can use the sampling design weights or wave 1 survey weights to make the necessary adjustments.

7. Of course, even nonpanel studies must also confront the possibility that simply the act of measuring social phenomena can sometimes change the object under investigation—the classic Hawthorne effect (e.g., Landsberger 1958).

8. Das, Toepoel, and van Soest (2011) offer one such approach that relies on a nonparametric test for estimating separate attrition and conditioning effects.

9. It likely it does not help that researchers tend to ask the exact same political knowledge questions across different studies.

10. Notable exceptions include Warren and Halpern-Manners (2012); Sturgis, Allum, and Brunton-Smith (2009); and Das, Toepoel, and van Soest (2011).

11. Interested readers may want to consult the resources available at http://dism.ssri.duke.edu/question_design.php.
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CHAPTER 3

MIXING SURVEY MODES AND ITS IMPLICATIONS

LONNA RAE ATKESON AND ALEX N. ADAMS

MIXED MODE SURVEYS

THE use of scientific sampling in survey research dates back to the 1930s, when it was primarily conducted through the mail or personal visits to households (Elinson 1992). However, contact with sample members and the administration of the survey instrument can come in multiple formats or modes; the number of modes available and their complexity has increased over the past eighty years. In this context, mode generally refers to a strategy or method of respondent contact and data collection. Respondents can be contacted and respond in person, by mail, over the phone, over the Internet, on a personal computer or mobile device, or via texts, providing a number of different mode options.

Mixed mode surveys are defined as surveys that involve mixtures of different contact and interviewing methods with respondents. For example, a mixed mode survey might contact sample members by phone or mail and then have them respond to a questionnaire over the Internet. Alternatively, a mixed mode survey might allow for multiple forms of response. For example, sample frame members may be able to complete the interview over the phone, by mail, or on the Web. Alternatively, a mixed mode design may encourage an Internet response with the first contact, but those who fail to respond to the initial contact may later receive a mail survey, phone call, or face-to-face (FTF) visit. Finally, even within a particular mode format the data may be collected differently in some portions of the instrument. All of these variations are considered mixed mode surveys.

Whether the survey is administered by another party, an interviewer, or the respondent is a key structural component of the survey environment that has important empirical implications for data quality and comparability (Fuchs, Couper, and Hansen 2000; Atkeson, Adams, and Alvarez 2014). We define a survey as interviewer administered when the interviewer is a live person who can independently interact with the respondent. Thus, while there are many modes, and they have proliferated as technology has expanded, the presence or absence of an interviewer and the level of his or her involvement in the survey process provides a structural feature that is a critical theoretical consideration in understanding survey response. We say “level of involvement” because the presence of an administrator does not necessarily imply that the questionnaire is administered by an interviewer. For example, the growth of computer assisted personal interviews (CAPIs), especially with regard to the administration of sensitive questions, has created intrasurvey variation, with some questions having back-and-forth interactions between the interviewer and the respondent, creating a dynamic interview between them, and other questions having no interactions with the interviewer, creating a self-administered environment. Alternatively, an administrator may provide students at a school with a paper questionnaire or voters at a polling location with an exit questionnaire and he or she may remain present while the questionnaire is answered, but that person’s level of involvement is minimal, creating an environment more akin to self-administered questionnaires (SAQs) than interviewer-administered questionnaires (IAQs).

Research suggests that interviewer-driven designs, regardless of mode, and respondent-driven designs, regardless of mode, provide largely the same within-mode response patterns (Atkeson and Tafoya 2008). However, researchers find some differences between in-person and telephonic interviewing, especially relating to expressing “don’t know” (DK). More respondents select DK in telephone surveys than in FTF surveys (Aneshensel et al. 1982; Aquilino 1992; Groves and Kahn 1979; Jordan, Marcus, and Reeder, 1980; de Leeuw 1992). There also appears to be slightly less item nonresponse in online surveys than in mail surveys (Kwak and Raddler 2002). Nevertheless, when it comes to observational errors related to respondent-instrument interactions, major differences generally depend on whether the respondent is assisted by an interviewer when answering the survey instrument.

Over the last fifteen years we have seen increasing use of mixed mode surveys that employ multiple modes to reduce survey error, especially coverage and response error. The purpose of these designs is to achieve better quality data, especially in terms of sample representativeness (Dillman, Smyth, and Christain 2009). The expansion of survey modes and the use of mixed mode surveys is in part due to the prohibitive costs associated with FTF interviewing, the introduction of new technology (the Web, interactive voice response [IVR], the personal computer, fax machines, cell phones, etc.), and the interaction of technology with population demographics. However, combining modes may create data comparability problems because different visual and oral cues help to structure the survey response. There is evidence that survey mode influences the quality of the data collected (de Leeuw and Van Der Zouwen 1988; Fowler, Roman, and Di 1998; Dillman et al. 1996). Theoretically, different modes lead to different types of survey error because the survey context differs depending on interviewer-respondent interactions and survey presentation, which vary by survey contexts. The result is that each mode produces a different response pattern, which may be due to social desirability, question order, interviewer presence or absence, primacy or recency effects, or the visual layout of questions (Fowler, Roman, and Di 1998; Schuman and Presser 1981; Schuman 1992; Sudman, Bradburn, and Schwarz 1996; Christian and Dillman 2004; Smyth et al. 2006; Tourangeau, Couper, and Conrad 2004).

SURVEY RESEARCH MODES PAST AND PRESENT

During the early years of systematic commercial and academic survey research, the 1930s through roughly 1970, there were largely two survey modes: FTF surveys and mail surveys (Lyberg and Kasprzyk 1991). In the 1970s telephone became the dominant survey methodology due to increased coverage of the telephone, the high cost of FTF surveys, the speed at which phone surveys could be processed, and the relative comparable quality of the data received (Groves and Khan 1979). Since the 1990s the Internet, using both probability based and nonprobability based samples, has risen as a popular and formidable challenge to the telephone survey. In addition to the cost savings associated with online surveys, their comparability to phone surveys in terms of speed and data processing has made the Internet a popular methodology (Couper 2000; Atkeson and Tafoya 2008). In the early 2000s reliable address based sampling (ABS) became possible in the United States because the U.S. Postal Service mailing list was made commercially available; it is the largest database with near universal coverage of residential homes (Iannacchione 2011). Given the coverage problems related to phone and Internet studies, this led to a resurgence of mail-based survey research in the last decade, including those surveys with a mixture of contact (mail) and response (Internet) methods. In general we can say that over time there has been a methodological shift from a survey environment that was dominated by a personal interaction between the respondent and the interviewer (e.g., FTF and phone) to one that is respondent driven (e.g., Internet and mail) (Dillman, Smyth, and Christian 2009).

Regardless of mode, however, survey researchers have been vexed by two major problems: coverage issues and declining response rates. Telephone surveys, which were seen as relatively cheap and provided near universal coverage in the 1970s, began to have problems in the 1990s with the rise of mobile phones and the subsequent decline in landlines. Telephone surveys largely relied on a methodology that used random digit dialing (RDD) along with deep knowledge of landline phone exchanges including area codes and prefixes to select probability samples. Since 2003 the National Health Interview Survey (NHIS) has determined whether or not a family within a household maintained a landline telephone (Blumberg and Luke 2016). The results, summarized in Figure 3.1, show that over time household landline services have steadily declined, while households with wireless service have steadily increased. The latest report available, for January–July 2015, suggests that nearly half (47%) of all households were wireless- or cell-phone-only households.
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FIGURE 3.1 Percent wireless only households.



In addition, Blumberg and Luke (2016) report that of those households who have a landline, 35% do not rely on it for all or even most of their calls, but instead receive all or most of their calls on their wireless phones. The fact is that in many homes, even when the landline is present it is more of a museum piece that collects sales calls than a valuable household communication device. These data clearly show that relying on landlines to represent the general population leads to huge coverage error. The increase in wireless homes and reliance on personal cell phones over household (HH) community phones suggests that a substantial majority of all households are difficult or impossible to reach using a traditional RDD or landline sampling frame.

Moreover, the problem of coverage is exacerbated because mobile-phone-only households are not equally represented throughout the population. Younger adults, nonwhites, renters, and poorer adults are much more likely to live in mobile-phone-only homes (Blumberg and Luke 2016). Indeed, two-thirds (67%) of adults aged twenty-five to thirty-four, two-thirds of all renters, and three in five (60%) Hispanics live in mobile-phone-only households, compared to only two in five (20%) adults aged forty-five to sixty-four, 37% of HH in which a member of the HH owns the home, and 43% of nonwhite Hispanics (Blumberg and Luke 2016, 2–3). Figures 3.2 and 3.3 show estimates of wireless-only adults over time by ethnicity and age, respectively. With more than half of the population relying, or mostly relying, on mobile phones, and huge differences in key demographic variables, coverage issues for surveys that use landline based methods are a serious threat to one of the main goals of survey research: accurate population inference.

Of course the solution to this problem is to add cell phones to the mix of landlines in the sample, and many phone surveys now include cell phone numbers. However, the solution is not simple, and there are potential problems. The primary methodological problem is that there is no sample frame that lists active cell phones or their regional location. Random digit dialing sampling worked in part because area codes and prefixes provided detailed information about respondent location, allowing for stronger survey sampling designs that used hierarchical or clustered sampling criteria. Cell phones and now landlines with portable numbers provide none of these advantages. In addition, mobile phones are much more costly to reach because federal law requires that mobile phone numbers be hand dialed by a person. These additional costs also reduce the efficacy of this method.
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FIGURE 3.2 Percent of adults without a landline by ethnicity.
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FIGURE 3.3 Percent of adults without a landline by age.



The Internet also has coverage problems. First, not everyone has Internet access, limiting coverage. Pew estimates that approximately 87% of adults in the United States have Internet access, a substantial increase since 1995, when Pew first started asking about adult Internet use and penetration was only 14% (Perrin and Duggan 2015). Second, those households with Internet access are systematically different from those that do not have access, though the differences we saw between wireless only and wireless and landline households were larger. According to Pew, 96% of adults aged eighteen to twenty-nine have Internet access, but only 58% of adults ages sixty-five and over do. The Internet is heavily used by the educated: 95% of those with a college education, but only by 66% of those who did not graduate from high school and by 76% of those who did. Ethnicity is also a factor, with nearly universal coverage among English-speaking Asians (97%), but 85% coverage for whites, 81% for Hispanics, and 78% for blacks.

Another problem with Internet coverage is that even if everyone had Internet access, there is no sample frame or email list of Internet users. Consequently, because there is no sample frame there is no way to select a random sample, simple, stratified, or clustered, for a national, state, or local cross-sectional study, which is required for probability based sampling methods. Generally speaking, to use the Internet in a probability based sampling design for a large cross-section of voters, for example, sample respondents must be contacted by some other method first, by phone or mail, and then provided with the opportunity to complete the survey on the Web. For example, we have been involved in local and statewide surveys of voters since 2004, and we contact sample respondents via the mail and provide them with a URL with which to complete the survey online (Atkeson and Tafoya 2008; Atkeson et al. 2010; Atkeson, Adams, and Alvarez 2014).

Alternatively, many Internet survey firms use nonprobability sampling methods that rely on members of an opt-in panel to approximate a population. For example, the best nonprobability survey houses might rely on matching techniques that select a virtual sample using census data and then match panel members to the virtual sample to create a representative sample (Ansolabhere and Shaffner 2014). Others might use quota sampling or weighting (Loosveldt and Sonck 2008). Finally, one Internet survey vendor, Gfk, recruits panel members through probability based methodologies including RDD and ABS. Importantly, Gfk collected data for the American National Election Studies (ANES) in both 2008 and 2012, creating two publicly available and widely used Internet surveys that can be combined with and compared to the traditional FTF election design.1

Another problem is that regardless of mode used, over the last fifty years we have seen a steady decline in response rates for all types of surveys: government, private, and academic (de Leeuw and De Heer 2002). Declining response rates raise concerns about nonresponse error. Nonresponse error results when certain groups or populations self-select out of the study, potentially creating a biased survey. Nonresponse error is a valid concern and can create significant problems for producing reliable sample statistics, like the mean, that can lead to problems in survey inference (Peterson and Kerin 1981). For example, Burden (2000) argues that in the ANES declining response rates are responsible for poorer presidential turnout estimates.2

Mixed mode surveys represent a potential solution, especially for the problem of declining response rates. First, they provide a means, using dual or multiframe designs, for reaching different subgroups of sample members (Day et al. 1995; Groves and Kahn 1979; Shettle and Mooney 1999), and allow the researcher to tailor the survey contact and response to respondent characteristics, which are likely attracted to different modes based on familiarity and accessibility (de Leeuw 2005; Dillman 2000).

Second, mixed mode surveys may reduce nonresponse error if groups of respondents who may not have either the motivation or the ability to respond do so when provided with multiple or the right response options for them. For example, advance letters to sample frame members that describe the study can create legitimacy and trust between the respondent and the survey researcher that will increase response rates with follow-up phone calls (de Leeuw et al. 2004). In addition, information about the digital divide suggests that Internet users tend to be younger, whiter, and more male, and thus a design that relies heavily on the Internet may underrepresent important subgroups in the population of interest (Zickuhr and Smith 2012). Likewise, mail surveys may attract older respondents (Atkeson and Tafoya 2008; Atkeson and Adams 2010). In this way, offering multiple contact and response modes and being smart about how those are presented can compensate for nonresponse problems that plague the use of any particular mode, creating a highly representative survey that has the very desirable qualities of both reliability and validity.

These factors have made mixed mode surveys increasingly popular over the last two decades. According to Dillman et al. (2009, 11), one government administrator noted that the change in the survey environment means, “We are trying to give respondents what they want, but still do valid surveys. That means giving people a choice.” For example, the American Community Survey first contacts potential respondents by mail; those who do not respond receive a telephone survey, and if that fails it attempts a FTF interview with a subsample of remaining nonrespondents (Alexander and Wetrogen 2000). Other government agencies, including the Bureau of Labor Statistics, with the Current Employment Statistics Survey, and the Center for Disease Control, with the National Survey of Family Growth, utilize mixed mode surveys.

Testing Mixed Mode Claims

Over the past decade we have been involved in administering post-federal-election mixed mode surveys to large cross-sections of voters. (For details on the survey methodology and results see Atkeson and Tafoya 2008; Alvarez, Atkeson, and Hall 2007; Atkeson et al. 2010, 2013, 2015; Atkeson, Adams, and Alvarez 2014). These voters are randomly sampled from a list of registered voters provided by Bernalillo County, New Mexico, the state of New Mexico, the state of Colorado, or the Democratic Party in the case of the New Mexico primary in 2004. In each case the sample frame, voter registration files, contains descriptive information about sample members, including their address, age, gender, and party registration, that allows us to make comparisons between the sample frame and sample respondents. Voters in New Mexico represent a diverse cross-section of the American public in terms of age, education, ethnicity, and urbanization and as such provide a good testing ground for survey design questions. There are no demographic or other contextual factors that make New Mexico particularly unique that would lead us to believe that our findings are not generalizable to other cross-sections of U.S. voters.3 Between 2006 and 2016 all sampled members were contacted via a postcard and asked to respond to our survey in one of the following ways: (a) with an attached mail survey, (b) by going to a specified URL and responding online, or (c) by requesting a mail survey online or on the phone.4 In 2008 we also did a post-election, statewide telephone survey of voters. These election studies provide us with some amount of response mode variation to examine how providing mode choice might or might not skew respondent representativeness and whether providing a single or many response options provides better response rates.

Effects on Representativeness

We begin by considering how providing the respondent with mail and Internet response options affected the representativeness of our sample. Our reason for providing choice was to address potential coverage issues for respondents who did not have access to the Internet. In 2006, when we started examining general election voters, it was estimated that only 71% of adults had access to the Internet and only about one-third of residents ages sixty-five and over (Perrin and Duggan 2015). Given that age is a strong correlate of voting participation (Rosenstone and Hansen 1993; Leighley and Nagler 2013), and that sample information indicated the average voter in New Mexico and Colorado was age 52 and 53 respectively, we did not want to lose older voters because they could not access our survey (Atkeson et al. 2010). Therefore, we offered voters a choice of participating online or requesting a mail survey, and about one in five (20%) of respondents chose the mail option, suggesting that it may have substantially increased our response rate. Over the long term the costs of producing an opt-in mail survey, changes in penetration, and analyses of our sample characteristics made 2012 the last post-election survey in which we offered respondents this option.

Table 3.1 shows how providing the option of responding with a mail survey affected survey representativeness for our New Mexico election studies between 2006 and 2012. The expectation was that allowing more options for survey response would improve both our response rates and sample representativeness. Table 3.1 provides the means for percent female, age, percent Democratic, percent Republican, and percent decline to state (DTS) party registration for the sample frame, the Internet respondents, and the combined Internet and mail respondents (Internet + Mail). In addition, columns (5) and (6) in the table display the differences between the sample means and the two survey mode groups. In general, the results show that including the mail option does not improve the representativeness of the survey respondents compared to the sample frame. In fact, the Internet + Mail displays greater absolute error than Internet only in just over half the estimates in Table 3.1. As expected based on the digital divide, we find that the average age is higher in the Internet + Mail than the sample and the Internet only mode in all four surveys. The other four demographic estimates (percent female, Democrat, and DTS) do not exhibit consistent trends across years. On average, the differences in error across the Internet and Internet + Mail modes are moderate, with the absolute mean difference between the Internet error and the Internet + Mail error being only 1.4.5 This research provides evidence that providing a mail survey option does not necessarily lead to better survey representativeness. In fact, it can decrease it. Given that there is little evidence over time that this method enhanced the representative nature of our study, we stopped providing the mail option in 2014.



Table 3.1 Comparison of Survey Respondents by Mode to the Sample Frame by Gender, Age, and Party Registration by Year




	
	(1) Sample
	(2) Internet
	(3) Internet + Mail
	(4) Internet—(Internet + Mail)
	(5) Sample—Internet
	(6) Sample—(Internet + Mail)
	(7) Error Difference abs ((5)–(6))





	
% Female



	2006
	54.0
	52.7
	53.9
	−1.2
	1.3
	0.1
	1.2



	2008
	54.2
	54.7
	55.6
	−0.7
	−0.5
	−1.4
	0.7



	2010
	54.0
	52.7
	52.1
	0.6
	1.3
	1.9
	0.6



	2012
	55.1
	52.9
	53.4
	−0.5
	2.2
	1.7
	0.5



	
Age



	2006
	51.6
	51.4
	54.5
	−3.1
	0.2
	−2.9 ***
	3.1



	2008
	48.0
	53.3
	55.7
	−2.4
	−5.3 ***
	−7.7 ***
	2.4



	2010
	54.6
	55.8
	57.9
	−2.0
	−1.2
	−3.3 ***
	2.0



	2012
	50.7
	56.2
	58.6
	−2.4
	−5.5 ***
	−7.9 ***
	2.4



	
% Democrat



	2006
	49.3
	50.6
	50.5
	0.1
	−1.3
	−1.2
	0.1



	2008
	50.1
	54.9
	55.1
	−0.2
	−4.8 *
	−5.0 *
	0.2



	2010
	50.4
	44.5
	48.1
	−3.6
	5.9 **
	2.3
	3.6



	2012
	48.2
	50.1
	52.0
	−1.9
	−1.9
	−3.8
	1.9



	
% Republican



	2006
	38.2
	34.8
	36.3
	−1.5
	3.4
	1.9
	1.5



	2008
	31.6
	32.3
	33.0
	−0.7
	−0.7
	−1.4
	0.7



	2010
	37.5
	41.8
	39.5
	2.3
	−4.3 *
	−2.0
	2.3



	2012
	34.0
	34.8
	33.2
	1.6
	−0.8
	0.8
	1.6



	
% DTS



	2006
	12.5
	14.7
	13.2
	1.5
	−2.2
	−0.7
	1.5



	2008
	18.2
	12.8
	11.9
	0.9
	5.4 ***
	6.3 ***
	0.9



	2010
	12.1
	13.7
	12.3
	1.4
	−1.6
	−0.2
	1.4



	2012
	17.8
	15.1
	14.9
	0.2
	2.7
	2.9*
	0.2





Note: n for each of the four surveys: 2006 = 357 Internet, 90 mail; 2008 = 468 Internet, 115 mail; 2010 = 569 Internet, 233 mail; 2012 = 503 Internet, 109 mail.






Do Multiple Options Increase Response Rates?

In addition, in 2010 we conducted an experiment to test whether providing only one option, Internet or mail, or allowing the respondent to choose their preferred mode, affected response rates. We randomly assigned our sample of 8,500 individuals into three treatments: Internet (800), mail (500), and both (7,200). Table 3.2 provides the response rates for each of the three treatments across different demographic groups. We found that the mail-only option displays the highest response rate, 19.6%, compared to 8.5% for the Internet only and 8.8% for the Internet with mail option. The response rates between the Internet only and both treatments are statistically indistinguishable overall and across all subgroups. Interestingly, the response rate for the mail-only treatment is more than twice that for the other two treatments across all demographic and party groups. The response rates for age increase nearly monotonically as age increases.



Table 3.2 2010 Survey Response Rates for Three Mode Treatments (Internet-only, Mail-only, Both Internet and Mail) across Demographic Groups




	
	Internet
	Mail
	Both





	Overall
	8.5%
	19.6%
	8.8%



	 Female
	8.2%
	19.8%
	8.6%



	 Male
	8.9%
	19.4%
	9.1%



	
Age Categories



	 18–30
	3.3%
	6.4%
	2.6%



	 31–45
	4.1%
	14.8%
	5.4%



	 46–50
	9.6%
	22.9%
	7.8%



	 51–65
	12.2%
	27.6%
	12.1%



	 66+
	11.8%
	24.5%
	14.9%



	
Geography



	 Outside Abq
	8.2%
	18.1%
	8.2%



	 Abq
	9.1%
	22.2%
	10.3%



	
Party Preference



	 Democrat
	6.3%
	20.2%
	8.3%



	 DTS
	6.0%
	11.2%
	6.2%



	 Republican
	13.9%
	23.3%
	11.4%



	n
	800
	500
	7,200









These results suggest that the extra step of moving to the computer and finding the URL or calling us and requesting a mail survey decreases the motivation of the respondent to complete the survey, even though the mail survey requires voters to place their survey in a preaddressed and stamped envelope and return it in the mail. Mail surveys may better activate social exchange and increase motivation to complete the survey than a postcard that asks someone to find a URL. Although the mixed mode option we discuss here, contact by mail and response over the Internet, reduces data processing time and management costs to the researcher, it apparently raises the costs and reduces the benefits compared to a mail survey for respondents.

If we consider the costs of the two types of survey—all mail response versus mixed mode mail contact–Internet response—for the same number of respondents, surprisingly, we find that the mail survey costs were slightly less by about $500 or just under 10% of the costs of the Internet only survey. Table 3.3 breaks down the estimated cost for each type of survey based on a desired N of 500 and under the assumptions of Table 3.2: a 19.6% response rate for the mail survey only option and an 8.5% response rate for the mail contact with the Internet only option reply. Based on the assumed response rates, the mail sample size will need to be 2,551 and 5,882 for the mixed mode survey. Of course these differences assume the principal investigator’s time is constant across modes, which is not valid given that the human resources necessary to manage the mail survey are much greater. It also assumes the cost of the software for survey response is paid for by the university. Even if the institution does not provide an online survey option, both SurveyMonkey and Google Surveys offer free survey software. However, both free survey formats limit the kinds of branching and random assignments available for the researcher. Therefore, depending on project demands, additional software could be required to complete the Internet survey, thus raising costs.

Given the relatively small variation in costs, the researcher should consider whether the added management time of an all mail survey is worthwhile. It may be better to have a more tailored mail survey, for example, that has a smaller sample size and slightly higher costs, than to provide an Internet only option with a larger sample but cheaper processing costs due to no labor costs related to data entry and inputting mail dispositions, especially if nonresponse is believed to be related to the survey content.

Further research consideration of the trade-offs in costs and benefits of different designs for researchers and respondents is necessary. Mail surveys or the Internet could be a better methodology depending on the capacity of the researcher and expectations regarding motivation of respondents across modes.


COMBINING MODES FOR ANALYSIS

The fundamental question when using mixed mode survey methods is whether they can be combined. Do responses to surveys across different modes create consistent and reliable measures? Specifically, are the observational errors associated with different modes such that they must be controlled for when using the data to answer substantive questions of interest?



Table 3.3 Estimated Costs of Mail and Mixed Mode (Mail Contact—Internet Response) Survey for a Sample Size of 500




	
	2,551 Sample for Mail Survey
	Sample Response = 19.6%





	First Mailing (First Class)
	.47 (2,551)
	1,198.97



	Second Mailing (postcard, nonprofit)
	.17 (2,551)
	433.67



	Third Mailing (postcard, nonprofit)
	.17 (2,551)
	433.67



	Address Print on Postcard
	.05 (2,551*2)
	255.10



	Postcard Print
	.17 (638 sheets)
	108.46



	Envelopes #10 Window
	.181 (2,551)
	462.24



	Envelopes #9 for BRM
	.101 (2,551)
	258.16



	BRM Return
	.485 (500)
	242.50



	Survey Print
	
	300.00



	Stuffing Envelopes
	.07 (2,551)
	408.16



	Printing Envelopes: return address on two envelopes
	.035 (2,551*2)
	178.57



	Data Entry (11 an hour, 50 hours)
	11.00 (50)
	555.00



	Folding Survey
	
	400.00



	Total
	
	5,179.50



	
	5882 Sample for Mixed Mode survey
	Sample Response = 8.5%



	First Mailing (first-class postcard)
	.36 (5,882)
	2,117.52



	Second Mailing (nonprofit postcard)
	.17 (5,882)
	999.94



	Third Mailing
	.17 (5,882)
	999.94



	Address Print on Postcard
	.05 (5,882*3)
	882.30



	Postcard Print
	.17 (1,475 sheets*3)
	752.25



	URL
	1/month
	6.00



	Total
	
	5,757.95








One primary concern is that different modes might lead to different response patterns, leading to serious questions about data quality and comparability. This is true even when the question wording is identical. This is also true for both cross-sectional designs that collect respondent data using different modes and panel designs in which respondent data are collected over time using different survey modes. In the first case the question is: Do respondents who answer the same questions across different survey modes result in the same distribution of responses? In the second case the question is: Can questions be compared across the same respondents over time when the data were collected using different survey modes?

Some have suggested that mode of response may influence survey response, which may influence the reliability and validity of the results (de Leeuw and Van Der Zowen 1988; Fowler, Roman, and Di 1998; Dillman et al. 1996). The problem is that contextual cues present in a survey differ depending on their presentation and the presence or absence of an interviewer. In this way, whether the survey is administered by the interviewer or by the respondent may influence respondent answers, potentially creating mode biases that can lead to problems of inference if not handled correctly (Peterson and Kerin 1981; Campbell 1950; Mensch and Kandel 1988). If we imagine that the survey process is similar to a conversation (Schwarz 1996), then the context provided by the survey either through the interviewer or through the presentation of question and answer scales may affect question interpretation and response. If such is the case, then it may be problematic to combine identical questions across modes into the same variable to obtain an aggregate representation of the cross-section or panel attitudes or behaviors. Indeed, when mode changes over time it could make changes seen in panel data unreliable and therefore make inferences from the data impossible. One example where this is a problem is in the 2000 ANES (Bowers and Ensley 2003), in which respondents were interviewed in person, over the phone, or by a combination of both methods.

Problems associated with survey mode are likely due to the interactions among the survey mode (either self-administered or interviewer administered), the instrument, and the respondent. An interviewer encourages social desirability effects on certain types of questions; he or she can also affect response choice by encouraging either primacy or recency effects in response answers and thus influence item response. The lack of an interviewer means that the visual layout of questions, such as spacing, might influence responses in a unique way (Fowler, Roman, and Di 1998; Shuman and Presser 1981; Shuman 1992; Sudman, Bradburn, and Schwarz 1996; Christian and Dillman 2004; Smyth et al. 2006; Tourangeau, Couper, and Conrad 2004).

One consistent finding in the literature is that the IAQs lead to less item nonresponse than SAQs within the survey (Tourangeau, Rips, and Razinski 2000; Brøgger et al. 2002; Van Campen et al. 1998; though see de Leeuw 1992). The lack of an interviewer perhaps reduces engagement with the instrument, resulting in more skipped responses. Respondents may be more likely to miss questions in SAQs because they do not follow instructions, they do not understand the question, or they simply are not willing to answer it and no one is there to encourage them to do so.

There is also some evidence that open-ended responses are impacted by mode, with differences across FTF, phone, and Internet/mail. Open-ended responses are valuable to researchers because they provide hints about how respondents understand the question and allow the respondents to answer in their own words. Research shows that FTF surveys provide more open-ended responses than phone surveys, perhaps because of the faster pace and lack of encouraging body language in phone surveys (Groves and Kahn 1979; Kormendi and Noordhoek 1989).


Effects of Survey Presentation

Differences due to oral or visual presentation may also matter. Several studies show that the layout of questions and answers, including the spacing on surveys, can influence response patterns, and that even spacing produces the least biased results (Tourangeau et al. 2004). In general, studies have shown that spacing, particularly the midpoint, as a visual cue influences response patterns. Therefore, we always attempt on our SAQs to place the DK option further away from the response set to differentiate it from the scale and ensure the proper midpoint (Tourangeau et al. 2004; Christian, Parsons, and Dillman 2009).

In the absence of an interviewer the visual layout of survey questions can be very important to response patterns, but it is not necessarily so.

In 2008 we fielded separate phone and mixed mode Internet and mail surveys to a sample of voters in the state of New Mexico. In the telephone survey voters were not prompted with the DK answer, but in the Internet survey it was a visible option for the respondent. This difference in presentation had no effect for most questions. For example, there were no differences in DK responses across a series of questions about the ideology of eight candidates, vote confidence, internal efficacy, the number of days respondents pay attention to the news, and how many days a week they discuss politics. In fact, despite the differences in DK presentation due to the presence or absence of an interviewer, with the exception of one series of questions about the frequency of various types of voter fraud, there were no differences in DK responses across modes.

On the voter fraud questions that displayed significant differences in the number of DK responses across the IAQ and SAQ formats, we asked, “I’m going to read a list of possible illegal election activities that may or may not take place in your community and I want you to tell me if you think each event occurs: all or most of the time, some of the time, not much of the time, or never.” For each of the activities we found a significant difference (p < .001, two-tailed test) between means across modes (percentage point difference in parentheses; a positive number indicates that the online option produced more DK responses), including the following: a voter casts more than one ballot (21%); tampering with ballots to change votes (26%); someone pretends to be another person and casts a vote for them; (21%); and a non-U.S. citizen votes (23%). We also asked, “If election fraud happens at all, do you think it is more likely to take place with absentee or mail voting or in-person voting in a polling place?” and found a significant difference between means (p < .001, two-tailed test), with a mean difference of 18% between the SAQ and IAQ in DK responses. Of course part of the explanation lies in the different presentation of the DK response, but this was the same for all of the questions on the survey, and we only saw differences in DK response across this one set of questions, so the reason is not simply the fact that DK was left out of the verbal presentation of the questions. We suspect that these are very difficult questions to answer and therefore are likely questions for which respondent uncertainty was very high, increasing the likelihood of a DK response. Indeed, even in the telephone survey the DK percentages for these questions were much higher than for other questions. Given these factors, the SAQ that presented a DK option may have better measured that uncertainty than the phone survey by allowing people to feel they could easily choose DK. This suggests that questions that may have unusually high DK responses relative to other survey items in the interviewer setting may actually be problematic questions, producing biased results due to a high degree of uncertainty regarding the correct response and its interaction with an interviewer. Perhaps social desirability issues led voters to be more likely to hazard a guess in the interviewer scenario than in the self-administered scenario.

Survey Response: Social Desirability and Satisficing

Some of the most consistent and strongest findings in the literature involve socially desirable responses. Social desirability refers to the need for respondents to present themselves in the most favorable way and may be especially pervasive when an interviewer is present (London and Williams 1990; Aquilino 1994). Research shows that SAQs result in fewer socially desirable responses than IAQs across a variety of issues (Chang and Krosnick 2009, 2010; Fowler, Roman, and Di 1998; Schuman and Presser 1981; Schuman 1992; Sudman, Bradburn, and Schwarz 1996; Christian and Dillman 2004; Smyth et al. 2006; Tourangeau, Couper, and Conrad 2004).

Social desirability response theory suggests that one cue for survey response is the perceived expectations of those around the respondent during the interview, especially the interviewer in a telephone or FTF survey. In these cases, the pressure of the interviewing situation leads respondents to answer questions in socially desirable ways. For example, this potential problem is seen consistently in ANES studies in which large numbers of respondents indicate that they voted, when in fact they did not (Traugott 1989; Belli, Traugott, and Beckman 2001; Atkeson, Adams, and Alvarez 2014; but see Barent, Krosnick, and Lupia 2016 for an alternative perspective). The fact that respondents have spent literally many hours with an interviewer in their own homes on more than one occasion talking almost exclusively about politics leads respondents to give the socially desirable response (Presser 1990). Similarly, research on overreporting for the winner suggests the same problem (Wright 1990, 1993; Atkeson 1999).

Theoretically the presence of an interviewer raises the concern for the respondent that his or her answers may be met with disapproval, leading respondents to provide more socially favorable and biased responses. Social desirability appears in the form of overreporting of good behaviors and underreporting of bad ones. While voter turnout has been the most closely researched social desirability effect in political science (Holbrook and Krosnick 2010; Blair and Imai 2012), it is likely that social desirability invades other political attitudes as well. Sensitive questions that focus on the respondents capability or ability often induce socially desirable responses that make the respondents seem healthier, more obedient, and more efficacious (Blair and Imai 2012: Gingerich 2010; Tourangeau and Yan 2007; Holbrook, Green, and Krosnick 2003; Kreuter, Presser and Tourangeau 2008).

Self-administered questionnaires alternatively afford the individual greater privacy and anonymity, reducing or eliminating the socially desirable response. We compared social desirability effects across our post-election 2008 IAQ (phone) and SAQ (Internet/mail) surveys (Atkeson, Adams, and Alvarez 2014). Using matching techniques to isolate any sampling effects, we found strong evidence for social desirability in ego-driven questions, including personal voter confidence, state voter confidence, county voter confidence, vote experience, trust in government, and internal efficacy, but not in common behavior questions such as how much voters watched or read the news or discussed politics, the amount of time they waited in line to vote, their vote choices for president and the U.S. Senate, whether they regularly carry photo identification, if they convinced others how to vote, and if they gave money to parties and candidates. The fact that social desirability influences responses differently across modes creates problems for comparisons across survey modes within either a cross-section or a panel.

Satisficing may be another important problem that depends on mode response and theoretically may have a social desirability component. Satisficing occurs when respondents answer questions with little motivation and with minimal cognitive effort (Krosnick 1991, 1999; Chang and Krosnick 2009, 2010). It leads respondents to choose satisfactory responses as opposed to optimized responses, in which respondents carefully consider the question, retrieve relevant information from memory, make judgments about preferences, and then choose the best survey option (Cannell et al. 1981; Schwarz and Strack 1985; Tourangeau and Rasinski 1988).

One way to measure satisficing is by analyzing the degree of nondifferentiation within a battery of survey questions; other methods include examining the quantity of open-ended responses or response times. Mixed mode surveys that combine both oral and self-administered surveys may produce different rates of satisficing due to the different visual patterns and/or the different cognitive effort involved in the survey. In particular, interviewer-driven surveys may motivate respondents to be attentive to the survey environment, and social desirability effects may reduce respondent incentives to respond quickly and with little effort to questions that probe different objects on the same scale (e.g., ideology or thermometer scores). For the respondent-driven interview the visual cues, for example an answer grid, may encourage identical responses across different items due to reduced motivation. Some research shows that SAQs are more likely to display greater levels of nondifferentiation (Fricker et al. 2005; Atkeson, Adams, and Alvarez 2014), suggesting they have decreased levels of satisficing (but see Chang and Krosnick 2009, 2010).

To examine these claims we used publicly available ANES data to compare rates of nondifferentiation or satisficing between FTF and Internet respondents. We used the 2008 ANES traditional FTF design and the Evaluating Government and Society Study (EGSS) surveys that used the Gfk panel to complete an Internet survey. We utilized three ideological proximity scores to identify satisficers, including self-ideology as well as the ideology of the Democratic and Republican parties. The variable is dichotomous and takes on a value of one when a respondent perceives his or her own ideology, the ideology of the Democratic party, and the ideology of the Republican party as identical (e.g., self = very liberal, Democrats = very liberal, and Republicans = very liberal); any respondent scoring one or more variables differently was coded as zero (e.g., self = moderate, Democrats = very liberal, and Republicans = very conservative). Table 3.4 shows our results. We found that satisficing was five times more likely in the SAQ than in the IAQ, which is very troubling and suggests that simply combining modes may be problematic.



Table 3.4 Frequencies of Whether or Not Respondent Places Self, Democrats, and Republicans as the Same on the Liberal-Conservative Scale




	
	2008 ANES
	EGSS



	Percentage
	Count
	Percentage
	Count





	Differentiation
	96.9
	1,539
	84.5
	4,098



	Nondifferentiation
	3.1
	49
	15.5
	753



	Total
	100.0
	1,588
	100.0
	4,852





Note: Data available from the American National Election Studies, using V080102 (Post-Election Weight) for the 2008 NES; c1_weigh (EGSS1), c2_weigh (EGSS2), c3_weigh (EGSS3), and c4_weigh (EGSS4) for the merged EGSS.




Increases in satisficing can be seriously problematic because of the additional error introduced into the variable. In this case, the grid type measurement encouraged a substantial number of respondents to simply straight line their responses, leading to inaccurate measures of the parties or their personal ideology. The high degree of straight lining suggests that the level of engagement may be low for some responders in Internet surveys. Research on internal manipulation checks suggest that between one-third and one-half of respondents in online panels shirk and fail questions that ask for specific response patterns (Oppenheimer, Meyvis, and Davidenko 2009; Berinsky, Margolis, and Sances 2013). Examination of grids may provide opportunities for alternative ways to identify survey shirkers.

Social desirability and satisficing are two different types of error measurement in survey questions. Social desirability is a problem mainly for IAQs, and satisficing is largely a problem in SAQs. If many questions are sensitive or have ego-based references, it may be important to reduce interviewer-respondent interaction through an online interview or CAPI. On the other hand, if large numbers of questions are similar in type, such as a series of Likert type scales, it may be necessary to use an interviewer to help maintain respondent motivation and engagement. Thus the subject of questions may help identify whether the survey should be single or mixed mode and whether (or when) an interviewer should be present or not.


DISCUSSION

In summary, research shows that mode matters. It can affect who responds, how engaged with or motivated by the survey instrument they are, and their responses. Mode may be especially disconcerting for items that exhibit ego in an IAQ, resulting in increased level of satisfaction, confidence, health, and moral behaviors. Given these cross-mode concerns, paying attention to these mode effects is important to researchers’ analysis and conclusions, both when they design their own studies and when they use secondary data that rely on multiple modes.

Some of the main reasons scholars use multiple modes are to reduce survey costs and increase response rates. Reduction in costs occurs because the researcher often begins with the cheapest collection mode and then moves on to more expensive modes because of nonresponse (Holmberg, Lorenc, and Werner 2008). For example, the U.S. Census employed a mixed mode design in 2010 that first tried to obtain responses by mail and eventually moved to FTF follow-ups with nonrespondents. When researchers have serious concerns about nonresponse, offering a mixed mode survey that uses increasingly expensive contact and/or response methods to obtain survey completion might outweigh the problems associated with any mode effects. However, identifying mode effects in surveys is difficult because mode is often confounded with the respondent activity in the survey. For example, a respondent who responds to the first Internet treatment may be systematically different from those who respond to the more costly subsequent attempts to complete the survey. Therefore, differences between respondents across modes may not only be simply due to mode, but also may be a combination of how mode interacts with respondent motivation, making using simple dummy variables for mode as controls in multivariate models problematic. Nevertheless, if the researcher is concerned about response rates and response bias, a mixed mode option may make a lot of sense.

Mixed mode surveys may also be a good choice when a researcher is concerned about survey time or costs. We contact people by mail and try to motivate them to respond online because the additional costs associated with processing mail responses to our small research team is very high and there appear to be few problems with response bias even with low response rates. However, this may not be the case for all research questions. Therefore, a consideration of costs and errors is critical in determining the right survey contact and response modes. Survey research has always been a delicate balance between costs and errors, and mixed mode designs offer a new consideration related to these potential trade-offs.

Over the past fifteen years mixed mode surveys have increased in popularity. As mode options continue to expand and integrate with one another (e.g., FTF with CAPI), researchers will need to continue to consider and examine the effect of mode on data quality. Understanding how modes differ, their characteristics, and how these factors influence survey response and nonresponse will be critical for reducing observational and nonobservational errors. These factors are important so that survey researchers can make informed decisions on the mode or modes best suited for their study. Continued research on mode and its effects needs to be done so that knowledge can guide mixed mode research designs and analysis.

NOTES

1. See the ANES 2012 Time Series data page at http://www.electionstudies.org/studypages/anes_mergedfile_2012/anes_mergedfile_2012.htm.

2. See Martinez (2003), McDonald (2003) and Burden (2003) for further discussion of this issue.

3. For example, we saw no differences in 2006 between the response rates and request for a mail survey between Colorado and New Mexico, suggesting that at least with regard to survey design issues, these results are transferable.

4. On the postcard in 2014 we only asked respondents to complete the survey online. We then sent mail surveys to a subsample of nonrespondents.

5. The absolute value of (sample—Internet) subtracted from (sample—Internet + Mail).
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CHAPTER 4

TAKING THE STUDY OF POLITICAL BEHAVIOR ONLINE

STEPHEN ANSOLABEHERE AND BRIAN F. SCHAFFNER

SURVEY research in the United States has crossed a threshold. Over the past two decades there has been an explosion in the number of academic studies making use of Internet surveys, which are frequently conducted using opt-in samples rather than samples of randomly selected individuals. News media polls have followed suit, and today nonprobability Internet polls are nearly as common as random digit dialing phone polls. Internet polling is here to stay, at least until the next revolution in survey research.

The change has been driven by a variety of factors. First, phone surveys have become more difficult to conduct. Since 2005 there has been a precipitous decline in the use of landline phones in the United States, especially among young adults, and there are legal barriers to many techniques used by market researchers for random digit dialing of phone numbers. In addition, social norms about answering phone surveys have changed, causing response rates to most phone polls to drop into the single digits. Second, cost calculations have changed. Survey research firms dedicated to using the Internet and nonprobability based sample selection methods as a mode of data collection, such as Knowledge Networks and YouGov, have emerged and have produced relatively low cost alternatives to phone and other modes of survey contact. Third, researchers have realized the survey design opportunities available with Internet polls. Online surveys offer the opportunity to show visuals and videos, to conduct experiments within surveys easily, and to implement new forms of questions. They are also generally easy to field quickly, making them a way in which researchers can receive data back in a timely manner. Fourth, people respond to Internet surveys in several advantageous ways. There is evidence of less social desirability bias when no interviewer is involved, and people read faster than they speak, meaning that people can answer many more questions in an online poll than in one conducted over the phone in the same amount of time.

While some firms like Gfk (formerly Knowledge Networks) deliver surveys online to panels that are recruited with probability sampling methods, most online firms use some form of opt-in recruitment strategy. While techniques often vary widely across online polling firms, the highest quality firms tend to spend substantial resources recruiting individuals to join their panels through online advertising, referrals, and other approaches. Once people join the panel, they are asked to take surveys from time to time, often in exchange for points that can be redeemed for some reward (like a gift card). Some firms, such as YouGov, have millions of individuals throughout the United States who are active members of their panel. When a researcher contracts with YouGov to conduct a survey, the firm attempts to collect responses from a sample of their panelists who would be fairly representative of the population that the researcher is interested in.

While these strategies are often referred to as nonprobability samples, that terminology can be misleadingly simplistic. First, some online polling firms, like YouGov, sample individuals from their panel using an approach that is based on a randomly selected target to which volunteer members of the panel are then matched based on their demographics (see Rivers 2007). Thus, this technique does have grounding in probability sampling. Second, as many scholars have noted, the line between probability and nonprobability recruitment has blurred considerably in the era of exceedingly small response rates. For example, Andrew Gelman and David Rothschild (2014) note, “No survey is truly a probability sample. Lists for sampling people are not perfect, and even more important, non-response rates are huge. . . . Rather than thinking in a binary way of probability vs. non-probability sampling, perhaps it’s better to think of a continuum.”

The point that Rothschild and Gelman are making is that when response rates are less than 10% and others in the population are not included in the sampling frame at all, it becomes much more difficult to treat anything as a pure probability sample. Accordingly, all survey researchers now engage in a substantial amount of modeling (e.g., weighting) to ensure that the sample they ultimately end up with is representative of the population they are attempting to draw inferences about. However, it is typically the case that online opt-in surveys require more modeling than well-designed surveys using probability sampling. We consider this point in greater detail below. However, it is important to keep in mind that surveys do span a continuum in terms of the degree to which they rely on modeling versus random selection. Nevertheless, in this chapter we use the terms online and/or opt-in as shorthand for surveys that rely more on modeling and less on random sampling and face-to-face, telephone, and/or probability samples.

The transition to opt-in, online polls has been controversial in the community of survey researchers (e.g., Voosen 2014). The most obvious opposition comes from incumbent survey organizations: those invested in phone and face-to-face polls. However, as we discuss below, there has also been strong resistance in the scholarly and methodological communities. The shift away from pure random sampling was driven partly by the increasingly higher nonresponse rates to existing survey methods as well as the distinct approach that online surveys required. The new technologies also had to prove their mettle. Could researchers be confident that the new survey methodologies yielded valid estimates of opinions and behaviors? What would be the basis for drawing statistical inferences from samples that were not randomly selected? As the move to online polling occurred—and in the mid-2000s it seemed inevitable because of the opportunities the technology presented and the increasing challenges faced by traditional modes—what would be gained and lost in the transition to online polling?

This chapter examines the trade-offs that the survey research and public opinion field has faced in the transition to online opt-in polling. The heart of the matter is not which mode is right or wrong, good or bad. Rather, the transition that survey research is undergoing forces us to understand how to best make decisions about how research is conducted.

In this respect, the discussion here points to three significant conclusions, which we return to at the end of the chapter. First, transitions take time. The early attempts at Internet polls were error prone, but they improved markedly over time and tend to vary significantly across survey firms (e.g., Kennedy et al. 2016). The field’s understanding of survey method is not, then, static, but evolves with societal, technological, and industry changes. Second, a healthy survey research field will allow for a variety of approaches. The new challenge is not to pick one best approach, but rather how to synthesize information from different approaches. By combining data collected using different approaches we may be able to improve our methods by guarding against the weaknesses in any single approach. Third, there is a need for ongoing testing. We should constantly re-evaluate survey methods, whether they be recently developed or long established. After all, we have learned that the effectiveness of survey methods can wax and wane with changes in technology and society, even if the approach itself remains static.

In the next section we discuss the relationship between quality and cost when conducting survey research. We then turn to focusing on how opt-in Internet surveys stack up both in terms of their overall accuracy and also with regard to the manner in which they are administered to individuals.

SURVEY QUALITY AND COST

What has been gained or lost in the transition to online polling? The transition over the past fifteen years from random digit dialing phone polls to opt-in panels that rely on the Internet for response has often been framed as a choice between higher quality probability samples and lower cost (but lower quality) opt-in Internet samples (e.g., Pasek and Krosnick 2010; Chang and Krosnick 2009). That choice was the focus of important literature on mode effects, which we discuss in the following two sections.

The potential trade-off between quality and cost is crucial in research design generally, not just the method through which samples are drawn and surveys conducted. In the scholarship on survey method, researchers have often focused on the total survey error (TSE) approach, which recognizes that various components of a survey combine to affect the total error rate of that survey (e.g., Groves and Lyberg 2010). The resources of researchers—time and money—are limited. With additional resources, it is usually possible to improve on our data collection methods. But given the constraints faced by most researchers, we must decide how to best to allocate our resources. Thus, in this section we consider how to balance the TSE of different approaches with the resources needed to carry out those approaches.

Survey research has transitioned through many different modes, from in-person or face-to-face surveys, to mail surveys, to phone surveys, to Internet surveys, and now, potentially to surveys administered through social media, mobile devices, or services, such as Mechanical Turk. Each transition in survey mode is almost always framed as a choice between high-cost, high-quality methods and low-cost, low-quality methods. In the 1970s, for example, the debate was whether to switch from in-person and mail surveys to random digit dialing phone surveys. At that time, the phone surveys were viewed as suspect, and in-person, face-to-face surveys were taken as sufficiently superior in quality that they must be maintained as the standard methodology for survey research (e.g., Klecka and Tuchfarber 1978; Weeks et al. 1983). But the cost constraints of in-person, face-to-face surveys meant that research organizations could conduct many fewer surveys than they could with phone surveys. In the late 1980s there was an explosion of the use of phone surveys for market and political research because researchers could more quickly field their surveys and could take many more readings of public opinion. In the area of election surveys, for example, the 1988 and 1992 elections saw a rapid increase in the number of election polls conducted by media organizations to gauge the horse race between the Republican and Democratic candidates. The horse-race coverage became a standard part of the story of the election.1 By the early 1990s, random digit dialing phone surveys had become the new standard.

The control of quality in survey research has traditionally come through the use of random sampling. A 2010 report by the American Association of Public Opinion Researchers (AAPOR) on survey sampling methods stated strongly that random sampling is the industry standard (Baker et al. 2010). That report emphasized concerns about quality, rather than cost, and promoted a specific technical approach to valid survey research.

Why do random sample surveys produce high-quality studies? The Polling 101 version of random sample surveys goes something as follows. A surveyor randomly selects a certain number of individuals from a population: a random sample. By that we mean that all people have a probability of being selected into the sample, and that probability is known and is independent of any characteristic of the individual. That holds true if a device such as a coin toss or a random number generator creates the probability of selection. Further, it is assumed that those selected to participate all respond to the survey and answer questions truthfully and fully. Crudely speaking, that is what is meant by a random sample survey.

The value of this idealized version is that it states a set of assumptions that imply an elegant statistical model of the survey that allows for estimation of and inference about characteristics of a population. More generally, the key assumption underlying the theory of estimation and inference using surveys is that cases are selected into the sample by a process that is independent of any important feature of the sample, also known as the ignorability assumption (Gelman et al. 2004). Randomness in the sample selection process ensures ignorability of the selection (or missingness) of the data, assuming that every individual who is sampled by the surveyor takes the survey.

From the assumption of random sampling, statisticians have developed a theory of estimation and inference. Under the assumption of random sampling (along with complete and truthful response), one can apply the central limit theorem to define the distribution of possible outcomes from a survey and use that distribution to make inferences, such as the degree of confidence in an estimate. So, for example, the typical news story about a poll usually states that a certain proportion of the population has a given characteristic (e.g., approves of the president) and that there is a margin of error of plus or minus 3 percentage points for that estimate. What is meant by that statement is that there is a 95% probability that the true proportion of the population that has that characteristic is within 3 percentage points of the estimate yielded by the survey. Thus, if a poll with a 3 point margin of error finds that 45% approve of the president, then the true value is very likely to be somewhere between 42% and 48% approval.

The random sample survey with complete and truthful response is the proverbial “gold standard” of survey research. Like all proverbs, it has a kernel of truth surrounded by a healthy coating of myth. Perhaps the most troubling problem for conventional random sample surveys has been declining response rates. In other words, a researcher can select a random sample, but the researcher cannot force those sampled to respond. If some types of people are more likely to refuse to participate than other types, then the sample will ultimately be biased. For example, younger adults are often harder to contact and less likely to be willing to respond to surveys, which means that the samples obtained by pollsters are often much older than the population that they are attempting to make inferences about.

The American National Election Study (ANES) expends considerable effort to construct random samples of the U S. population based on addresses and then to conduct face-to-face interviews. According to the ANES, the response rate to the study has fallen from 80% in 1964 to 60% in 2000 to 53% in 2008 to 38% in 2012.2 The Pew Center on People and the Press conducts the highest quality phone studies possible. That research organization reports declining, even lower response rates to phone polls. From 1997 to 2012, the response rate to the Pew phone surveys dropped from 36% to just 9%.3

The high nonresponse rates associated with phone and face-to-face surveys since the 1990s created substantial doubts about the validity of the survey enterprise, and opened the possibility for another approach. Under the usual statistical theory, high nonresponse rates raise concerns about the confidence in the assumption of pure randomness; after all, most of the people who were randomly selected into the sample have declined to participate. As a result, researchers must either fall back on the assumption of ignorability of nonresponse (i.e., assume that those who refused to answer were no different than those who participated) and noncoverage (i.e., people who cannot be reached through the survey mode) or attempt to adjust the survey at the data analysis stage to correct for patterns of nonsampling errors that are nonignorable (i.e., by weighting the sample). That is, researchers either had to believe that the 60% of people who refused to respond to the ANES in 2012 were no different than the 40% of people who did respond, or they had to use statistical methods to “fix” the sample to make those who responded look like the original random sample.

Even before the transition to online polling began, survey researchers were already using weighting to deal with the challenges faced by plummeting response rates. This is not to say that the actual quality of surveys had declined. Rather, the key facts about declining response rates had led to an increased impetus among survey researchers to use statistical methods to adjust for the fact that samples violated the ignorability assumption. These rising concerns about sampling also provided an opening for survey innovation, a search for alternative modes and new ways of thinking about survey design. The challenge for new modes, such as the opt-in Internet survey, was demonstrating that these new approaches were of sufficiently high quality and lower cost to justify the move. The main concerns were nonresponse, noncoverage, and the lack of randomness as a protection against idiosyncratic errors in sample selection.

The costs of surveys can vary considerably across modes and even within modes. A typical Internet sample of 1,000 respondents costs in the neighborhood of $10 to $20 per interview. Special samples (say of a specific demographic or region) can be considerably more expensive.4 The costs of a random digit dial phone poll are typically at least 50–100% higher than high-quality Internet polls of the same population.

The most expensive surveys, by far, are address based samples conducted face-to-face, such as the ANES and the Panel Study of Income Dynamics. The ANES reports that the cost of fielding its survey (excluding other activities associated with the project) was approximately $3 million for 2,000, or a staggering $1,500 per interview. The possible costs of a national survey of American adults, then, can range from approximately $10 per interview to more than $1,000 per interview.

How should we think about the trade-off between cost and quality? What are the benefits of a high-quality survey, and what are the losses associated with a lower quality survey? Quantifying those benefits and losses is essential in making a systematic choice about research design.

Typically, the trade-off between quality and cost is considered only in relation to a single study. Given a fixed amount of money, a research team chooses a survey mode and designs and implements its questionnaire. And in preparing a grant, a research team must justify its choice of survey methods and modes. In making design decisions, researchers must consider the consequences of making either Type I or Type II errors. That is, they must weigh concerns about their wrongly concluding that a hypothesis is correct when in fact it is not, or wrongly concluding that a hypothesis is wrong when in fact it is true.

While researchers typically make decisions about mode in relation to a single study, in academic research it is more fruitful to think about the quality-cost trade-off not in terms of a single survey but in terms of a series of studies that all seek to answer the same question—that is, in terms of an entire literature. If a discipline chooses a higher quality methodology, then scholars can answer a given question or test a given hypothesis or conjecture more efficiently than if the discipline used less accurate methods.

Suppose we conduct one study under the strong assumptions of random sampling, with 100% response rate and no misreporting. We use this survey to produce a point estimate (say approval for the president) and a confidence interval. In that case, the chances of “getting the answer right” (creating a confidence interval that includes the true population value) are 95% for a traditional level of confidence. We take that as a baseline.

One way to quantify the loss associated with an inferior methodology is to ask how many studies researchers would have to do to reach the same conclusion as a high-quality survey with 95% confidence. There are many ways to quantify that specific criterion. Suppose that we use simple majority rule: Do a majority of studies confirm or disprove a given estimate or hypothesis? Adding a degree of confidence to that statement, we seek to establish how many studies of inferior quality researchers would have to conduct to have a 95% probability that a majority of studies reach the correct conclusion. We think of this as a quantification of what is meant by a consensus in a scientific community.

Take, as an example, two types of studies. One type of study uses the superior methodology (random sampling, complete and correct responses). From this, one can build a confidence interval or conduct a hypothesis test that, in a classical statistical framework, will have a .95 probability of being true. This is our baseline criterion. The other type of study uses an inferior methodology. Suppose that the inferior approach would confirm a hypothesis, if the hypothesis is true, with probability .9 (rather than .95).5

How many studies of inferior quality must be done to have 95% confidence that the body of research arrives at the right result? Assume that a series of three independent studies is conducted using the inferior methodology. The probability that all three studies confirm the hypothesis is .729 (.9 × .9 × .9), and the probability that two of the three confirm the hypothesis is .243. Thus, the probability that a majority (two or three) of the three studies confirm the hypothesis correctly is .972. Importantly, this calculation assumes that the studies are independent of one another. Positive correlation among the studies can make this an underestimate of the number of studies needed; by the same token, negative correlations among studies can actually gain efficiency. Setting that concern aside, under the assumption of independence, if we conduct three inferior studies, we have as much confidence that a majority of those studies are correct as we would if we conducted one study using the superior methodology.

This approach allows us to quantify the quality-cost trade-off. A direct cost calculation is simply the number of surveys that are required to obtain a consensus, given a level of quality of a survey. Other considerations, such as opportunity costs of researchers, might be factored in as well. The simple implication of the calculation above is that it is worth using the superior quality survey only if the cost of doing one such survey is less than the cost of doing three inferior quality surveys. Likewise, it may be worth using an inferior survey methodology if the cost of such surveys is less than one-third the cost of the superior methodology. We see a similar logic play out when it comes to horse-race polling during campaigns. While some very high-quality surveys are useful indicators of the state of the race in their own right, most seasoned scholars and pundits focus on aggregated indicators of the state of the race taken from multiple polls (i.e., polling averages). The justification for this approach is that one can generally learn at least as much from averaging multiple inferior polls as from looking at a single poll, even one of very high quality.

Viewed in this way, it becomes extremely useful to measure the relative quality of various survey methodologies to contextualize the cost differentials. Denote the degree of quality of the inferior methodology as q, the probability that the hypothesis is confirmed using the inferior quality methodology given that the hypothesis is right. In the calculation above, q = .9, and we ask how many studies with q = .9 must be performed to have a probability of .95 or higher that the majority of those studies confirm the hypothesis when that hypothesis is true. Now consider doing the same thought experiment for lower levels of quality, namely, q = .8, q = .7, and q = .6.

Table 4.1 presents the number of studies needed in a literature to attain a 95% level of confidence that a majority of the studies conclude that the hypothesis is true, when in fact it is true. Again, we assume that the studies are independent of one another. Lessening the level of quality from q = .9 to q = .8 increases the number of studies needed to reach at least a 95% level of confidence from three to seven. In other words, if survey quality concerns raise the probability of a false negative from .05 to .20, then a research community must conduct at least seven studies before a sufficiently strong consensus is reached. Continuing in that vein, if the level of quality drops to q = .7, then the research community must conduct at least fifteen studies to reach a consensus, and if the level of quality is as low as q = .6 (meaning there’s a 40% chance of a false negative on any single survey), then the research community would have to conduct sixty-five studies before a majority of studies clearly answers the research question.

This formalization of the quality-cost trade-off has several important implications for the choice of survey mode.



Table 4.1 Survey Quality and the Number of Studies Needed to Obtain a “Consensus”




	Probability Correct*
	Number of Studies Needed





	q = .9
	3 (at least 2 of 3 correct with probability .95)



	q = .8
	7 (at least 4 of 7 correct with probability .95)



	q = .7
	15 (at least 8 of 15 correct with probability .95)



	q = .6
	65 (at least 33 of 65 correct with probability .95)





* Probability that one will conclude H is true, given that it is true.






First, very high-quality surveys have a significant edge in choice of research method. A small degradation of quality, say from q = .95 to q = .90, assuming independence of surveys, means that multiple studies must be conducted to test with high confidence a hypothesis, or that sample sizes must be increased considerably. In other words, a survey that has a 10% error rate imposes three times as much cost (three times as many studies need to be done) as a survey that has a 5% error rate. The cost, in terms of the total number of studies required to achieve a consensus, grows exponentially as the rate of false negatives grows.

Second, the lower cost of Internet polls has been winning out over the “gold standard” polls, in part because of the exceptionally high cost of address based sampling, face-to-face polls. Consider the comparison of the costs of conducting the ANES in 2012 and a similar-sized Internet poll. The ANES’s face-to-face, in-person survey is more than one hundred times more expensive to do than a high-quality Internet poll. In other words, for the cost of the ANES one could do at least one hundred high-quality Internet polls. With that cost differential, it is worth it to the scientific community to use the lower cost modes to answer research questions, even when the probability of a false negative is as high as 40%!

Third, this framing of the problem raises the natural question of what constitutes a scientific consensus. Is a .95 probability that a test confirms the hypothesis when that hypothesis is true too high? Might a research community feel that a consensus emerges with a lower probability that a majority of studies reach the same conclusion? If a consensus emerges at a lower level of confidence, then the advantage of the higher quality approach is even less pronounced.

The approach we have sketched here also offers insight into the question of multiple or mixed modes of survey research. Suppose a research group conducts three surveys to test a hypothesis. That research group might conduct three superior quality surveys (at considerable expense) or three inferior quality surveys (at much less cost), or it might employ a mix of approaches. An analogous calculation to that in Table 4.1 reveals that there may be an advantage to mixing the modes, or, equivalently, using multiple survey modes in a research project or literature.



Table 4.2 Survey Quality, Mixed Modes, and the Probability That a Majority of Studies Reach the Correct Result




	Quality of Inferior Survey
	3 Superior Quality Surveys
	2 Superior
1 Inferior Quality
	1 Superior
2 Inferior Quality
	3 Inferior Quality Surveys





	q = .9
	.993
	.988
	.981
	.972



	q = .8
	.993
	.979
	.944
	.896



	q = .7
	.993
	.969
	.889
	.784



	q = .6
	.993
	.960
	.816
	.648








Table 4.2 presents the probabilities that a majority of studies reach the correct conclusion, for various levels of survey quality and mixes of inferior and superior methodologies. If the researchers were to conduct three superior quality surveys, each of which has a .95 probability of concluding that the hypothesis is correct when in fact it is, then there is a .993 probability that at least two of three or three of three surveys reach the correct conclusion. Interestingly, if the researchers were to include an inferior quality survey along with two superior quality surveys, they would have nearly the same (very high) level of confidence that a majority of their surveys are correct. If q = .9 for one of the surveys and .95 for two of the surveys, then the probability of a correct conclusion among a majority of surveys is .988. Even if the low-quality survey has a q of just .60, the probability that a majority of the three surveys is correct is .960. See the third column of the table. Using multiple surveys provides some protection against false inferences from inferior quality surveys. That said, quality does harm inference: the lower the quality, the lower the probability of reaching the correct inference. The drop-off in confidence can be quite large with lower quality, especially when all surveys are of the inferior sort.

One important implication of the simple analysis is that not all surveys need to have the same quality for a scientific consensus to emerge. For example, with one superior quality survey and two inferior quality surveys (q = .8), the probability that a majority of surveys yields the correct answer is still approximately .95.

This points to a possible cost-saving approach in research. Having multiple survey modes allows a research group or an entire field of study to lower the cost of reaching a scientific consensus. In fact, having all surveys be of very high quality might even be inefficient. If, to reach consensus, at least three studies need to be conducted in a literature, then three very high-quality surveys will have an extremely high probability of agreement. A discipline, then, can tolerate a mix of higher quality and lower quality surveys and still attain a high probability that a majority of surveys reach the correct conclusion.

Having multiple survey modes in a research literature also allows for testing of the validity and quality of the modes. If there are several modes being actively used, researchers can compare the relative quality of various modes.

As new modes for conducting surveys emerge, the key question, then, is what quality of results is derived from those new modes. How closely do new modes of conducting surveys approximate the ideal of a random sample survey with complete and truthful answers? In the early 2000s, as nascent Internet survey methods began to emerge, that is precisely the question survey researchers faced. And today, as Mechanical Turk and other platforms for data collection emerge, the same questions arise.

QUANTIFYING THE QUALITY OF INTERNET SURVEYS

There are two approaches to quantifying the quality of a result estimated from a particular method: (1) compare the survey results from that mode with objective indicators and (2) compare estimated quantities (means, variances, correlations, and regression coefficients) for identical questions asked in different survey modes (e.g., phone versus mail or phone versus Internet).

Comparison with objective indicators offers the strongest measure of survey quality because it allows researchers to compare their survey estimates with the quantity that they are actually trying to estimate. Suppose that a survey attempts to measure a characteristic of a population, such as the percent of votes won by the Republican candidate for president in each of several states. The survey samples a few hundred people in each state and asks for whom they voted for president. The deviation between the survey estimates and the actual election results (the true or population value) reflects the random and non-random errors that occur in the survey process. This is often referred to as the TSE (Platek and Sarndal 2001). Total survey error includes the deviation of the estimated value from the actual population value as a result of all parts of the survey, including nonresponse, misreporting, poorly asked questions, and other problems. These errors may be random (and add to the variance of the estimate) or systematic (and cause bias in the estimates). In statistical terms, the TSE is the mean squared error, which equals the square of the bias of the survey estimate of a given quantity (e.g., a mean or proportion or regression coefficient) survey plus the sampling variance of the estimated quantity (i.e., the square of the standard error).

To measure TSE, or mean squared error, multiple measures are needed. The deviation of any one survey’s estimate from the actual value of a given quantity is a single realization of the TSE. Suppose the same survey method is repeated many times (either many different quantities within a single survey or many replications of the same survey), and the deviation of the survey from the actual value is calculated for each replication. The average of those deviations gauges the bias—the extent to which the survey instrument is systematically too high or too low—and the variance of the deviations estimates the mean squared error.

The Cooperative Congressional Election Study (CCES) provides an ideal example and case for measuring the TSE associated with Internet polls.6 The CCES is conducted every year and is designed to measure the vote choices and political preferences of American adults. The study employs very large samples, in excess of 30,000 in 2006 and 2008 and in excess of 50,000 in 2010, 2012, and 2014. The large samples make it possible to estimate the vote in each state for president, U.S. Senate, and governor, and to compare those estimates to the actual results at the state level. For each state one can calculate the theoretical (or expected) standard error under the usual assumptions of sampling theory, such as random sampling or ignorability, and one can calculate the deviation of the estimate from the actual result. The average deviation (bias), mean squared error, average number of cases per state, and expected standard error are presented in Table 4.3 for each statewide race and year for which the CCES provides estimates (see Ansolabehere and Schaffner 2015, 16–20). In all there are twelve separate contests, but each is measured at the state level. Consequently, there are over three hundred individual-level elections (for each unique combination of state, year, and office) represented in Table 4.3. The table displays the results aggregated to each year and office and, at the foot of the table, aggregated across all states, years, and offices.

Table 4.3 presents an overall picture of the accuracy or quality of the CCES, relative to the ideal survey of the same size. The average bias is 0.4%, which means that averaging over every case, the average deviation overstated the Democrat’s share of the vote, but only by four-tenths of 1 percentage point. The average mean squared error is 3.19%, and we contrast that with the expected standard error. The average standard error, under the assumption of ignorability or random sampling, is 2.36%. That is approximately 25% smaller than the mean squared error, our estimate of the true variance of the TSE.



Table 4.3 Comparing Survey and Actual Results: Bias, Mean Squared Error, and Standard Error for the Cooperative Congressional Election Study, 2006–2014




	
	Average Error (Dem. Bias)
	Root Mean Squared Error
	Average Number
	Expected Standard Error





	
2014



	Governor
	−0.84%
	3.95%
	626
	3.59%



	U.S. Senate
	+0.34%
	3.38%
	515
	4.26%



	
2012



	President
	+2.16%
	3.32%
	1,069
	1.53%



	U.S. Senate
	+2.27%
	3.66%
	1,217
	1.94%



	Governor
	+1.49%
	3.56%
	666
	1.43%



	
2010



	Governor
	−0.95%
	2.22%
	982
	1.93%



	U.S. Senate
	−0.50%
	1.30%
	882
	1.98%



	
2008



	President
	+0.57%
	2.89%
	940
	2.05%



	U.S. Senate
	−0.58%
	4.04%
	638
	2.26%



	Governor
	+1.12%
	3.40%
	511
	2.35%



	
2006



	Governor
	−0.04%
	2.24%
	604
	2.53%



	U.S. Senate
	+0.28%
	4.29%
	689
	2.42%



	Average
	0.43%
	3.19%
	
	2.36%








A further analysis of the data allows us to calculate the quality of the CCES along the lines of the analysis suggested by Table 4.1. For each office, year, and state we calculate the squared deviation of the survey result relative to the squared standard error for that state’s sample. The average of those relative deviations estimates the expected quality of the survey. It is a multiplier indicating how much larger the true variance of the survey is (the variance of the TSE) than the variance of the idealized survey. That calculation suggests that the true standard deviation of the survey is approximately 1.35 times the expected standard error. We can now use that standard error to construct a test statistic, rather than the conventional standard error calculation. The implication is that this Internet survey lowers the quality of inferences somewhat. If the probability of a false negative is .05 for a test statistic constructed using the usual (expected) standard error, then the probability of a false negative is .15% using a test statistic constructed using the estimated square root of the mean squared error as the standard error. A more appropriate calculation of the quality of the survey relative to the ideal standard is of the estimated mean squared error relative to the expected standard error for each office and year.

Is that a substantial degradation compared to other surveys? Very few other surveys calculate the TSE associated with their projects. An analogous, but not as expansive, concept is the design effect, which measures the variation in a survey that comes from clustering and nonindependence of observations and other features of the design that can produce higher sampling variances than occur with pure random sampling. The design effect does not capture biases that occur due to misreporting, nor does it account for whatever bias remains after weights are applied to adjust for nonresponse. The design effect, however, can be thought of as degradation in quality relative to pure random sampling, as such effects increase the probability of false negative inferences. The design effect of the ANES has been estimated to be in the neighborhood of 1.2 to 1.6.7 In other words, the inflation of the standard error with the Internet sample used by the CCES is approximately on the same order as the design effect associated with the sampling procedure used by the ANES. This suggests that there may be little degradation in the ability to draw inferences using Internet polls relative to traditional random sample, face-to-face surveys.

These calculations are presented to demonstrate how researchers may assess the quality of new survey methods relative to existing methods. In the case of the YouGov samples relied on by the CCES, there is little evidence of systematic bias and evidence of some loss of precision relative to the idealized pure random sample survey. However, no surveys currently match the idealized pure random sample survey. Comparing the ANES design effects and the TSE of the CCES, there appears to be little degradation in the ability to draw inferences compared with more traditional sampling modes.8

Any new and untested methodology faces tough scrutiny, and ought to. Total survey error provides a general framework for assessing the quality of new modes of surveying. This framework allows us to measure in clear quantitative terms the quality side of the cost-quality trade-off. The example of the CCES offers a good case study of the use of TSE to provide a critical evaluation of the performance of an Internet survey. Importantly, the analysis of the CCES over a ten-year time frame revealed that the study did not, in fact, represent a significant reduction in quality, compared with the design effects of traditional surveys.

A second manner of assessing the quality of any new approach relative to established methodologies is a carefully designed study that compares the modes. Unlike TSE, the framework of a mode study is to compare the estimates yielded by competing modes. No comparison with an objective reality is usually made, so it is possible that there are biases that affect all modes. However, a mode study is useful in determining whether a new mode might alter conclusions we have drawn using established modes.

Studies of mode differences in the early 2000s found substantial differences between opt-in Internet samples and random digit dialing phone samples. For example, in a study of alcohol use among young adults, Link and Mokdad (2005) found that phone and mail surveys yielded similar results, but that their Internet sample produced different results. Studies such as this one led a group at AAPOR to conclude in 2010 (Barker et al. 2010) that opt-in Internet samples differed from other modes of inquiry.

More recent research, however, shows few or no significant differences between traditional modes and opt-in online survey approaches. Ansolabehere and Schaffner (2014) conducted a mode study comparing phone, mail, and Internet samples. They found no substantial differences across modes in reported behaviors, such as voting, vote preference, donating blood, smoking cigarettes, moving, or owning a home. They found no significant differences in regression coefficients or correlations across modes in explaining approval of Obama; approval of Congress; and attitudes about abortion, affirmative action, gay marriage, Social Security privatization, or taxes. We have also conducted mode studies comparing the face-to-face version of the ANES with versions conducted in two separate online survey formats. Our results show that in terms of both point estimates and cross-item correlations, online surveys track closely with responses secured through the face-to-face sample.

Other studies have reached similar conclusions. The Pew Center for People and the Press conducted a study in 2015 comparing a survey recruited through random digit dialing with nine opt-in Internet samples (Kennedy et al. 2016). That study found that the randomly selected sample was exactly in the middle on most of the measures gauged. The authors concluded that vendor choice matters much more than mode. Other recent studies reach similar conclusions: the differences between quality opt-in and random digit dialing samples have become trivial. What is most important is not which mode you use, but choosing a high-quality vendor to execute the selected approach.

Whether the standard is the absolute level of quality (TSE) or the relative level of quality, the past fifteen years have witnessed a substantial improvement in the demonstrated quality of opt-in Internet surveys. Over this time span Internet surveys turned a significant corner. Although some concerns remain about the use of opt-in surveys, high-quality Internet surveys appear to have gained broad acceptance both within and beyond academia.

One important lesson from the debate over the quality of Internet surveys is that quality control is essential for surveys, which are a vital research tool. The need to maintain quality creates a difficult problem for those organizations that attempt to set standards for the field, such as AAPOR. Standards seem necessary to maintain quality, but they also can stifle innovation and the evolution of the field.


QUALITATIVE DIFFERENCES IN THE CHANGING MODALITY OF SURVEYS

An entirely separate set of issues drove the rise of Internet polls over the past decade: the qualitative differences between an online interface and interviewer-led questions. Online polls present new opportunities for conducting research, including the ability to show respondents videos and images and to present new question formats. Experimentation has driven the move online as much as considerations of cost and quality (Evans and Mathur 2005; Sue and Ritter 2012). While the quality-cost debate concerns the validity of population estimates compared with random sample surveys, the opportunity to conduct experiments has made the Internet survey a natural choice. For at least a generation, psychologists (working in all fields) have relied on experiments involving college students to test their ideas. Internet surveys (and newer tools such as Mechanical Turk) offer a much broader population with which to conduct research.

In this respect we see three different attitudes regarding modality. First, Internet surveys differ in mode of data collection only. The quality-cost trade-off treats the questionnaires as the same and merely views the Internet as a more convenient and less expensive mode of data collection. This is an important aspect of the choice of mode, as researchers do not want to lose the continuity with past research, especially for long-lived research projects like the ANES, the General Social Survey, or the Panel Study of Income Dynamics.

A second view, to use Marshall MacLuen’s phrasing, is that the medium is the message. The rise of the Internet and social media has fundamentally changed the way people communicate. The rise of online polling is simply the adaptation of research on social attitudes, opinions, and behaviors to changes in technology and society. The random digit dial phone survey itself was an adaptation to changing communications in society. Sticking with the landline-based mentality today amounts to sticking with older ways of communicating, which are quickly becoming inadequate for the study of society. By 2012 one-quarter of all people could not be reached by a random digit dial phone survey. That number is estimated to exceed one-third of all people in 2016, and it will continue to grow. Many more people are now accessible online.

Not only do new media reach more people, but they involve fundamentally different forms of communication. The Internet is a visual medium. Respondents read online surveys, rather than have the surveys read to them by an interviewer, and the removal of the interviewer from the process makes progressing through the survey much quicker. Visuals and video can be embedded in a survey, and it is easier to randomly assign survey respondents to see different versions of a message or image. These innovations have opened new ways of asking questions and new ways of analyzing data. The length of time it takes to answer a question, for example, can be easily recorded and provides implicit measures of the degree of cognitive effort a respondent expends in answering a question (Mulligan et al. 2003).

People also interact with new media differently, and that too is part of the survey experience. For example, the 2008 ANES face-to-face survey included a seventy-three-minute pre-election interview and a ninety-one-minute post-election interview.9 These were some of the longest conversations that respondents had about politics, especially with a stranger. Most Internet surveys also allow respondents the flexibility to complete questionnaires at their own convenience and at their own pace. This means the survey is much less of an intrusion on an individual’s daily routine. Indeed, we have found that people who answer online polls frequently do other things while they are working through the survey (Ansolabehere and Schaffner 2015). For example, 15–20% of respondents watch television while they answer an online survey. Many respondents also take breaks to have a conversation with a family member or roommate, to check email, or to have a phone call. About half of online respondents report doing at least one other thing during the course of taking their survey. Notably, the interruptions and multitasking do not appear to degrade the quality of responses given by respondents.

The self-administered nature of online surveys not only provides a benefit by allowing respondents to finish them at their own pace, but it also means that the responses given are likely to be more accurate. Studies consistently find that respondents are more honest when they answer self-administered surveys, especially those conducted online (Chang and Krosnick 2009; Kreuter, Presser, and Tourangeau 2008). The presence of an interviewer (either in person or on the phone) often discourages respondents from answering sensitive questions truthfully, but when those same individuals can complete the questionnaire privately, they are more likely to provide honest responses.

Overall, online surveys provide an innovative and flexible interface for collecting data. Thus, Internet polls can collect a wider array of data more efficiently, more conveniently, and more accurately than modes that necessitate the presence of an interviewer. When combined with the increasing accuracy and continued affordability of Internet surveys, the flexible and convenient interface is yet another reason that scholars have increasingly used online polls.

MAKING WISER CHOICES ABOUT SURVEY MODE

Survey modes and methods will continue to change as communications technologies change. Today, online polls have gained wide acceptance, and the ascendancy of this new, less expensive methodology has put enormous pressure on more expensive modes, especially face-to-face surveys. And so it goes. New, cheaper ways of conducting surveys replace the old approaches, only to eventually be replaced themselves. Survey researchers are trying to figure out the best way to gauge public opinion using mobile devices and social media. Amazon.com’s Mechanical Turk is quickly emerging as a faster and less expensive platform for conducting experiments that were previously done in conventional surveys. And as with other new methods, the debate over the quality of that approach has already begun (e.g., Berinsky, Huber, and Lenz 2012). Mechanical Turk and other new ways of studying political and social behavior will become accepted, and possibly even ascendant. Researchers, facing the inevitable question of how to most efficiently conduct their inquiries, will eventually abandon older methods in favor of newer ones. That cycle of innovation is inevitable. It is a cycle of creativity: new technologies introduce new ways of reaching people, asking questions, and studying behavior.

We have sought in this chapter to introduce a different way of thinking about the future, about what comes next. The debate over methods of studying behavior is often framed in two ways. Both are informative, but neither is adequate. First, the debate is often over “this approach or that”; phone or Internet, mail or face-to-face, probability or opt-in. While that may be the choice that any researcher faces in designing a specific study, it does not reflect the broader concern of a research literature. That quest is to find the most efficient way for research to come to a scientific consensus over an important conjecture or problem. No single mode may be the answer.

Second, the debate over mode is often framed as a debate over a scientific or industrial standard. What are the technical specifications that all researchers must adhere to in order to gain acceptance by a broader community? Such technical specification standards are really social norms, as much as actual quality guarantees. In that regard, it is very important to note that researchers in the United States and the United Kingdom adhere to very different technical standards for their surveys. The technical specification standard that was the norm in the United States for several generations was random sampling; that is, the method of selection must be unrelated to any characteristic of individuals. The technical specification standard that has long been the norm in the United Kingdom is representative sampling; that is, the sample ought to represent the population along several key characteristics, such as age, gender, and education level. If a random sample in the United Kingdom is not sufficiently representative, it is unacceptable. If a representative sample is presented at the AAPOR, it is suspect because the sample was not randomly drawn. These are norms that imply a way that surveys must be done to be acceptable. Such standards serve as a barrier to innovation and barriers to entry in the marketplace of survey research and marketing firms.

Our framing of the problem is that quality goals, rather than technical specifications, are essential. From a scientific perspective, the choice of survey research mode weighs two considerations, cost and quality. If researchers can get higher quality at the same cost, they should buy the higher quality mode. That approach is good not only for the individual researcher working on a tight budget, but also for the scientific community as a whole, as that approach will lead more quickly and efficiently to a consensus around the correct conclusion.

However, we do not operate in a world in which the highest quality is the cheapest. We usually have to make a choice between an expensive but accepted “gold standard” and a cheap but innovative methodology or technology. First, there is considerable uncertainty about the quality of new technologies. Established technologies and technical standards are in place because they won the last fight over methodology. And the research needed to assess the quality of competing modes has rarely been conducted when a new methodology is just emerging, when the choice between competing modes is most difficult to make. Second, the economics of the survey business (or any business) often create a cost difference. The incumbent methodologies are often most expensive because newer technologies are adapted as innovations in cost and quality and because technical standards protect incumbent firms (creating a monopoly advantage for those firms).

If the real goal is maximizing the efficiency of the scientific enterprise rather than conforming to technical standards, how should researchers think about the choice of which methodologies to use now? The framework we have introduced offers guidance about a more effective way of proceeding, both the way to develop a healthy research enterprise and some cautions.

First, there is a place for standards. Standards can offer a means of quality control for the entire research program or research activity. As our examination of Table 4.1 revealed, a few very high-quality studies can be worth dozens of low-quality surveys. The high-quality studies would, then, be the best research method if the costs were not exceedingly high relative to the lower quality methods.

Second, to assess quality there needs to be continual study of new research modes. Researchers cannot make informed design decisions unless data are available about the quality of inferences made using different methodologies. Some of that information can be gained as studies are conducted. For example, the CCES builds in measures of quantities that allow for calculation of TSE. Some of that information can be gained by conducting carefully designed mode comparison studies.

Third, a mix of modes offers efficiency advantages. There is naturally a mix of modes in a research area. At any time there are new ways of conducting research, and those new ideas are contending with established approaches. Our examination of Table 4.2 revealed that a mix of modes can be very efficient, allowing an entire field of research to reach a scientific consensus at a much lower cost. Further, having several different methodologies at work in a field of study allows researchers to compare the different approaches and to draw their own conclusions about quality and the trade-off between quality and cost. Also, different modes can have different strengths and different weaknesses. Using many different modes in a research literature can offer a hedge against the weaknesses of any single mode. Not every survey has to employ a mixed mode, but a healthy literature has a mix of modes across studies. We should be suspicious of anyone who avers that there is one and only one ideal way of doing research.

Fourth, technical specifications of the “gold standard” survey, although they serve an important function, can be a poor way of ensuring an efficient development of scientific understanding. Technical specifications can force the trade-off between quality and cost to be made in one way for all researchers. If every survey is forced, by virtue of technical specifications, to have the same mode, then the advantages of deploying multiple modes are lost.

Fifth, survey quality can become a public good. Research occurs in a decentralized fashion. Every research project makes its own decisions about how to conduct surveys, how to trade off cost against quality. Technical standards can force all researchers to make the trade-off in the same way, say toward the high-quality, high-cost method, but in a way that stifles innovation. The opposite problem can emerge as well. If a research area employs multiple modes of study, there may be a race to the bottom. Every research team might choose the low-cost approach and let someone else bear the cost of the very high-quality study. As a result, a field might collectively proceed very slowly and inefficiently if every researcher chooses the cheap, low-quality option.

The challenge, then, is how to push the boundary outward, how to create innovation in survey quality and survey cost simultaneously. In some respects that already happens. Internet surveys opened new ways of measuring opinions, attitudes, and behaviors. Professional association standards can be helpful in creating guidance about where quality improvements are needed and possible with existing technologies and in maintaining a mix of methodologies so that the rush to a new methodology does not completely lose the value of what existed before. Government agencies, such as the National Science Foundation and the National Institutes of Health, and private research foundations, such as Pew, can serve an important purpose as well. They simultaneously maintain those projects and methods deemed to be very high quality by a scientific community and invest in new technologies and methodologies that show promise of emerging as a platform for the research community at large, such as Time-share Experiments in Social Sciences. And in this respect, there is also tremendous value in careful research about survey methods and robust academic debate about those methods. Professional standards, government and foundation investment, and academic research about survey mode, however, should not be about picking winners, but about informing researchers generally about the quality, the strengths and weaknesses, of alternative ways of studying public opinion and political behavior.

NOTES

1. Thomas Mann and Gary R. Orren, eds., Media Polls in American Politics. Washington, DC: Brookings, 1992.

2. For data on ANES response rates (AAPOR RR1) from 1952 to 2000, see http://www.electionstudies.org/overview/dataqual.htm#tab1. For data on response rates in 2008, see http://www.electionstudies.org/studypages/2008prepost/2008prepost.htm. For data on response rates in 2012, see http://www.electionstudies.org/studypages/anes_timeseries_2012/anes_timeseries_2012_userguidecodebook.pdf, p. 12.

3. http://www.people-press.org/2012/05/15/assessing-the-representativeness-of-public-opinion-surveys/.

4. Personal communication with Samantha Luks, Senior Vice President, YouGov, San Francisco, CA.

5. There are other ways to formalize this choice. For example, it is analogous to the question of how many studies we need to include in a meta-analysis (Valentine et al. 2010). Here we focus on this simple approach, as it makes clear the quality-cost trade-off.

6. The CCES is a large-N cooperative survey project carried out every fall since 2006. The survey is conducted by YouGov, using its methodology of matching opt-in respondents to a randomly selected target sample. More details about the survey and access to the survey data can be found at http://projects.iq.harvard.edu/cces/data.

7. Matthew Debell, “How to Analyze ANES Survey Data,” ANES Technical Report Series no. nes012492 (Ann Arbor: Stanford University and the University of Michigan, 2010), 21.

8. This comparison actually favors ANES, as the design effect captures the inefficiency in the standard errors to reflect clustering and other features of design, while total survey error contains both inefficiency and bias.

9. See: http://www.electionstudies.org/studypages/anes_timeseries_2008/anes_timeseries_2008.
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CHAPTER 5

SAMPLING FOR STUDYING CONTEXT

Traditional Surveys and New Directions

JAMES G. GIMPEL

INTRODUCTION

MANY advances in the quantity and availability of information have social science researchers reconsidering aspects of research design that were once considered either settled or without serious alternatives. Sampling from a population is one of these areas, in which options to simple random sampling and its common variants have emerged, along with the technology to implement them. In this chapter I discuss sampling designs in which subjects’ variable level of exposure to relatively fixed aspects of geographic space are considered important to the research. In these circumstances a random sample focused on representing a target population alone will not be sufficient to meet the researcher’s goals. Traditional sampling will certainly be faithful to the density of the population distribution, concentrating sampled subjects in highly populated areas. For research that also requires spatial coverage to represent socioeconomic spaces, however, common surveys are not the best option, even though they have been widely used in the absence of better designs (Makse, Minkoff, and Sokhey 2014; Johnston, Harris, and Jones 2007).

Not every survey is well-suited to testing hypotheses about context.1 Not that long ago political scientists and sociologists made creative attempts to use the American National Election Study (ANES) or the General Social Survey (GSS) to reason about context, while knowing that their sample designs did not represent a very broad range of contexts (Giles and Dantico 1982; MacKuen and Brown 1987; Firebaugh and Schroeder 2009). In the design for the ANES, as in the GSS, administrative costs are vastly reduced by adopting sampling strategies clustered in metropolitan areas, largely ignoring lightly populated nonmetro locations. Resulting studies commonly found respondents to be residing in less than one-fifth of the nation’s counties and a limited range of more granular “neighborhood” areas such as census tracts or block groups (Firebaugh and Schroeder 2009). Because appropriate data drawn from alternative designs were scarce, these surveys were commonly accepted as the best, and sometimes only, data available, and there was no reporting on how well or poorly they captured the diversity of contexts or living conditions at all—not even in a note or an appendix. When it came to results, sometimes context effects appeared, sometimes they didn’t, but one has to wonder how many Type II errors, or false negatives, appeared due to the paucity of sample points in many locations that would have added contextual variability. Publication bias against null findings ensured that many of these investigations never surfaced in journals.

The basic resource deficit social scientists have faced for years is that conventional survey sampling techniques do not yield the number of subjects necessary to estimate effects of exposure to stimuli exhibiting geographic variation. Geographic contexts that are represented are limited to those that underlie the population distribution, which lack important elements of variability. Consequently, the application of random samples, or more typically, random samples modified slightly by miscellaneous strata, has led to errors in the estimates of numerous contextual variables and incorrect conclusions regarding the substantive effect of these variables in regression models. What is called for is a sampling strategy that represents not only the population, but also the variation in the inhabited environments hypothesized to influence the outcomes of interest. The key is to allocate sampling effort so as to provide spatial balance to accommodate the need to estimate exposure to environmental and geographic stimuli even in areas that are less densely populated. Sometimes we need to represent places, in addition to people.

LOCATION DEPENDENT NATURE OF OPINION FORMATION AND SOCIALIZATION

In social science research it is not new that natural environments matter to opinion formation and behavior in significant domains of judgment and decision-making. A person’s exposure to a hazardous waste dump, a nuclear power plant, an extensive wildfire, or a devastating hurricane matters greatly to his or her formation of opinions about it. This is because risk assessment is distance dependent, with subjective levels of concern varying with citizens’ degree of vulnerability to the hazard (Brody et al. 2008; Larson and Santelmann 2007; Lindell and Perry 2004; Lindell and Earle 1983). In processing news from media sources, communications scholars have found that perceived susceptibility is an important general cue in processing threatening news, and that the proximity of the particular threat is a key component of perceived susceptibility (Wise et al. 2009, 271).

One need not be studying exposure to environmental hazards, weather-related catastrophes, or other location-specific characteristics of the natural environment to see how distance from the stimulus matters greatly to one’s reaction to it. Social and political environments, while highly diverse across space, are also relatively stable—not in the fixed sense in which a mountain range or a hurricane’s path of destruction is, but by the fact that social settings typically change very slowly, over years and even decades (Downey 2006). Political scientists have noted that the socializing forces to which people are regularly exposed typically do not exhibit wild volatility in their climates of political opinion, but maintain stability over long periods (Berelson, Lazarsfeld, and McPhee 1954, 298; Campbell et al. 1960; Huckfeldt and Sprague 1995). In this manner, the same places produce similar political outcomes across several generations, even as conditions elsewhere may change. Genes are inherited, but so also are environments, meanings, and outlooks. Indeed, it would be surprising to learn that socioeconomic environments did not shape opinions and viewpoints to some degree. Remarkably, patterns of political partisanship and opinion across localities in the 1930s predict partisanship and opinion in those same places in the 2000s and 2010s remarkably well. Habits of allegiance to parties continue for years, long after the original cause of allegiance to those parties has been forgotten. In this manner, the content of partisan and ideological labels may change over time, but the partisan balance of identifiers will stay much the same even though new citizens enter and exit the local electorate through generational replacement and migration (Merriam and Gosnell 1929, 26–27; Miller 1991; Green and Yoon 2002; Kolbe 1975). Apparently exposure to the stable socializing forces abiding in a “neighborhood” or place influences political outlook, whereas distance from them weakens the impression they make.

Although many sources of political learning and socialization are not local in their ultimate origin, they may still be moderated or mediated by contextual forces measured at various levels of geography (Reeves and Gimpel 2012). Through the process of biased information flow and filtering, places exert a socializing influence. But influential communication is not always so direct, as there is also the indirect process of “social absorption” whereby individuals learn what is considered to be normal and appropriate through observation and imitation. This process is also described as a neighborhood influence or referred to as exercising a “neighborhood effect.” In the context of political socialization literature, the idea is that what citizens know and learn about politics is influenced by local settings and the social interactions within them and is reinforced by repetition and routine (Huckfeldt 1984; Jencks and Mayer 1990). Importantly, a neighborhood effect is an independent causal impact of the local context on any number of outcomes, controlling for individual attributes (Oakes 2004). The idea is that all other things being equal, the residents of some locations will behave differently because of the characteristics of their locations (Spielman, Yoo, and Linkletter 2013; Sampson, Morenoff, and Gannon-Rowley 2002). When it comes to surveying populations for conducting studies on neighborhood effects and politics, there is reason to question whether traditional sampling strategies are useful for capturing the variation in environmental exposure theorized to have a causal impact on opinion formation, judgment, and behavior (Cutler 2007; Kumar 2007; Johnston, Harris, and Jones 2007).

For practitioners studying political behavior from the standpoint of campaign politics, it is evident from the emergent body of experimental research that local political environments are widely believed to matter even to short-term electoral movements. After all, it is the local political environments that these researchers are attempting to manipulate. Even if a social scientist could measure every individual personal trait, including them all in an explanatory model violates principles of parsimony and commits the atomistic fallacy by presuming that only individual factors can be causal (Huckfeldt 2014, 47). In addition, it may well be that social and institutional causes of behavior, those originating out of communities or environments, are more amenable to “policy” or campaign intervention designed to persuade voters or to stimulate higher turnout. Changing someone’s personality or fundamental psychological orientation toward politics may not be within the capacity of any campaign. But it is certainly possible to alter a voter’s information environment or try other stimuli and communications that might marginally increase turnout or persuade some share of voters to vote differently than they would otherwise.

In summary, traditional survey research designs for gathering information on voter attitudes and behavior usually ignore variability in context in favor of representation of a target population. This is understandable given that the usual goal is to forecast elections, and an accurate measure of the horse race is taken to be the standard for quality polling. Moreover, through some variation of stratified random sampling, survey research has become adept at forecasting elections within a few points. Even the much criticized surveys during the 2012 and 2014 U.S. general elections proved to be accurate when they were combined and averaged to balance out the different information sets derived from slightly varying methods (Graefe et al. 2014). When sample sizes are large, these polls also provide reasonably accurate estimates for focal subgroups of the electoral population. In the very act of achieving those goals, however, scholars frequently eliminate the variations in geographic context that are likely to matter most to understanding social environments and the interdependence among voters, limiting variation on such continua as urban and rural, economic equality and inequality, occupational differences, exposure to physical environmental conditions (e.g., water scarcity, pollution), and a variety of others.

EXAMINING THE SPATIAL DISTRIBUTION OF A SIMPLE RANDOM SAMPLE

Suppose that the frame for social scientific research was the state of Ohio’s registered voter population. What if we were to try to use a typically sized random sample to study contextual effects on these voters? Just how well would that design work? We might begin by drawing a pollster’s typically sized random sample of, say, one thousand respondents to survey from the state’s file of registered voters. Of course to be faithful to the real world, one would start by drawing more than one thousand, since many that we would attempt to contact would refuse to cooperate or would otherwise fail to respond.2 For purposes of this chapter, we ignore that practical necessity and keep the consideration only to the initial one thousand cases.

The geographic distribution of cases from that example of one thousand cases drawn from the Ohio voter file from spring 2013 is shown in figure 5.1, with the state’s major cities displayed in gray outline and the larger counties also labeled. Predictably, the sample shows a geographic concentration of sample points in exactly the locations we would expect them to be positioned if we were trying to represent the voter population of the state: in the three major metropolitan areas running diagonally from southwest to northeast, Cincinnati, Columbus, and Cleveland, respectively. The black ellipse on the map summarizes the one standard deviation directional dispersion of the sampled points around their geographic center. What the ellipse shows is that this typical random sample achieves very good representation of the geographic distribution of the state’s electorate. Summary tabulations show that 7%, 10.1%, 11.6%, and 3.9% of all registered voters from the state’s voter file reside in Hamilton (Cincinnati), Franklin (Columbus), Cuyahoga (Cleveland), and Lucas (Toledo) Counties, respectively. In turn, 7.8%, 10.4%, 12%, and 4% of the simple random sample from figure 5.1 were distributed within these four large counties, certainly an acceptably close reflection of the true population proportions.

Simple random samples are important for undergirding statistical theory but are rarely utilized in the practice of survey research, for well-known reasons detailed elsewhere in this volume and in reputable texts (Levy and Lemeshow 2008; Bradburn and Sudman 1988; Kish 1965). One drawback is that a simple random sample, selected on the equal-probability-of-selection principle, may not provide enough cases with a particular attribute to permit analysis. More commonly, random sampling occurs within some subgroups identified by researchers before the sample is drawn, according to reasonable and compelling strata, and sometimes in more than one stage.

Across the social sciences, usually the strata chosen for surveys are attributes of individuals, such as their race, income, age group, or education level. By first stratifying into educational subgroups, for example, one can ensure that enough high school dropouts, or college graduates with two-year degrees, are included to permit comparison with more common levels of educational attainment. When stratified random sampling is sensitive to location, it is usually in the form of an area probability sample in which selected geographic units are randomly drawn with probabilities proportionate to estimated populations, and then households are drawn from these units on an equal probability basis (Cochran 1963; Kish 1965; Sudman and Blair 1999). Ordinarily the point of such sampling schemes is not to estimate the impact of contextual variation or opinion formation within the structure of localities. The resulting samples are geographically clustered in a limited number of locations to reduce costs. As Johnston and his colleagues (2007) have convincingly demonstrated, stratified samples may ensure a nationally representative survey of voters (after weighting) but do not ensure a representative sample of the varied socioeconomic contexts within a state or nation.
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FIGURE 5.1 Spatial Distribution of Simple Random Sample of Registered Voters from Ohio Voter File, 2013.



Better representation of localities is important. With respect to campaign intensity, it is well-recognized that parties and candidates invest far more effort in some places than in others. One means for capturing some of this variability in resource allocation is to measure spatial variation in exposure to campaign stimuli by media market area. For purposes of purchasing advertising, the A. C. Nielsen Company has divided the nation into designated market areas (DMAs) representing the loci out of which television and radio stations grouped in a region broadcast to a surrounding population. With only a couple of exceptions, Nielsen uses the nation’s counties to segment the country into mutually exclusive and exhaustive market regions. Advertisers, including businesses and political campaigns, use these market boundaries to guide the planning and purchasing of broadcast advertising.3

Ohio is presently divided into twelve DMAs, three of which are centered in other states; two in the southeast emanating from Charleston-Huntington, and Parkersburg, West Virginia; and a third in the northwest, centered in Fort Wayne, Indiana, and extending across the border to encompass two rural Ohio counties (see figure 5.2). By using the DMAs as strata, social science researchers can ensure that no media markets go entirely unrepresented in a survey. Using simple random sampling, it is possible that no cases could be drawn from the markets that are small in population.

PROPORTIONAL ALLOCATION OF A SAMPLE

To avoid the possibility that some market areas wind up without any cases at all, stratifying the sample allocation by DMA makes sense as an initial step. Then allocating the total sample population proportionally is straightforward: if the largest media market contains 50% of a state’s voters, then a total sample of one thousand would allocate five hundred survey respondents to that stratum. In the case of Ohio, about 34% of Ohio voters reside in the Cleveland media market. Stratifying by media market and allocating the sample proportionally should result in a survey that positions approximately one-third of sample members within that market. One such sample is shown in figure 5.3, which places 336 sample points in the Cleveland area, with the sample populations in other DMAs also closely proportional to their share of the Ohio voter population. The three major media markets, Cleveland, Columbus, and Cincinnati, are home to 67.8% of the total sample shown in figure 5.3.

In practice, the results of a stratified sample may not look much different than a simple random sample, but the stratification with proportional allocation ensures that at least a few voters will be drawn from each of the twelve DMAs. The standard deviational ellipse shown in figure 5.3 for the proportionally allocated sample shows slightly more sensitivity to smaller DMAs than the simple random sample in figure 5.1. Note that the proportionally allocated sample is less pulled in the direction of the sizable Cleveland area DMA and is sensitive to the cases in the smaller DMAs in western Ohio. Ideally the greater sensitivity to the smaller DMAs would permit us to obtain estimates from some strata that a simple random sample would ignore. Several of the DMAs are very small, however, and the sample size of one thousand remains too modest to represent them adequately. The Fort Wayne DMA contains only four sample points (figure 5.3), and three others still contain fewer than ten, far too few for adequate analysis. This is a clear reminder that the total sample size should be substantially larger than one thousand in order to obtain more confident estimates of the means for these strata under proportional allocation. This helps us explain why many polls remain inadequate for testing contextual effects even under conditions of stratified sampling by geographic units, whatever those geographic units happen to be (Johnston, Harris, and Jones 2007).
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FIGURE 5.2 Ohio Designated Market Area (DMA) Map.



Proportionally allocating samples to strata is certainly effortless. Researchers also consider it an improvement over simple random sampling from the standpoint of ensuring that a geographic container such as a metropolitan area or DMA thought to unify a population guides sample selection for purposes of generating an estimate. For especially small DMAs, however, the resulting sample subpopulations are too small to be useful. Any helpful contextual variation these DMAs might add will remain unaccounted for because they are not well represented.
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FIGURE 5.3 Stratified Random Sample with Proportional Allocation by DMA.



Unless the sample is considerably larger, any contextual characteristics that capture features closely associated with lower density environments cannot be suitably tested for their impact, including measures that benchmark important hypothesized causes of a large range of attitudes and behaviors that vary greatly by location, including equality and inequality; some dimensions of racial and ethnic diversity, longevity, health, environmental protection, crime, self-employment, social capital, and many others.

Across several decades, researchers have borrowed regularly from surveys designed for one purpose, representation of a target population, to evaluate theories and test hypotheses about geographic contexts, without incorporating a proper range of contextual variation (Stipak and Hensler 1982). This has sometimes led researchers to conclude prematurely that context does not matter or has only substantively trivial effects once we have properly controlled for individual-level characteristics (King 1996; Hauser 1970, 1974). Contextual “effects,” by these accounts, are mostly an artifact of specification error. Arguably such conclusions were based on reviewing early studies that had adopted research designs that were ill suited for testing for contextual effects in the first place. The 1984 South Bend Study by Huckfeldt and Sprague (1995) was among the first in political science to randomly sample within neighborhoods purposely chosen to represent socioeconomic diversity. Their sample of fifteen hundred respondents is concentrated within sixteen neighborhoods, containing ninety-four respondents each, and reflects a broad range of living conditions among the population’s residents (Huckfeldt and Sprague 1995; Huckfeldt, Plutzer, and Sprague 1993). Could it have been even more widely sensitive to contextual variation? Yes, perhaps, if it had been “The St. Joseph County Study,” “The Indiana Study,” or even “The Midwestern Study,” but other costly features of their program included a three-wave panel design and a separate survey of nine hundred associates of the primary respondents. Given the multiple foci of the research, narrowing the geographic scope of the work was a practical and realistic step.

In summary, under the stratified sample with proportional allocation, in order to reliably estimate values in all regions of interest, researchers would be required to greatly enlarge the sample to ensure the number of cases necessary to generate a confident estimate across the full range of contextual circumstances. A less costly alternative might be to choose some other means for allocating the sample at the start.


BALANCED SPATIAL ALLOCATION OF A SAMPLE

As indicated previously, sometimes the research goal is not to generate a forecast of the coming election, but to understand the impact of context, or changing some aspect of the local political environment, on an outcome. Perhaps there are hypotheses in the research about media effects, or response to advertising stimuli, some element of locally tailored campaign outreach, or reaction to public policy adoption. These hypotheses may be subject to testing via observation or field experimentation, but the research is carried out within and across particular geographic domains, which should then be sampled and compared accordingly.

Sometimes campaign researchers are at work fielding experimental manipulations of campaign messages, varying the content, duration, and other qualities of broadcast television and radio advertisements (e.g., Gerber et al. 2011). Relying on stratified, proportionally allocated sampling strategies to assess these effects is a poor and potentially costly alternative to designing a spatially balanced survey that will capably estimate response to the market-by-market variation being introduced by the research team.

The Ohio map with a sample of one thousand respondents drawn in equal proportions from each of the state’s twelve media markets is shown in figure 5.4. The standard deviational ellipse identified as “Strata Equal” indicates the summary of the spread of sample points from an equal allocation of a random sample across the dozen DMAs. This ellipse, which strikingly extends outward nearly to the state’s borders, marks a decided contrast with the diagonal-shaped ellipse representing the “Strata Prop” or sample points that were distributed on a population size basis. Quite visibly, the equally allocated sample is a very different one than either the simple random sample shown in figure 5.1 or the sample allocated proportionally shown in figure 5.3. Specifically, figure 5.4 shows that a sample of one thousand when divided equally among twelve DMAs results in equal groups of eighty-three respondents positioned within each market, densely crowding small markets such as Lima and Zanesville, perhaps, but more sparsely dotting Cleveland and Toledo.

Clearly the geographically balanced sampling strategy in figure 5.4 would not pass muster with a traditional pollster aiming for a close geographic representation of the state’s registered voter population. The pollster’s preference would surely be something akin to the sample shown in figure 5.3. But for a strategist testing media messages, having randomized a roll-out schedule with perhaps two advertisements, airing them for variable periods over four weeks’ time across the twelve DMAs, a more spatially sensitive strategy conveys some genuine advantages. For one, it becomes possible to produce context-specific regression estimates for all media markets for an individual opinion (i.e., candidate support) on an individual characteristic (i.e., party identification). The traditional pollster, implementing a sample design concentrated in the largest markets, would only be able to produce an estimate for a few of the state’s media markets, including Cleveland, Cincinnati, and Columbus, and these happen to be the most costly and urban ones. Additional experimental variations, at far lower cost than in the Cleveland or Cincinnati markets, can be subject to research in the lower cost markets, but not if they have no experimental subjects included in the survey sample. Representation of a state’s population is not everything. Sometimes who is predicted to win an election is one of its less interesting aspects. Researchers are frequently interested in observing geographic differences in the etiology of opinion about the candidates, estimating the influence of the survey respondents’ social environments, gauging the variable impact of issues on candidate support across the state, and evaluating the impact of voters’ social and organizational involvements on their views. These ends are more likely to be met by randomly drawing nearly equal-sized subsamples from each market while including questions about the local venues within which citizens’ lives are organized.



[image: image]

FIGURE 5.4 Stratified Random Sample with Spatially Balanced Allocation by DMA.



Even if there is no field experimentation underway, past observational research has suggested many ways in which space and place matter to our everyday lives. Economic, social, health, and political outcomes are all hypothesized to be shaped by a multilevel world. Survey samples have only recently become large enough to produce reliable estimates of the impact of contextual variables with samples that include areas of relatively sparse population. In other cases, with some forethought and planning, it is possible to sample densely enough to represent even sparsely populated locales and media markets using conventional stratified random sampling. Such samples are costly, requiring multiple thousands and even tens of thousands of cases, but they are more available now than in previous decades thanks to easier forms of outreach to potential respondents. What is not easy to do is to retrospectively extract from the major archives surveys of size eight hundred, one thousand, and twelve hundred and use these to either reveal or debunk the existence of neighborhood or contextual effects.

Of consequence to political scientists and campaign professionals, we have long recognized that differing locations display very different political habits and outcomes. No one would argue with the notion that variation in rates of voting participation, political party support, and propensity to donate money or to show up at campaign rallies is somehow related to the presence of socializing norms, ecological conditions, and the assemblage of opportunities collected in a locale. Advantaged neighborhoods offer more optimistic, efficacious, and empowering environments than impoverished areas. Moreover, voters have been found to perceive accurately the climate of economic circumstances and opinion in their proximate environments. Awareness of these conditions, in turn, appears to be immediately pertinent to the formation of political judgments (Newman et al. 2015).

Conventional sampling strategies have permitted the accumulation of knowledge about only a limited set of context effects in social science literature, particularly those going to racial and ethnic context, and a considerably smaller number that have examined socioeconomic status. Given that variation in race/ethnic environment is often robust within the major metropolitan areas where low cost samples are frequently clustered, we should not be surprised to see so many published works addressing the subject. Should social science then conclude that racial/ethnic context is the only one that counts? Probably not, until we field and evaluate more surveys that represent exposure to a far broader range of environments than we have up to now. The social science convention that attributes important behavioral outcomes to only one level of influence, usually the most immediate one, is not only misleading, but progressively unnecessary in an era of information abundance.

To conclude, the very limited geographic coverage of traditional samples will not move us forward without much larger sample populations. Such large samples are becoming available, and there are also hybrid designs that propose to achieve population representation and spatial coverage at optimal sample size. These developments promise to advance the understanding of space and place effects in the formation of political attitudes and behavior, something that conventionally designed survey samples were ill-equipped to do. Across the social sciences more broadly, new study designs promise to contribute to greater knowledge about the spatial dependency and multilevel causality behind social, economic, health, and political outcomes. They won’t do so without well-formulated, multilevel theories of behavior, though. There are legitimate complaints about the ascension of data analysis techniques over theory, and these criticisms are surely apt in the study of place effects on behavior. Analysis should be driven not simply by the level of spatial data available, but by theoretical considerations governing the etiology of the behavior. The explosion in the quantity and quality of social and political data dictates that a variety of perspectives and tools should be brought to social science subject matter. But more complex and realistic designs for data analysis require more sophisticated conceptualizations of relationships within and across the multiple levels of analysis. Finally, just as the new techniques for sampling and data analysis are shared by many disciplines, so too are the theories of the underlying social processes going to draw from sources ranging across disciplines. Even as relatively youthful social science fields build their own bodies of knowledge from the rise in information, high-quality work will require awareness of developments in other fields. The answers to substantively important problems are increasingly within the reach of social scientific expertise, broadly construed, but probably out of the reach of those working narrowly within any particular social science field.


NOTES

1. Because this chapter has self-critical aims, I do not cite the work of others as much as I otherwise would. The criticisms apply as much to my own work as to that of others. Where I do cite the work of others, it should be considered only as a case in point, not as singling out a particular scholar or study.

2. Contemporary pollsters commonly suggest drawing as many as fifteen or twenty times the intended number of respondents in order to fulfill the required number of completed surveys. Failures to respond by phone are generally met with repeated efforts to call back the selected respondents, unless and until they flatly refuse to cooperate. Many polling firms are now paying respondents a fee to induce their cooperation.

3. These boundaries are not impermeable, of course, and there are many examples of radio and television broadcasts that spill over into neighboring markets.
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CHAPTER 6

QUESTIONNAIRE SCIENCE

DANIEL L. OBERSKI

WHY IT IS IMPORTANT TO ASK GOOD QUESTIONS

IN polling, everything hinges on asking good questions. If I tried to measure your opinion about the current president by asking “How much do you like ice cream?,” I would not get very far; that question would have no validity. But even if I did ask your opinion about the president, but did so in such a convoluted way that you would not know what to make of it, your answer might not be as valuable as it could have been. Take this made-up question, for example:


To which extent do you disagree with the statement “the current president’s actions are not entirely unlike my own actions sometimes but some of his policies are not often bad”?

2 Not entirely disagree

3 Disagree

−1 Don’t know

−2 Agree somewhat

−3 Agree slightly

−4 Neither agree nor disagree



Is the statement about the president positive or negative, and to what extent? What “actions” and “policies” come to mind? Which is stronger: “somewhat” or “slightly” ’? Is category −1 neutral? These are just a few of the many issues plaguing this unfortunate survey question. When you answer the question, you need to solve these issues in order to answer, but since the solutions are ambiguous at best, different people will choose different answer strategies—even if they had the same opinion about the president. If you changed your mind about the president next year, you might even solve the problem of answering this terrible question differently and give the same answer as you did previously, even though you changed your opinion. Such differences in answers between people with the same opinion are called “unreliability” in the literature (Lord and Novick 1968). So even when a question is about the right topic, the way it is asked still determines how reliable the answers will be.

Unreliability is important because it strongly biases estimates of relationships (Fuller 1987; Carroll et al. 2006). For example, if I were interested in the relationship between presidential approval and consumer confidence, I might calculate a correlation between these two variables; unreliability would then attenuate this correlation downward, while common method variance would spuriously increase it. So this estimate would be severely biased, and without additional information about the reliability and common method variance, there is no way of knowing the size and direction of this bias.

Unreliability’s effects on estimates of relationships extends to relationships over time, such as panel or longitudinal data and time series (Hagenaars 1990). Random measurement error will cause spurious shifts in opinion and jumps in time series that are purely due to the measurement error. Common method variance, on the other hand, can make opinions appear much more stable than they truly are.

When comparing groups, the measurement error resulting from poor question design may again bias the analysis. For example, prior research suggests that highly educated respondents tend to “acquiesce”—agree to a statement regardless of its content—less (Narayan and Krosnick 1996). If we compared the average response to an agree-disagree question in Washington, DC, where 49% of adults hold a bachelor’s degree, to West Virginia, where only 17% do,1 on average we would expect the West Virginians to agree more with any statement, regardless of its content. A researcher who found that Virginians indeed agreed more with her statement would then be at a loss to say whether this was because of a difference in opinion or one of measurement error. This incomparability is also called “measurement non-invariance,” “measurement non-equivalence,” or “differential item functioning” in the literature (see Oberski 2012).

My contrived example serves to illustrate how unreliability may result from a question’s phrasing and other characteristics, and that this unreliability is vital to draw accurate conclusions about many social phenomena. Of course I purposefully broke every rule in the book when phrasing the above question. Real polling questions follow “best practices,” a set of approximate rules handed down by textbooks, or they are designed by experts. Even so, differences in respondents’ answering strategy still occur, with the resulting unreliability of answers. And how can we be sure that all the many issues that could plague a survey question are actually taken care of in its formulation? Is expert opinion enough?

The remainer of this chapter aims to answer these questions. I argue that deferring to textbooks and experts is not enough to design the best questions, but that a body of scientific knowledge about questionnaire design does exist, comprising cognitive theory, empirical observations, and carefully designed experiments. I then discuss some examples of scientific knowledge about questionnaire design, including a large meta-analysis that has yielded user-friendly software encoding such knowledge.

WHAT WE DO NOT KNOW ABOUT ASKING QUESTIONS

Pollsters and other survey research agencies have vast amounts of experience doing surveys. Thanks to these researchers’ awareness that everything hinges on asking good questions, it has become common practice to vet the questions in advance using questionnaire reviews, pretests, and other such evaluations (see Madans et al. 2011 for an overview). These procedures are meant to ensure that the right questions are asked in the best way possible. Regardless of the procedure followed to improve a question, though, the initial design typically follows “best practices”: standards for designing survey questions that have become encoded in the many textbooks now available on good questionnaire construction.

So what practices are currently considered “best,” and how many of them do survey researchers actually implement? To answer these questions, I picked up a selection of well- and lesser-known “how-to” advice books on survey and questionnaire design, as well as the very comprehensive Handbook of Marketing Scales (Netemeyer et al., 2011), which contains over 150 meticulously documented examples of vetted questionnaires used in marketing research. Table 6.1 shows what these books advise regarding negative questions in a battery (“Negative”), the preferred number of categories (“Categories”), the use of agree-disagree questions (“Agree-disagree”), and double-barreled questions. These examples are by no means an exhaustive list of possible design choices, but are all commonly mentioned in the textbooks and serve to demonstrate how question design advice is given and taken.

Table 6.1 shows that, broadly, there is a consensus on some of these best practices, while others are contradictory. For example, all textbooks listed in the table agree that double-barreled questions are a bad idea, and most agree that negatively formulated questions are to be avoided. On the other hand, there is little agreement among these authors on the use of agree-disagree questions or the number of categories; here, one author’s best practice is another’s faux pas.

The bottom row of table 6.1 is meant to give an idea of the actual—as (possibly) opposed to “best”—practices of marketing research surveys from a small sample of the scales in the Handbook. Where textbook authors agree on the “best” practice, the actual practice is more often than not the opposite; for example, I found double-barreled questions in 60% of the sampled scales, and about half of the scales use the negative formulations that textbooks agree should be avoided. Moreover, there was very little actual variation in the number of scale points, most scales using seven-point scales: here there is a common practice even though a best practice is not actually agreed upon by the textbooks. A researcher following Bradburn et al.’s advice (2004, 149) to take existing questionnaires as a starting point may then be forgiven for thinking that seven-point scales represent a consensus best practice.



Table 6.1 Best and Actual Practices for Four Commonly Discussed Question Characteristics




	Book
	Negative
	Categories
	Agree-disagree
	Double-barreled





	Bradburn et al. (2004)
	Avoid (p. 325)
	7 (p. 331)
	Good (p. 244)
	Bad



	Dijkstra and Smit (1999)
	Avoid (p. 83)
	–
	Avoid (p. 95)
	Bad



	Dillman (2011)
	Avoid (p. 73)
	–
	Avoid (p. 62)
	Bad



	Folz (1996)
	–
	–
	Neutral
	Bad



	Fink (2009)
	Avoid (p. 29)
	4 or 5
	Neutral
	Bad



	Fowler (2014)
	–
	–
	Avoid (p. 105)
	Bad



	Marketing Scales*
	50%
	5, 6, or 7
	67%
	60%





The aspect is mentioned, but no negative or positive advice is given.

* Based on a random sample of 10 scales from the book (s.e. about 15%).




While very limited, the microreview offered by table 6.1 suggests that (1) some “best” practices are contradictory; (2) some consensus best practices are not usually followed; and (3) a strong common practice may be present, absent any actual consensus on the best practice. In short, to quote Dillman (2011, 50) “the rules, admonitions, and principles for how to word questions, enumerated in various books and articles, present a mind-boggling array of generally good but often conflicting and confusing directions about how to do it”; deferring to common or “best” practices is clearly not enough to warrant trustworthy conclusions from our surveys.

BEYOND AGREEING TO DISAGREE: WHAT WE DO KNOW

If best practices are so conflicting, is question design a matter of taste? After all, the title of one of the most classic of all question design textbooks, Payne’s The Art of Asking Questions (1951), directly suggests exactly that. And if that is true, this arbitrary nature of survey question design would detract from the trustworthiness of conclusions based on such questions. Fortunately, though, we can decide which practices truly are “best” under specific circumstances by experimenting with them, and there is now a substantial literature arbitrating among such practices.

As an example, consider one of the design choices of some apparent contention among textbooks: the agree-disagree scales that proved so popular in existing questionnaires. There are three good reasons to think that agree-disagree scales are, in fact, a bad idea.

First are theoretical reasons. Cognitive psychology suggests that agree-disagree scales place an unnecessary cognitive burden on the respondent that causes respondents to “satisfice”—that is, to take shortcuts when answering the questions. Révilla et al. (2013) compared the process needed to answer an agree-disagree question such as “to what extent do you agree or disagree that immigration is bad for the economy?” with that needed to answer an “item-specific” question such as “how good or bad for the economy is immigration?” The latter, a well-known model of cognitive survey response suggests, is answered in several stages: comprehension of the question, retrieval of relevant information, judgment of this information, and response (Tourangeau et al. 2000).

In the example question “how good or bad for the economy is immigration?,” the respondent would first read and understand words such as “immigration,” “economy,” “good,” and “bad,” as well as the grammatical structure of the sentence that gives it meaning—for example, the presence of the WH word “how,” turning the phrase into a request for graded information. If the respondent is satisficing, the phrase might not be read, but the answer categories might be read directly instead. These might say something like “immigration is very good for the economy,” a sentence that communicates the required meaning on its own. Subsequently, information stored in memory about relevant concepts is retrieved until the respondent has had enough. When satisficing, the respondent may only retrieve the most salient information: things that he or she may have heard just recently or very often. In the next stage, the theory suggests, this information is weighed and the actual opinion formed. Again, instead of weighing all the pros and cons as a professional economist might do, a respondent trying to get through the questionnaire may use simple rules to reach a judgment. Finally, the opinion must be mapped onto the response scale. If the respondent’s internal idea about his or her opinion matches the labels closely, this can be a matter of “choosing the option that comes closest,” as we often instruct our respondents. A satisficing respondent may choose a different strategy. For example, he or she may choose one side of the issue and opt for the most extreme response on that side. This is known in the literature as “extreme response style.” Thus, at each stage there is a potential for satisficing.

Our hypothetical journey through a survey question-and-answer process shows that answering a question is a complicated cognitive process. Because it is so complicated, different respondents holding the same opinion could give different answers. The higher the cognitive burden of answering a question, the more respondents will satisfice, and the more their answers will differ erroneously and correlate spuriously.

And that is precisely the theoretical problem with the agree-disagree format, such as “to what extent do you agree or disagree that immigration is bad for the economy?”: its cognitive burden is higher than that of the direct question. At the response stage, it is not enough for the respondent to simply find the response option closest to his or her opinion. Instead, the respondent must create a mental scale of opinions, locate the statement on it, locate his or her own opinion on it, and then decide how the distance between them maps onto an agreement scale (e.g., Trabasso et al. 1971). If this process sounds incredibly burdensome, you are right. To avoid this burden, respondents often satisfice. Thus, we think that agree-disagree questions simply involve a higher cognitive burden, because respondents take much longer to answer an agree-disagree question than to answer the corresponding direct question, and when they do, we observe more satisficing behaviors.

The psychologist Rensis Likert (1903–1981), who is often said to have invented agree-disagree questions, was well aware of this potential problem. His solution to the problem was to authoritatively assume it away: “It is quite immaterial what the extremes of the attitude continuum are called. . . . [I]t makes no difference whether the zero extreme is assigned to ‘appreciation of’ the church or ‘depreciation of’ the church” (Likert 1932, 48). We now know this to be false. Experiments show that varying the extremeness of the statement or negating it with the word “not,” which Likert thought would not make any difference, can in fact radically shift the answers people give (e.g., Schuman and Presser 1981). Worse still, the effect seems to differ across respondents, causing random errors.

This brings us to the second set of reasons to discard agree-disagree scales: they are less valid and less reliable than direct questions. “Unreliable” means there will be variations in the answers of people who we suspect have the exact same opinion. After all, if two people have the same opinion, the ideal, perfectly reliable, opinion poll would yield equal answers. Similarly, known differences should be reflected in the answers. For example, a question about the role of women in society should at least on average be related to gender. An invalid question, which does not measure the intended opinion, will fail such tests.

Unfortunately, a person’s “true opinion” cannot be observed. We can, however, translate the two requirements of reliability and validity into numbers that can be estimated from observable data. There are various approaches to doing so, all of which involve taking not just one but several measures of the same phenomenon to make statements about reliability and/or validity. Commonly used approaches are the quasi-simplex model (Heise and Bohrnstedt 1970; Wiley and Wiley 1970; Alwin 2007, 2011), in which each respondent is asked the same question in multiple waves of a panel, and the multitrait-multimethod (MTMM) approach (Campbell and Fiske 1959; Andrews 1984; Saris and Gallhofer 2007b; Saris et al. 2012), in which a within-persons experiment is performed on the question format. Various studies performed in several countries suggest that both the reliability and the validity of questions estimated in this way in an agree-disagree format are lower than in other formats (Krosnick and Fabrigrar 2001; Saris et al. 2010).

The third and final reason to discard agree-disagree scales might form an explanation for the empirical finding that these scales are less valid and reliable: acquiescence. Acquiescence is the empirical finding that “some respondents are inclined to agree with just about any assertion, regardless of its content” (Révilla et al. 2013). For example, Krosnick (2009) reported that 62–70% of respondents agree with the question “do you agree or disagree with this statement?” This question measures nothing, but people lean toward agreeing with it anyway. Other studies have found that a sizable group of people will agree with both a statement and its opposite (e.g., Selznick and Steinberg 1969). Furthermore, pointless agreement is more common among low-education groups, younger people, and tired respondents (e.g., Narayan and Krosnick 1996). So the tendency to agree with anything varies across respondents. This not only creates random differences between people, but also spuriously correlates any questions that are asked in the agree-disagree format, since part of their shared variance will be shared acquiescence.

The agree-disagree format is an example of a common practice on which survey design textbooks do not agree, even though the theoretical and empirical evidence against it, of which this section has only scratched the surface, is impressive. Reviewing that body of evidence is not a trivial task, however. What’s more, the agree-disagree format is just one of the many choices a researcher is faced with when asking a question; the number of categories, use of negative formulations, and double-barreled phrases were already mentioned. But there are many more: whether to balance the request, for example by asking “is immigration good or bad for the economy?,” rather than just “bad for the economy,” is another example, famously studied by Schuman and Presser (1981). Other choices are the complexity of the sentences used, the grammatical structure of the sentences, whether to give further information or definitions to the respondent, where to place the question in the questionnaire, the choice of answer scale, the choice of labels if response categories are used, and so forth.

To get a feel for these choices, refer to figure 6.1, and—without reading the footnote at the end of this paragraph—try to spot the differences among the three versions. Some are obvious, such as the number of scale points. Others are less so. For example, versions A and C are very similar, but could in fact be considered to differ on at least six aspects that the literature has suggested may matter for their reliability and validity.2



[image: image]

FIGURE 6.1 Three ways to ask a question, all tried in the European Social Survey (2002).
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FIGURE 6.2 Some choices made when formulating a question and coded in SQP 2.0.



Clearly the number of choices made whenever we ask a respondent a question is considerable. Figure 6.2 shows a number of these choices, which the literature has suggested make a difference to the reliability and validity of the question (Saris and Gallhofer 2007a). While knowing of their existence is useful, this knowledge does not immediately lead to better survey questions; it would be an insurmountable task for a researcher to go through the literature on each of these issues or do his or her own experiments for every single question asked. Moreover, as the example in figure 6.1 illustrates, it may not be so easy to recognize every single relevant choice made. Without a tool to code these choices, we are at risk of focusing on issues that happen to be highly studied or that experts happen to have a strong opinion on, to the possible detriment of other choices that are less eye-catching but equally crucial to obtaining adequate measures of people’s opinions. What we need to make informed, evidence-based decisions is a structured summary of the literature on these issues: a meta-analysis of what makes a better or worse survey question.


A META-ANALYSIS OF SURVEY EXPERIMENTS

One such meta-analysis is a multiyear project we performed in 2011 (Saris et al. 2012) on several thousand questions that were a part of the European Social Survey, as well as others part of a project executed in the United States and several European countries (these questions were also included in Andrews 1984; Scherpenzeel 1995; Saris and Gallhofer 2007b). Other analyses can be found in Alwin and Krosnick (1991) and Alwin (2007). In this project, we took the following steps:


1. Estimated the reliability and common method variance (together: “quality”) of a large number of questions.

2. Coded characteristics of the questions that literature suggests relate to question quality.

3. Predicted question quality from question characteristics (meta-analysis).

4. Created a freely available online web application that allows researchers to input their question and obtain its predicted quality; the “Survey Quality Predictor” (SQP).



The following subsections briefly explain each of these steps, focusing most attention on the practical tool for applied survey researchers, SQP.

Estimating Question Quality

There are several possible indicators of how good a question is. Two highly important indicators of quality are the reliability and common method variance. Both reliability and method variance can be expressed as numbers between 0 and 1 and can be interpreted as proportion of variance explained (R2) of true variance (reliability) and method variance, respectively.

The reliability of a question is the correlation that answers to the question will have with the true values (or “true score”). For example, when asking about the number of doctors’ visits, reliability is the correlation between the number of times the respondents claim to have visited the doctor on the one hand, and the actual number of times they visited the doctor on the other hand. When dealing with opinions, a true value is difficult to define; instead, a “true score” is defined as the hypothetical average answer that would be obtained if the same question were repeated and there were no memory (for more precise explanations of these concepts see Lord and Novick 1968; Saris and Gallhofer 2007a).

The common method variance of a question is the proportion of variance explained by random measurement effects, such as acquiescence, that the question has in common with other, similar questions. This shared measurement error variance causes spurious correlations among question answers. For example, if a question has a common method variance of 0.2, it can be expected to correlate 0.2 with a completely unrelated question asked in the same manner (“method”; Saris and Gallhofer 2007a).

Campbell and Fiske (1959) suggested an experimental design to study both reliability and common method variance simultaneously: the MTMM design. Procedures to estimate reliability and method variance of survey questions directly using structural equation models (SEM) were subsequently applied by Andrews (1984). Each such experiment crosses three survey questions to be studied (“traits”) with three methods by which these questions can be asked (“methods”). By applying decomposition of variance using SEM, we can then disentangle what part of the survey questions’ variance is due to the question, what part is due to how it was asked, and what part is not reproducible across repetitions (random error). A deeper explanation of MTMM experiments from a within-persons perspective can be found in Cernat and Oberski (2017).

Already in 1984, Frank Andrews (1935–1992) suggested performing not just one, but several MTMM experiments on survey question format and summarized the results by comparing the quality of questions in different formats with each other. Over a period of several decades, this idea was subsequently expanded and improved upon by Saris and his colleagues (Saris and Andrews 1991; Költringer 1995; Scherpenzeel 1995; Oberski et al. 2004; Saris and Gallhofer 2007a, 2007b; Saris et al. 2010, 2012; Révilla et al. 2013). They performed hundreds of MTMM experiments, obtaining estimates of the reliability and method variance of thousands of survey questions. These efforts led to a large database of 3,483 questions—among them the “job variety” questions shown in figure 6.1—on which approximately sixty characteristics that are thought to affect question quality in the literature have been coded. Most of these characteristics are shown in figure 6.2. Not all issues are included, such as the usage of double-barrelled requests or negative formulations. However, many issues found in the literature are addressed in this coding scheme (see Saris and Gallhofer 2007b for more information on the coding scheme and its development).

Coding Question Characteristics

The questions were coded by two experts as well as a group of trained coders at the Pompeu Fabra University, Spain. The codes for questions in languages unfamiliar to the experts were compared to those for the English versions of the questionnaires, and any differences were reconciled. The resulting database of questions with their codes was cleaned and merged with a database of estimates of the reliability and common method variance from MTMM experiments. In these experiments, each respondent answered two different versions of the same question, with about an hour of interview time in between—for example, versions A and B from figure 6.1. The same respondent also answered different questions in these same versions A and B—for example, on satisfaction with wages and health and safety. By combining the answers to different opinion questions asked in the same way with different methods of asking about the same opinion, confirmatory factor analysis can be used to separate the effects of the opinion (reliability) from those of the method (common method variance). (Sometimes the complement of common method variance is called “validity” in the MTMM literature. I avoid that term here to prevent confusion with other, perhaps more familiar uses of that term.) The end result was a large database of questions with two pieces of information: the MTMM reliability and common method variance, and the characteristics of these questions that might predict the reliability and method variance.

Predicting Quality from Characteristics

Machine learning techniques were then applied to predict the MTMM reliability and method variance of a question from its characteristics. By using random forests of regression trees (Breiman 2001), 65% of the variance in reliability across the questions and 84% of the variance in the common method variance could be explained in questions that were in the “testing sample”—that is, not used in the estimation of the model.
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FIGURE 6.3 Example of a regression tree predicting the reliability of a question from a selection of its characteristics. The random forest consists of 1,500 such trees.



Figure 6.3 shows an example of one regression tree. The “leaves” of this tree can be followed downward, according to the characteristics of the question, to come to a prediction of the reliability (shown in logits). For example, the leaf that is second from the left shows that a question on health issues (domain = 3) that uses a gradation in the question (“how much,” “to which extent”) is predicted to have a reliability of invlogit(1.198) = 0.768, or about 80% reliability. There were seventy-two such questions in this training sample. These regression trees are, however, prone to overfitting. A random forest therefore randomly samples cases to be in either the training or testing sample. Furthermore, many variables may be strongly collinear (confounded) with one another. To counter this, the algorithm samples a random subset of the characteristics as well. This doubly random sampling is performed fifteen hundred times, and a regression tree is learned on each of the training sets. Combining the fifteen hundred predictions obtained from each of the trees by taking their average then yields the final prediction from the forest. The same procedure was applied to predict the common method variance.

The random forest yields a method that can predict the reliability and method variance of a question from its characteristics. However, following the procedure described here will be a tedious task for a survey researcher. This is why the results of the meta-analysis have been included in an online tool that is free to use. The following section describes this tool, developed to allow researchers to code their question characteristics and obtain a prediction from the random forest about the question’s reliability and common method variance.


Using the Results of the Meta-analysis to Guide Question Design Using the SQP 2.0

The SQP 2.0 (http://sqp.upf.edu/) is an online web application that is free to use. Its goals are to


• allow survey researchers to code their questions in the coding system of Saris and Gallhofer (2007a), becoming aware of the many choices made in designing a question;

• predict from the meta-analysis the reliability and common method variance of the survey question, so that the researcher can get an idea of the adequacy of the question for the research purpose; and

• tentatively suggest improvements based on the meta-analysis.



It does not


• estimate average bias in the question, for example due to social desirability;

• predict other measures of a question’s quality, such as the appropriateness of the question for the research topic or the number of missing responses;

• include every possible characteristic of a question—although it does include many of them;

• provide information about cause and effect, since changing characteristics may not always result in the predicted improvement; or

• give highly accurate predictions for questions about behaviors and fact. The main focus has been questions on opinions, feelings, evaluations, and so forth.



A final caveat is that SQP has not been tested extensively on questions in web surveys, although research suggests that web and other self-administration modes do not differ in reliability and method variance (Révilla 2012a, 2012b; Révilla and Saris 2012), so that the predictions using self-administration as the mode may be reasonably adequate.

In spite of these limitations, SQP can be a very useful tool for survey designers. To demonstrate the working of the program, I have coded version A of the “job variety” question into the system.

The first step is to enter the question text itself into the system. Figure 6.A.1 in the chapter appendix shows that this text is split up into three parts: the introduction, “request for an answer,” and answer scale. Each of these choices is explained on the page itself. As the name implies, the request for an answer refers to the request itself, while the introduction is any leading text, such as “now for some questions about your health.” After entering the question text, the coding system appears, as shown in figure 6.A.2 in the chapter appendix. Clicking the “Begin coding” button begins the coding process.

As figure 6.4 demonstrates, the characteristic will appear on the left while coding, together with an explanation of it. The user then chooses a value, which is subsequently displayed on the right and can be amended at any time. Where possible, some characteristics are coded automatically. For questions asked in English and a few other languages, for example, natural language processing (part-of-speech tagging) is applied automatically to the texts to count the number of nouns and syllables, as figure 6.A.3 in the chapter appendix shows. The full list of choices made for this question is provided in the chapter appendix.
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FIGURE 6.4 Coding the characteristics of the questions in the system. More information on their precise meaning is given with each characteristic.



After finishing the coding process, some predictions are shown with their uncertainty. The reliability coefficient, “validity coefficient” (complement of the method effect), and their product, the “quality coefficient” (Saris and Gallhofer 2007a), are shown (as in figure 6.5). The quality coefficient squared indicates the proportion of variance in the answers to the questions that we can expect to be due to the person’s true opinion. The reliability coefficient of 0.8 in figure 6.5 suggests that any true correlations the answers to this question might have with other variables will be attenuated (multiplied) by 0.8. This includes relationships over time, so that any time series of this variable will jitter up and down randomly by at least 20% more than is the reality. A “validity coefficient” of 0.99 indicates that two questions asked in this same manner can be expected to correlate spuriously by a very small amount (this spurious additional correlation can be calculated from the “validity” coefficient as 1–0.9852 = 0.0298). Common method variance is therefore predicted not to be a great concern with this question.

In an MTMM experiment performed in the European Social Survey, the reliability coefficient of this particular question was also estimated directly from data.3 These estimates from an actual MTMM experiment can be compared to the SQP predictions shown in figure 6.5. In this MTMM experiment the reliability coefficient of this version of the question was estimated as 0.763 and the method effect as 0.038. Both are close to the predictions of these numbers obtained with SQP.
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FIGURE 6.5 When the coding is complete, a prediction of the MTMM reliability and “validity” (complement of method effect) coefficients is given, together with the uncertainty about these predictions.
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FIGURE 6.6 SQP can look into its database of experiments to examine the differences in prediction that would occur if one aspect of the question were changed. The above suggests that creating numbers to correspond with the labels might help.



Finally, a tentative feature of SQP is that suggestions for potential improvement of the question are given. This is done by examining the “what-if” prediction that would be obtained from the random forest if one characteristic were coded differently. Figure 6.6 shows the suggestions made by SQP 2.0: if the phrasing were simpler, in the sense of using fewer syllables per word and fewer words, the question would be predicted to have a higher quality. It is difficult to see how the question’s phrasing (see figure 6.1), which is already very simple, could be made even simpler. What could be changed is the “scale correspondence.” This is the degree to which the numbers with which the answer options are labeled correspond to the meaning of the labels. In version A of the question, the labels are not numbered at all, so this correspondence has been coded as “low.” By introducing numbers 0, 1, 2, and 3 to go with the labels “not at all,” “a little,” “quite,” and “very,” the scale correspondence could be coded as “high” and the predicted quality would improve somewhat.

This process could in principle be repeated until the question is thought to be of “acceptable” quality or no further sensible improvements can be made. However, note that there may be good reasons not to make a possible suggested improvement when such an “improvement” does not make sense in the broader context of the questionnaire. Furthermore, note that since the meta-analysis does not directly address causality, there is no guarantee that this improvement in quality after changing the question will actually be realized. Addressing the causality of these changes remains a topic for future research.

The SQP should be placed in the much wider context of questionnaire science. For example, the meta-analysis finds that complicated phrasings are bad for reliability, something that others have also suggested and found (see Graesser et al. 2006). But additional explanations can also clarify meaning and narrow the range of possible interpretations of a question, reducing error (Fowler 1992; Holbrook et al. 2006). This serves as a small demonstration that much more work needs to be done to synthesize the literature than could be achieved in this book chapter.


CONCLUSION

The quest continues. We are far from understanding everything about how to ask the best possible questions, but can see that the only road to such knowledge is well-developed cognitive theory, careful empirical observation and experiment, and systematic synthesis of the body of knowledge. Steps on this road are taken in almost every issue of journals such as Public Opinion Quarterly, Survey Research Methods, and Journal of Survey Statistics and Methodology. Neither these individual steps, nor SQP, nor any textbook can give the definitive final word on questionnaire science. But all of these can help the researcher do better research, keeping in mind this chapter’s counsels:


• We make a bewildering array of choices every time we formulate a survey question.

• Our personal experience does not guarantee knowledge about the optimal choices.

• Experts often have good advice to offer, but are not exempt from the human tendency to overgeneralize.

• What is considered “best practice” differs among people and organizations and may not correspond to actual best practice as observed in experiments.



In conclusion: always ask for the evidence. There may be plenty of it, or there may be little. Both cases offer an exciting chance to learn more about the science of surveys.

The Future

The year of this writing marks the two hundredth anniversary of the invention of a revolutionary new human measurement instrument. In 1816 René Théophile Hyacinthe Laennec, a young physician from a remote provincial town in France, found himself practicing in Paris. When a young Parisian lady entered his practice with heart problems, the modest young doctor hesitated to put his ear directly on her breast, as was the usual practice. Instead, he rolled a piece of paper into a cylinder, with which he could hear his patient’s heartbeat “much more neatly and distinctly” than he ever had before (Laennec 1819, 8–9). This new measurement method, the stethoscope, replaced the previous ones.

Today Laennec’s stethoscope remains ubiquitous. Newer methods, such as X-rays and magnetic resonance imaging (MRI), have not replaced it, but have complemented it. After all, a measurement method that is practical, fast, and cost-effective is hard to replace. The survey question is such a method in the social sphere. It therefore seems unlikely that newer measurement methods will fully replace the survey question in the foreseeable future. However, survey researchers and other students of human opinion and behavior should ponder the possible ways in which other measurements can be used to complement surveys. Furthermore, as argued in this chapter, the survey question still warrants improvement using modern methods of investigation. I briefly elaborate on these two points below.

First, it is clear that the questionnaire is experiencing competition from other measurement instruments, old and new. Implicit association tests (Greenwald et al. 1998), for example, intend to measure prejudice with reaction times; functional MRI and other brain imaging techniques show how the brain reacts to certain stimuli (Raichle and Mintun 2006); genome-wide genetic sequencing has become feasible (Visscher et al. 2012); and data from companies’ and governments’ administrative registers provide some of the information we are after through record linkage (Wallgren and Wallgren 2007). The use of everyday technology to measure human behavior is also becoming more popular. Monitoring smartphone usage with an app may be a better measure of smartphone usage than a questionnaire (Révilla et al. 2016); monitoring the global positioning system in peoples’ cars may be a better measure of their movements during the day (Cui et al. 2015); and Facebook (an online social network application from the early twenty-first century) “likes” strongly correlate with various personal characteristics (Kosinski et al. 2013).

All of these other measurement instruments are sometimes touted as being more “objective.” I personally believe that this is not a helpful way to think about measurement (see also Couper 2013). As we have seen, answers to questions have their biases and unreliabilities. But so do fMRI (Ramsey et al. 2010), genome-wide association studies (Visscher et al. 2012), administrative registers (Groen 2012; Bakker and Daas 2012; Kreuter and Peng 2014), and “big data” such as Facebook posts or monitoring studies (Manovich 2011; Fan et al. 2014). Furthermore, validity is often an issue with such measures: What if we were not interested in the person’s movements and Internet use, but in their political opinions, their desire to have children, or the people they fall in love with?

A more helpful way of thinking about these other instruments is as attempting to measure the same things that survey questions intend to measure. Which is the best way of doing that, or whether perhaps several ways should be combined to obtain the best picture, is then an empirical matter that pertains to a particular research question. For example, Révilla et al. (2016) claimed that smartphone monitoring is better for measuring the amount of Internet usage on a person’s phone—no more, no less. Scientific experiments should then be used in the same way that we have been using them to look at the quality of survey measures alone. In short, no single measurement method is perfect. Instead, social researchers would do well to take a page from the medical practitioners’ book and use a variety of measurement methods, old and new, cheap and expensive, and more or less reliable, valid, and comparable (Oberski 2012), to zero in on the phenomenon being studied.

Aside from the inevitable opportunities and challenges afforded by the combination of surveys with other types of data, the survey question itself still warrants considerable improvement. This has been the topic of the current chapter, and SQP is discussed as one attempt at such an improvement. However, this attempt is of necessity limited in scope and application. First, it has been applied only to a subset of questions, to specific groups of people, in a subset of countries, languages, and settings, during a particular time period. Second, it is only as good as the method used to measure the quality of survey questions, the MTMM experiment in this case. Third, it accounts for only certain aspects of the survey process and question characteristics. While the SQP project made every effort to widen its scope in each of these aspects and does so over an impressive range of countries, settings, questions, and so forth, no project can cover every conceivable angle. Therefore, I see SQP’s general philosophy, contributed by its fathers Frank Andrews and Willem Saris, as one of its most important contributions to the future of social research: that social measurement can be investigated scientifically.

In my ideal future, the Andrews-Saris approach to social research would become standard across the social sciences. Any way of measuring opinions, behavior, or characteristics of people would be studied by experiment and the experiments summarized by meta-analyses that would be used to determine the best way to move forward. An example of a recent meta-analysis relating to nonresponse rather than measurement error is Medway and Fulton (2012). To ensure that such meta-analyses afford an appropriate picture of scientific evidence, we would also take into account lessons about the appropriate way to conduct science that are being learned in the emerging field of “meta-research.”4 In particular, in addition to all the usual considerations for conducting good research, all conducted experiments should be published (Ioannidis 2005), and preferably preregistered (Wagenmakers et al. 2012), conducted collaboratively (“copiloted”; Wicherts 2011), and fully open and reproducible (Peng 2011). When we all join in this effort, questionnaire science in particular, and the investigation of human opinion and behavior in general, will make a huge leap forward.

NOTES

1. http://en.wikipedia.org/wiki/List_of_U.S._states_by_educational_attainment.

2. In terms of the coding scheme used in this section, these are direct question (C) vs. other (A); use of a WH word (“how”); complexity of the request (A has more words and more syllables per word); interviewer instruction (C); labels are numbers (C) vs. boxes (A); presence of a “don’t know” category. There may be more.

3. Program input and output for the MTMM analysis can be found at http://github.com/daob/ess-research/blob/master/input/mplus/Job/jobmtmm.out.

4. See, e.g., http://metrics.stanford.edu/ and http://www.bitss.org/.
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Appendix

Full List of Choices Made in SQP 2.0

The following chart contains the full list of choices I made for the characteristics of the “job variety” question in figure 6.1 using SQP 2.0 (http://sqp.upf.edu/). Further explanations about the precise meaning of these codes can be found while coding on the website as well as in Saris and Gallhofer (2007a).

SQP Screenshots






	Characteristic
	Choice
	Code





	Domain
	Work
	7



	Domain: work
	Other
	11



	Concept
	Evaluative belief
	1



	Social desirability
	A bit
	1



	Centrality
	A bit central
	1



	Reference period
	Present
	2



	Formulation of the request for an answer: basic choice
	Indirect requests
	1



	WH word used in the request
	WH word used
	1



	“WH” word
	How (quantity)
	9



	Request for an answer type
	Imperative
	2



	Use of gradation
	Gradation used
	1



	Balance of the request
	Unbalanced
	1



	Presence of encouragement to answer
	No particular encouragement present
	0



	Emphasis on subjective opinion in request
	No emphasis on opinion present
	0



	Information about the opinion of other people
	No information about opinions of others
	0



	Use of stimulus or statement in the request
	No stimulus or statement
	0



	Absolute or comparative judgment
	An absolute judgment
	0



	Response scale: basic choice
	Categories
	0



	Number of categories
	4
	4



	Labels of categories
	Fully labeled
	3



	Labels with long or short text
	Short text
	0



	Order of the labels
	First label negative or not applicable
	1



	Correspondence between labels and numbers of the scale
	Low correspondence
	3



	Theoretical range of the scale bipolar/unipolar
	Theoretically unipolar
	0



	Number of fixed reference points
	0
	0



	Don’t know option
	DK option not present
	3



	Interviewer instruction
	Absent
	0



	Respondent instruction
	Present
	1



	Extra motivation, info, or definition available?
	Absent
	0



	Introduction available?
	Available
	1



	Number of sentences in introduction
	1
	1



	Number of words in introduction
	9
	9



	Number of subordinated clauses in introduction
	0
	0



	Request present in the introduction
	Request not present
	0



	Number of sentences in the request
	1
	1



	Number of words in request
	13
	13



	Total number of nouns in request for an answer
	2
	2



	Total number of abstract nouns in request for an answer
	1
	1



	Total number of syllables in request
	17
	17



	Number of subordinate clauses in request
	0
	0



	Number of syllables in answer scale
	16
	16



	Total number of nouns in answer scale
	0
	0



	Total number of abstract nouns in answer scale
	0
	0



	Show card used
	Showcard not used
	0



	Computer assisted
	Yes
	1



	Interviewer
	Yes
	1



	Visual presentation
	Oral
	0



	Position
	50
	50
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FIGURE 6.A.1 Entering the “job variety” question into the SQP system.
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FIGURE 6.A.2 The SQP opening screen to begin coding the question.
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FIGURE 6.A.3 Some characteristics, such as the number of nouns and syllables, are detected automatically using natural language processing techniques. Others must be coded by hand.









PART II

DATA COLLECTION




CHAPTER 7

EXIT POLLING TODAY AND WHAT THE FUTURE MAY HOLD

ANTHONY M. SALVANTO

IMAGINE a hypothetical election night. You tune in to the news broadcast to get the results, and in the span of the next few minutes you see all that an exit poll can provide. It is a sequence that will repeat time and again over the next few hours, as it does—and as it has—in some form, across many networks and many such nights.

A network’s Decision Desk is ready to project the winner in a key race, and anchors deliver that breaking news to viewers. The polls have closed, though not all the votes have been counted yet, but the exit poll has collected enough data that the analysts can be confident who will win. As the topic turns to why it happened—what was on voters’ minds—“we talked to voters” is the authoritative introduction, and the data might show, for example, how voters were concerned about the economy and how that concern is driving the vote results you see. Then more perspective is provided. Perhaps this electorate is much older than in previous years, or much younger, and we see that by comparing exit polls then and now; this is key historical context. All of this analysis is fueled by exit poll data.

It is all in a day’s work—a long night’s work, too, really—for the exit poll, which is not just among the most visible pieces of research used anywhere, but is perhaps the ultimate multitasker of the polling world. And it is unique, the only operation of its kind undertaken across the United States each cycle, though its users offer many different and valuable interpretations of the data.

This chapter considers exit polls from a researcher’s perspective, pointing out how they compare in terms of operation and sampling to more conventional pre-election polling and speculating about what exit polling in the United States might look like in the future. Taken as a research study in itself, we think about how it might it adapt over time, in the context of the explosion in new data sources, lists, and new technologies; importantly, we account for changes in the way Americans go to the polls, which is increasingly not on Election Day at all, but in the days or weeks before, or by mail or absentee ballot.

THE ROLES OF THE EXIT POLL

First let us review the exit poll’s more prominent roles and how it fits in amid the various types of other valuable polls and election studies. We see that exit polls serve at least five major, and in many ways distinctive, functions.

First among these is unmatched timeliness, as exit polls continually report and update their results as Election Day unfolds. This is critical for the news media covering the event, because everyone wants to know what is happening as soon as possible. As Mitofsky and Edelman (2002) describe their designs in the early days of exit polling, “As each new precinct in a state reported its vote we were going to make a new estimate.”

In the second function, adding to their real-time value, exit polls’ design gives analysts the potential to project final results much sooner after poll closing than the counted vote would usually permit, and to do so with a high degree of statistical confidence. Importantly, such projections require a great deal of additional modeling and analysis of the data, but the exit poll is designed to facilitate that modeling and analysis through its sampling approach, reporting structure, and large scale. We discuss this more below.

In the third function, unlike many other studies, this is not entirely about likely voters (i.e., those who tell pollsters they plan to vote), but rather about voters interviewed in person right at the polling place and asked questions with little time between when they voted and when they get the questionnaire. (There are some important exceptions to this, which we discuss in detail below.) From a survey research point of view, this adds confidence to the measurements; from the editorial point of view, it adds equity as we describe the findings. “We talked to voters” means we went right to the source, which is a nice thing for both reporters and survey researchers.

The fourth function has to do with the polls’ enormous size and scope. In 2016’s General Election, exit pollsters conducted more than 110,000 interviews with voters and processed more than 70,000 questionnaires in national and state surveys in November, including over 16,000 telephone interviews with absentee and early voters. In the primaries more than 100,000 questionnaires were processed.

Compare that, for example, to a typical national survey, which might involve a thousand or so interviews. Exit polls are a lot larger in sample size than conventional polls, not just to help with accuracy and projections, but also to help us explore subgroups with robust findings. If you want to know how independents voted, a lot of polls can estimate that, because independents are a sizable portion of voters. But if you want to know, with confidence, how independents who were also conservative voted, you are now starting to break out smaller and smaller pieces of the electorate and need large total samples to analyze. And, yes, the exit polls need to help Decision Desks make a series of estimates to cover the night, which in the United States is not a single national vote but simultaneous ones in states and districts.

In the fifth function (which really follows directly from the rest), exit polls become one important measure of record, the most robust and comprehensive study of voters’ voices for the election and a valuable go-to reference for analysis in the days and years afterward. Later, when everything has been counted and people want to know what the election “means” and what happens next for governance, the exit poll results offer empiricism amid what might otherwise be just conjecture or spin. The continuity of the exit poll, its similar methodology, and its comparable questions each Election Day allow it to offer historical context as well, which is often a key part of understanding what elections mean.

But there are both challenges and possibilities for the future of exit polling as a research study—for collecting data about voters, from voters, as fast and accurately as possible up to and including Election Day. Voters are changing the way they vote—earlier, and in more ways now than ever before—while at the same time improvements in computer and database files offer more data on voters than ever before.

DESIGN AND METHODS

This section includes a short primer on how U.S. exit polls used by the major news networks are designed, so that the reader can consider them in the context of other forms of voter surveys and data collection. Importantly, what people often call the “exit poll” as currently constructed might just as well be called the “exit operation,” because it involves more than just a survey of voters. It includes a very large-scale field and tabulation effort to process it in real time and collects reported votes from precinct officials along with responses to questionnaires.

The design of an exit poll begins with the process of sampling voting locations, with the aim of selecting a representative sample of places to send the interviewers, so the sampling frame—that is, the list of things we sample—for any given state exit poll is a list of all of a given state’s voter precincts. Compiling this list requires advance research, and this process is different than for a conventional telephone poll, which often begins with a sample of phone numbers and from there might randomly select people within households (or perhaps just the person on the end of the line if it is a cell phone with one user).

A recent past race is selected, and the precinct list is assembled to reflect the state’s precincts as they existed at that time. Wherever possible, the past race used for the past vote data in the precinct is an analogous and recent contest. Prior to sampling, the state and precincts are stratified by geographic region based on county—usually four or five strata depending on the size of the state—and ordered such that the range of precinct-level partisan vote share in that past race—Republican versus Democratic and vice versa—will also be represented in the subsequent sample. (This and further discussion of sampling can be found in Mitofsky and Edelman 2002, Mitofsky and Edelman 1995; Mitofsky 1991; Edelman and Merkle 1995; Merkle and Edelman 2000; Merkle and Edelman 2002.)

In the hypothetical case that these precincts behave differently than they have in the past, the exit poll should pick that up; it reports the vote as voters describe it and ultimately uses the current precinct counts. Moreover, model estimates can also compare the current data to the past race and estimate the differences and where they are occurring, which can be useful as well. It is a statewide sample; there are no “key” or “bellwether” precincts on which the sample hinges.

A sample of precincts is drawn such that the chance of inclusion for a precinct is proportional to its number of voters. From this sample of precincts is then drawn the list of places where reporters will collect vote counts from precinct officials (“reported vote” precincts) at poll closing and in which interviewers will be stationed for voter interviews, subsequently called “survey” or “interview” precincts. The national survey is designed to estimate the national vote; its precincts are sampled such that all the precincts represent their proper proportion of the national vote.

Sometimes commentators discuss “swing” and “bellwether” counties or precincts in the course of a night that “indicate” which way a race will go, but those might be based on their own editorial judgments or separate analyses. They are not part of the exit poll, which is a probability sample. (For a discussion of older methods, including quota sampling used in the late 1960s, see Mitofsky and Edelman 2002.)

For the state polls, precinct sample sizes typically vary from state to state and year to year, depending on editorial coverage needs; in this regard the exit poll’s resource allocations are much like other polling research we see during an election, as pollsters invariably concentrate more on the states that are highly competitive, not just due to editorial interest but also because competitiveness creates closer contests, which might need larger samples to properly estimate. In the presidential voting year 2012, for example, the most hotly contested “battleground” states had at least forty and often fifty exit poll interviewing precincts and more than eighty reported vote precincts, including those survey precincts.

On Election Day the interviewer at the polling place is tasked with subsampling voters at the precinct. It would not be feasible to have the interviewer approach every single voter who is exiting, as this would surely overload her or him or invariably result in unaccounted misses. So the interviewer is given an interviewing rate to subsample voters randomly, counting off every nth voter to approach; the rate is based on expected turnout in the precinct, such that one can expect to get 100 to 125 completes per precinct for the day and may have to account for the fact that some physical locations host voters from multiple precincts. The rate is computed based on the number of voters in the past race for the precinct and designed to produce the desired number of interviews for a precinct of that size. The rate can be adjusted from headquarters during the day if needed, depending on turnout.

The interviewer will invariably miss some voters—perhaps because a selected voter hurries by or heads off in another direction—while others may directly refuse. Interviewers record, based on their own best evaluation and training, the age range, gender, and race of those voters who have refused or whom they have missed, and those tallies are incorporated into adjustments made in the exit poll results, such that the weighting of completed interviews within each age, race, and gender category accounts for refusals and misses within those categories statewide. While this coding system, like any, is expected to be subject to some error, it allows the poll to estimate something about the noncompletes, which in turn allows important adjustments to be made in the overall estimates. For example, if for some reason men were refusing to take the survey at a significantly greater rate than women, weighting of the completed questionnaires from men could adjust for that differential nonresponse when producing the estimate of all voters.

Compare this, for example, to a random-digit dial telephone survey, which is not always apt to know such things about the voter who does not pick up the phone but might incorporate regional demographics into the final weighting. (Other kinds of samples, like those drawn from a voter list, might know more.) We do not know the demographics of who turns out or not at the precincts on Election Day until Election Day, of course (though we discuss this below, too). But that is something the exit poll is trying to estimate.

The respondent is given a small two-sided paper questionnaire to fill out, of which there may be—and often are—different versions, so that more questions can be administered across the survey. The questionnaires always ask about votes in the races being covered and some basic demographics. The voter places the survey privately in a box when finished.

In terms of training, many of the interviewers hired each year are people who have worked on exit polling and similar style intercept interviewing before. Whether they have or not, all interviewers go through training beforehand. They receive a full manual with instructions, along with online training—as this is an operation with interviewers in just about every corner of the country—including an interactive component and a video. To successfully complete the training and be stationed at a polling place, the interviewer has to complete the training course and correctly answer a series of questions on the material. There is also a full rehearsal of the call-in procedure using test data, which takes place during the week before the real Election Day. Questionnaires are available to voters in English or offered in Spanish-language versions in states with over 15% Hispanic populations.

As thousands of voters fill out questionnaires and the election is in full swing, the exit poll data begin flowing into centralized computations. This allows the team to monitor the data and ensure quality control throughout the day, as any pollster would during the field period, making sure interviewers are in place and collecting data at the correct rate, and to monitor any issues that may have arisen with election officials at the polling place, the permission for which is arranged in advance. Interviewers tabulate their results, and at three points—usually in the morning, once in mid- or late afternoon, and again near the very end of the voting period—the results of the questionnaires from all precincts for the state are reported by the interviewer to the call center via telephone. This is a massive amount of data—Mitofsky (1991) called the logistics “staggering”—to be compiled.

After the second round of data collection the survey can begin to give an indication of what is on voters’ minds and can help plan for later that night during the prime time of election coverage, after polls have closed. Even then, the data are still preliminary, as there is still another wave of voter interviews to come.

As in any poll, there are potential sources of error, and the researcher needs an approach for estimating its size and direction. (For a general discussion see, e.g., Groves et al. 2002; Groves, Biemer, et al. 1988; Brick 2011; Lepkowski, Tucker, et al. 2008.) Sampling issues can produce error but this can be quantified through statistical theory; there is a possibility of differential response between demographic categories correlated with vote or between supporters of the candidates (see Mitofsky 1991, Mitofsky International and Edison Research 2004; Mitofsky and Edelman 2002; Blumenthal 2004; Best and Kruger 2012.) In more conventional surveys, researchers might look at the poll’s performance as data are collected to evaluate completions and refusals, and also to reference outside data such as the census parameters for various demographic groups and how the sample compares, for example. The real vote totals are the best available information on hand for the exit poll operation, which can take advantage of getting the vote information at the precinct level as well as having sampled at the precinct level.

After the third round of reporting their data from exit poll questionnaires, interviewers get the candidate vote tallies from precinct officials at their interviewing precincts, as well as the total number of voters who actually cast ballots that day, as soon as those numbers are available. Additional reporters collect data from additional sample precincts. This collection is arranged in advance, part of an effort that involves outreach to elections and precinct officials well before Election Day and credentialing and training interviewers, that comprises such a large and important part of the exit poll setup. Not every county and every state makes these reports available; however, the majority do. It is usually known in advance which states and counties can provide data. This is not reflected in the sampling beforehand, but analysts can adjust their expectations.

For precincts with both reported and survey vote, the difference between the weighted reported vote and the actual vote can then be computed, and once enough such precincts are available that the two counts can be compared with confidence, an adjustment can be made in the statewide estimate that reflects any estimated overstatement of a candidate, if there is one, throughout the surveyed precincts. This adjustment can help the poll maintain its accuracy in the time between poll closing and when a large amount of the official vote becomes available. Part of the role of the analysts in the newsroom and at decision desks is to evaluate the possibility and magnitude of such occurrences throughout the night. Official vote data are therefore incorporated from precincts into survey weightings, estimation models, and ultimately the networks’ election estimates. The exit poll estimates weight to the best available estimate for each candidate based on the models and including reported votes at the regional and eventually state levels, when that information becomes available later. This vote count component thus delivers both improved estimates on election night and an improved statewide estimate in its final form.

Even with this procedure, a poll is still a poll, and estimates for subgroups in particular—that is, smaller populations of voters—will be expected to have somewhat higher margins of error. A New York Times Upshot blog (Cohn 2016) compared the exit poll results to those of the Census’s Current Population Survey and to the records of voter files—each of which is itself also subject to possible error (e.g, Ansolabehere and Hirsh 2012; Belli et al. 1999)—and suggested that there could be relatively more voters of higher education in exit polls than there are in the electorate.

MODELS AND ESTIMATES

A decision team will have at its disposal a number of models running concurrently on the data, designed to assist in making statewide estimates for each candidate and in making evaluations of the exit poll performance early in the night, before a lot of county and precinct vote information is available. Some of these estimators group the precincts by past partisanship (measured by the past Democratic vote and past Republican vote) before forming statewide estimates, while others group precincts geographically. The exit poll design also allows analysts to examine the correlations at the precinct level between the current race and a range of selected past races; typically these correlations are high, and if they are not, some of the models are not likely to perform as well. But even they do not, that does not necessarily mean the exit poll as a whole is off. Each campaign is different, and one also needs to evaluate it in context, such as the possibility that a campaign is in fact doing unusually well or poorly in a particular geographic area (e.g., the candidate’s home region), or look for consistencies in the findings across similar precincts, regardless of geography.

Finally, the discussion is not complete—and the exit poll is not complete—without accounting for absentees. The telephone poll component is designed to survey absentee and early voters, who will not be intercepted at the precinct. All respondents are asked the demographic and selection weighting questions (number of telephones, adults), the survey is weighted to known population parameters, and subsequently the early/absentee vote is estimated from the subset of voters who said they have voted or are voting absentee or early. The phone poll is done via traditional random digit dialing (RDD) sampling, includes cell phones (the percentage of completes on cell phones will vary), and is eventually combined with the in-person data such that the absentee poll respondents are represented in the same proportion as absentee voters are statewide. Initially these estimated proportions are drawn from research, past vote, and election officials. This makes state exit polls in which both in-person interviews and a phone poll have been done multimode surveys—meaning two different methods of data collection have been done. The questions asked of respondents in each are the same. Interviewing for these polls continues through the final weekend before the election.

On Election Day one of the important tasks is to ascertain the final size of the absentee vote, but the ease or difficulty of this function can vary by state, depending on the way in which states or counties report counts of early and absentee votes. Some counties report absentee totals as separate, virtual precincts that hold only absentee counts. Others combine the counts of absentees at the polling place with Election Day voters. This can affect within-precinct error calculations early in the evening if the reported vote counts, when obtained, might include ballots of voters whom the interviewer did not have the opportunity to approach, so the analyst has to know the counting methods state by state when making evaluations.

WHAT THE FUTURE MAY HOLD

Those absentees are as a good a place as any to jump off into thoughts about the future,1 because the number of absentee voters is growing. If trends continue, soon almost four in ten voters nationally will vote early or absentee. The use of so-called convenience voting methods—early voting; absentee voting in many forms, such as same-day request and drop-off; permanent absentee lists whose voters automatically get a ballot in the mail—has jumped dramatically and across most states in the last ten years. In 2000, 16% of the nation’s ballots were cast early or absentee, according to estimates provided by the Associated Press. In 2004 that portion went up to 22%; it jumped to 34% in 2008 and roughly matched that level (35%) in 2012.

Some states, like Colorado, joining the ranks of Washington and Oregon, have now moved to voting by mail, so there are no conventional polling precincts at which to interview voters.2 In these places the exit poll data are currently collected by telephone poll, in the days just before Election Day (or perhaps we should call it “counting” day.)

Whereas years ago absentee voters were a small segment (and conventional wisdom was that they leaned conservative, often being older voters), today the absentee votes much more closely resemble the wider electorate, and in recent elections Democrats appeared to have the edge with absentees. For example, President Obama in 2012 won states by winning the absentee/early vote despite losing the precinct Election Day vote.

In this regard the world is quite different now than when exit poll methods were developed, and the changes have accelerated in the last ten to fifteen years. In the late 1960s and 1970s, when much of this methodology was developed, and even through the late 1990s and early 2000s, it was perfectly reasonable to simply describe most Americans’ voting patterns as precinct based; more than nine in ten cast ballots in a local precinct, on the day of the election.3

Accompanying this rise in absentee voting are some improvements in voter list compilation and maintenance, especially in the last decade (Alvarez et al. 2012), and there are more publicly available voter lists in many states (see, e.g., Green and Gerber 2008; Eisenberg 2012), as well as many publicly available, real-time state records of absentee and early voters during pre-election periods. In some states it is possible to obtain data on the voters who requested and returned early/absentee ballots.4

In the aggregate, these data could be routinely incorporated into the phone portion of exit polling to help estimate the size and geographic distribution of absentee votes before Election Day or to help guide adjustments to demographic targets for the population of known absentee voters (because age or gender are often known from the voter file).

The primary sampling unit across most exit polling is the precinct. Might the need to account for more and more absentee voters lead to changing that, so that the voter is the sampling unit? List-based sampling is not currently used for the phone portion of exit polls, but it could be considered. That might make the study more efficient, confirm or provide geographic and vote history information, and provide other data that could enhance the study.5

The exit poll at present does not attempt to validate reported absentee votes, but one might do so with these lists. This is not an issue at the precinct intercept, but in phone polls there is, in theory, a possibility that the voter never really turned in a ballot or incorrectly remembered what he or she did or was thinking while filling it out, with a greater time distance between the vote and the interview, especially if the absentee period is lengthy.

There are, however, issues in all these possibilities that would need to be addressed. Unlike RDD samples, which start with phone numbers we can append and dial, voter list samples do not always include phone numbers, so phone numbers must be found for selected voter records, which in turn usually involves a secondary database and a matching algorithm (see, e.g., Ansolabehere and Hirsh 2012), whose ability to match may vary from state to state or may create biases in the sample. And voter lists and the specific information on them—as well as the accuracy of the information—vary; missing or incorrect information could also be a source of error. On the other hand, it is possible to estimate something about those not matched or included from other information already on the list, and weighting could be designed accordingly as well.

This would necessitate a state-by-state design in sampling methodology to account for state-by-state differences. Under the current approach the same basic RDD methodology can be applied to each state. This would also require understanding any differences arising from these differing approaches when comparing states, accounting for the availability of the lists from one year to the next, and keeping in mind any large differences in sample design when comparing results.

Next consider the in-person early vote. In many states traditional polling places, with voting machines, are set up days or weeks in advance of the traditional Election Day. The voters in these locations are currently covered by the phone polls, but they could conceivably be interviewed in person. The early voting locations are known in advance and could be sampled. Because the early voting period runs for many days, the researcher might sample days or sample hours across days to minimize any time of day effects, to station an in-person interviewer. Years ago Murray Edelman and Warren Mitofsky discussed the terms “voter poll” versus “exit poll”; sampling voters in person at these locations would be one way to interview these voters upon exiting, also (Edelman 2015).

But one hurdle to this approach, besides the increased cost, would be sampling based on size of place or past vote. Recall that precinct size and past vote are both involved in the precinct sampling, but there are usually fewer early voting locations than there are precincts, such that they cover wider geographic areas, and it would be more difficult to know which voters are showing up at which location this time, as opposed to in the last election. It is not unknown for states or counties to use consolidated voting centers—for example, places where any voters within a county can vote on Election Day, regardless of their home precincts. One potential design could station exit poll interviewers at that center, but comparing the center’s reported vote to past vote would pose a challenge if the past vote is only known by precinct, or county, and not by this central location.

In a similar vein, added interviewers could be assigned to any given polling place on Election Day. Although the sampling rate should give interviewers time and space to complete the interviews, it is possible that at more crowded locations and busy times a second interviewer could help get additional completes. This, however, would bring with it added costs.

In the 2015–2016 cycle the Associated Press and GfK, doing research under a grant from the Knight Foundation, conducted experiments in polling with the expressed intention of looking for alternatives to the exit poll. Their report cited “the rise of early and absentee voting” and the need for exit polling to do phone polling to cover that, which added to the exit polls’ costs and, the report asserted, added challenges to its accuracy (Thomas et al. 2015, 2016). In their pilot studies they described using a probability-based online panel to interview voters, with multiday field periods, and they were able to demonstrate accuracy in estimating final vote results. One key methodological difference between these experiments and the exit poll, of course, is that the traditional exit poll had the in-person component on Election Day, whereby voters who did vote at the polling place were interviewed leaving it. For context, the reader will note that many pre-election polls, conducted by phone and online, are able to gauge the outcome of an election, whereas the exit poll has historically been an interview at the polling place, for the voters who must or choose to vote in person.

Continuing with thoughts about the use of external voter data, consider the potential for precinct-level research that is based on public voter file information. The exit poll ascertains gender and race of voters by asking them or by interviewing coding. Would it make sense to incorporate into the estimate precinct-level data such as age distributions (known from the voter file) in the precinct or the precinct’s known absentee voters? It might, but the survey researcher needs to be aware of changing parameters in the population, too—in this case, how the characteristics of actual voters might differ from those of all registered voters in the precinct. Unless that was accounted for, a poll could be making assumptions in the weighting or sampling that introduce error. States with same-day registration could introduce added difficulties.

It is possible that precinct-level demographic characteristics could be used or incorporated into the initial sampling as well, but the researcher would have to be mindful of the risk of introducing error, if there were differences in turnouts among those groups or errors in the source data, whereas past vote and total turnout have often (though not always) been consistent and uniform in their swings across most areas in most states. Still, one can certainly imagine a role for added precinct-level data in exit poll estimates, and that this could help estimates in states where such past races have not been uniform. A statewide multivariate estimate using added demographic variables at the precinct level could certainly be estimated, provided one was confident in the estimates of subgroup turnout in the precincts compared to the precinct’s composition. In other words, if a precinct is, say, 60% female, and one was using that data in a multivariate estimate, it would be important to know with some confidence whether actual turnout was in fact 40% female or 70% female. This would be difficult to validate on the fly beyond the questionnaire responses. Remember that the exit poll ultimately incorporates the actual vote results into its estimates, which it gets from the precinct officials, but unlike the vote counts, officials do not and cannot provide other information about the day’s voters, such as age, race, or gender. That information can be gleaned later from voter files, but that takes months, and the exit poll is a real-time operation. So any multivariate estimates need to account for some remaining uncertainty if they use those parameters.

In this era, when tablet computers seem ubiquitous and cellular networks allow fast transfer of data, the exit poll is done on paper and read in over the phone for processing and tabulation, as we noted previously. This raises the question of what possibilities—or what gains or disadvantages—might open up if the poll were done on a tablet or electronic device. Several come to mind. On a tablet, the exit poll might offer more timely or late-breaking questions, because paper questionnaires take time for printing and distribution to the interviewers, at least a few days before Election Day. This rarely raises any issues, and single breaking news questions can be written in by hand, but this process has obvious limitations in format. A major event, or one that needed to be probed in greater detail, could be covered with new questions if the questions could be downloaded right onto a device, maybe even on Election Day. Question rotation could be programmed and readily randomized. The layout could be more malleable, with fewer limits than the edges of a piece of paper. Data transmission might be faster, so it is possible more interviews could be completed, or instantaneously, which would afford more opportunities to analyze interviews between the currently proscribed call-in schedule. New updates and new data would be available to everyone faster, and after all, fast is a big part of what the exit poll is all about.

Joe Lenski, executive vice president of Edison Media, the firm that fields the exit poll for the networks and performs many other intercept polls for private research, notes (Lenski 2015; Lenski 2016) that when electronic devices are used in other studies, people do not seem put off by technology, including older voters—perhaps part of that same ubiquity of the devices—so there might be less worry that only tech-savvy young people would participate. Lenski also notes that in these studies global positioning system (GPS) technology can help interviewers find their correct interviewing locations. If applied to voting, GPS technology could offer an important time saver on Election Day, and real-time monitoring by supervisors could be easier, to ensure performance or adjust interviewing rates.

But technology brings issues, too, that paper does not have. One is security: paper is not going to be a target for thieves the way an electronic device might. And paper does not need recharging. The exit poll interviewer is out all day, from poll opening in the early morning to closing sometimes after 8:00 or 9:00 P.M., and delays in recharging might lead to time-of-day errors in the interviewing. It is difficult to get a device’s battery to last all day without charging when it is not in constant use, let alone to get it to last a few hours with the screen turned up and transmitting data. Battery life would be yet something else for an interviewer to monitor. Moreover, given differences in types of polling locations and distance requirements, not all interviewers are inside near a usable power outlet. This issue could introduce a bias toward polling places that have available charging facilities and against those where the interviewer is standing in a parking lot. In addition, not every place in the United States has data coverage, and sampling only precincts that do have it could introduce error.

And then there is the weather. If rain falls on a piece of paper, it wrinkles but might still be usable. With an electronic device, there might be a very different story unless some weather protection is devised. November can bring a lot of uncertain weather in much of the United States, and exit polling takes place in rain, snow, cold, and heat. Speaking of heat, in bright sunlight there are issues with visibility of tablet and smartphone screens, as anyone who has used either outdoors can attest, whereas there is no such problem with a piece of paper. Some kind of shade might also be needed, which would be yet another item for the interviewer to take care of.

Also consider that device failure could cancel out an entire precinct’s worth of data, which would be a difficult loss on Election Day, and using backup devices would dramatically increase costs (always a concern to any researcher) as well as burden the interviewer with having to store the backup and keep it charged and safe.

This is hardly the first situation in which information and technology have offered challenges and potential benefits for exit polling (see, e.g., Frankovic 1992). And of course in an increasingly wired, social-media-obsessed world, it seems there is more and more discussion—much of it anecdotal—on Election Day about things like turnout and what’s happening at polling places. However, exit polls do not speculate on these topics: they are not used to characterize the state of a race until after all the polls have closed in a given state, so that people have a chance to vote, and only then can we all start discussing what the voters chose and why.

Exit polls remain an essential part of understanding U.S. elections, both while they are happening and afterward. They help project races, but can we project their future? One can imagine them continuing to improve and change along with accessibility of “big data” and broader trends in voting.

NOTES

1. Please note that the descriptions and discussions of exit polls here are presented by the author only for promoting scholarly and theoretical consideration of the practice of exit polling more generally—that is, to consider them as a survey research project in itself. No part of the discussion about future methodology should be taken as directly describing or evaluating current or planned projects, proposals, or procedures of the National Elections Pool or any of its contractors or vendors.

2. More discussion and turnout data including early vote can be found at http://www.electproject.org/2014_early_vote.

3. The National Election Pool has contracted with Edison Research since 2003 (along with Mitofsky International, until 2006) to conduct exit polling on its behalf; before that exit polling was done through arrangement with Voter News Service and, prior to that, with Voter Research and Surveys (VRS).

4. For examples of uses, see, e.g., Salvanto et al. (2003) and Cohn (2014).

5. For the results of a study of this for exit polling, see Mitofsky, Bloom, Lenski, Dingman, and Agiesta (2005); for more discussion, see, e.g., Brick (2011); Green and Gerber (2006); Butterworth, Frankovic, Kaye, Salvanto, and Rivers (2004).
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CHAPTER 8

SAMPLING HARD-TO-LOCATE POPULATIONS

Lessons from Sampling Internally Displaced Persons (IDPs)

PRAKASH ADHIKARI AND LISA A. BRYANT

AT its heart, survey research is about people. It is about capturing and tracking the preferences, beliefs, opinions, and experiences of individuals. For government officials, surveys provide a link between policymakers and those affected by policies. For social scientists, surveys provide an understanding of how and why people behave as they do. For the public, surveys provide an opportunity to share their experiences, voice opinions about important issues, and in some cases influence change in policies and programs (Brehm 1993; Tourangeau 2004; Dillman, Smyth, and Christian 2009). The accuracy of surveys in providing this information depends on asking clear questions and collecting pertinent information, but it also depends on the representativeness of the sample, the size of the sample and determining how respondents should be selected. Researchers have long been concerned about these issues, but as the science of survey methodology has advanced and questions have become more nuanced, the representativeness of both the sample population and sample respondents, to prevent bias in the results and error in the interpretation, has become an even more pressing issue. Poorly defined sampling frames and underrepresentation are threats to the reliability, validity, generalizability, and usefulness of the data.

While many populations are somewhat easy to identify and are fairly accessible, researchers can face formidable sampling issues and methodological challenges in acquiring valid data for hard-to-survey populations. For example, if one is trying to collect information on the homeless, simply identifying these populations and creating a sampling frame poses a challenge, given that we have inaccurate census data on the homeless population in most areas (Kearns 2012). Traditional contact methods such as the Internet, telephone surveys, and mail surveys are likely out of the question, as these individuals often have little to no access to technology and have no stable residence or mailing address. Researchers might be able to leave surveys at shelters or take to the streets to conduct face-to-face interviews, or they might have to rely on convenience or snowball sampling to capture enough individuals to have meaningful results. Similarly, acquiring accurate data on victims of natural disaster and armed conflict, who are displaced, is extremely challenging if not impossible. In such cases, it is often unknown exactly how many people were driven from their homes or where they relocated. While this chapter focuses on displaced persons, it is important to note that identifying and collecting quality information from hard-to-locate populations is a large and important problem that affects researchers working with a wide variety of populations. Contacting hard-to-locate populations is an issue for epidemiologists who study communicable diseases; nonprofits and nongovernmental organizations (NGOs) that are trying to provide clean drinking water, healthcare services, and even shelter to those in need; marketers who are trying to get pharmaceuticals and medical devices to vulnerable populations in underdeveloped parts of the world; and environmental scientists and those in agriculture and natural resource management, among others.

Strictly academic literature illustrating the nature of these difficulties in survey research and ways to address the challenges researchers face in accurately sampling and surveying such populations is still somewhat limited. However, there is a large and ever-growing body of research on these problems that is produced by government agencies, such as the U.S. Census Bureau (Avenilla 2012; Durante 2012) and the Department of Labor (Gabbard and Mines 1995), as well as nonprofits and NGOs, including the United Nations (van der Heijden et al. 2015), that are implementing a variety of techniques to learn about and deal with important issues such as sex trafficking, slavery, poverty, the spread of disease, and terrorism, to name a few. This chapter discusses the use of non-random sampling for these hard-to-survey populations, addressing the challenges faced in enumerating hard-to-reach populations, and develops guidelines for best practices in sampling such populations. Using a study that surveyed internally displaced persons (IDPs) in the aftermath of the Maoist insurgency in Nepal that began in 1996, we demonstrate the application of some best practices in studying hard-to-survey populations. Overall, we demonstrate that the challenges of studying hard-to-survey populations can be overcome with good planning and a little extra effort, and by being attentive to local conditions, language, and culture.

CATEGORIES OF HARD-TO-SURVEY POPULATIONS

In an ideal situation, researchers have a sample frame that includes the complete list of all members of a population from which they can draw a sample to interview. However, there are a number of important groups with unknown or uncertain populations to which standard sampling and estimation techniques are simply not applicable. For example, in some cases it may be difficult to calculate or identify the sample population based on population estimates, as is the case with the LGBT community, for whom the true population is unknown, but that is estimated to make up approximately 3.8% of the population in the United States (Newport 2015), and for whom sampling populations cannot be identified based on standard demographic questions such as gender, age, ethnicity, or even religion. Other groups may be hard to estimate because they do not want to be identified by a certain characteristic, such as undocumented immigrants, documented immigrants who hold green cards or visas, victims of sexual assault or child abuse, or even individuals who commit crimes or engage in other forms of illegal behavior. Certain populations are simply harder to reach due to geographical or contextual issues, including war and natural disasters, or have remote living quarters in hard-to-reach locations, such as mountainous or jungle villages with little to no physical (e.g., roads, transportation) or technological (e.g., electricity, phones, Internet) infrastructure in place.

Reasons that some populations are more difficult to reach and survey can generally be grouped into five broad categories: (1) hard to identify, (2) hard to sample, (3) hard to locate, (4) hard to persuade, and (5) hard to interview (Tourangeau 2014). Different sampling strategies can be utilized to recruit from each of these hard-to-reach categories.1 These sampling techniques include the use of special lists or screening questions, multiple frames (Bankier 1986; Kalton 2003; Lohr and Rao 2000, 2006), disproportionate stratification (Groves et al. 2009; Kalton 2001; Stoker and Bowers 2002), multiplicity sampling (Lavrakas 2008; Rothbart et al. 1982), snowball sampling (Atkinson and Flint 2001; Browne 2005; Cohen and Arieli 2011; Noy 2008; Welch 1975), multipurpose surveys (Fumagalli and Sala 2011; Groves and Lyberg 2010), targeted sampling (TS) (Watters and Biernacki 1989), time-location (space) sampling (TLS) and facility based sampling (FBS) (Magnani et al. 2005), sequential sampling (Myatt and Bennett 2008), chain referral sampling and respondent-driven sampling (RDS) (Aronow and Crawford 2015; Goel and Salganik 2010; Heckathorn 1997, 2002, 2007; Platt et al. 2006; Salganik and Heckathorn 2004; Volz and Heckathorn 2008; Wejnert and Heckathorn 2008; Wejnert 2009), indigenous field worker sampling (IFS) (Platt et al. 2006), conventional cluster sampling (CCS) and adaptive cluster sampling (ACS) (Seber and Salehi 2012; Thompson 1997; Thompson and Seber 1994), and capture recapture (CR) sampling (Aaron et al. 2003; Fisher et al. 1994; LaPorte 1994). There have also been innovative and significant advances using geospatial tools for sampling, using high dimensional data for locating IDPs in countries such as Darfur, the Sudan, and Colombia (Florance 2008); for mapping of disease patterns (Tatem et al. 2012); and for carrying out UN peacekeeping missions (MacDonald 2015). This chapter cannot include a complete review of all of these methods; however, we offer a brief discussion of how some of these methods could be used in practice and provide an in-depth example of how a combination of CCS, snowball sampling, and non-random sampling techniques were used to survey hard-to-reach populations in Nepal.

Hard-to-Identify Populations

One reason that populations may be hard to survey is the difficulty in identifying members of certain populations. There are a variety of reasons that some groups do not want to be identified. One reason may be that there is some sort of “stigma” attached to or associated with the identification of certain populations (Tourangeau 2014). Another can stem from something seemingly simple, such as defining a population of interest based on a specific characteristic (Tourangeau 2014) where underreporting is a common problem, such as being an adopted child or receiving federal assistance. There are also issues that are very complex, such as identifying cultural or religious minorities, immigrants in the United States (Hanson 2006; Massey 2014), and vulnerable populations like former child soldiers or victims of domestic violence. A variety of tools such as including screening questions and various recruitment techniques can be used to address many of these types of issues.

People are often reluctant to disclose certain characteristics or demographic information such as income or age, and in these cases undercoverage can be a major issue. (See Horrigan, Moore, Pedlow, & Wolter 1999 for one of the best examples of underreporting that occurred in the National Longitudinal Survey of Youth in 1997.) One way to get access to a household member of the desired age group is to include screener questions. Some screening methods may work better than others, and in 2012 Tourangeau et al. (2014) carried out an experiment to capture underreporting when respondents were asked to disclose their age. Respondents were divided into three groups, and each group was asked to respond to a somewhat varied version of the same question. One group of households was directly asked (a) “Is anyone who lives there between the ages of 35 and 55?” Another group was asked (b) “Is everyone who lives there younger than 35? Is everyone who lives there older than 55?” A (c) third household group was administered a battery of questions asking each member of the family to report his or her “sex, race, and age.” The final approach returned a higher response rate, 45%, than the first direct approach (32%) and the second (35%). The third approach is called a “full roster approach” and is recommended for overcoming issues associated with age-related underreporting (Tourangeau 2014). The full roster approach also provides the added benefit of not revealing to respondents the specific group of interest; however the additional questions can sometimes come at the expense of increased interviewing time and the possibility of lower response rates (Tourangeau, Kreuter, and Eckman 2015), especially in telephone surveys, in which it is easier to cut a survey short than it is in a face-to-face setting. To avoid early termination, the number of questions in this type of sampling technique should be kept to a minimum to avoid irritating respondents.

Finally, individuals who are victims of conflict, such as IDPs, victims of wartime sexual violence, persons engaging in criminal activity, or people who are carriers of communicable diseases may not want to be identified, creating yet another identification problem. As discussed in detail in the next section, people who have fled their homes due to intimidation by rebel groups do not want to be identified for fear of reprisal. Snowball sampling and RDS are common techniques used to deal with the issue of hard-to-identify populations and provide an immediate personal connection for researchers to draw in respondents.

Snowball sampling, or chain referral sampling, is a nonprobability sampling technique that depends on a referral (or referrals) from initially known subjects (or seeds) to recruit additional subjects into the sample (Coleman 1958; Shaghaghi, Bhopal & Sheikh 2011). This method uses a chain of social networks to reach the targeted population. For example, a study on adoption might begin by recruiting one person or a few people who are known to the researchers to have adopted children, a population that can be elusive due to legal privacy concerns or issue sensitivity. The adoptive parents included in the study are asked to recommend additional participants they know through their support groups or social networks. When interviewed, those participants will be asked to recommend and provide an introduction to their associates as additional participants, and so on, until the desired sample size is reached. One major assumption in snowball sampling is that there are links between initial subjects and other known subjects in the population of interest (Biernacki and Waldorf 1981; Shaghaghi et al. 2011). Snowball sampling is especially useful in trying to recruit members of vulnerable populations where trust might be required to encourage participation. One clear concern with this technique is that findings are not easily generalized to the target population, only to the network studied (Shaghagi et al. 2011).

Respondent-driven sampling was developed by Heckathorn (1997, 2007, 2011) to address the concerns of inference and generalizability caused by snowball sampling. The technique is frequently employed for sampling hidden or stigmatized populations such as illegal immigrants or illicit drugs users because it allows participants to mask or protect the identities of their connections (Salganik 2012; Tourangeau 2014). Similar to snowball sampling, RDS is a peer-to-peer recruitment technique, in which researchers start with a few known subjects who are the study “seeds” (Heckathorn 1997, 179). The seeds are then offered incentives to recruit contacts into the study; however, the number of referrals is limited to minimize sample bias. The two major differences between snowball sampling and RDS are that RDS, unlike snowball sampling, which only rewards subjects for participation, provides dual incentives, for participation as well as for recruitment, and participants in RDS can remain anonymous.2

Hard-to-Sample Populations

A sampling method typically begins with the list or sample frame that includes all members of the population. However, for some populations there is no complete or even partial list from which to draw a sample because the true population may be unknown, may be uncertain or wish to remain “hidden,” may be highly mobile and hard to locate (Dawood 2008; Kish 1987, 1991; Sudman and Kalton 1986), or may simply be rare in the total population or have rare characteristics of interest (Tourangeau 2014; Sudman 1972; Kalton 2001). Examples of such groups are intravenous drug users and prostitutes, for whom true numbers and identities are unknown, and who are somewhat hidden and therefore difficult to find in the population; those with various infectious diseases who may wish to hide their illness; the nomadic Roma (or Romani) in Europe, who are highly mobile; people who visited Disneyland in the last year; Native Americans who relocated from reservations to urban areas; people born in 1992 (or any particular year), who make up a fairly small percentage of the total population; and people who are part of political protests such as Occupy Wall Street or Arab Spring events in Tunisia or Egypt. The problem becomes even more complicated when the target population is out of the reach of telephone or mail. At this point, standard survey sampling methods such as random digit dialing (RDD) or address based sampling (ABS) become less useful, and face-to-face interviews based on area probability sampling techniques, such as the one used in this chapter, can be utilized to provide more flexibility and options for researchers.

Rare populations, or those representing a small fraction of the larger population frame, pose two challenges that make them hard to sample (Kalton and Anderson 1986; Sudman, Sirken and Cowan 1988; Tourangeau 2014). First, there is disproportionate stratification or density sampling, in which populations may be concentrated more heavily in certain geographic areas than others or there is wide variance across the areas where the rare subgroup is prevalent. In some cases this problem can be addressed by oversampling strata where the rare population is relatively high and undersampling areas where it is relatively low (Kalton 2001; Tourangeau 2014).3 This method, also known as disproportionate sampling, can be cost effective because it reduces the need for screening questions at the beginning of the survey in the strata with higher concentrations of the rare population (Kalton 2001). This method has also been used with filter questions to narrow respondents to the target population more efficiently, such as with Latino/Hispanic populations in the United States (Brown 2015). There are trade-offs to using this approach, and one possible negative effect of this method is the introduction of coverage error, because not all members of the population have a non-zero probability of being included in the sample. A second possible challenge in using this approach is that populations in particular areas, especially when they represent a larger share of the population, may display attitudes and behaviors that are different than those who live outside of those geographic locations, which could lead to bias in the data. For example, Latinos/Hispanics who live in areas with a high concentration of co-ethnics have different opinions, attitudes, and behaviors than Latinos/Hispanics who live in areas with a lower number of co-ethnics (Garcia-Bedolla 2005; Abrajano and Alvarez 2012). When researchers are applying a density sampling design, these issues with heterogeneity need to be examined carefully; however, post-survey adjustment such as applying weights to the data can help to resolve some of these issues.

When the distribution of the rare population is evenly spread or is unknown (Kalton 2001; Smith 2014; Tourangeau 2014), the cost of locating the population of interest tends to be high and can quickly exceed actual interviewing budgets (Sudman, Sirken, and Cowan 1988). The cost of obtaining responses from those populations is likely to be even higher if one considers issues such as nonresponse rates and difficulties in accessing geographic locations where the rare population resides (see Kalton 2009 for gaining sampling efficiency with rare populations).

In addition to rare populations, “elusive populations” or “hidden populations” such as the homeless, migrant workers, and street children present particular challenges for sampling (Sudman, Sirken, and Cowan 1988; Neugebauer and Wittes 1994; Kalton 2001, 2009, 2014). These populations are often mobile and dynamic in nature, which means that researchers need to pay special attention to how they change in size and composition over short periods of time and how such changes affect sampling and inference. In these cases, standard clustered sampling methods cannot be employed.

Typically, for populations like these researchers rely on location sampling, space sampling, or FBS to overcome such challenges. These sampling techniques involve sampling places where the members of the elusive population are likely to be found rather than sampling the members of the population directly (Kalton 2001; Shaghaghi et al. 2011; Tourangeau 2014). Under these methods, sets of locations are identified “such that a high proportion of the target population will visit one or more of these locations during the data collection period” (Kalton 2014, 415). For example, Everest climbers may be sampled at Everest Base Camp when they go there to prepare for climbing, and the homeless are likely to visit soup kitchens or shelters. This method has also been used for sampling “very rare” populations, such as street prostitutes in Los Angeles County (Kanouse, Berry, and Duan 1999), where researchers sampled 164 streets known to have previous prostitution activity, and in a study of men who have sex with men (although do not necessarily identify as homosexual) in locations such as “gay bars, bathhouses and bookstores” (Kalton 2009, 137). A serious limitation of this approach is that equal access to these locations is not guaranteed to the entire population of interest, and as Kalton (2009) points out, it “fails to cover those who do not visit any of the specified locations in the particular time period” (137). The approach also requires that researchers include a way to account for repeat visitors to the sampled locations (Kalton 2014, 415), so without careful record keeping, there is a risk of response bias due to replication in the sample.

Hard-to-Locate Populations

In addition to populations that may be reluctant to be identified, there are also hard-to-locate populations. Tourangeau (2014) identifies the following four types of mobile populations that may be hard to locate:


a) Members of traditionally nomadic cultures (such as the Bedouins of Southwest Asia, the Tuareg of North Africa);

b) Itinerant minorities (such as the Romani (Roma) in Europe or the Travelers in Ireland);

c) Persons who are temporarily mobile or displaced (recent immigrants, homeless persons, refugees); and

d) Persons at a mobile stage in their life cycle (college students).



Populations that would also fit under the category of hard to locate but might not fit into one of these groups, are those who are forcefully moved from place to place (e.g., those involved in human trafficking, slaves) or who live in conditions where they may not want to be discovered (e.g., prostitutes, criminals, terrorists, runaways). Trying to locate these individuals can not only pose a challenge to researchers, but in some cases can be quite risky.

In this chapter we are particularly interested in the third population group identified by Tourangeau, which includes forced migrants. Forced migrants are constantly on the move, making them hard to locate. Forced migrants typically fall into one of two categories: (1) refugees, who leave their homes and cross an international border, or (2) IDPs, who flee their homes but do not cross the border into another country. There are a number of reasons that people flee from their homes, including both man-made and natural disasters, but it is extremely difficult to obtain accurate data on such forced migrants because it is typically difficult to know where they go when they flee. A variety of economic, political, and social factors may affect the choices individuals make of where to go when they are forced to leave their homes. In some cases, such as with Hurricane Katrina, governments may move IDPs to a temporary relocation destination (or destinations), while others leave on their own, without government assistance or direction, and choose where to relocate. In many cases, there is no official government communication or direction about where IDPs should relocate. This may especially be the case when there is conflict or violence involved and the government has little control over or is the perpetrator of violence.

Among forced migrants, IDPs are one of the most mobile populations. According to the Internal Displacement Monitoring Center (IDMC) of the Norwegian Refugee Council, 40.3 million people worldwide were internally displaced by conflict and violence at the end of 2016 (IDMC 2017). Unlike refugees who cross borders and often live in refugee camps, IDPs may be more difficult to locate because they are constantly on the move in response to physical threats or the social stigma of being called domestic refugees or being identified as “outsiders” in their own country.4 While people attached to a community by marriage or employment are more likely to remain in one place and are more likely to be found (Tourangeau 2014), people displaced by natural disaster or conflict are extremely difficult to find (Pennell et al. 2014; Mneimneh et al. 2014) and even more difficult to recontact, making it extremely unlikely that they are included in longitudinal or panel surveys (Couper and Ofstedal 2009; Tourangeau 2014). Given these complications, standard survey techniques often fail to capture a usable sample of IDPs. The next section describes some techniques that can be used to overcome the challenges faced by researchers in locating hard-to-find populations, such as IDPs, in greater depth.

Hard-to-Persuade Populations

Even when we are able to identify and reach vulnerable or stigmatized populations of interest, respondents may still be unwilling to take part in surveys. The steady rise in nonresponse rates is a clear indicator of the problem of getting people to agree to take part in surveys. According to Tourangeau (2014), two factors are associated with the resistance to surveys: “the sense of busyness that seems to pervade contemporary life and falling levels of civic engagement” (see also Brick and Williams 2013). Several studies have been conducted to understand factors associated with low or falling response rates in the United States. The main variables of interest in these studies include availability of time or “busyness,” civic engagement, and voting and volunteering behaviors. In general, people involved in civic engagement or voting and volunteering are found to be more willing to participate in surveys (Abraham, Maitland, and Bianchi 2006; Groves, Singer, and Corning 2000; Tourangeau, Groves, and Redline 2010; Abraham, Helms, and Presser 2009). Social exchange theory suggests that people traumatized by natural and or man-made disasters also tend to be more willing to participate in surveys to share their stories of hardship and view surveys as an opportunity for a social interaction with strangers (Bradburn 2016; Dillman, Smyth, and Christian 2009).

Research also finds that response rates may vary with the “specifics” of the survey. Whether or not people decide to participate in a survey can depend on the respondents’ evaluation of the features of the survey, such as the “topic of the survey, the survey sponsor, its length, or the incentives it offers” (Groves et al. 2000). A variety of techniques have been suggested to increase response rates. These include making questionnaires short, ensuring that the survey relates to the interests and stories of the respondents, highlighting the value of the survey to society, and monetary incentives (Gideon 2012). Monetary incentives are commonly used in two different ways. One is to send the reward after the survey has been completed and returned to the researcher. This method promises the respondents a reward in return for their time. The second method rewards the respondent before the survey is completed. Here respondents are provided with an incentive that is not contingent upon completion of the survey. Usually, surveys are mailed to the respondents with a small sum of cash or a gift as a token of appreciation for participation. The gift is intended to mandate the respondent to return the questionnaire (Gideon 2012).5

Hard-to-Interview Populations

The final group of hard-to-survey populations includes those that are hard to interview. A variety of factors can make certain populations hard to interview. For example, the population of interest may include those considered vulnerable populations, such as children, prisoners, or people who engage in illegal activities; those who have psychological problems; or those who may not speak the language in which the survey is written and administered (Tourangeau 2014). Some respondents may not be able to read the questionnaire even if they speak the language. Despite these difficulties, it is possible to collect data on these populations. For example, children can be interviewed with consent from parents, questionnaires can be translated into the language spoken by respondents, and enumerators can orally administer surveys to gather data from respondents who are unable to read.

Researchers have developed several metrics to overcome all of these difficulties. In the United States, the U.S. Census Bureau uses a hard-to-count measure created by Bruce and Robison (2003) to identify and account for the reasons that people are missed in surveys. The hard-to-count score is calculated using “twelve tract-level variables known to be associated with mail return rates in the 2000 Census” (Tourangeau 2014, 16).6 The procedure was specifically developed to account for the underrepresentation of young children in Census data, who are often not able to respond themselves or be interviewed directly, but could be applied to a variety of vulnerable or at-risk populations that are hard to count or access.

While many of the sampling methods and metrics discussed here are useful for addressing the issue of underreporting in developed countries, they often tend to be ineffective in surveying hard-to-survey populations in less-developed or developing countries. The next section describes in greater depth the problems associated with surveying forced migrants and methods used to overcome these challenges.

LESSONS FROM A SURVEY ON FORCED MIGRATION

The Nepal Forced Migration Survey (NFMS) sought to explore the problem of conflict-induced displacement (see Adhikari 2011).7 Each year, millions of people around the world are forced to make decisions on whether or not to abandon their homes due to conflict. While a decision to stay indicates that choice is available even when life is at risk, empirically this raises important questions about individual behavior during conflict: Why do some people choose to stay while others choose to leave, and how do those who choose to stay cope with conflict? Furthermore, only a fraction of those who abandon their homes ever return, even after the conflict has ended. This raises even more questions, including why some people do not return home after they are displaced and under what conditions they are able to resettle in their new locations. This study was motivated by puzzles such as these. One of the major challenges in this study, and in most studies of displaced persons, was to identify and reach these populations of individuals who never fled, those who fled and returned, and those who fled and never returned. This called for a method that would enable us to reach the population of interest.

Any study of flight behavior is incomplete without an understanding of why some people choose not to flee. Therefore, conditional on an individual’s decision to leave or stay, we want to know the different choices that are at the disposal of individuals and the factors that contributed most in their making a particular choice. For those who stayed, what choices did they make in coping with the conflict situation, and what conditions or resources allowed them to make those choices? How were they different than those who chose to flee? The survey was designed to help understand those factors that contribute to an individual’s decision to leave or stay put in the face of violent conflict. In addition, the survey sought to understand why some people do not want to return once they have decided to flee, while others are willing to return. When identifying the population of interest and designing a sampling frame, the research questions should be taken into account. To address these interesting questions, we designed a method that coordinates two samples, pairing individuals who decided to stay and those who decided to leave within the same contextual environment. This is discussed in more detail in the next section.

Scholars in the field acknowledge that it is extremely difficult to obtain accurate data on forced migration caused by conflict (Crisp 1999), and this research was no exception. Executing the survey with the population of IDPs posed formidable challenges that required additional efforts and planning, and answering the questions we posited required a multistage research design (described in detail in the following section). This study reveals a number of interesting and useful lessons for future research in the field. Despite the challenges one faces in enumerating the hard-to-survey population of forced migrants, limited resources, and physical challenges presented by rough terrain, one can reach respondents with careful planning and thoughtful strategy.

THE MAOIST INSURGENCY IN NEPAL AND CHALLENGES OF IDENTIFYING FORCED MIGRANTS

Beginning in 1996, Nepal went through a decade of Maoist insurgency, in which over 13,000 people were killed, thousands were displaced, and many more disappeared. Similar to other conflicts, figures on displacement during the Maoist insurgency in Nepal vary dramatically. Only one organization, the Informal Sector Service Center (INSEC), a national human rights organization operating throughout Nepal since 1988, made a concerted effort to document and verify displacement figures. Their work was conducted on a subnational, district-by-district basis. According to INSEC, 50,356 people were displaced from across the seventy-five districts by the end of 2004. There are strong reasons to believe that the data collected by INSEC are the most reliable and accurate. Because INSEC operates in all seventy-five districts of Nepal, the data collected by their district offices are more reliable than other national estimates. In addition, INSEC was the only organization to collect data on displacements at the level of the village development committee (VDC), the smallest administrative unit in Nepal. Knowing the population estimate and distribution of displaced persons was important when determining the sampling frame, deciding on a sampling method, and creating and distributing the survey instrument. Use of INSEC data as a sampling frame is also consistent with the practice of using NGO data for conducting surveys in similar circumstances (see Mneimneh et al. 2014).

NEPAL FORCED MIGRATION SURVEY: DESIGN AND IMPLEMENTATION

As previously stated, the survey was intended to capture factors and conditions that contributed to individual choices about whether to remain in a conflict area or to flee to an uncertain destination. Questions in the survey focused on the perceived level of violence and threat to one’s life, economic conditions, coping mechanisms, size and mobility of the family, and additional demographic information. To answer these questions, several important steps were taken to ensure adequate response rates and reliability of the results.

First, once the survey questionnaire was created, an initial trip was made to Nepal to pretest the survey instrument before administering it to the entire sample population. Pretesting the survey instrument provided an opportunity not only to revise it, but also to gauge the accessibility of the respondent population to the research team.8 This step is incredibly important when surveying hard-to-survey populations, whether dealing with populations that are hard to locate or hard to persuade. A pretest allows the researcher to adjust the survey instrument as necessary to avoid depressed response rates and to reassess the sampling frame and sampling method if necessary. While pretesting instruments may pose a challenge, this step is especially important in surveys of hard-to-locate populations because it is even less likely that researchers can easily recontact and resurvey the respondents through traditional survey means such as telephone, mail, and online surveys. If they are transient or temporarily relocated, it might be difficult to find them again, so it is important to identify flaws in the survey as early as possible. If researchers do not have the funds or ability to pretest the instrument among the population of interest, they could attempt to find a population or experts familiar with the topic of interest through nonprofits, service providers, or community organizations to get feedback prior to administering the survey.

Related to this, it is recommended that researchers become familiar with local conditions such as geography, local language, and the cultural norms of the populations they are researching or hire assistants or enumerators who are native to the area or very familiar with the region; this might make it easier to navigate the terrain and locate potential respondents. For example, familiarity with local geography in Nepal helped researchers budget time and resources, as some of the sampling units (villages or wards) took several days of trekking on foot to reach. One of the authors of this chapter is from Nepal, which was an asset; however, sometimes researchers may have to use outside resources to proofread and provide feedback on their survey instruments, help with translation, act as guides in the region, or provide insights into local social factors that may influence the ability to successfully contact participants.9 While collecting data for the study, it was important to be sensitive to the wartime suffering and experiences of the respondents, which is not critical for locating respondents but can be especially important for those who are difficult to persuade.

Finally, if traveling to a remote location or conducting interviews or distributing surveys outdoors, researchers must be aware of and familiar with local environmental factors and weather patterns, such as monsoon and harvesting seasons, especially when conducting research in developing countries like Nepal. Most of the research for this study was conducted during the summer months, and the monsoons arrived during data collection. Most Nepalis are farmers and return to their fields with the onset of the monsoon season. This made it extremely challenging to find respondents, further straining already limited resources. In extreme cases, surveys were administered in the fields, alongside farmers as they were planting their crops. If the authors had the opportunity to conduct another survey in Nepal or a similar country and were able to choose the time, it would probably be in the winter, when villagers would be less busy. Despite the challenges, we were able to successfully administer the survey and achieve an overall response rate of 86%.

SAMPLING FRAME AND METHOD

The Nepal Forced Migration Survey was designed to test three different aspects of conflict-induced displacement. Accordingly, the survey was divided into three main sections. In the first section, the questionnaire was designed to investigate in detail the causal factors leading to internal displacement at the individual level. The second section was devoted to explaining the choice of coping mechanisms individuals used for staying behind. The final section focused on the IDPs themselves, with an emphasis on understanding the factors that affected their choice to resettle, return home, or remain in limbo. Again, the main objective of the survey was to study causes of displacement during the Maoist insurgency in Nepal and the ability of individuals to cope with their situations under conflict. Empirical findings from this research are published elsewhere (see Adhikari 2012, 2013; Adhikari, Hansen, and Powers 2012; Adhikari and Samford 2013; Adhikari and Hansen 2013).

During the survey, individuals were asked about the violence they had experienced and whether or not they had engaged in activities such as paying rent to the Maoists to help them stay in their homes. Individuals who had experienced violence should be more likely to flee their homes, while those who had not directly experienced violence should be more likely to stay. The more often individuals paid rent to the Maoists, the more likely they would be able to stay in their homes, so those with more economic resources would be more likely to stay, rather than flee.10 Other coping activities included joining the Maoists by changing party affiliation; participating in protests, rallies, or other political activities organized by the Maoists; and joining a community organization. Community organizations such as the community forest users’ group, mothers’ group, or small farmers’ development programs provided a mechanism for people to come together, enabling them to cope with the difficulties of war.

Understanding causal factors leading to forced migration, choice of coping mechanisms for those who stayed back, and factors associated with a decision to return or resettle required that three types of populations be included in the sample: (1) those displaced by conflict, (2) those never displaced, and (3) those who returned after displacement. This knowledge influenced which sampling techniques were necessary to capture a representative sample. The study sought to ensure that the sample represented (a) districts that were hard hit during the conflict, (b) all three topographical regions,11 (c) all five economic development regions, and (d) both rural and urban parts of the country, and included the three population types mentioned previously. The study was conducted in two phases. The first phase captured rural interviews outside of the capital of Kathmandu. The second phase captured urban displaced persons living in Kathmandu. To define a sampling frame for the first phase, selection criteria were based on secondary data provided by INSEC that included the number of people killed and displaced from each district between 1996 and 2006 due to conflict. In the first stage, a CCS technique was utilized, and all districts that had recorded at least 500 casualties or 500 displacements during the conflict were selected. A total of nineteen districts met this threshold. Four of the five economic development regions contained exactly two districts that met the threshold, and they varied topographically, so these eight districts were chosen. The remaining districts were all located in the fifth region, the midwestern region where the fighting originated and there was widespread displacement. One district was randomly chosen from each of the three topographical regions located within the midwestern region, which resulted in a total of eleven districts from which to sample.

The sample was drawn using a complex sample design. Because some people were no longer able to be located at the address provided, we used sampling with replacement, meaning we would randomly select another displaced person from within the same VDC. Once a respondent was included in the survey, we then asked that person to provide the names of six additional displaced persons for us to survey (snowball sampling). Households were selected from 226 sampling units, called wards, from across the eleven districts. A weighted multistage cluster sampling technique was used to go from region, to district, to VDC, to ward level, and then two samples were randomly drawn: one of individuals at the ward level and another of displaced persons originating from those wards. Use of wards as the sampling units had the advantage of offering a paired design of individuals who decided to stay and those who decided to leave within the same contextual environment.

Given time and resource constraints, the total number of interviewees for the first phase of the survey was set at 1,500 for the eleven districts, with a target of 1,000 displaced and 500 nondisplaced persons. The number of displaced persons was further divided into two groups: 500 interviewees who were still displaced and 500 interviewees who had returned home. In each of the eleven districts, the target number of interviewees was determined by the proportion of displaced persons identified by INSEC in each district. Each district in Nepal is divided into VDCs, with each VDC further subdivided into nine wards. Only VDCs with ten or more displaced persons were used in the sampling of respondents. Out of several VDCs meeting this threshold in each district, five were randomly selected, and the targeted number of respondents was determined by the proportion of displaced persons in each of these VDCs. Next, the targeted number of respondents from each of the five VDCs was randomly sampled from the wards in proportion to the number of displaced in each ward. Displaced respondents, which included both males and females, were randomly selected from a list maintained by INSEC of all displaced persons originating from these wards. The 500 nondisplaced respondents were selected from the same districts/VDCs/wards from which the displaced originated, and systematic sampling was used, whereby interviewers surveyed every third house in a sample area. Target numbers of nondisplaced from each ward were based on the same proportions used for sampling the displaced.

The full data set gathered in this study consists of a national sample of 1,804 respondent households from fifty-six VDCs, representing the eleven districts in Nepal included in the sampling frame for the first phase, plus displaced persons living in temporary shelters in the capital of Kathmandu, which is not located in one of the eleven districts in the sampling frame, but was home to a large number of displaced persons after the insurgency and was the area of concentration in the second phase of the study.12



Table 8.1 Eleven Districts Selected for Sampling with Target (and Actual) Number of Respondents Interviewed
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Table 8.1 lists the eleven districts included in phase one of the study, including information about the economic development region and topographic zone where each is located. The table also includes the target number and actual number of displaced respondents in the district, based on the proportion of displaced persons originating in each of the districts out of the total number of displaced persons identified in the eleven districts. For example, Rolpa had 1,817 displaced out of the total 17,386 displacements in the eleven districts, resulting in a target number of 105 (1,817/17,386 × 1000 = 105) displaced interviewees and 52 (1,817/17,386 × 500 = 52) nondisplaced interviewees. Rolpa is then further divided into the five randomly selected VDCs. Based on the proportion of actual displacement in each of the five VDCs, a target number of interviewees is given, along with the actual number of displaced persons interviewed and the number of nondisplaced persons interviewed.

There are a total of fifty-one VDCs in Rolpa, from which five, with ten or more IDPs, were selected; 363 people were displaced from these five VDCs, with 99 coming from Thawang, 94 from Kureli, 85 from Uwa, 74 from Mirul, and 11 from Bhawang. The targeted number of respondents from each of the five VDCs was determined by the proportion of displaced persons in each of the VDCs (e.g., Thawang: 99/363 × 105 = 28). Next, the targeted number of respondents from each of the 5 VDCs was randomly sampled from the wards in proportion to the number of displaced in each ward. These numbers are shown in Table 8.2.



Table 8.2 Rolpa as an Example of the Sampling Process




	VDCs
	Proportion Displacement in VDCs*
	Target Number of Respondents (IDPs)
	Actual Number Interviewed (IDPs)
	Response Rate (IDPs)
	Target Number of Respondents (Non-IDPs)
	Actual Nondisplaced interviewed
	Response Rate (Non-IDPs)





	Thawang
	0.27
	28
	19
	68%
	22
	28
	127%



	Kureli
	0.26
	27
	37
	137%
	18
	12
	67%



	Uwa
	0.23
	24
	20
	83%
	15
	11
	73%



	Mirul
	0.20
	21
	15
	71%
	14
	7
	50%



	Bhawang
	0.03
	3
	5
	167%
	4
	2
	50%



	Total
	1.00
	105
	96
	91%
	73
	60
	82%





* These were the five randomly seleted VDCs for the Rolpa district.




The target and actual number of interviewees differs somewhat for each VDC because INSEC’s and the Nepali government’s identification and documentation of displaced persons, as well as people injured, killed, and disappeared, was still ongoing at the time the interviews were conducted, so the identification of conflict-induced displacement was uncertain. For example, while INSEC had information on the number of people displaced from each VDC, a complete list of names was not always available, and on occasion the randomly drawn subject could not be found when enumerators approached the identified households. While some of the randomly drawn subjects had moved to new places after being displaced or returned, others were simply hard to locate. Some returned individuals refused to participate when first approached by enumerators due to social stigma as well as from fear of reprisal.13 Of these, returnees were the most difficult to locate, for two main reasons. First, because the survey was conducted in the immediate aftermath of an insurgency, some people were not readily willing to disclose their identify for fear of reprisal from the party that had displaced them in the first place. Second, many people who had left their villages had started a job or business in the city to which they fled. They were still in the process of moving back into their old houses and were not available for interview when enumerators first visited them. Under these difficulties, along with time and resource constraints that sometimes prevented repeated attempts to interview subjects, the targeted number could not always be reached. A combination of snowball sampling and RDS was utilized to overcome these difficulties. Once a respondent was located, he or she was asked to provide contact information for six other people whom that person knew had been displaced. Attempts were made to locate those individuals until the target was met. With the overall district targets in mind, VDC targets were sometimes exceeded in villages where the number of available displaced subjects appeared to exceed the original INSEC figures. These are just a few of the types of challenges that can arise when attempting to study hard-to-locate populations, and researchers should be prepared to be flexible and come up with creative solutions while in the field.

While the overall Response Rate 6 (RR6) was 85.8%, it varied by districts (AAPOR 2016).14 For example, the response rate was 100% in the districts of Bardiya and Ramechhap; 99% in Kalikot; over 80% in Taplejung and Kapilbastu; over 70% in Bajura and Lamjung; and over 60% in the districts of Chitawan, Jhapa, and Rolpa. The response rate was lowest in the eastern district of Jhapa (60%). This area was one of the least affected during the insurgency and residents possibly did not have the same level of interest in social exchange compelling them to participate and share their stories. For Rolpa, the district where the conflict began, the response rate was 69%. The survey sought to ensure a fair representation of female respondents. Nepal is a patriarchal society, and it can be quite challenging to interview women, especially in private. To overcome this challenge, we included a female enumerator for all the districts covered in the survey. Females constitute 40% of the total respondents, which is fairly high for a developing country with patriarchal traditions. Female enumerators conducted 23% of the surveys and interviewed around 10% of the female respondents. Even though they conducted a small proportion of the total number of interviews with women, female enumerators were required because some women are not allowed by their husbands to talk to a male interviewer, a common cultural practice in the region.

Looking at the demographics of those displaced during the insurgency, we obtained a reasonably representative sample using a multistage sampling design. According to INSEC records, 8% of the people displaced during the insurgency came from the Eastern Development Region, followed by 10% from the Central, 12% from the Western, 58% from the Midwest, and 13% from the Far-Western region of Nepal. In our sample, 7% of the respondents were from the Eastern region, followed by 13% from the Central, 16% from the Western, 44% from the Midwest, and 20% from the Far-Western region. Our sample approximates the distribution of the IDP population in other indicators as well, such as topographic region and economic indicators. Overall, through careful attention to details and a complex, multistage sample strategy, we were able to obtain good response rates and secure representative data.

DISCUSSION AND CONCLUSION

The study in this chapter demonstrated a few lessons from the field in trying to survey hard-to-locate populations. Based on our experiences and the lessons learned from surveying hard-to-survey populations, we recommend some best practices. First, it is important to pretest the survey instrument before it is actually administered to the full sample population. This provides an opportunity not only to revise the survey instrument, but also to gauge the accessibility of the respondent population.

It is helpful, and in some cases essential, for researchers to become familiar with local conditions, such as geography, language, and culture, when dealing with hard-to-locate populations. There may be societal norms that, if violated, could make it very difficult to conduct interviews or survey respondents. In addition, when in areas where travel may be difficult, becoming familiar with the region or working with those who are will help researchers stay on schedule and on budget.

As a researcher it is important to be sensitive to the experiences of vulnerable populations, such as those who have experienced wartime suffering; have been victims of sex trafficking; are living with a life-threatening disease; or may have stigmatizing professions, personal experiences, or characteristics. For example, when approaching respondents in a country that has undergone decades of conflict, researchers must bear in mind that these individuals have been interrogated several times by rebels as well as the security forces and may be skeptical about why they are being interviewed again. Working with vulnerable populations may require a high degree of perseverance and patience on the part of the researcher.

Researchers may need to adopt a flexible approach and be prepared to adjust survey instruments as well as research schedules while surveying hard-to-reach populations, especially under changing political circumstances. Surveying or interviewing hard-to-locate populations or hard-to-survey populations of any type may require a mixed method approach to obtain samples that may be used to make meaningful inferences. Surveying with replacement, convenience sampling, snowball sampling, location based sampling, and using geographic information system (GIS)-assisted sampling techniques are just a few of the possibilities that could help researchers locate and access the populations of interest. There is no way to determine which approach will produce the highest level of compliance or garner the most representative sample, and successful use of any of these approaches depends on knowledge about the target population.

Finally, researchers need to invest time in training enumerators. Quality training will go a long way to ensure quality data. Whether they are undergraduates, graduate students, or paid personnel, enumerators or interviewers should practice going through the survey several times with various individuals before they are placed in the field. Specific terms or ideas that are important to data collection but may not be used frequently outside of a research environment should be discussed in detail and fully explained to those fielding the survey. Depending on the location and conditions available, there are a variety of ways to collect surveys, and the use of portable technology such as tablets is making it easy to collect and transfer responses directly into survey software from the field as well as to use complex survey designs that could be quite difficult on paper (Benstead, Kao, et al. 2016; Bush and Prather 2016). Again, it is important for researchers to be aware of the conditions in the area where they are conducting research in regard to availability of electricity and the safety of researchers when sending electronics into the field. In the case of Nepal, used in this study, there is sparse access to electricity, there is no Internet connection available in most of the country, and sending enumerators into the field with a tablet device would likely result in robbery, possibly placing them in harm’s way. All of this should be considered when deciding the best mechanism (electronic or paper) for collecting survey data.

This study demonstrates how sampling hard-to-survey populations in general can be difficult. Members may be reluctant to participate, mobile, and even rare or hard to locate in the larger population, and sampling frames are often not available. This makes standard probability based sampling techniques inappropriate and difficult to use, as well as extremely costly. Knowing something about the population from existing records can be useful in narrowing down who should be included in the sample population and help researchers determine the best sampling methods to use to acquire a representative sample. Being thoughtful and careful in the research design and data collection process can result in fruitful, quality data for even the most difficult populations of interest.

Many important questions and issues will need to be addressed in the future involving hard-to-survey populations. Whether one is studying displaced persons because of conflict or climate change, looking for people with rare experiences or characteristics, or trying to answer questions about populations that are widely, non-systematically dispersed, this study reveals a number of interesting and useful lessons for future research in the field. Researchers today are armed with a wide variety of approaches to answer questions regarding hard-to-survey populations. It should be noted that conditions can vary widely by location, and lessons learned from a particular location or in a particular context may not be useful for all contexts. The sampling technique that is most appropriate and will provide the most representative results is highly question dependent, but with careful planning, thoughtful strategy, good research design, and some willingness to take creative approaches, one can reach respondents and obtain quality results.
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NOTES

1. This section draws from categorizations laid out by Tourangeau (2014).

2. See Goodman (2011) for a comparison of snowball sampling and respondent-driven sampling.

3. For example, if a researcher were trying to capture Hmong in a survey of Asian Americans, who are relatively rare in the United States, with a population estimate of only .08% (280,000) of the total population, they would want to oversample Asians in Sacramento, CA, Fresno, CA, and Minneapolis, MN, which are the primary areas in the United States where Hmong reside (Pfeifer et al. 2012).

4. IDPs may also be more difficult to identify based on physical appearance for techniques such as snowball sampling or place-based sampling, because unlike refugees, who often differ in appearance from the population in their new place of residence (e.g., Syrians in Germany in 2015, Guatemalans in Canada in the 1980s), IDPs are still in their home country and resemble the population at large.

5. Gideon also refers to social exchange theory as an explanation for an increase in response rate resulting from this incentive method.

6. The score is calculated using the following percentages (all of these are taken from Tourangeau 2014): (1) “Percent of dwelling units that were vacant’; (2) “Percent that were not single-family units”; (3) “Percent of occupied units that were occupied by renters”; (4) “Percent of occupied units with more than 1.5 persons per room”; (5) “Percent of households that were not husband/wife families”; (6) “Percent of occupied units with no telephone service”; (7) “Percent of persons below the poverty line”; (8) “Percent of households getting public assistance”; (9) “Percent of persons over 16 who were unemployed”; (10) “Percent of households where none of the adults (over 14) spoke English well”; (11) “Percent of households that moved in the past year” and (12) “Percent of adults without a high-school education.” Each tract receives a score ranging between 0 and 11 “on each of these indicators, depending on which of twelve categories that tract fell into for each variable” (p. 16). The overall hard-to count scores range between 0 and 132 (see Tourangeau 2014 for details).

7. This section draws heavily from Adhikari (2013) (with permission from the publisher).

8. The insurgency ended with the signing of a comprehensive peace accord (CPA) between the rebels and the government in November 2006. The pretest was conducted in the fall of 2007 when the political climate was in flux. The rebel disarmament procees was ongoing. We were not sure if all the districts of the country were accessible given the destruction of infrastructure such as roads, bridges, and airports. The pretest was aimed at assessing feasibility of movement for researchers as well as willingness of respondents to participate in the survey given the recently ended conflict.

9. For example, before surveying illicit drug users, a researcher may want to talk to drug counselors about trigger issues or terms to avoid including in the survey.

10. This is an interesting finding and a good example of how contextual factors make certain groups more or less socially vulnerable (Cutter et al. 2008). In many cases, such as environmental disasters, an increase in economic resources might enable people to flee, as was the case in New Orleans when Hurricane Katrina hit and the levees breeched (Brodie et al. 2005), but the opposite was true in Nepal.

11. Topographically, Nepal is divided into three regions: mountain, hill, and plain.

12. A total of 1,515 respondents from the eleven districts were surveyed during the summer of 2008 in the first phase of the study, and a random sample of displaced persons living temporarily in Kathmandu was surveyed during follow-up fieldwork in fall 2008. The Kathmandu sample consists of respondents from twenty-nine districts (see Adhikari and Hansen 2013).

13. The hard-to-locate respondents were replaced by others via the method described below. In calculating response rate, the hard-to-locate respondents are treated as “Non-contact (2.20)” and those refusing as “Refusal and break-off (2.10)” (AAPOR 2016).

14. All houses in the sample were contacted at least twice in order to get a response. People in these regions are often farmers and are either home or in the fields, so the response rates are much higher than if the survey were administered by more traditional means (phone/mail) or in primarily urban areas. We used the most conservative approach in calculating response rate, treating “Interviews” with 50–80% of all applicable questions answered as “partial” (P) and more than 80% as “complete” (I). We use Response Rate 6 (RR6) in estimating the response rate because there are no “unknown cases” in our sample (AAPOR 2016, 62).
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CHAPTER 9

REACHING BEYOND LOW-HANGING FRUIT

Surveying Low-Incidence Populations

JUSTIN A. BERRY, YOUSSEF CHOUHOUD, AND JANE JUNN

INTRODUCTION

AN increasingly diverse U.S. population presents survey researchers with new and multifaceted challenges. Those seeking to map American attitudes and behaviors with more precision and gradation can expect, for example, myriad difficulties attendant on surveying groups that constitute a relatively small portion of the populace. Such low-incidence populations can be characterized by recency of immigration, foreign-language dominance, racial and ethnic minority status, and geographic idiosyncrasies (i.e., whether the population of interest is relatively dispersed or concentrated in a given location). Thus, many of the characteristics related to higher unit and item nonresponse in polls are often more prevalent among these groups. Difficult as it is to identify and survey low-incidence populations, however, the descriptive and inferential findings gleaned from these efforts add valuable nuances to general population trends, allow for informative intra- and intergroup comparisons, and elaborate subgroups of particular political or theoretical importance.

This chapter outlines strategies for reaching beyond the “low-hanging fruit” of populations that are relatively easy to identify and survey. We argue for creative and targeted strategies rather than a one-size-fits-all approach to capturing information on low-incidence populations, beginning with consideration of the characteristics that make populations difficult to sample, interview, and analyze. To illuminate our approach, we utilize three cases of low-incidence populations in the United States characterized by religion, race and ethnicity, and political behavior. We begin by conceptualizing low-incidence populations and highlighting the existing empirical literature on these populations. We then turn our attention to framing the challenges of polling low-incidence populations, with an overview of sampling, contacting, and analytical strategies. In this section we highlight the inherent trade-offs of each approach and point to the factors that have to be considered when determining which strategy is best suited to particular research questions. Next we detail polling efforts designed to capture attitudes and behaviors of three low-incidence populations in the United States: (1) American Muslims, (2) Asian Americans, and (3) nonelected political activists. We conclude with a discussion of fruitful polling practices for conducting research on low-incidence populations in the United States. Ultimately, we argue that the approach to polling these populations must be equally informed by the unique characteristics of the target group and the analytical conclusions one seeks to draw.

LOW-INCIDENCE POPULATIONS

Often referred to in the polling literature as “rare” or “special,” low-incidence populations can be thought of as a subset of difficult-to-reach populations. By low incidence we mean a group of individuals who share a common characteristic and make up a relatively small proportion of the broader population. Although difficult-to-reach populations may also have low incidence rates, these two traits are not necessarily intertwined. For example, corporate CEOs constitute a low-incidence population that is often difficult to reach. Alternatively, young adults between eighteen and twenty-nine years of age form a large segment of the population, but they can be quite difficult to reach, and when contacted are less likely to cooperate (De Leeuw et al. 2007; Curtin, Presser, and Singer 2005). Young adults are less likely to live in homes with landlines, reside in single-unit homes, remain in the same residence for an extended period of time, or be registered to vote, all of which makes it less likely that they will be adequately covered in a sampling frame that relies on data tied to these characteristics (Blumberg and Luke 2009).

Although empirical studies on low-incidence populations often focus on racial or ethnic minorities, this line of research also targets groups on the basis of, for example, specific types of illness, military service, or socioeconomic status. Studies based on samples of racial and ethnic low-incidence populations have been done about American Indians (Lavelle, Larsen, and Gundersen 2009), American Jews (Reed 1975; Lazerwitz 1978; Shor 2000), Afro-Caribbean blacks (Greer 2013), young black females (Ericksen 1976), non-English-speaking Chinese (Elliott et al. 2012), and Cambodian immigrants (Elliott et al. 2009). In addition, researchers have compiled national samples of minority populations, including the Pilot Asian American Political Survey (Lien, Conway, and Wong 2004), the National Asian American Survey (Wong et al. 2011), the National Survey of Black Americans (Jackson and Gurin 1987, 1999; Jackson and Neighbors 1997), the National Black Election Study (Jackson, Gurin, and Hatchett 1984; Tate 1997), the National Politics Study (Jackson et al. 2004), the Latino National Survey (Fraga et al. 2006), and the Latino National Political Survey (De la Garza et al. 1998). Multiple studies have also analyzed groups who suffer from a rare illness (Czaja et al. 1998; Sirken, Graubard, and McDaniel 1978), are at a greater risk of contracting an infectious disease (Watters and Biernacki 1989), and other at-risk populations (Biernacki and Waldorf 1981; O’Donnell et al. 1976; Rossi et al. 1987). Finally, research has investigated low-incidence populations on the basis of common military service (Rothbart, Fine, and Sudman 1982), and membership in an elite circle (Rossi and Crain 1968).

Each of the aforementioned studies focuses on low-incidence populations, but the particular characteristics of each population vary considerably. Some of the important differences include the extent to which the unifying rare characteristic is identifiable to the researcher, whether the group is geographically concentrated or dispersed, the level of preexisting research on the group, and finally the degree of uniformity among its members. The unique characteristics of one’s population, coupled with the inferences one seeks to draw, ought to inform a study’s approach to sampling, contacting, and analyzing a target population. We identify three particular challenges to polling low-incidence populations and discuss each in turn below.

Sampling Low-Incidence Populations

One of the central challenges of sampling low-incidence populations is identifying and locating individuals who share the characteristics in question. Low-incidence populations are often not characterized by either an observable trait or one that is recorded in official records. In our discussion of cases of religious and behaviorally defined groups below, we detail ways researchers have addressed the challenges of identifying and locating the low-incidence populations of American Muslims and political activists who do not serve in elective office. In these cases, a priori and robust measures of religious affiliation and political engagement are not available in official government data. Aside from certain historical spans when the U.S. racial taxonomy included categories for Jews and “Hindus,” for example, religious affiliation has not been officially enumerated for the U.S. population (see Nobles 2000; Hattam 2007). Similarly, when interested in selecting a sample of politically active Americans, records of behavioral traits such as taking part in community-based political events are not readily available. In addition, and in partial contrast to religious affiliation (except for conversion and the sometimes fluid designation of a largely religious identity; see, e.g., Pew Research Center 2013), participatory behavior is a dynamic, moving target, changing with context, environment, and time.

Even when characteristics of low-incidence populations are observable and recorded, for example in racial enumeration records, identifying and locating groups that match a specific trait is complicated by geographic dispersion and heterogeneity within racial groups. Polling Asian Americans is a third case we examine in greater detail below. While grouped together racially in the official U.S. taxonomy, Asian Americans are a remarkably diverse set of people with a wide range of both immigrant trajectories and sending countries. Asian immigration to the U.S. is relatively recent, a function of pre-1965 federal immigration policies barring new entrants to the United States from Asian nations. As a result, Asian Americans today are a largely immigrant population, with nearly eight in ten adults born abroad. Immigration from Asia has not been dominated by a single nation, and Asian Americans come from a multitude of countries and speak a wide variety of languages. While family names may be distinctively “Asian” for East Asian nations such as China, Korea, and Japan, surnames for Asian Americans with colonial histories such as Filipino Americans and South Asian Americans are more difficult to distinguish from Americans whose racial and ethnic backgrounds are Latino or Arab American. The distinct surnames, coupled with the diversity of languages spoken, pose significant challenges to researchers who wish to poll this low-incidence population.

Recognizing these inherent difficulties in locating and identifying low-incidence populations, researchers have utilized three approaches to sampling individuals in these groups: (1) stratified designs, (2) list-based selection, and (3) density strategies. We provide an overview of each of the sampling strategies, weigh the associated trade-offs, and highlight the factors to be considered when determining which approach is best suited for research. As we further illustrate in the case studies following this section, researchers must tailor their sampling strategies to the unique characteristics of their target populations and the type of inferences they seek to draw.

Stratified sampling (sometimes referred to as “purposive” or “multistage”) is one probability technique available to surveyors of low-incidence groups. To construct a stratified sample, researcher first must identify the characteristics by which they wish to stratify along with the frequency at which these strata occur in the target populations, and subsequently sample individuals within these strata at random until the preset frequency is reached (Neyman 1934). Selection is often made based on demographic, socioeconomic, or geographic traits. This approach enables researchers to address the additional challenges associated with low-incidence while still obtaining a representative sample of the target population. In addition, if a stratified sample is chosen at random, the researcher can better guard against potential selection threats. An additional benefit of this sampling strategy is that by setting a target sample size during the design phase, researchers can better ensure that their sample is large enough for the type of analysis they wish to conduct.

While this approach has a number of advantages, it has significant drawbacks and is not appropriate for many low-incidence populations. First and foremost, this sampling strategy can be costly, and the cost increases with the relative rarity of the low-incidence population. Researchers who lack sufficient financial resources are likely to find the costs of building an adequate size sample prohibitive. For example, the principal investigators of the 2008 National Asian American Survey attempted to utilize a telephone interviewing strategy through random digit dialing and yielded a very small number of successful contacts with Asian Americans from several thousand numbers. The relatively low-incidence of the Asian American population (5%) and the high rate of English as a second language made this sampling strategy particularly inefficient.

Second, stratified sampling requires a “benchmark” survey, such as the U.S. Census, to ensure that the size and diversity of the low-incidence population is representative of the target population. As previously discussed, low-incidence populations are often classified by a shared characteristic—such as religion, immigration status, sexual preference, political activity, or illness—that is not accurately recorded in government data. Thus it may be difficult to ensure that one’s stratified sample accurately represents the actual size and diversity of the target population.

Considering these drawbacks, stratified sampling may be better suited for intra- as opposed to intergroup analysis. If researchers seek only to ensure that their sample includes a subsample that is reflective of the group’s low-incidence within the larger population, stratified sampling may be an effective strategy. On the other hand, if instead they seek to better understand the low-incidence population itself, it may be best to employ an alternative sampling strategy that increases the sample’s size and diversity. Since individuals who are contacted often vary considerably from those who are difficult to contact—and often in theoretically significant ways—a small sample is unlikely to be representative of the target population. Researchers who lack the necessary financial resources, are interested in a particularly rare population, or are seeking to conduct intergroup analysis are likely to find stratified random sampling ill-suited for their research.

Another approach to studying low-incidence populations is the use of list sampling (Green and Gerber 2006; Sudman and Kalton 1986; Link et al. 2008; Gentry et al. 2010; Lazerwitz 1978; Brick, Williams, and Montaquila 2011). List sampling requires access to a record that provides enough information to identify and contact eligible members of the low-incidence population. In essence this catalog, which may be a combination of multiple lists, serves as a single sampling frame (Sirken 1972). Lists may be constructed to serve a particular public function, for instance, voter registration (Green and Gerber 2006) or delivery of mail via the U.S. Postal Service (Brick et al. 2011; Link et al. 2008; Gentry et al. 2010). Potential sampling frames of particular populations may also be constructed by civic organizations, unions, special interest groups, or commercial firms and may prove very useful for empirical work on low-incidence populations (Wong 2006; Greer 2013; Lazerwitz 1978; Shor 2000). Finally, if a list of the broader population includes information that enables one to identify eligible members of a low-incidence population, one may remove ineligible members and randomly sample individuals who remain. While this approach still requires interviewers to screen respondents on their initial contact, it nevertheless reduces the cost of screening and greatly increases contact rates.

Researchers often incorporate multiple lists to increase the coverage of their sampling frame (Kalton and Anderson 1986; Lohr and Rao 2006). One may also make use of samples from preexisting surveys (Reed 1975; Sudman and Kalton 1986) or may incorporate lists with a known high frequency of low-incidence population within a larger representative sample of the broader population (Kalton and Anderson 1986). List sampling can dramatically decrease the cost of sampling a low-incidence population, while at the same time enabling researchers to increase the size of their sample.

An additional advantage of list sampling is that if eligible members of a group are identified prior to contact, researchers may design the survey protocol in a way to maximize response rates. For instance, one may alter the description of the survey to cater to the interests or assuage the concerns of particular populations. Research has demonstrated that potential respondents are far more likely to respond if they have confidence in the sponsor of the survey, perceive the survey topic to be salient and relevant, or anticipate their participation in the survey will be rewarding and meaningful (Groves, Singer, and Corning 2000; Groves et al. 2006). Furthermore, one may match potential respondents to interviewers who share characteristics or language similar to those of potential respondents to further increases response rates. List samples provide researchers prior knowledge of the potential respondents, enabling them to design the survey and method of data collection in a way that can maximize the participation of the population they seek to analyze. The size of one’s sample and the associated costs of polling are not merely a function of the number of potential respondents one contacts, but also of the percentage of those who comply and complete the survey. List sampling may provide researchers with a more effective way to accomplish both.

While list sampling provides a cost-efficient and practical way to construct a sufficiently large sample of a low-incidence population, it presents a number of methodological trade-offs. One of the drawbacks to the list-sampling approach is that one cannot be sure that the frame completely covers the population, possibly introducing noncoverage bias. Second, there may be an increased risk that lists developed by civic organizations or special interest groups do not meet the requirement that respondents in a sample be independent of one another. This approach may result in over-coverage, meaning individuals have an unequal probability of being selected, making the construction of robust sample weights particularly challenging. This problem may be further compounded by the fact that multiple lists are often used to ensure broader coverage. Third, if one constructs a list from individuals who were sampled in preexisting surveys, in addition to facing the challenge of duplicates, each individual survey is likely to have distinct sampling protocols, again complicating the weighting methodology. Finally, due to issues pertaining to privacy or commercial concerns, organizations may not be willing to share lists or may only make them available at a considerable cost.

A final sampling method researchers may employ is density sampling, which is also referred to as “area” or “clustered” sampling (Waksberg 1978; Ericksen 1976; Hedges 1979; Waksberg, Judkins, and Massey 1997; Lien, Conway, and Wong 2004; Fraga et al. 2006; Blair and Czaja 1982). While low-incidence populations are by their very definition small in size, they may also be concentrated within a particular geographic area. This heavy concentration of a particular subgroup may be the result of segregation and isolation or of self-selection. And thus, while the targeted group may have a low-incidence within the broader population, it may have a high incidence within a more narrowly restricted area. The density sampling approach seeks to take advantage of this concentration to increase contact rates and consequently lower the greater cost typically associated with surveying a low-incidence population.

Density sampling is a multistage process that is similar to stratified sampling. As previously discussed, stratified sampling begins by identifying characteristics that researchers believe are important indicators of the outcomes they seek to measure. The population is then divided into these strata and is sampled in a manner to reflect how the broader population is stratified along these lines (Neyman 1934). In density sampling, a researcher identifies particular geographic regions such as neighborhoods, census blocks, metropolitan statistical areas, states, or larger regions that have a higher concentration of a low-incidence population. Once these areas, or clusters, are identified—typically through the use of enumeration or previous reliable survey data—researchers may either randomly sample individuals from this primary sampling unit or further divide the area into smaller strata and randomly sample at a lower level of observation (Kalton and Anderson 1986; Hedges 1979; Waksberg 1978). If a low-incidence population is geographically concentrated within a defined area, density sampling can significantly increase contact rates and consequently significantly reduce the associated costs of polling. Furthermore, if the vast majority of the target population is located within the area sampled, and the researchers have no a priori reason to suspect that those outside this defined area vary in theoretically significant ways, they may construct a sample that is both representative and of sufficient size to conduct analysis.

As do all forms of sampling, density sampling has its drawbacks, and researchers must determine if it is the most appropriate sampling approach for their research. First, the increased efficacy of density sampling, as well as the researchers’ ability to construct weights that properly adjust for disproportionate sampling, are dependent on the researchers’ ability to accurately estimate the prevalence of low-incidence populations at the appropriate level of observation (Kalton and Anderson 1986). This requirement may pose a significant hurdle because low-incidence populations tend to be underrepresented in larger surveys. This problem is not necessarily mitigated through a reliance on benchmark Census enumeration, because the unifying characteristic of the low-incidence population may not be recorded. Furthermore, given the Census’s infrequent collection, it may not accurately represent the extant prevalence of a low-incidence population within a given geographic region.

An additional drawback to this sampling approach is that there is no assurance that members of the subpopulation who live within these densely populated clusters do not differ systematically from those who do not. Although low-incidence populations present the challenge of detection, they equally present the challenge of inference: To what extent can the population of the sample be generalized to the subgroup as a whole (Venette, Moon, and Hutchison 2002)? Consequently, the use of density sampling is not well suited for all low-incidence populations. It is a more effective means of polling if the population surveyors seek to research is geographically clustered in a densely populated area, and they do not have a priori reason to believe that members of the population inside the clustered areas vary significantly from those outside.

Surveying and Gaining Cooperation with Low-Incidence Populations

In addition to the challenges associated with sampling, researchers polling low-incidence populations face an additional hurdle. While it is a concern for any form of survey research, gaining cooperation with individuals in relatively rare groups comes with specific challenges. Precisely because of their relatively low frequency in an overall population, and as a result of the more complex sampling strategies undertaken, surveying and gaining cooperation with low-incidence populations must be approached with additional care. To this end, Groves and coauthors tested a theory they refer to as “leverage-saliency theory” (Groves, Singer, and Corning 2000) They hypothesize that during the screening phase of a survey, individuals will evaluate the perceived costs and benefits of participating in the survey, which will impact their propensity to respond. For instance, potential respondents may assign differing levels of benefits to participation due to perceived legitimacy of the sponsor, material incentives, and the perceived saliency and importance of the topic, as well as potential costs (e.g., the length of the survey; cognitive or language-based burden; questions that are deemed to be embarrassing, invasive, or socially undesirable). Thus, one must tailor the design of the study to maximize the perceived benefits and minimize the perceived costs of the particular population one seeks to poll. This theory becomes particularly relevant for researchers who seek to include the surveying of a low-incidence population within a study of the larger population. If the perceived benefits and/or costs for members of the low-incidence population vary considerably from those for the larger population, researchers may face a significant hurdle to maximizing the level of cooperation of respondents. Our case studies of American Muslims and Asian Americans further illustrate this point.

One of the most common, and meaningful, ways in which the associated costs of a survey may differ between the general population and smaller subpopulations is language. A respondent’s low level of English fluency may pose a significant hurdle to completion of the survey, and a researcher’s failure to adequately account for this difficulty may significantly reduce the representation of particular low-incidence populations. A broad literature that has sought to identity the factors that contribute to increased levels of unit nonresponse has identified the potential barriers that may reduce a respondent’s propensity to cooperate. In addition to identifying the role that perceived burden plays in reducing cooperation rates—such as the length of a survey, the level of knowledge that is required, or the risk of being forced to answer embarrassing questions—scholars have also identified language as an important barrier to cooperation (Groves, Presser, and Dipko 2004). If significant portions of a low-incidence population are systematically eliminated from a sample due to their inability to complete the survey in the language in which it is offered—such as recent immigrant groups for whom English is their second language—the resulting sample may not be representative of the broader population, and nonresponse bias may result. Since nativity, length of time in the United States, levels of education, and racial and ethnic identity are correlated with both response propensity and many political outcomes of interest—for example, public opinion, voting, voter registration, civic engagement—there is an increased risk of nonresponse bias.

Furthermore, if steps are not taken to alter the selection mechanism—in this case, a match between the language of the potential respondent and the survey instrument—then neither oversampling nor back-end statistical adjustments are likely to reduce the level of bias. For instance, if non-English-speaking Asian Americans vary systematically from English-speaking Asian Americans, even if one constructs a sample that is proportional to the size of the group in the broader population, the respondents within the subgroup may not be representative of the subgroup as a whole. Failure to correct for the selection mechanism will not only potentially bias population estimates, but also prevent accurate subgroup analysis. Furthermore, statistical adjustments on the back end will be difficult, because researchers will be unable to place greater weight on those respondents with a low propensity on the basis of language, because they are likely to have been fully eliminated from a sample.

Recognizing the significant challenges associated with a bilingual population in the United States, researchers have increasingly conducted surveys in languages other than English. However, while researchers have increased the number of surveys conducted in Spanish, the population is increasingly multilingual with an ever-growing number of languages being spoken. According to the U.S. Census, the population of adults who speak a language other than English at home increased from 13.8% in 1990 to 17.8% in 2000. If we extend our analysis to the entire population in the most recent Census (five years or older), 20% of Americans speak a language other than English at home, and of this population, 22.4% speak English either “not well” or “not at all” (2010 U.S. Census).

Asian Americans, who now make up the largest share of immigrants, account for 15% of those who speak a language other than English, but represent a higher percentage of those who speak English “not well” or “not at all.” Focusing on four of the largest co-ethnic Asian American groups, 29.6% of Chinese, 28.4% of Koreans, 33.1% of Vietnamese, and 15.1% of Japanese Americans speak English “not well” or “not at all.” In addition to problems associated with nonresponse, the inclusion of respondents who complete the survey in a language in which they are not fully proficient may increase measurement error that may similarly bias results. For these reasons, it is essential that effective protocols be established to ensure that both questionnaires and surveyors are reflective of the target population of the study. While translation is both a costly and an arduous process, it is likely to reduce total survey error by increasing both contact and cooperation rates and reducing the degree of measurement error. Strategies that have been implemented to increase response rates, for instance advance letters or prescreening phone messages, will be ineffective if they do not reflect the diverse languages of the target population.

In an effort to combat these challenges, surveys that focus on low-incidence populations, as well as larger surveys seeking a nationally representative survey, typically have translators available in call centers. However, fielding a bilingual or multilingual poll can be both challenging and costly. Matching potential respondents with the correct foreign-language interviewer and conducting the survey with a translated instrument is a more costly and difficult process in multiple languages than it is when the survey is done only in English and Spanish. If the languages spoken by the translators do not represent the diversity of language spoken by the survey population, it may not eliminate the potential for nonresponse bias. Furthermore, if screening calls are still conducted in English, there is an increased risk that the potential respondent may terminate the interview before the interviewer is able to match the respondent with an interviewer who can conduct the survey in the appropriate language. While the percentage of respondents who are lost during the transition to the translator, and the associated bias that transition may induce, are unknown, evidence in an analogous area suggests it may pose a problem. More specifically, a significant number of interviews are terminated during the time that interviews are transferred from a live interviewer to the interview and data collection system (Tourangeau, Groves, and Redline 2010).

While maximizing response rates with an unbiased sample of respondents is ideal, it is not always possible within the constraints of budget and time. When conducting a baseline study of a set of behaviors or attitudes of the population in question (such as the National Asian American Survey, discussed below) for which earlier systematic data are not available, incurring the time and expense of maximum coverage of a low-incidence population is imperative. Subsequent studies and other efforts, however, can utilize baseline studies conducted with maximum-coverage designs to provide some measure of comparison when full coverage of a low-incidence population is not feasible. Nevertheless, comparisons to baseline data should be conducted with care given the dynamism of low-incidence populations such as Asian Americans.

Drawing Inferences from Data Collected from Low-Incidence Populations

After clearing the multiple hurdles associated with sampling and surveying low-incidence populations, researchers face additional challenges to analyzing the data. On the back end of a survey, a survey methodologist may take additional steps to adjust for the potential of nonresponse bias. The distinct statistical strategies are informed by the logic of response propensity. One commonly used statistical strategy is post-stratification. Akin to stratified sampling, in this strategy researchers attempt to make the sample more representative of the target population. Researchers identify characteristics they believe are likely to correlate with the outcome measurements of interest—typically demographic, socioeconomic, or geographic in nature—and make statistical adjustments so that the sample matches the characteristics of a “bench-mark survey,” such as the U.S. Census, or those of the sampling frame (Brehm 1993; Olson 2006). These adjustments are typically accomplished by increasing the weight of responses from individuals whose characteristics match those of a subgroup population that responded at lower rates than their population proportion.

Another strategy employed by survey researchers is the use of propensity score weights (Groves et al. 2006; Peytchev, Peytcheva, and Groves 2010; Groves 2006; Olson 2006; Tourangeau, Groves, and Redline 2010). This back-end adjustment technique is analogous to post-stratification. However, rather than matching respondents to the general population along theoretically important strata, one is attempting to match respondents in the sample to nonrespondents based on their shared low propensity to respond. In employing propensity scores one is attempting to limit potential nonresponse bias by modeling the response process. If researchers can identify the particular predispositions that increase or decrease an individual’s propensity, they can assign every respondent within their sample a propensity score ranging from 0 to 1. If the propensity scores are accurate, the survey researchers can place greater weight on respondents who have a relatively low propensity to respond. By modeling response propensity, researchers can adjust weights to account for unequal selection rates, as well as unequal response rates that may bias their results.

Nevertheless, the effectiveness of propensity scores, like that of post-stratification, depends on survey researchers’ knowledge of which characteristics best explain response propensity. Thus, postsurvey adjustments are based on assumptions about the relationship between response propensity and the survey estimate in question. Some survey methodologists argue that nonresponse is a complex and interactive process that includes a multitude of individual- and survey-level characteristics, which are likely to vary across distinct survey items, and thus caution against overreliance on back-end statistical adjustments (Brehm 1993; Brick 2011; Olson 2006; Groves et al. 2006).

A similar technique involves the identification of “high-effort cases” (Curtin, Presser, and Singer 2005; Keeter et al. 2000; Keeter et al. 2006; Teitler, Reichman, and Sprachman 2003; Stinchcombe, Jones, and Sheatsley 1981; Sakshaug, Yan, and Tourangeau 2010). The theory is that if researchers identify respondents in the sample who required multiple attempts to contact and/or were initially unwilling to cooperate, those people can serve as proxies for those who did not respond. If these high-effort cases share no unifying characteristic, then nonresponse may be random, thereby minimizing the threat of bias from this source. On the other hand, if they do share a unifying characteristic, researchers can account for it.

However, a body of research suggests that high-effort cases do not resemble nonresponders along key demographic lines and thus may not be effective in correcting for nonresponse bias (Brick 2011; Lin and Schaeffer 1995; Teitler, Reichman, and Sprachman 2003; Olson 2006; Groves and Couper 1998). These concerns have led survey researchers to suggest that bias resulting from nonresponse may be more successfully dealt with at the design phase and during the process of data collection (Olson 2006; Brehm 1993; Brick 2011; Sakshaug, Yan, and Tourangeau 2010; De Leeuw et al. 2007). Low-incidence populations, due to a combination of their low prevalence and the many challenges of researching them, are typically underrepresented in the empirical literature. As a result, we often lack the empirical data and associated theory required to make accurate post-data collection adjustments. It is for this reason that we argue that such collection adjustments are unlikely to overcome deficiencies in the survey design and the protocol employed during the phase of data collection.

Taken together, these three challenges facing researchers interested in low-incidence populations—drawing a sample, gaining cooperation, and analyzing the data—present a high bar indeed for successful polling. At the same time, the benefits of gathering systematic and high-quality data for low-incidence populations is well worth the effort. In the next section we detail attempts by researchers to survey three specific types of low-incidence populations: the religious group of Muslim Americans, the racial and ethnic group of Asian Americans, and a behaviorally distinguished group of political activists who do not hold official elective office. Our discussion of these three case studies is meant to serve as a reference for those who have a substantive interest in these three groups, as well as to elucidate the various factors one must consider when designing survey research on low-incidence populations. The combination of strategies undertaken to sample, contact, and poll members of low-incidence groups must equally reflect the unique characteristics of the groups, the resources at the researchers’ disposal, and the type of inferences they seek to draw. Each low-incidence population presents unique challenges and opportunities, and researchers must tailor their survey research accordingly.

SUCCESSFUL STUDIES OF LOW-INCIDENCE POPULATIONS

Although there are standard difficulties that come with designing and implementing a survey targeting low-incidence groups, each population will naturally pose its own unique challenges. Researchers therefore often require a priori knowledge of the population of interest to anticipate any sampling or analytical hurdles they will need to clear, or at least sidestep. Yet, this universal prescription varies in its ease of applicability. Surveyors of low-incidence populations must therefore implement a tailored approach that accounts for the trade-offs accompanying key strategic decisions (Dillman, Smyth, and Christian 2014). The following assessment of efforts to sample low-incidence groups begins with the relatively rare population of American Muslims.

American Muslims

Researchers compiling original data on American Muslim attitudes and behaviors face difficult decisions when formulating a sampling strategy. Like all surveyors, they aim to minimize survey error while working within time and financial constraints. However, the calculus undergirding these core considerations can shift dramatically when targeting low-incidence groups. In seeking a national probability sample, for instance, the total number of contacts needed to secure an adequate number of respondents can quickly grow as incidence rate decreases, putting a substantial strain on resources. Yet as principal investigators move away from an ideal research design to relieve cost burdens, the already elevated risks of sampling error and myriad biases can become too difficult to manage or fully account for. Striking a balance between these competing interests is made all the more challenging in light of complications particular to American Muslims.

Beyond a very low-incidence rate,1 researchers face additional legal, demographic, and social challenges in surveying American Muslims. The chief obstacle to sampling this community stems from a lack of any official data, as both the Census Bureau and Immigration and Naturalization Service are legally barred from compiling statistics on religious affiliation. This limitation naturally puts those researching any religious group at a disadvantage compared to those surveying ethnic or racial communities, for whom population data are readily available. Yet American Muslims’ linguistic and ethnic diversity makes sampling them even more complex than, say, American Jews or Mormons. Indeed, the most reliable estimates peg Muslims as the most ethnically and racially diverse religious minority in America (Pew Research Center 2007, 2011; Gallup 2009), with a linguistic variety perhaps rivaled only by Asian Americans (Junn et al. 2011).

Moreover, while 80% of American Jews reside in five states (Pew Research Center 2013), and over one-half of Mormons live in the Mountain West (Pew Research Center 2012a), Muslim congregations are found across all major geographic regions, with Islam constituting the second largest religion in as many as twenty states (Grammich et al. 2012). There are certainly areas that are home to comparatively large Muslim populations (the New York metro region; Dearborn, Michigan; and Southern California, to name a few); on the whole, however, this community is not nearly as geographically concentrated as other religious minority groups. Such multidimensional heterogeneity and wide distribution means that even well-resourced surveys of American Muslims will face acute design trade-offs. Some of these bargains, whether made consciously or accepted ex post, are highlighted below.

The most comprehensive studies on American Muslims to date are those carried out by Pew (2007, 2011) and Gallup (2009, 2011)—though the two organizations took notably distinct methodological tacks. More specifically, Pew’s (2007) original study used two sampling frames—a random digit dial (RDD) sample gleaned from geographic and list strata, which was coupled with a recontact frame drawn from Muslim respondents to previous national surveys—to produce the first national probability sample of American Muslims. Its representativeness, on the one hand, is bolstered by the interviews being conducted in four different languages (English, Arabic, Urdu, and Farsi), but on the other hand, is somewhat undermined by the RDD frame not including a cell phone component despite estimates at the time that 13.5% of U.S. households with telephones were wireless only (Blumberg and Luke 2009).2

The focus of the Pew (2007) study was likewise a double-edged sword. More specifically, concentrating the survey on Muslims in America allowed the researchers to field a questionnaire partially tailored to this community. That is, in addition to obtaining data on standard demographics, civic participation, political affiliation, and so forth, the survey also asked about respondents’ experience with discrimination following the September 11, 2011, attacks; belief in official accounts of this terrorist plot; matters of religiosity particular to Islam; and other such issues that are especially informative for this population. Yet this greater flexibility in questionnaire design is mitigated by the heightened sensitivity that respondents may have had to the questions and the consequent threat such a posture poses to measurement validity. In turn, Pew researchers took several steps to preemptively alleviate nonresponse and social-desirability bias. These tactics included extensive pretesting of the questionnaire and an uncommon disclosure of the study’s focus early in each interview. This latter decision, however, potentially traded one form of bias for another, further emphasizing the calibrations that belie a one-size-fits-all model for surveying low-incidence groups.

Gallup’s (2009, 2011) survey methodology differed from Pew’s (2007, 2011) in several key respects. Rather than targeting American Muslims, Gallup selected self-identified Muslim respondents from the Gallup Poll Daily survey, which tracks a general sample of American households. That is, rather than an oversample, Gallup aggregated the responses of 946 Muslims drawn from a database of nearly 320,000 adults across the United States. One of the more significant analytical advantages of this strategy is the ability to organically compare the opinions of American Muslims to other segments of the broader public, given the identical questionnaires and prompts used across all respondents. In addition, the extensive coverage of this technique is reinforced through a dual-mode RDD frame that included both landline and cellular numbers. While this methodology may have produced the “first-ever nationwide representative random sample of Muslim Americans” (Gallup 2009, 16), there were nonetheless several limitations inherent in the design.

Given that the Gallup Poll Daily targets a general population, the survey in turn had to be generally applicable. As such, many questions specific or more relevant to an American Muslim sample—arguably the very questions that scholars and policymakers most often seek answers to—were not included in the questionnaire. This broad scope also meant that there was no incentive to offer interviews in languages other than English and Spanish, which is especially problematic given that Arabic, Urdu, and Farsi interviews constituted 17% of Pew’s (2007) sample. Certainly, however, a survey that does not specifically focus on American Muslim opinions may increase the response rate among this wary population. Yet a high response rate in itself does not guard against nonresponse bias (Groves and Peytcheva 2008), and Gallup’s (2009) report, given the expansive sample it is drawn from, does not provide the same analysis of survey nonresponse as Pew’s (2007). Ultimately, while a random national sample of American Muslims may be a significant achievement, it is no panacea for addressing the difficulties of low-incidence sampling.

If well-funded organizations are nonetheless forced to make certain concessions from a theoretically ideal sampling design, then naturally academic researchers and smaller institutes working within significantly tighter resource constraints will fare no better. Indeed, due to the numerous challenges discussed above, the vast majority of studies featuring original survey data on American Muslims, whether academic (Patterson, Gasim, and Choi 2011; Muedini 2009; Sharif et al. 2011) or institutional (Council on American Islamic Relations 2006, 2012; Muslim Public Affairs Council 2005), are effectively drawn from convenience samples or, at best, are representative of a local population (Bagby 2004). A number of projects with far more modest budgets than either Pew or Gallup have, however, sought (with varying degrees of success) to obtain a nationally representative sample of American Muslims.

Zogby International (2001, 2004) compiled arguably the most extensive accounts of the American Muslim population prior to the Pew (2007) study. The methodology employed across both of Zogby’s surveys targeted Muslim respondents by randomly selecting 300 Islamic centers and drawing from a listing of Muslim surnames in the surrounding area to populate an RDD frame. Additional in-person interviews sought out African American Muslims in New York, New York, Washington, D.C., Atlanta, Georgia, and Detroit, Michigan, to compensate for this subgroup’s likely underrepresentation in the RDD sample. The reports offer no details, however, on how the sampling for the in-person interviews was undertaken, nor do they provide a rationale for not including Philadelphia, Pennsylvania, among the cities visited, given its high concentration of African American Muslims. Thus, despite conducting more interviews (n ≈ 1,800) than either the Pew or Gallup polls discussed above, the lack of methodological clarity (in addition, there is no mention of whether the interviews were carried out in languages other than English) makes it difficult to take the reports’ claims of representativeness at face value (Zogby 2001, 2004).

Another project that cast a wide net was the Muslim American Public Opinion Survey (MAPOS) (2010). For this study, researchers recruited local Muslim enumerators in twenty-two locations across the United States (eleven cities; two locations in each city) to hand out two-page “exit-poll style” surveys following weekly Friday services and semiannual Eid celebrations. The benefits of this strategy include the ability to employ multilingual, self-administered surveys, which cut down on nonresponse and social desirability bias. Reliance on a single sampling mode and the exclusion of cities with large Muslim centers are among the study’s limitations; but despite these drawbacks, the authors’ contention that their sample is nonetheless representative is not without merit. The validity of this claim stems from the study’s central questions, which gauge how religiosity influences political participation within this minority population. As such, the more informative opinions for the authors’ purposes are those of the more religiously inclined that this sampling strategy targets. This method of using a study’s motivating questions as a reference for calibrating resource allocation, as the concluding section of this chapter discusses, constitutes another rare universal prescription for pollsters targeting low-incidence populations.

Asian Americans

In comparison to Muslim Americans—who can be of any racial or ethnic background—the official American racial taxonomy classifies and enumerates Asian American races as a function of national origin. In 1960, and prior to the reopening of the United States to immigration from Asia in 1965 with the Immigration and Nationality Act, the size of the Asian American population was fewer than one million and represented only a fraction of the entire U.S. population. Subsequent years of increasing immigration to the United States from Asia have driven the size of the Asian American population to more than 5% of all Americans. Until the 1990s, Asian Americans were heavily of East Asian national origins, particularly Chinese and Japanese. But in subsequent decades, immigration from Asia to the United States has expanded to include large numbers of new Chinese, South Asian Indians, Filipinos, Vietnamese, Korean, and Southeast Asians. Because the vast majority of immigrants are recent, they speak native languages including Mandarin, Cantonese, Hindi, Bengali, Tagalog, Vietnamese, Korean, and Thai, among others. This degree of variation makes matching targeted Asian Americans to a language of interview a complex process requiring expertise in Asian culture. Similarly, and because the Asian American population is more heavily concentrated in some states, their geographic settlement patterns create challenges for researchers attempting to survey this low-incidence population.

Two recent national studies of Asian American opinion and political behavior provide excellent guidance for researchers interested in polling Asian Americans. The National Asian American Survey (NAAS) of 2008 was conducted over the telephone with 5,159 respondents (Wong et al. 2011). The largest national origin groups—Chinese, South Asian, Filipino, Vietnamese, Korean, and Japanese—were interviewed in the language of their choice. Selection of the sample was accomplished by a combination of techniques including utilizing lists, RDD, and stratified design, as well as density sampling. Because the researchers were interested in drawing inferences about Asian Americans in the United States overall as well as national origin groups and also particular states that were considered political “battleground” states in 2008, the principal investigators began the process of conducting the sample at the county level by selecting locations classified as high and low immigration as well as new and old immigrant destinations.

Identifying Asian Americans was accomplished primarily through a national list based primarily on surnames, but the NAAS researchers supplemented the known universes with both RDD (to test the frequency of incidence and resulting cost of attempting to screen from a random sample to capture Asian Americans) and lists constructed specifically to capture Filipino Americans. Many Filipino surnames have origins in the Spanish colonial experience and therefore are often conflated with Latino and Hispanic ethnic origin. In addition, NAAS researchers utilized a proprietary name-matching database to predict the ethnic origin and therefore the language preference of potential subjects. As discussed previously, if the initial contact with a respondent is not made in that person’s language, the likelihood of completing the interview is substantially reduced. Therefore, the selected sample was coded for likely national origin and assigned separately to bilingual interviewers who spoke Mandarin and English, or Tagalog and English, for example. All interviewers were bilingual in English and an Asian language.

The resulting data collection from more than five thousand Asian Americans in the NAAS represented the first national sample of Asian American political attitudes and behavior conducted in the United States. Benchmarks for partisan affiliation, voting turnout, and vote choice are established in these data not only for Asian Americans nationally, but also for particular national origin groups. Subsequent studies of Asian Americans have followed this multi-approach research design pioneered by the NAAS.

A second important national survey of Asian Americans was conducted by the Pew Research Center in 2012b. The Pew Asian-American Survey completed interviews with 3,511 respondents identified as Asian Americans. Similar to the NAAS, the Pew study conducted telephone interviews with respondents with bilingual interviewers and asked a series of questions about political activity, opinion, attitudes about politics, and socio-demographics. Many of the results are similar to the findings from the 2008 survey, even though the emphasis of the Pew study was on an overall portrait of Asian American social attitudes rather than on political activism and public opinion as it was in the NAAS. The Pew study utilized samples from its previous national studies to locate potential Asian American respondents in addition to existing lists and targeted density sampling. This study is another example of a creative use of multiple strategies of identifying, locating, sampling, analyzing, and surveying a low-incidence population. It is important to note, however, that this sampling strategy is conditioned on successful contact and willingness to cooperate in the previous study, rendering the eventual sample of respondents a conglomerate panel of earlier sampling frames. As a result, the survey sample in the Pew study is comprised of a subset of the larger population interviewed successfully once before, and this underlying bias should be taken into account when conducting analysis.

Political Activists

A final case of a low-incidence population in the United States is defined by a high degree of activism in politics. Despite a range of levels of government in which to participate—from the local community council and school board, to city hall, to the state house, to the federal government—most Americans take part in politics by engaging in one political act every four years, and that is voting in a presidential election. While voter turnout increased in the high-interest election of 2008, less than 60% of the eligible population of voters cast a ballot in the 2012 U.S. presidential election. Other forms of activity in the electoral arena, including working for campaigns or attending rallies, are even lower frequency, though larger proportions of Americans report having made a contribution to a candidate or political cause. Despite the old adage that “all politics is local,” many fewer Americans vote in municipal or statewide elections than in federal elections, and a relatively small proportion report taking part in activities at the local level. Even the self-interested act of contacting an elected official for help in solving a problem has low-incidence in the U.S. population.

Thus political activists are rare in the United States, and finding those who are engaged in politics without being elected officials is a task that can only be accomplished by embracing the dynamism of politics and the fluidity of political behavior. While there are multiple examples of researchers surveying political activists—from political party convention delegates to citizens who attend local town hall meetings—the most substantial and comprehensive effort to assess the motivations and attitudes of ordinary Americans who are actively engaged in politics is a study conducted by the political scientists Sidney Verba, Kay Schlozman, Henry Brady, and Norman Nie (Verba, Schlozman and Brady 1995; Nie, Junn, and Stehlik-Barry 1996). The Citizen Participation Study began with a large RDD “screener” of 15,053 respondents. The screener sample was nationally representative, and interviews were conducted by telephone. Based on analysis of the screener data, which asked a range of questions on political and civic engagement in voting; electoral politics; community-based activity; contacting officials, local boards, and councils; and protest activity, a smaller set of respondents was selected for reinterview in a subsequent study.

The follow-up survey was conducted with 2,517 respondents in person and asked respondents about the specific political activities that they engaged in and the reasons they took part, along with a wide range of attitudinal and demographic questions. Oversamples of activists specializing in specific types of activities, such as protesters or campaign workers, were drawn in addition to a sample of ordinary Americans who were active in politics in multiple ways. This stratified design allowed researchers to analyze a randomly selected sample of different types of activists as well as view the U.S. population as a whole by employing post-stratification weights in analysis. The creative design employed by Verba and colleagues in their study of this particular low-incidence population has continued to pay dividends for researchers interested in understanding the dynamics of political participation. While difficult, expensive, and time-consuming, the Citizen Participation Study has yielded important insights into why and why not Americans take part in the politics of their nation.

DISCUSSION AND CONCLUSION

Surveys provide an indispensable tool to describe and explain characteristics of a broader public. While it is typically not feasible to contact every individual one seeks to describe, advances in probability theory, increased computing power, and continual advancements in modes of communication have enabled survey researchers to generate valid and reliable measures of a population from the observations of a sample. In the annual presidential address to AAPOR, Cliff Zukin made the claim, “our methodology is built on the notion—and science—of sampling. That is, we select and interview a small group of people to represent an underlying population” (2006, 428). Sidney Verba goes even further in extolling the virtues of sampling, comparing the empirical approach with the normative goals we seek to measure. Verba contends, “Surveys produce just what democracy is supposed to produce—equal representation of all citizens. The sample survey is rigorously egalitarian; it is designed so that each citizen has an equal chance to participate and an equal voice when participating” (1995, 3).

However, the validity and reliability of one’s inferences depend on the extent to which the sample one observes is, in fact, representative of the broader population one seeks to describe. Gathering systematic and high-quality data from low-incidence populations presents substantial if not insurmountable challenges to pollsters. Low-incidence groups are characterized not only by their relative rarity in the population, but also by the accompanying fact that these individuals are both more difficult to identify and contact. Yet despite the difficulties low-incidence populations present, it is essential for the surveyor to develop effective strategies to meet these challenges.

Similar to difficult-to-reach populations more generally, if there is a theoretical reason to believe that subgroups differ significantly from the broader population along outcomes of interest, then their omission may bias a study’s estimates. The extent of bias depends on the relative size of the low-incidence population to the total population, as well as the extent to which the low-incidence population differs from the total population on the measures of interest. Thus, one might argue that due to their inherent small size, low-incidence groups are unlikely to bias estimates of the general population. However, as smaller segments of the public grow in size (e.g., immigrant groups; cell-phone users), the omission of these increasingly prevalent individuals raises the risk of bias. This challenge is further complicated by the fact that low-incidence populations tend to be underrepresented in most survey samples, and thus we often lack the empirical evidence to assess the extent to which they differ. Furthermore, in order to conduct meaningful subgroup analysis, researchers must have adequate sample sizes. In addition to learning more about the particular subgroup, intergroup comparison will enable us to test the generalizability of theories. How do groups differ? What explains these differences? Answers to these questions will enable us to develop conditional theories that more accurately depict our diverse population.

As this chapter has highlighted time and again, however, researchers face tough decisions when it comes to resource allocation. Limited time and funding necessarily entail compromises. Although the difficulties particular to surveying low-incidence populations by and large belie one-size-fits-all prescriptions, two broad considerations should factor into any sampling design. First, mixed-mode data collection techniques offer researchers a way to potentially reduce costs and/or reduce nonresponse (Dillman, Smyth, and Christian 2014). For example, maximizing the number of responses attained through a relatively cheap mode (say, a mail-in or some other self-administered survey) before moving on to a more expensive mode (usually one requiring trained enumerators) is a generally optimal practice that is particularly beneficial to pollsters surveying rare groups, where the costs associated with coverage can be particularly burdensome. Moreover, when collecting data on populations that include a large portion of members whose first language is not English, the coverage advantages of face-to-face or telephone surveys can be easily outweighed by the nonresponse attendant on English-only interviews. In this scenario, adding a self-administered mode with several translations of the questionnaire could be far more cost effective than training multilingual interviewers. Indeed, a mixed-mode strategy is all the more advantageous given that cultural and linguistic minority groups may be more suspicious of interviewers, particularly if they are not members of their community (Harkness et al. 2014), yet if given the opportunity to share their opinions in the language of their choosing, such minorities may be willing to participate just as often as the majority population (Feskens et al. 2007).

Second, the inevitable trade-offs should be optimized with regard to the study’s core research questions. This tailored approach is, again, applicable to polling generally, although its advantages are more acute in the case of low-incidence populations. For example, researchers with the MAPOS (2010) study aimed to elaborate the role of mosque attendance in social and civic participation; thus they opted for a sampling strategy—polling congregants as they left communal prayers—that likely skewed any resultant bias in representation toward the particular subgroup of interest within their target population. As obtaining a national probability sample of American Muslims would have been prohibitively expensive, the coordinators for this project maximized their resources by focusing on the sources of error they could best guard against: first by providing self-administered questionnaires in multiple languages, handed out by Muslim enumerators—which cut down on nonresponse and social desirability bias—and second, and more to the point, by tailoring their coverage priorities to the research questions motivating the study.

Beyond these front-end calibrations in research design, there are two meaningful actions researchers of low-incidence populations can take to improve the back-end data analysis. First, a meta-analysis of national probability surveys featuring meaningful numbers of the group of interest can provide researchers with more reliable demographic baselines. These more valid metrics would help researchers design more effective sampling strategies and apply more accurate post-stratification weighting. This approach has successfully been utilized by pollsters studying American Jews (Tighe et al. 2010) and can effectively curb overreliance on the demographic picture painted by a single survey.3

Second, researchers and surveyors should be more forthcoming with detailed appraisals of their methodology. This goes beyond a general ethos of transparency to acknowledge that, as has been shown, nuanced decisions can have quite meaningful effects. One concrete measure that this can translate into is asking in-person enumerators, such as those of the MAPOS (2010) survey, to keep track of—and report—descriptive data on those individuals who opt not to take the survey, in order to paint a fuller picture of nonresponse error. These reports should include objective traits—such as age range, sex, location of contact, an so forth—but even more subjective inferences regarding the reasons behind their refusal to participate could prove useful (for example, whether it was because they were too busy or merely felt suspicious of the enumerators’ motives). Noting those respondents who required extra cajoling to participate would similarly be of benefit to this end.

Since it is typically impractical (often close to impossible) to observe every unit of interest, scholars carefully attempt to construct a sample that is generally representative of the target group. In turn, the validity and reliability of one’s inferences depend on the extent to which the resultant sample meets this criterion. This chapter discussed the heightened obstacles that researchers of low-incidence populations face in this regard and the possible paths they may take in meeting these added challenges. While there is no methodological silver bullet, each conscientious contribution helps to fill gaps and advance a more holistic understanding of not just rare populations, but society at large.

NOTES

1. The proportion of adults in America who are Muslim is a contested matter (see Smith 2002 for a review), although Pew Research Center (2007, 2011) places the share at about .5 percent.

2. This latter concern eventually led Pew methodologists to alter their sampling strategy in a follow-up survey of American Muslims (2011), amending the RDD frame to include both cellular and landline numbers.

3. See, for example, Dana, Barreto, and Oskooii (2011); Djupe and Calfano (2012); and Patterson, Gasim, and Choi (2011); all comparing original data on American Muslims to Pew’s (2007) sample to gauge representativeness.
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CHAPTER 10

IMPROVING THE QUALITY OF SURVEY DATA USING CAPI SYSTEMS IN DEVELOPING COUNTRIES

MITCHELL A. SELIGSON AND DANIEL E. MORENO MORALES

INTRODUCTION

IF it can be said that advancement in science depends on improvement in the precision of measurement, then the development of modern survey research can easily be counted as one of the, if not the, greatest advances in social science in the twentieth century. Notwithstanding that claim, researchers also must admit that survey data are plagued by error, from a variety of sources. Since error can attenuate true relationships that are in the data, we constantly risk making Type II errors: reporting that there is no relationship, when in fact there is. In surveys there are so many different sources of error, and error is so common in each stage of survey research, the fact that researchers observe any statistically significant relationships between variables is truly an impressive demonstration of the robustness of this form of research. Yet just because researchers have made enormous progress in using surveys, that does not mean survey data are free of error.1

Because of its pervasiveness, error takes its toll on the quality of our research. Given that these errors are mostly unsystematic (not the product of a particular bias), they result in noise that weakens the statistical relationship among variables. Bivariate correlations are attenuated by error, affecting the precision of survey results. Yet some of the error is indeed systematic, the results of which can produce statistically significant findings that are misleading (a Type I error). The most important of these systematic errors in survey research are those that emerge from interviewing individuals and entire regions that were not intended to form part of the sample. When this happens, as we suspect it often does, researchers can no longer be certain that each element in the sample (in this case the respondent) has a known probability of selection, which is the sine qua non of any scientifically drawn probability sample.

For decades, face-to-face surveys were based on paper and pen interviews (which are sometimes called PAPI surveys).2 Indeed, even today interviewer-conducted surveys that are recorded on paper still represent the largest proportion of all face-to-face surveys conducted in developing countries. But in our experience, paper-based surveys are responsible for much survey error. Surveys conducted using paper and pencil technology are prone to a number of different forms of error, both systematic and unsystematic, with consequent negative effects on the precision and accuracy of results.

Questionnaire Application Error

Error can come from the interviewer improperly applying the questionnaire. As most professionals with experience in the field know, interviewers can sometimes skip questions, either intentionally (to save time or to avoid complicated or sensitive items) or unwittingly (because their eyes skipped a row on the page, or they mistakenly thought they had already filled in the answer). In our experience, both types of error are all too common, especially when field conditions are difficult (e.g., poor lighting, threatening surroundings). Interviewers can also incorrectly fill in the answers for filtered or conditioned questions, producing inconsistent response patterns. That is, it is not uncommon to find blocks of questions that are to be administered only to females, or only to respondents of specific age cohorts, being asked of all respondents. Sometimes, because pages of surveys can stick together, interviewers can skip entire pages unknowingly as they move from one page to the next in a paper questionnaire. Blank answers are usually coded as missing data by office coders, which results in a lower N for the skipped items and thus a reduced chance of finding statistically significant results. When groups of items that should have been skipped are asked, office coding has to be done to filter out those responses, but even then, inconsistency can emerge between those who were asked the correct batteries and those who were asked batteries that should have been skipped. For example, if a battery on domestic violence that is to be asked only to women is inadvertently asked to men, those respondents may condition their answers to subsequent questions in ways that differ from those men who were not asked those batteries.

Coding Error

But of all the errors in survey data, probably one of the most frequent and damaging occurs not in the field but back in the home office, when coders incorrectly record the results in the response columns of the paper surveys, and data entry clerks add error by entering the data incorrectly. While verification (i.e., double entry) of 100% of data entry is typically required in most survey contracts, systematic violation of that requirement is commonplace in a world in which survey firms attempt to maximize profit by minimizing costs (the work conducted by data entry clerks is costly and adds to the overall cost of the survey). Even in nonprofit settings, where presumably the quality of the data is more important than the “bottom line” of the firm, the drudgery of double entry of survey data quite likely causes all too many instances of data sets being partially or entirely unverified.

One vignette from our own experience drives home this point. Some years ago the senior author of this chapter contracted with a very well-known survey firm in Latin America to carry out the fieldwork for a survey. At the end of the project, he received the “data” from the survey, which turned out to be no more than a series of tabulations. When he explained to the firm that he would be doing an extensive multivariate analysis of the data, and that he needed the individual-level survey data, the head of the firm responded, “OK, but nobody has ever asked us for that before.” When the data were examined and compared against the tabulations, discrepancies of all kinds emerged. The most common was that the tabulations were all neatly coded, with no codes being out of range. But the data set was filled with out-of-range codes. When the author asked for an explanation of the inconsistency, he was told, “Oh, it is our standard practice to sweep all out-of-range codes into the missing category.” In other words, not only was no double entry performed, but the firm never went back to the original paper survey to find out what the true answers were.

Yet not all error is attributable to the coding/data entry phase. Interviewers can also easily mark an answer incorrectly, because they misheard or misunderstood the answer, or simply wrote it down wrong. They can also sometimes mark the answer into the coding box for a different question printed on the page in front of them. Some of this error is ultimately unavoidable, but paper questionnaires provide no range checks and therefore allow the entry of impossible responses for age, income, and education. Hence, interviewers can report a respondent of 239 years of age, when the correct answer should have been 39, or income of 3,000, when 300 was the actual response, or education of 16 years rather than 6 years.3 Some of these responses can be corrected in the office, but more often than not one is not certain what the correct answer should be. We cannot be certain if the correct response was 16 years of education or 6 years, although we can make a guess based on other items, such as occupation, income, or other variables.

Even when there is no problem of skipping, incorrect filtering, or incorrect recording of responses, there is often a subtler problem related to the style of delivery of the question itself. In order to move quickly through the interview and to save time, some interviewers systematically abbreviate the text of the questions they are required to ask. For example, the question might read, “How much would you say you trust the people of this town or village; would you say you trust them (1) a lot, (2) somewhat, or (3) not at all?” Interviewers who are trying to complete the survey quickly might just ask, “Do you trust people or not?” Such distortion of questions is common, yet it affects the comparability of the responses, as the questions asked of different interviewees are not exactly the same.

Fraud

The most serious errors involve fraud, a problem that can be greatly attenuated by the new technology we describe later in this chapter. Interviewers perpetrate fraud by partially or completely filling out questionnaires on their own without reference to a genuine respondent, in effect self-interviewing, providing random answers to questions in an effort to shirk the often tedious and sometimes dangerous work of carrying out door-to-door surveys, while maximizing (though fraudulently) their earnings in a given period of time. Some of this fraud can be caught by attentive supervisors and partial recalls, but collusion between interviewers and supervisors is also possible, in which both parties benefit from the fraud (perhaps splitting the earnings from fraudulent interviews). Another type of fraud occurs when poorly supervised interviewers “outsource” the work to others (e.g., a younger brother or sister), thus allowing the interviews to be conducted by untrained personnel.

Sample Error

Other sources of error can produce biased survey estimates. An example of this is failing to interview the individual who was selected via the random procedures that guarantee lack of bias. Paper questionnaires place a heavy burden on interviewers to correctly implement the household selection process. Without proper fieldwork tools, interviewers can over- or undersample some segments of the population (e.g., gender or age groups), resulting in a data set that produces biased averages.

Interviewers can also visit the wrong geographic area, either knowingly or unknowingly, conducting the survey in a place other than where the sample was selected. Ceteris paribus, interviewers will usually visit easier to reach places, resulting in the population that lives in harder to reach or more dangerous areas having less opportunity to be included in the sample, and thus potentially biasing the results of the survey.

In survey research conducted in developing countries, many of these error sources are exacerbated by contextual conditions. One of the main issues is the quality of work that interviewers perform and the difficulties in supervision. For many individuals involved in the activity, interviewing is a part-time and occasional source of income. They rarely have a permanent contract with the polling company, and their earnings are based on a combination of daily and per-interview wages. Interviewers usually have low levels of education and, despite receiving training, are likely to make errors while administering the questionnaire. Under these conditions, interviewers’ work has to be closely supervised to minimize error and fraud. But field supervisors may also work part time and therefore suffer many of the same limitations as the interviewers.

Another factor that defines the conditions under which survey research is conducted in developing countries is the absence of complete and updated geographical information and maps. Census offices and other government sources of official information often do not have complete listings of residential and building areas, and mapping is seldom up to date and complete. In other instances, where census maps are available, government agencies may refuse to make them available to researchers. This makes it difficult for interviewers to locate a selected area or home to start the interview according to the sample design.

Finally, some relevant infrastructure limitations need to be considered. One is poor quality roadways, which make it hard for interviewers to visit some areas, particularly during rainy or winter seasons. Another is the lack of complete phone coverage; the fact that not every home has a phone makes personal, face-to-face interviewing in the respondent’s home the only option to produce a probability sample of the national population in many developing countries. Cell phone numbers, of course, are not geocoded, so a phone with an exchange for a rural area might actually be in the possession of someone from the capital city.

To a limited extent, many of the errors noted above can be prevented or attenuated using conventional methodologies. Foremost among them is increasing the intensity and quality of field supervision. Well-trained, responsible, and motivated field supervisors can make a world of difference in the quality of surveys, but this is a costly element that can significantly increase the overall budget of a project. In small sample projects, having the Principal Investigator (P.I.). in the field supervising a small team of interviewers is perhaps the best guarantee of quality. Yet in large-scale surveys such means are impractical, lest the fieldwork extend over many, many months, and only rarely would a P.I. have the time for such an effort. Further, the field supervisor cannot be in all households at the same time, leaving some interviewers to get it right only when under direct supervision. Finally, there is no ultimate guarantee that the field supervisors have not colluded with interviewers to cheat.

CAPI SURVEYS: BENEFITS AND COSTS

In light of these grim realities of the survey fieldwork process using paper questionnaires, the question is how to reduce or minimize each of these sources of error and deal with the contextual obstacles while conducting survey research so the results are as precise and reliable as possible. Academics, survey professionals, survey data users, and others interested in survey results care about the quality of the data, and they should understand the paramount importance of the survey collection process to guaranteeing that quality.

One strategy for dealing with these sources of error and limitations is to use computer assisted personal interview (CAPI) systems in handheld devices provided to the interviewers who conduct the fieldwork (this approach is sometimes referred to as MCAPI, mobile computer assisted personal interviews). The CAPI surveys can help by displaying the questionnaire in a way that is less prone to error than paper, showing one question at a time per screen and automatically including logical checks and skip patterns. These systems also produce paradata, information about the context and the conditions in which an interview was performed, allowing for better control of the fieldwork process and facilitating the supervision of the interviews (Couper 2005; Olson 2013).

Since advancements in computer technologies have made CAPI systems possible, social researchers and survey professionals have looked at their potential benefits for the quality and speed of data collection (Tourangeau 2005). Research has been conducted comparing computer assisted interviews with traditional paper-based surveys; some recount the differences in large government studies that started applying CAPI systems as soon as they became available, such as the British Household Panel Study (Banks and Laurie 2000) and the U.S. General Social Survey (Smith and Kim 2003). Some others recall the experience of innovating the use of CAPI data collection methods in developing countries (Caviglia-Harris et al. 2012; Shirima et al. 2007). Most of these studies conclude that CAPI surveys reduce error compared to paper and pen interviews, and that they reduce the length of the data collection process (De Leeuw, Hox, and Snijkers 1998; van Heerden, Norris, Tollman, and Richter 2014).

One of these systems is the Android Data Gathering System (ADGYS). It was developed by a team working in Cochabamba, Bolivia, in close partnership with LAPOP, the Latin American Public Opinion Project at Vanderbilt University, and Ciudadanía, Comunidad de Estudios Sociales y Acción Pública, LAPOP’s local academic partner in Bolivia. The beta version of the software was developed in 2011 and used in the AmericasBarometer survey of 2012 in Bolivia. Since then the software has been improved, and new versions have been developed and used, with a new version of the system becoming commercially available in 2015. The software programming company in charge of the development is GENSO Iniciativas Web, based in Cochabamba.4

ADGYS has a client-server architecture, with a mobile application and a Web server. On the server side, ADGYS was designed using open source technologies, including Scala programming language and a Liftweb framework. The databases are managed under MySQL and MongoDB. The client side was designed under W3C standards and uses Html5, Css3, jquery, and bootstrap. ADGYS mobile is a native Android SO application that uses Java technology and SQLite for database management. The synchronization with a Web server is via RestFul Web services, and all data are encrypted during transmission and while stored in the mobile devices.

The software was designed to deal with the needs and challenges arising from the kind of work that LAPOP carries out in Latin America and with some of the most common problems of field survey research enumerated earlier in this chapter. ADGYS was designed entirely from scratch, making use of available technological resources. This means that the system was specifically conceived to comply with specific requisites and demands, including (1) administering complex questionnaires with logical checks and conditional skips, (2) being able to manage complex samples and quota assignments, (3) using inexpensive smartphones and tablets, and (4) providing enough information to allow extensive control of the quality of the fieldwork.

ADGYS allows each survey to include multiple language versions, an important feature in countries that are language diverse. In the United States, for example, the system would allow the interviewer to change from English to Spanish when encountering respondents who feel more comfortable in, or can only speak, that language. In Guatemala, one of the countries in which LAPOP works, a wide variety of indigenous languages is spoken, and each of those can be programmed into ADGYS and be available for the same survey simultaneously.

The ADGYS mobile application works on devices using the Android operating system, versions 2.2 and newer, and was programmed using Android compatible Java technology. Since Android is currently on version 5, compatibility with the system back to 2.2 allows for the use of older, less expensive smartphones and tablets, rather than using only state-of-the-art, and hence more costly, systems. This feature is crucial for conducting work in low-income countries, where the cost of electronic devices is often quite high because of import duties.

Interviewers can use the application to conduct an interview with the device either online or offline; this feature partially deals with the limitation of not having complete cell phone coverage over a given territory (which is common not only in developing countries, but also in remote areas even in developed countries). Unlocking new sample areas for an interviewer can be done online or by entering a code generated by the system for each survey area (e.g., a sample segment). Uploading the data to the server can, of course, only be done while the mobile device is connected to an Internet provider (either via Wi-Fi or using a data connection plan from the cell phone service provider).

The mobile application requires a personalized login for interviewers and other levels of users, such as field supervisors, so that each user is properly noted and tracked. The sample assignment, defined for each interviewer, is also downloaded onto the phones or tablets using the application. This means that each member of a team of interviewers may log into the application and will only see and work on his or her unique personal assignment of interviews, including different studies (or survey projects). With this feature, all of the information generated using ADGYS is produced and reported to the server under the personalized settings for each user.

The second element in ADGYS is the Internet-based server, which is hosted at www.Adgys.com. The server is the most important part of the system, storing and managing the data uploaded from the mobile devices. Questionnaire construction and sample design programming are done from the server, as well as user creation and editing, including assigning new sample areas and quotas to specific users.

The server allows users personalized login with different levels of access. Higher level users can produce a number of reports on the advance of the fieldwork process, including reports on sample completion by interviewer or area. Authorized users can also generate the complete data set at any moment, even if the survey project is still in the field. This feature makes it possible to get virtually real-time information from the field, an important element when using ADGYS in disaster reporting and assessment surveys. A separate data set with the duration of each question for each case is also available for download from the system.

The server also produces an Excel spreadsheet or an Internet-based form, unique for each survey project, that allows the client to program a questionnaire according to the specific goals of that particular study. This feature enables different types of questions with various levels of measurement to be included in the electronic form the interviewer sees. Logical checks and conditional skips can be used here, as well as random assignment of questions and other tools that allow experimental research to be conducted using the system.

Besides the cost of purchasing Android phones or tablets, the use of ADGYS and other CAPI systems for fieldwork has some other costs, related to licensing of the software and server and data traffic and storage. These costs are absent in PAPI surveys, but researchers conducting paper and pen interviews need to budget the cost of printing and transporting the questionnaires to/from the field, and the data entry and data verification phase, which also adds considerable time to the process, not to mention the cost of errors in the final survey results. These costs can vary from one context to another; depending on the local availability and costs of labor and copies, paper interviews could be less expensive in some areas, while in other places they can cost more than CAPI studies. However, once the initial investment in equipment is made, CAPI surveys are almost certain to be less costly and more convenient for most polling companies.

There are two other common concerns related to the use of CAPI systems in handheld devices by interviewers. The first is usability of the system, considering interviewers’ potential lack of familiarity with personal computers, particularly among older and poorly educated interviewers (Couper 2000). The second is safety concerns for the interviewers carrying expensive equipment in the field. Both concerns are at least partially solved with the use of an Android-based CAPI system, such as ADGYS. Given the almost universal penetration of cell phones (and smartphones over the last few years), Android mobile devices such as phones and even small tablets are inconspicuous when they are carried and employed by interviewers. And almost all interviewers own and operate a cell phone on a daily basis, so they are already familiar with the operating system and how one of these devices works.

LAPOP’s experience with ADGYS shows that, as happens with most other consumer electronics, younger interviewers get used to the ADGYS interface more quickly than their older counterparts do, but in the end all interviewers are able to use the system without difficulty. Further, we have found that the number of interviewers mugged or robbed in the field has not increased with the use of Android devices when compared to previous rounds of the AmericasBarometer survey, in which paper and pencil interviews were used, so concerns about interviewer safety are unfounded.

USING ADGYS TO IMPROVE THE QUALITY OF SURVEY DATA IN LAPOP STUDIES

LAPOP used the ADGYS system extensively in its 2014 round of the AmericasBarometer. The system was employed by LAPOP and its local partners in nineteen of twenty-seven national surveys conducted as part of that AmericasBarometer.

LAPOP’s experience with ADGYS reveals five ways in which this CAPI system can help improve the quality of survey data. Two are defined ex ante, and conditions influence interviewers’ administration of the survey. The other three employ the paradata produced by the ADGYS system to develop mechanisms for quality control.

Conditioning Ex Ante How the Survey Is Administered

There are two ways in which the use of a CAPI system on a handheld device during the interview has improved the quality of the data from a survey. First, it displays in electronic format the questions and response choices in a way that is much less prone to error than paper and pen questionnaires. Second, it does so by assigning sample segments to specific interviewers.

ADGYS displays one question at a time and does not allow interviewers to move to the next one until a proper response has been entered for that particular item. A “proper response” means a substantive answer to the question, a “don’t know,” or “no reply.” Absent one of these choices, the next question cannot be asked and is not displayed on the screen of the mobile device. This format therefore substantially mitigates the error caused by the interviewer skipping questions or entire pages, or entering responses in the wrong location in the questionnaire. If properly programmed, this feature of CAPI systems can also eliminate the inconsistent response patterns that occur as a result of the incorrect use of skips in the questionnaire by the interviewer.

Assigning specific segments of the sample to each interviewer reduces the chances that two interviewers will cover the same area, or that one area will be left uncovered during fieldwork. ADGYS allows gender, age, or other socioeconomic quotas to be assigned to interviewers, which improves the chances of having an unbiased sample at the end of fieldwork. While this form of sample and quota assignment is also possible using paper questionnaires, it is greatly facilitated by the use of handheld devices that only display the areas assigned to the particular interviewer.

Employing Paradata for Controlling the Quality of the Fieldwork Process

Paradata, or the data that refer to the conditions in which a specific interview was conducted, can be automatically produced by CAPI systems and represent a valuable opportunity to reduce error and improve the quality of the data. Paradata can be used in at least three different forms to control data quality: accessing GPS information for each interview, reviewing the total time of the interview, and the time for each question.

Geographical coordinates can be produced by smartphones and other handheld devices in the field using the Global Positioning System radio (GPS) existing in most devices. The ADGYS application turns the GPS radio on automatically, without involvement of the interviewer, and records the coordinates using the satellite information as well as cell phone signal via the device’s Assisted-GPS or A-GPS functions. Under proper conditions (clear skies and a good cell phone signal), all interviews will have a proper GPS reading recorded. This information can be used by the supervisory team to make sure that the interviews were conducted in the place where they were supposed to have been carried out.5

There are some variations in average duration times between interviewers that can be attributed to their age cohort and familiarity with smartphone technology (Böhme and Stöhr 2014), but in general the total duration of the interview can be seen as a proxy for the quality of that interview. Most interviews should fall close to the average time of a particular study (every questionnaire has a minimum duration time, which should include the amount of time it takes to read the complete wording of each question, plus the appropriate response time for the interviewee). Interview time is usually recorded by CAPI systems using the device’s internal clock. ADGYS records interview time automatically as part of the paradata recorded for each interview. Interviews that fall under this minimum time, or that exceed it significantly, should be closely scrutinized and, more often than not, be excluded from the database and replaced.

Partial question time is the number of seconds that the screen for every item in the questionnaire was displayed. This information can be used to identify odd patterns in the flow of the questionnaire. In some cases, it can be used to identify interviewers who attempt to perpetrate fraud, but understand the importance of keeping their total interview time within the expected range.

Partial question time can also be used for improving the quality of the questionnaire and its design, by providing information that can be related to the time the respondent takes to understand and answer a particular question or a series of them within a questionnaire. Mean values across a relatively large number of cases in a survey can reliably show the flow of the interaction between interviewer and respondent during the interview and suggest corrections in the design of the data collection instrument.

Beyond these ways in which CAPI systems have been and are being used, uses are also emerging that could further expand their utility. First, the increasingly large screens on smartphones, as well as the declining costs of tablets, open many possibilities to the survey researcher for respondent–screen interaction. It is now possible to consider showing the respondent small video or voice clips and then ask questions about what he or she saw. These clips could be randomly altered for some experiments or be selected based on prior questions in the survey. For example, if a respondent were to identify herself as belonging to a certain ethnic group, the video or voice clip chosen could focus on that group. Male respondents might receive one clip, females another.

Virtually all Android devices contain cameras, of varying quality. With the permission of the respondent, photos could be taken of the home, which could then later be coded in terms of the appearance of its quality. However, taking photos in the home could sharply raise interviewer suspicions (fear that the survey was really a ruse to set up a future home break-in). Therefore, one would have to proceed very carefully, and with full respondent permission, before photos in the home could be taken. Further, Institutional Review Boards (IRB ) requirements would almost certainly mandate the removal of such photographs before the data set is publicly released.

This expansion in the possibilities of capturing different forms of paradata also increases the potential ethical implications related to the privacy of respondents. While informed consent from the respondent should be necessary for gathering these data, it does not seem to be sufficient to protect the identity of respondents. The authors of this chapter want to highlight the responsibility of the researchers for protecting the subjects who make their research possible by their willingness to answer a survey interview, and that protection depends on the anonymity of responses. All necessary efforts should be made by both the polling company and the research team to ensure that the anonymity of respondents is guaranteed and their identities fully protected, even if they have agreed to the recording of certain data that could put them at risk.

CONCLUSION

The experience of using a CAPI system in a large, hemisphere-wide public opinion study in the Americas offers substantial evidence of the advantages of this mode of research for the quality of the data produced by surveys in developing countries. LAPOP’s use of ADGYS offers a good example of the specific pros and cons of this mode of data collection in survey studies.

By constraining ex ante the way in which the interviewer sees the items and the questionnaire and by forcing the interviewer to enter one response for each question, CAPI systems reduce the chances that the interviewer might add error to the study. CAPI systems prevent the inclusion of some error that is caused by the interviewer at the moment of conducting the interview and entering the data.

By providing information related to the conditions in which the interview was conducted, particularly GPS coordinates and partial and total interview time, CAPI systems provide the team in charge of a survey study with the opportunity to exert wider control over the field process. Paradata analysis drastically reduces the opportunities for the interviewers to select and collect data from areas not included in the sample. Interview duration can also help control fieldwork by giving the team in charge a better understanding of how data are really collected in the field. As a result of these possibilities, paradata discourage fraud being committed by interviewers.

While CAPI surveys do not solve all problems related to fieldwork or prevent all sources of error in a survey study, they provide useful resources for improving the quality of the data in surveys conducted in developing countries. As computer technology and cell phone infrastructure and connectivity advance swiftly, researchers should take advantage of the increasing opportunities for improving the conditions under which data are collected.

NOTES

1. For an ample discussion of error in survey studies see Biemer et al. (1991); for a more specific discussion of error in studies conducted in developing countries see the methodological report prepared by the United Nations (2005).

2. For a review of the modes of data collection and the error associated with each of them see Couper (2011) and Lyberg et al. (1997).

3. Some techniques that deal with this type of inconsistency have been developed and are available to survey researchers (Herzog, Scheuren, and Winkler 2007). While the different techniques available can improve the quality of a data set, they do so only partially and cannot be considered a replacement for good data coding and verified data entry.

4. LAPOP surveys can be accessed via the Internet at www.lapopsurveys.org. The research conducted by Ciudadanía is available at www.ciudadaniabolivia.org. Genso Iniciativas Web can be visited at www.genso.com. bo.

5. There are ethical implications regarding the collection of paradata, as it could potentially lead to the identification of respondents. Human subject protection standards recommended by professional associations such as WAPOR and enforced by most institutional IRB offices require that all information that could potentially lead to the identification of the respondent of an anonymous survey (as is the case in most public opinion studies) be removed from the public database. LAPOP and the ADGYS administration comply with this standard and do not include GPS data or any other information that, combined with the responses in the questionnaire, could lead to the identification of individual respondents, their homes, or their families.
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CHAPTER 11

SURVEY RESEARCH IN THE ARAB WORLD

LINDSAY J. BENSTEAD

INTRODUCTION

SURVEY research has expanded in the Arab world since the first surveys were conducted there in the late 1980s.1 Implemented in authoritarian regimes undergoing political liberalization, early studies conducted by research institutes and scholars broke new ground. At the same time, they also left many theoretical and policy-related questions unanswered. Survey items measuring topics such as vote choice, support for illegal or repressed Islamist movements, and beliefs about some unelected government institutions were not included in early questionnaires due to political sensitivity.2 Over time, however, additional countries and numerous questions on gender attitudes, corruption, and attitudes toward the West were added. By 2010, on the eve of the Arab spring, at least thirty surveys had been fielded in thirteen Arab countries, Turkey, and Iran, increasing the total number of countries included in the Carnegie data set (Tessler 2016) from two in 1988 to thirty in 2010 (see Figure 11.1).

The Arab spring marked a watershed for survey research. Surveys were conducted for the first time in two countries—Tunisia and Libya—following their revolutions. Tunisia in particular became rich terrain for social scientists as it transitioned to a minimalist democracy. Countries such as Morocco and Jordan experienced more limited political reform, but public opinion also reacted to regional changes. Support for democracy, for example, declined in several countries, enlivening new scholarly and policy debates about the processes shaping attitudes toward regimes in transition (Benstead and Snyder 2016).3

Indeed, in some cases opportunities to conduct surveys were fleeting. Egypt returned to authoritarian rule, and civil war continued in Libya. Yet dozens of underexploited data sets exist for political scientists to address theoretical and policy questions. As shown in Table 11.1, almost every Arab country is now included in at least one wave of a major cross-national survey, including the World Values Survey, Afrobarometer, and Arab Barometer (Jamal and Tessler 2008; Tessler, Jamal, and Robbins 2012). Numerous other projects, including the Transitional Governance Project (2016) and the Program on Governance and Local Development (2016) surveys, greatly increase our ability to assess data quality, because of replication.4
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FIGURE 11.1 Carnegie Middle East Governance and Islam Dataset Surveys as of Mid-2014.

FIGURE 11.1 shows the growth of survey research in the Middle East and North Africa (MENA) region as shown by the countries included in the Carnegie Middle East Governance and Islam Dataset (Tessler 2016). See http://www.icpsr.umich.edu/icpsrweb/ICPSR/studies/32302.



Interest in survey research is also increasing among scholars of Middle Eastern social science. The number of papers using survey data that have been presented at the Middle East Studies Association (2016) annual meetings increased from twelve in 2009 to thirty-three in 2016, as shown in Figure 11.2, an almost threefold increase. Survey experiments combining random probability sampling with random assignment to conditions involving different photos, question wording, frames, or endorsements are increasingly popular (Benstead, Jamal, and Lust 2015; Benstead, Kao, and Lust 2014; Bush and Jamal 2014; Corstange and Marinov 2012; Corstange 2014; Shelef and Zeira 2015).





Table 11.1 Nationally Representative Surveys Conducted in the Arab World




	
	World Values Survey
	Arab Barometer
	Afrobarometer
	Transitional Governance Project (TGP)
	Program on Governance and Local Development (GLD)





	Morocco/Western Sahara
	2001, 2007 & 2011
	2006 (Wave 1) & 2013–2014 (Wave 3)
	2013 & 2017
	–
	–



	Algeria
	2002 & 2013
	2006 (Wave 1), 2011 (Wave 2) & 2013 (Wave 3)
	2013 & 2017
	–
	–



	Tunisia
	2013
	2011 (Wave 2) & 2013 (Wave 3)
	2013 & 2017
	2012 & 2014
	2015



	Libya
	2014
	2014 (Wave 3)
	–
	–
	–



	Egypt
	2001, 2008 & 2013
	2011 (Wave 2) & 2013 (Wave 3)
	2013 & 2017
	2011 & 2012
	–



	Jordan
	2001, 2007 & 2014
	2006 (Wave 1), 2010 (Wave 2) & 2012–2013 (Wave 3)
	–
	–
	2014



	Iraq
	2004, 2006 & 2012
	2011 (Wave 2) & 2013 (Wave 3)
	–
	–
	–



	Syria
	–
	–
	–
	–
	–



	Palestinian Territories
	2013
	2006 (Wave 1), 2010 (Wave 2) & 2012 (Wave 3)
	–
	–
	–



	Lebanon
	2013
	2007 (Wave 1), 2011 (Wave 2) & 2013 (Wave 3)
	–
	–
	–



	Kuwait
	2014
	2014 (Wave 3)
	–
	–
	–



	Qatar
	2010
	–
	–
	–
	–



	United Arab Emirates
	–
	–
	–
	–
	–



	Bahrain
	2014
	2009 (Wave 9)1
	–
	–
	–



	Oman
	–
	–
	–
	–
	–



	Saudi Arabia
	2003
	2011 (Wave 2)
	–
	–
	–



	Yemen
	2014
	2007 (Wave 1), 2011 (Wave 2) & 2013 (Wave 3)
	–
	–
	–



	Sudan
	–
	2010–2011 (Wave 2) & 2013 (Wave 3)
	2013
	–
	–





1 Small sample of 500, listed in Carnegie (2016) documentation.








[image: image]

FIGURE 11.2 Survey Research Presented at Middle East Studies Association Meetings.

FIGURE 11.2 shows the growth in number of papers using surveys presented at MESA annual meetings between 2009 and 2016. It is based on a search for the term “survey” in abstracts, where the term refers to public opinion surveys rather than surveys of archival material or other quantitative methodologies. See https://mesana.org/mymesa/meeting_program.php.



However, future attention to quality data is needed. Honest discussions about the extent, sources of, and solutions for quality issues, such as high rates of missingness, family members present during the interview, and sampling error, are needed. Regionally specific issues—especially the controversial nature of the survey topics and the continuation of authoritarianism or instability in many countries—raise concerns about social desirability and underscore the need for methodological research. Technological advances, including computer assisted personal interviewing (CAPI) using laptop and tablet computers, are increasing (Benstead, Kao, Landry, et al. forthcoming) and offer possibilities for real-time monitoring and methodological research that could prove crucial for improving the quality of data sets. Yet apart from a handful of studies on interviewer effects, anchoring vignettes, and a few other topics, almost no research systematically assesses the impact of the survey methods used on data quality in the Arab world.

Advances in survey research also bring new ethical challenges in a region where concerns about protecting subjects have always been important. In more democratic spaces like Tunisia, work is needed to improve quality as well as promote public understanding and acceptance of polls and the role they can play in democracies. This chapter draws on insights gleaned from the author’s experience conducting surveys in Morocco, Algeria, Tunisia, Libya, Jordan, and Malawi and frames a substantive and methodological research agenda for utilizing and advancing social science surveying in the Arab world.

ASSESSMENT OF DATA QUALITY

The cumulative body of research described in Table 11.1 and Figure 11.1 was conducted by numerous scholars and research institutes as part of several cross-national surveys. While this accumulation of surveys raises questions about data quality, very few systematic efforts have been made to assess the surveys’ comparability.

One approach to assessing data quality is to compare survey findings across studies conducted at similar times. To this end, Figure 11.3 shows the mean level of disagreement that democracy is the best form of government for all Arab countries in the Carnegie data set (Tessler 2016), Transitional Governance Project (TGP 2016), and Program on Governance and Development (GLD 2016), as long as at least two surveys have been conducted in a given country. The data show a high degree of comparability in the results across the surveys—perhaps more than expected. For example, in 2011 in Egypt, the Arab Barometer estimated a mean of 1.9 for disagreement that democracy is best, while one year earlier the World Values Survey found a mean of 1.5 (a 0.4-unit difference). This was the largest such difference in a one-year period.

In general, however, very few surveys conducted within a one-year period showed large fluctuations in attitudes toward democracy. The 2014 TGP survey in Tunisia estimated mean disagreement to be 2.1. A year earlier, Arab Barometer researchers estimated it to be 1.8, while the 2012 TGP survey in Tunisia found a mean of 1.7. This shift may reflect a trend of decreasing support for democracy in transitional Tunisia (Benstead and Snyder 2016).

Other studies show limited change over time, though as noted and shown in Figure 11.3, there is a general trend of declining support for democracy in the Arab region since the early 2000s. The 2007 Arab Barometer in Yemen found 1.9, while a year earlier the World Values Survey estimated 1.8. The 2006 Arab Barometer found the mean level of disagreement to be 1.5 in Morocco, while a year earlier the Tessler National Science Foundation survey (Tessler 2016) estimated disagreement to be 1.7; the GLD estimated it to be 2.0 in Jordan in 2010, while a year later the Arab Barometer found it to be 1.9. A more comprehensive set of comparisons should be done, but these findings are an encouraging example of the comparability of data sets now available to answer research questions.

More concern is warranted when it comes to missing data, the amount of which is high in some surveys. Missingness greatly decreases the number of observations in analyses of Arab public opinion, reducing the efficiency of estimates and possibly also biasing coefficients. More than half of the surveys had 10% or fewer cases missing. However, 36% of responses were missing in Morocco in 2011, while 30% were also missing in Morocco in 2005. Missingness is also particularly high (over 20%) for the disagreement with democracy question in some surveys in Tunisia, Saudi Arabia, Iraq, and Algeria.
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FIGURE 11.3 Mean Rejection of Democracy and Proportion of Missing Responses.

FIGURE 11.3 shows mean level of rejection of democracy, where a higher number is lower support for democracy. “Despite its problems, democracy is the best form of government. Strongly agree = 1 to strongly disagree = 4.”

Source: Tessler (2016); GLD (2016); and TGP (2016). Data are unweighted. This question was not asked in the Afrobarometer (2016).




NEW DIRECTIONS IN THEORETICAL AND POLICY RESEARCH

Much existing literature drawn from public opinion surveys focuses on a few topics, leaving many other research questions underexplored. Table 11.2 lists topics included in the Arab Barometer (Wave 1) and provides a good representation of the types of questions that have been repeated in other surveys. The most popular topic in Arab public opinion literature examines support for democracy (Tessler 2002a, 2002b; Tessler, Jamal, and Robbins 2012; Tessler and Gao 2005; Tezcür et al. 2012; Ciftci 2013; Tessler, Moaddel, and Inglehart 2006; Benstead 2015; Benstead and Snyder 2016; Benstead and Tessler 2016).5 Attitudes toward gender equality and social trust have also received some coverage. However, much less work has explored the development of and cross-national differences in political values, including why citizens are more or less accepting of political competition and debate or want to see different rights and freedoms included in their constitution, which was later included in the second and third waves of the Arab Barometer.

Many projects shed light on the gender gap in civil society participation (Bernick and Ciftci 2014) or examine political participation, especially as it relates to the interrelationships among civil society membership, social trust, and support for democracy in authoritarian regimes (Jamal 2007a, 2007b). Some research has also examined boycotting (Benstead and Reif 2015, 2016). However, limited research examines voter choice—for example, why voters support Islamist, secular, or other parties—or media consumption—such as why citizens choose different media sources and how that choice shapes their attitudes.

Other researchers have used the Arab Barometer and related surveys to examine citizens’ perceptions of and experiences with the state. For instance, some literature examines how perceptions of government performance and experiences with corruption and clientelism shape support for democracy (Benstead and Atkeson 2011). A limited number of studies also assess citizens’ access to services (Program on Governance and Local Development 2015; Benstead 2016b), as well as the degree to which women and other minorities are able to contact parliamentarians and local councilors to access services (Abdel-Samad and Benstead 2016; Benstead 2015, 2016a, 2016b). At the same time, there is still a need to understand how clientelism and corruption affect citizens’ interpersonal trust and confidence in state institutions and how these outcomes affect demand for freer elections (Benstead and Atkeson 2011).

Some studies also examine values and identity, with most of this literature focusing on gender equality (Alexander and Welzel 2011; Norris 2009) and identity (Benstead and Reif 2013). Yet there is a dearth of research that examines and explains social and political values in the Arab world, like levels of tolerance, religiosity, and attitudes toward controversial issues such as lotteries, women’s dress, apostasy, political rights of religious and ethnic minorities, and state violations of human rights in the name of security.



Table 11.2 Topics in the Arab Barometer (Wave 1)




	a. Topics and literature
	b. Theoretical and policy questions





	
Attitudes toward political regimes



	Preferences for political regimes (Tessler 2002a, 2002b; Tessler, Jamal & Robbins 2012; Tessler & Gao 2005; Tezcür et al. 2012; Ciftci 2013; Benstead 2015)
	Why does support for democracy develop and change? Why do citizens define democracy differently? Why do citizens demand secular versus religious democracy? Why are some political and economic reforms likely to be more effective than others for strengthening support for democracy?



	Political values
	Why are some citizens more supportive of greater political competition and debate?



	
Political participation



	Civil society membership, political knowledge, and engagement (Jamal 2007a, 2007b; Bernick & Ciftci 2014)
	How does civic participation relate to trust, government legitimacy, and support for democracy? What explains participation in campaign rallies, petitions, and protests, including gender gaps in these forms of engagement? Why do gender gaps exist in political knowledge, and how does this impact participation?



	Voting
	Why do voters support Islamist, secular, or other parties, and what explains why some voters switch their support in subsequent elections? What are the extent and impact of vote buying and clientelism? Are men or women more or less likely to sell their votes or to vote based on clientelistic relationships?



	Political knowledge and the media
	Who consumes various media sources, and how does this choice impact values and partisanship?



	
Citizen engagement with the state and social institutions



	Institutional trust and perceptions of government performance (Benstead & Atkeson 2011)
	Why do some citizens evaluate government performance more positively than others? To what extent do citizens see their governments as democratic? Why do evaluations of government performance change over time? How do clientelism and corruption affect social trust, regime legitimacy, and support for democracy?



	Governance and service provision (Benstead et al. 2015). State-society linkages and representation (Abdel-Samad & Benstead 2016; Benstead 2016b)
	What explains effectiveness and equity in access to services, such as security, dispute resolution, healthcare, and education?



	
Individual orientations and identity



	Gender equality (Alexander & Welzel 2011; Norris 2009)
	What explains attitudes toward different dimensions of gender inequality, such as women’s status, mobility, wages, and political involvement?



	Identity (Benstead & Reif 2013)
	How does identity shape culture and political attitudes?



	Tolerance and values
	Why are some citizens more supportive of greater political competition and debate?



	Religiosity and interpretations of Islam
	Why does religiosity vary within and across societies? What are individuals’ views on matters such as lotteries, women’s dress, apostasy, Islam and democracy, and minority political rights?



	Controversial issues
	To what extent does the public accept state violations of security to achieve security?



	
International affairs



	Attitudes about international and regional issues (Tessler & Robbins 2007; Benstead & Reif 2016; Tessler & Warriner 1997; Tessler, Jamal & Robbins 2012; Tessler, Moaddel & Inglehart 2006)
	To what extent do citizens see foreign countries like Iran and the United States as democratic? How do they evaluate the Arab League and other international organizations? Why do citizens assess differently the reasons for economic and political challenges in the Arab world? Do citizens support armed operations against the United States elsewhere? Why do anti- and pro-American attitudes vary across the Arab world? To what extent do citizens support a two-state solution in Israel/Palestine? How does living in Western countries impact social and political attitudes?








Attitudes about international and regional issues have been the subject of some studies (e.g., Tessler and Robbins 2007; Benstead and Reif 2016; Tessler and Warriner 1997), but despite their timeliness, much more work should be done on attitudes toward other international issues and bodies like the Arab League. Research might also explore how citizens assess the reasons for economic and political challenges in the Arab world, their perceptions of the motivations for and effectiveness of U.S. democracy-promotion efforts, the extent to which citizens support a two-state solution in Israel and Palestine, and how living in Western countries impacts social and political attitudes.

In addition, since the Arab uprisings, a number of new questions have been added to the Arab Barometer and surveys such as the TGP and GLD, which offer snapshots of transitional politics in Tunisia, Libya, and Egypt. With these surveys, scholars might explore the following questions:


• What explains voter behavior and support for Islamist and non-Islamist parties?

• How do regimes reconsolidate in transitions? Are the same voters engaged before and after the revolution?

• What explains who protested in the Arab uprisings and why?

• What explains electability of candidates with different identities, including gender, ethnicity, and political ideologies?

• To what extent does vote buying exist, and under what conditions will citizens respond to clientelistic and programmatic appeals?



SURVEY RESEARCH CHALLENGES IN THE ARAB WORLD

To answer these questions, it is critical to understand challenges that arise when conducting research in the Arab world and, when possible, to conduct methodological research needed to improve data quality. While the data quality assessment depicted in Figure 11.3 offers cause for confidence in existing research, it also highlights problems of missing data. Other data quality problems may exist as well. Table 11.3 summarizes these challenges and makes recommendations for assessing quality issues and improving data quality.

The Survey Genre

The survey genre is still unfamiliar to many respondents in some authoritarian regimes and transitional democracies. This may create unique challenges for obtaining a representative sample. For example, having lived under dictatorship and participated little in formal politics throughout her life, an elderly Libyan woman answering a survey for the first time may suggest the interviewer speak with her husband or son instead of to her. Others unfamiliar with standardized surveys may wonder why they have been selected or may find the survey interaction unnatural, particularly when interviewers employ techniques such as probing nonresponse by repeating the question exactly as worded. This may lead to lower participation rates among some subpopulations.

These challenges may be addressed through an introductory script explaining the sampling and question-asking procedure and reminding the respondent that there are no right or wrong answers.6 However, the impact of scripts on data quality (e.g., participation and item response rates) should be studied through experiments as well as behavior coding.

Training, Capacity, and Monitoring

The newness of the survey genre and the high levels of missingness in Middle East and North Africa (MENA) region surveys underscore the importance of training interviewers in standard methods such as probing and feedback—techniques designed to encourage the respondent to give thoughtful responses to the survey questions without offering other information, thereby allowing the interviewer to move efficiently through the questionnaire and obtain responses to as many questions as possible. Yet the extent of training and capacity-building varies. Some firms do not train and may not adequately control interviewers or implement agreed-upon methodology. Reports from researchers suggest that some firms or interviewers sample in public places rather than households; use quota sampling or improperly implement Kish tables; or ask only a portion of the questionnaire, filling in the remaining questions after leaving the interview. Poorly monitored interviewers may falsify data to support their political views. To avoid these problems, before contracting, research firms should be interviewed about their procedures, and researchers should collaborate closely with firms throughout the fieldwork process to support capacity building. The CAPI procedures provide a new means of monitoring data immediately after data collection and thus of identifying the small number of interviewers who may be generating many of the quality problems (Benstead, Kao, Landry, et al. forthcoming).

The extent and impact of data falsification and shortcuts in the survey process on data quality are unknown and should be studied. Even firms and teams conducting high-quality research may benefit from additional capacity building with specialists from other Arab or Western countries. Randomized studies testing the impact of training and supervision are also needed, as summarized in Table 11.3.

Weak Incentives to Improve Quality

Varying incentive structures across research groups and countries may help account for uneven quality. For-profit organizations may have weaker incentives to implement stringent sampling and control procedures than do nonprofit groups. This is a particular risk when authoritarian governments require research authorization or when political connections are needed to obtain authorization because it limits competition between firms. Unprofessional firms may shape results to favor the political party paying for the research.7 Academic centers and for-profit firms in countries with greater political freedom and more competitive business environments may conduct high-quality research, but attention to data quality and better understanding of survey error can help support best practices.

The Survey Environment

Violence and instability pose challenges and sometimes make research impossible.8 Even in more stable countries like Tunisia, some sampled units must be replaced when interviewers cannot safely access the areas, potentially generating concerns about sampling error. And in settings like Lebanon, not all firms have access to areas controlled by local groups. For instance, in refugee camps, respondents may give incorrect information if they believe the survey firm is acting out of “entitlement” or does not have a full picture of the refugee community’s history or circumstances. In countries like Libya and Lebanon, where there are patchworks of local authorities, firms must have buy-in from local leaders if they want to obtain a representative sample of the country as a whole.



Table 11.3 Survey Research Challenges and Recommendations




	
	Challenge
	Recommendation





	
The survey genre and general environment
	Some respondents are unfamiliar with surveys.
	Develop introductory scripts to explain sampling and question-asking procedures. Train interviewers in standard probing and feedback to guide respondent through the interaction. Evaluate the impact of introductory scripts, probing, and feedback on data quality through behavior coding, cognitive interviewing, and experimental research.



	Some potential participants experience fear.
	Fears could be allayed through increased professionalism (e.g., name badges, tablet computers), introductory scripts explaining confidentiality practices, or CAPI. Introductory scripts should be used emphasizing that participation is voluntary and confidential and participants are not obligated to answer any question with which they are uncomfortable.



	Training, capacity, and monitoring
	Interviewer training (e.g., sampling, standard question asking, probing, clarification, feedback) and monitoring may not be sufficient.
	Take a hands-on approach to training interviewers and survey implementation if possible. Study impact of training and monitoring on measurement and representation error.



	Weak incentives to improve quality
	Some firms may have weak incentives to conduct quality research.
	Carefully evaluate firms by interviewing them, ideally at their offices, before contracting. Communicate with other researchers about past experience with firms.



	
The survey environment: insecurity, diglossia, and interviewer-respondent relationship
	Interviewers may use ad hoc translations or deviate from standard question asking.
	A best practice is to write questionnaires in darja and train interviewers in standard question-asking methods, requiring them to read questions exactly as worded. Back-translation, pretesting, and if possible, behavior coding and cognitive interviewing, are needed to improve questionnaires. Studies should examine the impact of language practices, as well as training in standard probing, clarification, and feedback on data quality. These techniques also enrich discussions of causal mechanisms in research reports and offer possibilities for publishing on methodological topics.



	Interviewers may know respondents.
	Test the impact of respondent-interviewer relationships on data quality, including by examining the results of list experiments comparing results across groups of respondents who know and do not know the interviewer.








Other features unique to the Arab world and developing areas exist as well. Diglossia and high in-group solidarity present challenges for survey research because of their potential to produce measurement and representation error. Diglossia exists when a language community uses a lower form of speech—the spoken dialect—alongside a higher, written form of language used in education, government, or business (Ferguson 1959). In Arab countries citizens speak dialects (e.g., Tunisian darja) and use Modern Standard Arabic (MSA) in written documents, including forms and questionnaires, resulting in a diglossic environment.

Survey researchers in Arab societies must choose and often debate which language to use. Often the questionnaire is written in the spoken dialect. However, this practice has drawbacks, as darja is not a codified language and thus, when written, may not convey the formality or importance of the study. But reading questions in MSA is awkward because respondents with less formal education in Arabic or native speakers of Tamazight,9 in particular, may not discuss or think about politics in MSA. In some instances, Arabic dialects also vary within countries.

Given these considerations, the best practice is frequently to write questionnaires in the spoken dialect and train interviewers to follow standard question-asking methods, requiring them to read questions exactly as worded. Pretesting, and if possible cognitive interviewing, are also critical for evaluating translations. Yet diversity in spoken language and divergence from standard interviewing practices, including informal translations of definitions, present unexplored consequences for data quality. In reality, almost nothing is known about how questions are read in the field, especially in the absence of interviewer training in standardized interviewing techniques and monitoring (i.e., behavior coding), which is an unexplored area for methodological research (see Figure 11.3).

Other concerns relate to standard definitions (i.e., Q x Qs), which are rarely used in the region’s surveys.10 Some interviewers report that they explain the meaning of the question to the respondent without formal Q x Qs. It is likely that complex terms like democracy, in the absence of Q x Qs, are defined or explained differently by individual interviewers, which leads to measurement error. Researchers should use experimental methods to examine the impact of different language practices, as well as training in standard probing, clarification, and feedback, on data quality.

Another feature of survey research in Arab societies is that respondents and interviewers often know one another, especially in rural areas, in part because interviewers are commonly recruited from regions in the sample, and communities tend to be tight-knit. In the 2012 TGP in Tunisia, 7% of interviews were conducted by an interviewer who knew the respondent; in the 2014 wave, the figure was 12%. These differences stem from interviewer recruitment methods. In 2014 researchers were recruited from sampled areas, rather than from a national call for applications via networks of youth organizations.

Employing interviewers from a given region has a number of advantages. First, interviewers can more easily locate sampled blocks and manage transportation and lodging. Second, interviewers will purportedly be more able to establish trust, allay fear and suspicion, and obtain higher response rates. Interviewers will also be safer. In certain neighborhoods in Tunis, for example, outsiders are unwelcome.11

Yet how and why social networks affect data quality, including refusal and item nonresponse and measurement error (e.g., social desirability and conformity bias), have not been explored.12 Citizens of authoritarian and transitional regimes may fear researchers are collecting information on behalf of the state. Some firms do. Or they may suspect political parties or other organizations are doing the same, through secretly recording details in the home such as alchohol possession, as a means to report on a society’s morals. Reportedly, a religious organization did this in Tunisia.

Still, the claim that the interviewer should know participants—directly or indirectly—to conduct quality research raises important questions. Are respondents more or less likely to report sensitive data if the interviewer and respondent know one another? What measurement or sampling errors arise from interviewer-respondent networks and insider-outsider statuses of interviewers? Without methodological research, it is difficult to know how and why survey responses and nonresponse are affected by these factors. And it is likely that the answer depends on the circumstances. For example, it is possible that using interviewers from the region could induce lower reporting of socially desirable behaviors and attitudes, while in others it could lead to more truthful answers. One way to test this would be through a list experiment comparing the findings across interviewers who knew or did not know the respondent or to randomize interviewers to respondents or households.


METHODOLOGICAL RESEARCH AGENDA

Methodological studies are needed not only to pinpoint and minimize total survey error (Groves et al. 2009), but also to understand social processes such as intergroup conflict (Benstead 2014a, 2014b; Koker 2009). This section and Table 11.4 summarize methodological research that can be conducted to measure, understand, and mitigate two main components of total survey error: measurement and representation error.

Measurement Error

While some research currently examines measurement error in MENA surveys, much more is needed. Measurement error can stem from the questionnaire and the interviewer-respondent interaction, including individuals’ observable traits such as gender or dress style. It can also result from researchers rushing questionnaires into the field, often without back translation or pretesting, let alone using time-consuming but valuable techniques such as cognitive interviewing and behavior coding. As a consequence, respondents may feel frustrated by poorly written questions that fail to offer a response choice capturing their views. Interviewers may paraphrase clumsy questions or shorten long questions, deviating from standard processes and producing measurement error.



Table 11.4 Suggested Methodological Research by Source of Total Survey Error*




	
Source of Error
	Technique to Study





	
Measurement
	Measurement error arising from instrument
	Cognitive interviewing and behavior coding; anchoring vignettes



	Measurement error arising from interviewer traits
	Recording, reporting, and controlling for observable and nonobservable interviewer traits



	
Representation
	Coverage error
	Compare coverage error across modes and sampling approaches



	Sampling error
	Test impact of sampling approaches and degree of sampling discretion given to interviewers



	Nonresponse error
	Examine nonparticipation and item nonresponse





* Table 4 summarizes the components of total survey error discussed in the chapter.




In addition to pretesting and focus groups, one way to address these challenges is through behavior coding. While costly, this technique offers unparalleled information for refining the questionnaire and developing qualitative sections of research about the survey findings. Behavior coding was developed by Cannell in the 1970s (Willis 1999) as a method for evaluating interviewer performance and pretesting questionnaires. A method by which an observer records observations about the interview without interacting with the respondent, it is used to record interviewer behavior (e.g., question asking, probing, clarification, feedback) and, if desired, respondent behavior (e.g., asks for clarification; answers “don’t know”). Behavior coding can be implemented live, with a second individual recording data about the interaction while the interviewer conducts the interview, or through recording and subsequent coding of the interaction. It allows researchers to identify interviewers who need more training and questions respondents find difficult or unclear.

Cognitive interviewing differs from behavior coding in that it involves interaction between the observer and the respondent, who are asked questions about their thought processes when answering survey questions. Cognitive interviewing helps pinpoint problems of comprehension, reveals the meaning of concepts and terms to the interviewer, and avoids question problems such as excessive cognitive burden. Like behavior coding, cognitive interviewing can be recorded by a second person during the interview or subsequently by using audio or video recordings of the interview.13

There are two main cognitive interviewing techniques: think-aloud and verbal probing (Willis 1999). Stemming from the research of Ericsson and Simon (1993), think-aloud prompts respondents to verbalize thought processes as they respond to the questionnaire. Verbal probing, in contrast, involves direct questions asked of the respondent after he or she answers each question. Table 11.5 offers examples of verbal probing for the MENA context. For example, the interviewer may ask, “What does democracy mean to you?” in order to elicit more about how respondents define the term and whether they are thinking of similar things. He or she may ask, “How did you get to that answer?” to learn more about the respondent’s circumstances and to assess cognitive burden.

Cognitive interviewing and behavior coding have not been used extensively in the Arab world for several reasons, despite their value and potential to improve data quality. There are few native Arabic speakers trained to implement these techniques, and both require additional funding beyond the survey budget. Audio recording is not generally used in the Arab context due to authoritarianism, fear, and lack of familiarity with the research process. However, interviews could be recorded in some circumstances, especially in the laboratory in freer countries like Tunisia, so long as appropriate human subjects protocols and consent are followed.

Existing research: anchoring vignettes. Another tool used to develop valid and reliable measures of critical and abstract concepts that respondents interpret differently within or across countries or regions is the anchoring vignette (King et al. 2004; King and Wand 2007). This technique is most useful for variables measured on ordinal scales, such as level of democracy in one’s country, economic satisfaction, and political efficiency.



Table 11.5 Types and Examples of Questions in a “Verbal Probing” Cognitive Interview




	Comprehension: What does democracy mean to you?



	Paraphrasing: Can you repeat the question in your own words?



	Confidence: Are you certain you met with a parliamentarian during the last year?



	Recall probe: How do you remember that you experienced two water cuts during the last year?



	Specific probe: Why do you think economic equality is the most important element of democracy?



	General probe: How did you get to that answer? Was this a difficult or easy question to answer? I noticed you were unsure—why was this?





Source: Adapted from Willis (1999, 6).




Mitchell and Gengler (2014) developed and tested anchoring vignettes in Qatar to develop reliable measures of economic satisfaction and political efficiency. First, they asked respondents a self-assessment question, “How would you rate the current economic situation of your family? (Very good, good, moderate, weak, very weak),” followed by questions rating two hypothetical families’ economic well-being: one family with a monthly income of $8,000 and another with $16,500. Rather than creating more concrete personal assessment questions, respondents’ own self-assessment is used, and differences in the meaning of incongruent levels of the concept are subtracted based on assessments of the anchoring vignettes (King 2015).

Using this technique, Mitchell and Gengler (2014) found that Qatari citizens overestimated their economic situation, while Qatari women overestimated political efficacy when anchoring vignettes were not used. Bratton (2010) illustrates how this technique corrects for incomparability of assessments of democracy level in African countries; his work offers an example that could be implemented in the Arab world.

Existing research: interviewer effects. A substantial literature focuses on bias arising from observable interviewer traits, including religious dress and gender, in responses to survey questions about religion (Turkey, Egypt, Morocco, and Tunisia), women’s status (Morocco), and voting for secular and Islamist parties (Tunisia). Two of the first such studies focused on how interviewer dress affected reported religiosity, both utilizing same-sex interviewing and thus holding interviewer gender constant (Blaydes and Gillum 2013; Koker 2009). Using experimental designs, these studies found that respondents, facing social desirability pressure and the desire to avoid sanction or embarrassment, responded strategically to conform to the socially stereotyped views of the interviewer, signaled by dress style.

These same studies also found that the degree of bias depended on the level of intergroup conflict during the study, as well as respondent vulnerability. In field experiments in three Turkish cities conducted at three points in time, Koker (2009) found that Islamist and secularist symbols worn by interviewers affected reported religiosity, but the size of the effect depended on the strength of Islamism at the time of the study, which was greatest in 2004. In a survey of twelve hundred women in Cairo, Blaydes and Gillum (2013) found that when the interviewer wore a headscarf, Muslim women expressed higher religiosity and adherence to cultural practices (e.g., female genital mutilation and forced sex with spouse), while Christian women expressed lower religiosity and higher adherence to these practices. Effects were greatest for respondents from socially vulnerable segments of society, including younger, less educated, and poorer women.

Benstead (2014b) also examined effects of interviewer dress on reported religiosity in a 2007 observational study of eight hundred Moroccans. Using mixed-gender interviewing, she tested whether the impact of interviewer dress depended on interviewer gender or respondent religiosity. She found that interviewer traits systematically affected responses to four religiously sensitive questions, and that the presence and size of effects depended on the religiosity of the respondent. Religious respondents—marginalized by the largely secular elite in Morocco—faced greatest pressure to amend their responses. Religious Moroccans provided less pious responses to secular-appearing interviewers, whom they may link to the secular state, and more religious answers to interviewers wearing hijab, in order to safeguard their reputation in a society that values piety. Effects also depended on interviewer gender for questions about religious dress, a gendered issue closely related to interviewer dress.

In another study Benstead (2014a) examined the impact of interviewer gender on gender-sensitive items, focusing specifically on gender dynamics in Moroccan society five years after family code reform. Using survey data from four hundred Moroccans, she found interviewer gender affected responses for questions related to women and politics for male respondents, who reported more egalitarian views to female interviewers.

Benstead and Malouche (2015) also examined the impact of traits on past and future vote choice in transitional Tunisia. Using a nationally representative survey of 1,202 Tunisians conducted in 2012, they found interviewers’ religious dress increased the likelihood of respondents’ stating that they had voted for the Islamist En-Nahda party in the 2011 Constituent Assembly elections, as well as reporting that they planned to do so in the next elections.

This literature underscores the need for researchers to code, report, and control for religious dress, particularly in electoral polls in the post-Arab-uprising context, to reduce bias and gain insights into social identity and intergroup conflict. Yet the impact of interviewer traits on electoral polls has been underexplored. Future studies should employ experimental designs and a larger pool of interviewers. Behavior coding, cognitive interviewing, and qualitative interviews are needed to help elucidate the underlying effects of causal mechanisms and social processes. New research should also examine additional interviewer traits such as race, ethnicity, or class and nonobservable interviewer attitudes and behaviors by surveying the interviewers about their own views and investigating whether they inadvertently influence answers. In addition, survey experiments are needed to test the impact of mode, including web, phone, and CAPI, on interviewer effects and reporting of sensitive information.14

Representation Error

There is limited research examining the impact of methods on representation error, such as error stemming from coverage, sampling, and nonresponse, which can impact the accuracy of inferences drawn from the data.

Coverage error arises from a mismatch between the sampling frame and the population of interest, where the error is systematically related to survey items. At times a sampling frame of addresses may be available, but it is old and may not include homes constructed during the previous ten years. Often no sampling frame is available. Probability proportional to size (PPS) sampling using old census figures probably introduces sampling error, especially in countries like Jordan, Lebanon, and Libya, where substantial population movement within and across borders has occurred due to civil war.

Efforts to sample houses not found in the sampling frame are therefore needed. One solution to this problem is using light maps, as researchers in the 2014 Governance and Local Development survey in Tunisia did to draw an area probability sample of households. Another issue relates to the implementation of the random walk and other techniques by the interviewer. Homes are often not built in a linear way, but rather in clusters, particularly in rural areas. This requires specific instructions for interviewers about how to implement random walks. The CAPI methods using tablets are increasingly employed and allow interviewers to use Global Positioning System (GPS) to ensure that the sampled households fall within the enumeration area (Benstead, Kao, Landry, et al. forthcoming).

Even when probabilistic sampling is used, there are unique conditions and practices in the region that could produce sampling error. These errors can be introduced through the process of choosing households or respondents within households.

At the level of household selection, at least four challenges arise. First, some firms or interviewers use convenience sampling of individuals in cafés and other public places, even when the reported methodology is household selection. Researchers must pay attention to this possibility when screening research firms. Second, challenges associated with choosing sampling blocks within larger primary or secondary sampling units have been resolved in some countries better than others through the use of low-level maps to probabilistically sample down to the level of the neighborhood, for example. When interviewers are given too much freedom to choose sample units, they may simply go to the center of a large town or to a single apartment building, where they conduct all surveys in the sampling block, or worse, to homes or other places where they know friends and family. Third, random walk patterns are hindered by housing areas in rural and urban areas that do not fall on blocks in the same way as developed countries. This makes establishing a trajectory and random walk difficult. More than one family may live in a housing unit, requiring survey managers to define the household and create a means for selection. Fourth, some sampled areas may be difficult to reach without transportation or in dangerous places too arduous to enter. Rules for replacing these units are needed; managers should determine the rules and ideally have supervisors direct interviewers to sampled housing units, rather than giving interviewers the freedom to select a replacement.

Nonresponse error can arise from nonparticipation as well as item nonresponse. Nonparticipation rates are higher among urban than rural residents in the Arab world. Older and less-educated citizens are systematically more difficult to recruit, likely because of differential response rates and sampling design biased toward urban areas. As noted above, tailored scripts may be needed to help recruit women, less educated, and older individuals, who may have more difficulty understanding a survey about politics and may feel their opinions are not important. To reduce bias generated from sampling as well as nonresponse error, post-stratification weights are typically applied, but studies are needed to understand how patterns of nonparticipation and nonresponse affect survey estimates.

Existing research: refusal and item nonresponse. Several studies have examined the impact of observable interviewer traits on refusal and item nonresponse. While not all evidence finds that traits affect item nonresponse (e.g., Benstead 2014b), male interviewers tended to have lower item nonresponse rates, possibly due to their higher authority in a patriarchal context (Benstead 2014a). In contrast, in many studies in Western countries female interviewers have higher participation rates and lower item nonresponse rates due to their increased ability to establish interpersonal trust.15

Corstange (2014) examined how the apparent sponsor of the research affects refusal and item nonresponse. Corstange found citizens were more likely to respond if they believed the survey was being conducted by a university, even if American, than by a foreign government. Participation rates varied across sects and generated bias that could not be fully corrected by weighting.

Few researchers track refusal or systematically analyze why it occurs. To do so, scholars should use cover pages (see Appendix 2), which are filled out and coded for all contacts, including noncontacts and refusals. As noted, interviewer characteristics should be recorded for completed and noncompleted interviews. By doing so, patterns of response and nonresponse can be gathered.

ETHNICAL ISSUES AND CONCLUSIONS

As survey research has expanded in the Arab world, new ethical questions, summarized in Table 11.6, remain pertinent. Several relate to new technologies such as CAPI, streamline data collection, boost interviewer professionalism, and may offer respondents increased confidentiality (Benstead, Kao, Landry, et al. forthcoming). But tablets identify the GPS location of interviews, raising concerns about confidentiality. Problems can arise when uploading or storing surveys or when these coordinates are not removed from the data file before public release. Because data must be uploaded to the Web, there is potential for data interception by governments or other parties. Researchers must address these risks in human subjects protocols, ensure data are securely uploaded and stored, and remove identifiable GPS from released data files.



Table 11.6 Ethnical Concerns and Recommendations




	Concern
	Recommendation





	Tablets record GPS interview location. Data on location of interview are uploaded and stored.
	Researchers must address these risks in human subjects protocols and implement procedures to ensure data are securely uploaded and stored and that identifiable GPS data are removed from data files before release.



	Tablets can be used to take photos of neighborhoods or make audio recordings.
	Human subjects protocols must incorporate these techniques to inform potential participants, maximize potential benefits, and minimize potential harm.



	Survey firms might conduct research for academic groups and governments.
	Researchers must ensure the research sponsor is clearly and accurately stated in the informed consent script, bolster content about respondents’ rights (e.g., voluntary participation), and agree to preclude government/unauthorized access to raw data unless revealed to potential participants and incorporated into human subjects protocols.








Tablets also allow interviewers to take photos of streets or houses for interviewer supervision or coding neighborhood socioeconomic level, which also increases concerns about confidentiality. Through their recording capability, tablets can be useful for monitoring, training, and questionnaire development (e.g., cognitive interviewing). Recording might, with consent, be used in more limited field or laboratory settings. Human subjects protocols must incorporate use of photo or audio recording capabilities and properly reflect benefits and potential harm of tablets.

Ethical issues also arise when survey firms conduct research for social science projects in authoritarian countries, as well as for governments, who may wish to predict electoral outcomes, measure and respond to economic demands, or tap opinions. There are recent examples of survey organizations compelling respondents to produce cards showing the district in which they are registered to vote. This raises ethical concerns for the broader research community, such as data use by a third party, the extent to which citizens feel compelled to answer questions, or possible anxiety experienced by respondents surrounding their participation or nonparticipation.

Further discussion of these ethical issues is critical. Best practices might include ensuring that the sponsor of the research is clearly and accurately stated in the informed consent script, paying extra attention to and bolstering content about respondents’ rights (e.g., emphasizing that participation is voluntary), and specifying in agreements with research firms that government cannot access data or cannot do so until after ensuring protocols for safeguarding confidentiality and preparing files for release.

Despite the many challenges involved in conducting research in the region, substantial, high-quality, and underexploited survey data exist. Survey researchers in the Arab world should continue to use existing data, even while they expand the body of surveys and conduct new methodological research. Scholars should also continue to focus on outreach efforts, helping to reinforce the role of survey research in the political process and supporting the capacity among civil society organizations, political parties, and media to make use of survey data.
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NOTES

1. For a list of publicly available surveys conducted in Arab countries, see Carnegie Middle East Governance and Islam Dataset (Tessler 2016) and Appendix 1 in this chapter.

2. For example, prior to the Arab spring, researchers probed attitudes about sharia law and the role of religion in the state, but not questions about past or future vote choice, due to their sensitivity. A measure of respondents’ preferred party appears to have been contemplated for the first wave of the Arab Barometer, conducted in 2006–2008 in six countries (Morocco, Algeria, Lebanon, Jordan, Palestine, and Yemen), but this variable was not added to the final data set.

3. Figure 11.3 in this chapter shows declines in support for democracy in Jordan between 2011 and 2014; Palestine between 2003 and 2012; Algeria between 2002 and 2013; Morocco between 2001 and 2013; Kuwait between 2005 and 2014; Yemen between 2006 and 2013; Iraq between 2004 and 2013; Egypt 200 and 2013; Saudi Arabia between 2003 and 2011; and Tunisia between 2011 and 2014. Support for democracy remains high in the region as a whole (Robbins and Tessler 2014) and did not appear to decline in Lebanon, Sudan, or Libya.

4. The TGP (2016) was launched by Ellen Lust, Lindsay Benstead, and collaborators following the Arab spring in part to study and explain electoral behavior and involves a series of public opinion surveys in transitional Tunisia, Libya, and Egypt. A foundational project of the Program on Governance and Local Development (GLD), the Local Governance Performance Index (LGPI) was developed by Lindsay Benstead, Pierre Landry, Dhafer Malouche, and Ellen Lust. It maps public service provision and transparency at the municipal level and has been conducted in Tunisia and Malawi. This allows for comparisons of public service provision in areas including education, health, and municipal services across areas.

5. Early publications on Arab public opinion include Grant and Tessler (2002); Nachtwey and Tessler (2002); Tessler (2000); and Tessler and Warriner (1997).

6. I am grateful to Kristen Cibelli for sharing this idea.

7. As a result of accusations of politically motivated polling, a Tunisian law banned firms from conducting and the media from disseminating polls or surveys during the 2014 electoral campaign for parliament.

8. For a discussion of challenges facing researchers in insecure environments, see Mneimneh, Axinn, et al. (2014).

9. Dialects spoken by indigenous inhabitants of North Africa, especially in Morocco and Algeria.

10. Q x Qs are a list of standard definitions by survey question number that interviewers are allowed to give when asked for clarification. In standard methodology, interviewers are not allowed to offer any other definitions. If no definition is given for a term, the interviewer may say, “Whatever _____ means to you.”

11. There is some evidence from Malawi of higher response rates if citizens know their participation brings work to interviewers from the area (Dionne 2015).

12. For additional work on detecting social desirability bias, see Mneimneh, Axinn, et al. (2014) and Mneimneh, Heeringa, et al. (2014).

13. Both require appropriate human subjects protocols and informed consent.

14. Phone surveys are also being used in a number of Arab countries, such as Tunisia and Qatar. These surveys have a similar potential to exclude citizens without mobile or landline phones. Studies are needed to assess coverage error issues in face-to-face, phone, and increasingly, web-based surveys.

15. Item nonresponse in social surveys is higher for female respondents in general (e.g., Rapoport 1982), but studies of interviewer gender effects find either that item nonresponse is unrelated to interviewer traits (Groves and Fultz 1985) or the relationship is weak (Kane and Macaulay 1993). In U.S. samples, item nonresponse and refusal rates are lower for female interviewers. Benney, Riesman, and Star (1956) found lower rates of item nonresponse for female interviewers, and Webster (1996) found that female interviewers had fewer omitted items, particularly from male respondents, who were likely to “work hard” in interviews with females. Hornik (1982) found lower unit nonparticipation rates in mail surveys when participants received a prestudy call from a female.
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APPENDIX 1

PUBLIC OPINION DATA SOURCES

Publicly Available Data from Arab Countries

Arab Barometer: http://www.arabbarometer.org/

World Values Survey: http://www.worldvaluessurvey.org/wvs.jsp

Afrobarometer: http://www.afrobarometer.org/

ICPSR: https://www.icpsr.umich.edu/icpsrweb/landing.jsp (See in particular Carnegie Middle East Governance and Islam Dataset, http://www.icpsr.umich.edu/icpsrweb/ICPSR/studies/32302, which includes individual-level and country-level variables for surveys conducted by Mark Tessler and collaborators since 1988.)

Pew Research Center has conducted surveys since 2001 in Morocco, Tunisia, Lebanon, Jordan, Egypt, and Kuwait. Available online at http://www.pewglobal.org/question-search/.

Other Survey-Related Websites

Transitional Governance Project: http://transitionalgovernanceproject.org/

Program on Governance and Local Development: http://campuspress.yale.edu/pgld/ and http://gld.gu.se/

Research Centers and Institutes

The Social & Economic Survey Research Institute: http://sesri.qu.edu.qa/ (Qatar)

Palestinian Center for Policy and Survey Research: http://www.pcpsr.org/ (Palestine)

Center for Strategic Studies: http://www.jcss.org/DefaultAr.aspx (Jordan)

A number of non- and for-profit marketing and survey firms and research groups in the region also conduct surveys.


APPENDIX 2

SAMPLE COVER PAGE FOR INTERVIEWER EFFECTS STUDY IN TUNISIA

VARIABLES TO BE FILLED IN BEFORE GOING TO DOOR

COVER PAGE

Please fill out I1 to I8 before going to the door.






	[image: image]










I13.3 Block number |___________| I13.4 Random start |___________| I13.5 Random walk |___________|

I8a. What is the socioeconomic status of the housing based upon the external appearance of the house and neighborhood?


2 Lower middle class

1 Lower class

3 Middle class

4 Upper middle class

5 Upper class



I8b. Do you know anyone in this household? 1. Definitely not 2. Possibly 3. Yes

I8c. What is the nature of your relationship with one or more members of this household? 1. Friends 2. Family 3. Classmates, coworkers, 4. Tribe/clan 5. Association, religious organization 6. Other: __________________

Please fill out I9 to I15 after the survey is complete or refused.
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CHAPTER 12

THE LANGUAGE-OPINION CONNECTION

EFRÉN O. PÉREZ

INTRODUCTION

CAN language affect survey response? This is a simple question that should be easy to answer. All that is seemingly necessary to test this proposition are measures of people’s opinions and the language they interview in. From there, researchers can statistically estimate the association between individuals’ reported views and the language of interview (while of course adjusting these estimates for other influences) (Lee 2001; Lee and Pérez 2014; Lien et al. 2004; Welch et al. 1973). In fact, some scholars might wish to assess this relationship experimentally (Druckman et al. 2011; Shadish et al. 2002). Better to fully isolate language’s influence via randomization. Only then can one confidently infer language’s causal impact on survey response. Simple, right?

Yes, but also utterly deceptive. Because no matter how elegant the research design, survey researchers have yet to answer basic questions about this “language-opinion connection.” First, there is a conceptualization issue: identifying which aspects of language influence what facets of survey response (Swoyer 2014). Given that languages vary by their grammatical structure, scholars should specify how such nuances affect people’s articulation of opinions, if at all (Slobin 1996). Researchers should also clarify whether language shapes individual opinions by influencing what a person remembers and/or how they remember it (Marian and Neisser 2000). These are not mutually exclusive points, but they are often omitted from existing research on language and survey response (Lee and Pérez 2014; Welch et al. 1973).

Second, there is a measurement problem. To claim that interview language affects survey response, scholars must ensure that speakers of different tongues interpret survey questions equivalently (Boroditsky 2001). Individuals who interview in distinct tongues may express dissimilar opinions because they construe survey questions differently (Stegmueller 2011; Pérez 2009; Davidov 2009). Hence, language-opinion gaps might stem from uneven item performance across tongues, rather than language nuances per se.

Third, it is challenging to select a research design to appraise language’s influence on survey response. One popular option is to observationally assess this relationship with national survey data that offer respondents different interview language options (Dutwin and Lopez 2014; Garcia 2009; Lee and Pérez 2014). This approach is strong on representativeness: one can be confident that a correlation between language and opinion(s) reflects a real phenomenon in a mass public. But the same framework is weak on causality: it is impossible to rule out that other (un-)observed traits among individuals, besides language, drive this pattern (Clarke 2005).

Enter experiments, in which interview language can be randomized among bilinguals. This method isolates language, thus allowing tests of its mechanism(s) (cf. Boroditsky 2001; Marian and Kaushanskaya 2007). Yet such experiments can be criticized on several grounds, including, paradoxically, internal validity (i.e., whether language causally impacts survey response) (McDermott 2011). For example, bilinguals often use one of their tongues in specific contexts. In surveys, this manifests as a preference to interview in a certain language (Lee and Pérez 2014). However, if one is randomly assigned to complete a survey in a tongue that is not preferred for that context, this treatment can become reactive in all the wrong ways, such as angering or worrying people, with downstream effects on their opinions (Brader and Marcus 2013).

But the last challenge is the most fundamental. Conceptualization can be addressed, measurement issues can be overcome, and optimal research designs can be selected. Yet all of this is for naught if there is weak theory to explain and anticipate language effects on the varied components of survey response (e.g., recall, reporting) (Tourangeau et al. 2000). There is no silver bullet here. This must be a sustained effort to answer questions such as how language shapes survey response, when it does so, and among whom these effects are strongest. Such an effort might begin by considering whether language differences produce framing effects, or shifts in how “people develop a particular conceptualization of an issue or reorient their thinking about an issue” (Chong and Druckman 2007, 104). It is plausible that by increasing the relative salience of some considerations, language affects how respondents answer survey questions. For example, does interviewing in a tongue that makes explicit gender distinctions (e.g., “his” versus “hers”) lead respondents to report less support for policy proposals to tackle gender inequality?

So the simple question about whether language shapes survey response is not so simple after all. In fact, it is not really one question, but several. This means there is plenty of work for survey researchers to do. In order to clarify just how much work there is, I use the next section to pinpoint what scholars know and do not know about the language-opinion connection. I show that while a thick layer of evidence has accumulated on language’s association with mass opinion, explicit theories about why this pattern emerges are thin and sparse.

I then explain several findings from cognitive and social psychology, two fields with rich implications for how survey researchers might strengthen their theoretical grip on the mechanism(s) behind the language-opinion connection (Boroditsky and Gaby 2010; Marian and Kaushanskaya 2007; Ogunnaike et al. 2010). I argue that any successful attempt to illuminate language’s influence on survey response should consider heeding what psychologists have learned, since most of their insights have not been applied to this domain. The opportunity for synergy across these disciplines is therefore ample and ripe.

Finally, I round out these sections with a detailed discussion of how researchers might make headway on building theories to explain the impact of language on survey response, while addressing issues of conceptualization and measurement along the way. What I say in that section is not meant to be exhaustive. My more modest goal is to highlight what I see as a pressing need to illuminate the microfoundations of language effects on survey response. Let me begin by providing a better sense of what we are up against.

WHAT SURVEY RESEARCHERS (DO NOT) KNOW ABOUT THE LANGUAGE-OPINION CONNECTION

With the rise of mass surveys, researchers began assessing public opinion across countries, thus encouraging the development of questionnaires in needed tongues (Almond and Verba 1963; Ervin and Bower 1952; Stern 1948). Today, scholars increasingly use multilingual polls to gauge opinions in nations where immigration has brought about population growth (Davidov and Weick 2011; de la Garza et al. 1992; Lien et al. 2004; Tillie et al. 2012; Wong et al. 2011). Take the United States, where Asians and Latinos have arrived in large numbers since 1965. Ryan (2013) reports that about forty million people in the United States speak Chinese or Spanish at home, even though more than 70% of them report speaking English “well” or “very well.”1

Giving respondents the opportunity to interview in different languages allows researchers to yield more representative portraits of mass opinion (cf. de la Garza et al. 1992; Dutwin and Lopez 2014; Fraga et al. 2010; Hochman and Davidov 2014; Inglehart and Norris 2003; Lien et al. 2004; Tillie et al. 2012; Wong et al. 2011). In many polyglot nations, some people will speak only one language, though it may not be the one used to administer a poll. Some will speak two or more languages, but may prefer to be interviewed in a tongue also not offered by a survey. But others will speak the tongue provided by a poll, although they represent but one stratum in the population. Yet to sample only this last segment because it is easier and cheaper is to misrepresent the opinions of the larger population (Dutwin and Lopez 2014), especially if those preferring to interview in certain tongues display varied attitudes and beliefs (Lee and Pérez 2014). Thus, as societies become (even) more linguistically diverse, the use of multilingual polls will likely continue to grow.

But even as researchers increasingly poll members of mass publics in different tongues, a dense fog hangs over why and how language affects survey response. This ambiguity is reflected in leading explanations about how people articulate opinions (Lodge and Taber 2013; Tourangeau et al. 2000; Zaller 1992). These frameworks suggest that survey response depends on the question being asked and the considerations it evokes (Zaller 1992). Specifically, survey questions activate concepts in long-term memory, which is associatively organized (Lodge and Taber 2013). This means concepts are linked to each other in a lattice-like network, in which stimulation of one energizes others via spreading activation (Collins and Loftus 1975). Once relevant concepts are aroused, they are recruited from long-term memory into working memory—the “top of the head”—where one assembles them into a response (Zaller 1992). Yet nowhere in these theoretical accounts does language explicitly play a role.

This omission is at odds with what some survey researchers are finding. Several studies show that public opinion is reliably associated with interview language (Lien et al. 2004; Pérez 2011; Welch et al. 1973). Lee (2001) reports robust correlations between interview language and opinions on several topics in the Latino National Political Survey (LNPS; 1988–1989), a seminal study of U.S. Latinos. Lee and Pérez (2014) reveal that such patterns also emerge in newer data sets, like the Latino National Survey (LNS; 2006). For example, LNS respondents interviewing in English report 10% more knowledge about U.S. politics than those interviewing in Spanish. Moreover, Garcia (2009) finds that about a fifth of LNS respondents changed interview languages—from English to Spanish or Spanish to English—with this switching affecting people’s opinion reports.

These associations between individual opinions and language of interview are generally robust to statistical controls and reproducible across several data sets and different populations that are linguistically diverse (e.g., Asian Americans) (cf. Lee 2001; Lee and Pérez 2014; Lien et al. 2004). Yet their interpretation remains open to debate—and for precisely some of the reasons I discussed in the introduction. Let us start with the question of research design.

Correlations, Correlations, Correlations

Most evidence affirming a language-opinion connection derives from correlational studies of survey data that are representative of populations like Asian Americans or Latinos (Garcia 2009; Lee 2001; Lee and Pérez 2014; Lien et al. 2004; Welch et al. 1973). Finding that individual opinions are correlated with interview language is remarkable, because it implies that what survey respondents report is shaped by the tongue they use to complete a poll. But the correlational nature of these studies raises strong concerns about omitted variable bias (Clarke 2005), since interview language is self-selected by respondents, not randomly assigned. Scholars have dealt with this by adjusting estimates of language effects for a litany of observed covariates (e.g., age, education, language proficiency) (Garcia 2009; Lee and Pérez 2014; Welch et al. 1973). But this ignores unobserved differences between respondents and makes the generated results increasingly model dependent (Clarke 2005). Clearer and stronger evidence, then, is needed to bolster the claim that language independently influences survey response.

Apples and Oranges

A thornier issue involves measurement: specifically, ensuring that speakers of different tongues sense the same reality. This is formally known as measurement equivalence, or what Horn and McArdle (1992, 117) refer to as “whether or not, under different conditions of observing and studying phenomena, measurement operations yield measures of the same attribute” (Davidov 2009; Harkness et al. 2003; Jacobson et al. 1960; Pérez 2009). Applied to the case of language and survey response, measurement equivalence is achieved if survey questions capture the same attitude, belief, value, and so forth from respondents who interview in different languages. Consider the assessment of group identity in a survey. Attaining measurement equivalence here demands that items appraising this construct do, in fact, capture the same form of identity, to the same degree, across respondents interviewed in different tongues. If these conditions are not met, scholars risk comparing “apples” to “oranges” (Stegmueller 2011).2

Despite painstaking questionnaire translations, however, speakers of varied tongues often interpret survey items differently (Harkness et al. 2003; Pérez 2009; Stern 1948). Survey questions aim to measure opinions that are latent and not directly observed. This means a person’s observed score (yi) on a survey question is conditional on their true opinion score (η) and nothing else. When F(yi | η) holds, observed differences in answering a question reflect true opinion differences. But if speakers of varied tongues interpret a survey item differently, a person’s response to a question is conditional on his or her opinion and language group (gi)—that is, F(yi | η, gi). 3

When this happens, language-opinion differences are conflated with item quality differences, making it harder to pin a causal effect to language (Stegmueller 2011). Moreover, if questions are more difficult for some language speakers, then they will misreport their opinion level. Pérez (2011) shows that even at equal levels of political knowledge, Spanish interviewees were less likely than English interviewees to correctly report which candidate won the most votes in their state in the 2004 presidential election, due to item bias. Similar results arise in items measuring other traits, with item bias yielding “false positives” in sample survey data. More reassurance is thus needed that any language-opinion gap is real rather than a measurement artifact.4

Where’s the (Theoretical) Beef?

But even if the preceding methodological challenges are resolved, there is the issue of theory—or rather, a relative lack of it. Most research on the language-opinion connection focuses on detecting this relationship and ruling out alternative influences. Less emphasis is placed on why language is even linked to survey response in the first place (Garcia 2009; Lien et al. 2004; Welch et al. 1973; Wong et al. 2011). For example, Lee and Pérez argue that language gaps “cannot be reduced to a technical matter about omitted variable bias, measurement error, or status deference” (Lee and Pérez 2014, 20). But studies like these neglect to clarify how language shapes which aspect of survey response. Hence, a more convincing case still needs to be made about the pathway(s) linking language nuances to individual differences in survey response.

So, evidence on the language-opinion connection is assailable on several fronts. Yet my sense is that these challenges can be conquered by looking beyond established results in public opinion research. One area worthy of attention is the work of psychologists, which illuminates the micromechanisms behind language effects on thinking. Indeed, if our target is to develop more agile theories to explain the language-opinion connection, then heeding these psychological insights stands to make survey researchers sharper marksmen. Let me explain why.

LANGUAGE AND THINKING: THE VIEW FROM PSYCHOLOGY

The idea that language affects people’s thinking is often associated with the amateur linguist Benjamin Whorf, who (in)famously claimed that people’s thoughts are completely determined by language (i.e., linguistic determinism) (Swoyer 2014; Boroditsky et al. 2003). In one of his stronger expositions of this view, Whorf (1956, 221) asserted that users of varied tongues are led to “different . . . observations . . . and . . . evaluations of externally similar acts . . ., and hence are not equivalent as observers but must arrive at . . . different views of the world.”

While certainly intriguing and ambitious, Whorf’s hypothesis slowly ran aground on several shoals of criticism, eventually sinking his outlook on language and thinking. Some of the distress experienced by his hypothesis was self-inflicted. For all of its bravado, Whorf’s contention was remarkably light on evidence, with most support based on anecdote and personal observation of the languages he studied. Some of the trouble, though, arose from unpersuaded skeptics, who marshalled evidence that shredded the hull of Whorf’s hypothesis. Especially damaging here were studies showing that non-English speakers could learn English color categories, even though their native tongue had few words for color (Heider 1972; Rosch 1975).

Consequently, many scholars have found Whorf’s hypothesis untenable and unfalsifiable (Boroditsky 2003; Swoyer 2014). But a new generation of psychologists has refashioned his claim into weaker, but still interesting and testable, versions (Boroditsky 2001; Fuhrman et al. 2011; Marian and Neisser 2000). These researchers have threaded together varied theoretical accounts about language’s cognitive effects, with their findings yielding a rich tapestry of evidence. Let us examine some of the parts making up this whole.

Grammatical Differences and “Thinking for Speaking”

One way psychologists have rehabilitated Whorf’s hypothesis is by drawing on Slobin’s notion of “thinking for speaking.” Slobin (1996) argues that languages vary in their grammatical organization, which obliges speakers to focus on varied aspects of their experience when using a given tongue. As he explains, the “world does not present ‘events’ and ‘situations’ to be encoded in language. Rather, experiences are filtered through language into verbalized events.” For example, gender-less languages, like Finnish, do not require speakers to designate the gender of objects. In fact, even the word for “he” and “she” is the same in these tongues. In sharp contrast, gendered tongues, like Spanish, require speakers to differentiate genders and assign it to objects. For example, to say that “the sun is rising,” Spanish speakers must denote the masculinity of the “sun” by using the definite article el, as in “el sol va saliendo.”

Using this framework, psychologists have gathered new and more convincing evidence that language can affect various aspects of cognition, including how people represent objects in memory (Boroditsky et al. 2003) and how they distinguish between shapes and substances (Lucy and Gaskins 2001). One research stream studies how quirks of grammar yield nuances in “thinking for speaking” and thus, variations in how people sense or judge phenomena (Boroditsky and Gaby 2010; Boroditsky et al. 2003; Cubelli et al. 2011; Fuhrman et al. 2011; Vigliocco et al. 2005). Here Boroditsky (2001) teaches us that languages, like English and Mandarin, vary by how they conceptualize time. English speakers delineate time horizontally with front/back terms, as in “what lies ahead of us” and “that which is behind us.” Mandarin speakers employ front-back terms, too, but they also use vertical metaphors, as in earlier events being “up” and later events being “down.”

Such differences should hardly matter, right? Yet careful research shows that these language differences can become important when individuals think about time. For example, Boroditsky (2001) primed English and Mandarin speakers with horizontal cues (e.g., a visual of a black worm ahead of a white worm) or vertical ones (e.g., a visual of a black ball above a white ball). Remarkably, she found that Mandarin speakers were milliseconds faster in confirming that March precedes April when primed vertically rather than horizontally.

Other scholars have shown that “thinking for speaking” affects people’s sense of spatial locations (Li and Gleitman 2002). For example, Dutch and Tzeltal are tongues that describe spatial relations in relative and absolute terms, respectively. Seizing this nuance, Levinson (1996) sat Dutch and Tzeltal speakers at a table with an arrow pointing right (north) or left (south). He then rotated subjects 180 degrees to a new table with arrows pointing left (north) and right (south), asking them to choose the arrow that was like the earlier one. Dutch speakers generally chose in relative terms. If the first arrow pointed right (north), then they chose the arrow that pointed right (south). In contrast, Tzeltal speakers generally chose in absolute terms. If the first arrow pointed north (right), then they chose an arrow that pointed north (left).

Language and the Encoding Specificity Principle

The studies discussed above powerfully illustrate how “thinking for speaking” can clarify the influence of language on cognition. But this is not the only way to explain language’s influence over people’s minds. Other research has drawn inspiration from what psychologists call the encoding specificity principle, the idea that people recall information more easily when there is a match between how they learned it (i.e., encoding) and how they draw it from memory (i.e., retrieval) (Tulving and Thomson 1973; cf. Godden and Baddeley 1975; Grant et al. 1998).

Accordingly, Marian and associates argue that language facilitates memory recall when the tongue used to retrieve information (e.g., childhood memories) matches the tongue in which the content was acquired (Marian and Neisser 2000). For example, Marian and Fausey (2006) taught Spanish-English bilinguals information about history, biology, chemistry, and mythology in both tongues. Subjects’ memories were more accurate, and their recall faster, when they retrieved the material in the language they learned it in. Similarly, Marian and Kaushanskaya (2007) asked Mandarin-English bilinguals to “name a statue of someone standing with a raised arm while looking into the distance.” Subjects were more likely to say the Statue of Liberty when cued in English, but more likely to identify the Statue of Mao Zedong if cued in Mandarin.

Rounding out this research, Marian and her colleagues have also demonstrated that memories encoded in a specific language are more emotionally intense when retrieved in that tongue. Marian and Kaushanskaya (2004) asked Russian-English bilinguals to narrate a life event that came to mind when given a prompt, with the researchers tape-recording all narrations. Two raters coded all the narrations for their emotional intensity. In line with the encoding specificity principle, the authors found that subjects articulated narratives that were more emotionally intense when the language of encoding was congruent with the language of retrieval.

The Interface Between Language and Culture

Another fruitful research area examines the bond between language and culture. Social psychologists have found a strong link between varied tongues and specific cultures, in which any “two languages are often associated with two different cultural systems” (Hong et al. 2000, 717; cf. Bond and Yang 1982; Ralston et al. 1995). The paradigmatic example is research on the private and collective self (Triandis 1989). This work suggests a private and collective self exists in all of us, with the former revealed in thoughts about the individual person (e.g., “I am great”) and the latter in thoughts about a person’s group membership(s) (e.g., “I am a family member”) (Triandis 1989). Yet the relative emphasis a person places on these selves varies between cultures, with people in individualist cultures like the United States reporting more private self-cognitions than peers in collectivist cultures like China (Trafimow and Smith 1998; Trafimow et al. 1991). For example, Ross and colleagues (2002) randomly assigned Chinese-born subjects in Canada to complete a study in Chinese or English. Revealingly, subjects who participated in Chinese reported more cognitions about the self in relation to others (“I am a family member”) than did those participating in English.

The Automatic Influence of Language on Thought

Finally, within this sea of studies on language and thought there is an isle of work suggesting that language automatically shapes people’s attitudes (Danziger and Ward 2010; Ogunnaike et al. 2010). What makes this research compelling is that the attitudes people express in these studies are not self-reported, but implicit—that is, nonverbalized, spontaneously activated, and difficult to control (Pérez 2013). This implies that language’s cognitive influence is sparked well before people start to cobble together an opinion to report (Lodge and Taber 2013).

Danziger and Ward (2010), for example, had Arab Israeli undergraduate students complete an Implicit Association Test (IAT), a millisecond measure that assesses how quickly people associate different objects like racial groups with words of varied positive or negative valence (Pérez 2013). The IAT here measured automatic associations between Arabs (Jews) and words with negative (positive) valence. Subjects completed the IAT in either Arabic or Hebrew on a random basis. Strikingly, Arab-Israeli bilinguals evaluated Arabs less positively when completing the IAT in Hebrew than in Arabic. Yes, you read that right: people’s spontaneous judgment of ethnic groups shifted with the language used to evaluate them.

This tantalizing result does not seem to be a fluke, for other researchers have detected a similar pattern, not once, but twice—and in different samples, no less. In a study of Moroccan Arabic-French bilinguals, Ogunnaike and associates (2010) found that subjects automatically evaluated Arabic names more positively than French names when completing an IAT in Arabic. Not to be outdone, a second study revealed that U.S. Spanish-English bilinguals automatically evaluated Spanish names more positively than English names when completing an IAT in Spanish.

These studies are also crucial for another reason. We learned earlier that comparing the opinions of varied language speakers is difficult because people may construe survey questions differently. One solution is to establish language effects on nonlinguistic tasks (Boroditsky 2001), which do not require the use of language (or very little of it). By showing language effects on the IAT, in which no verbal expression of attitudes occurs, Danziger and Ward (2010) and Ogunnaike and colleagues (2010) bolster the claim that language yields nuances in people’s thinking.

TOWARD THE PSYCHOLOGY OF LANGUAGE EFFECTS ON SURVEY RESPONSE

Clearly, cognitive and social psychologists have amassed a trove of theoretical insights, complete with empirical evidence, about how language can affect people’s thinking. But is any of this relevant for survey response? I would like to think so, but the situation is a little more complex than that. First, most of the evidence we just discussed is from small-scale experiments (N < 50) with convenience samples (Boroditsky 2001; Cubelli et al. 2011; Fuhrman et al. 2011; Marian and Neisser 2000). Low statistical power thus becomes a concern. With so few observations, the deck is stacked against finding a true effect in these tiny samples; and, when an effect is detected, the likelihood that it is real and not due to chance is worryingly low (Button et al. 2014; Cohen 1992).

Second, these challenges are compounded by the “college sophomore” problem (Sears 1986). Most studies of language effects center on undergraduate college students, which raises concerns about external validity or whether language can influence thinking across different subjects, research settings, timings, treatments, and outcomes (McDermott 2011; Shadish et al. 2002). College students are a thin slice of any population, which is a problem insofar as scholars wish to make claims about whether language affects survey response in the mass public, where the public entails more than just “college sophomores.” Thus, one way to increase the external validity of language effects research is to conduct experimental tests in nonlab settings, with more variegated samples, and with survey response as a dependent variable—in other words, in a public opinion survey.

Third, there is a tangled knot between language and culture. Those who do studies on language and thinking find it difficult to rule out that the main driver of observed differences between varied language speakers is the tongues they use, not the cultures they inhabit (Bond and Yang 1982; Ralston et al. 1995; Ross et al. 2002; Trafimow et al. 1991). An even bigger specter, perhaps, is that language might be endogenous to culture, which would make it hard to sustain the claim that language causes shifts in people’s survey reports (King et al. 1994).

These are all delicate issues that complicate the wholesale transfer of psychological insights to the realm of survey response. But they are not insurmountable, and they should not detract from formulating theories to explain the language-opinion connection. For example, low statistical power is easy to “fix.” Increasing any study’s power simply demands that researchers be more explicit about the effect sizes they anticipate a priori, while collecting enough observations to be able to detect effects of that size if they do, in fact, exist.

Public opinion researchers can also credibly address the “college sophomore” issue, though the solution is not as obvious as it might seem. If the problem is that most studies of language effects are based on students, then the temptation is to run such experiments on samples that are representative of a population of interest. But the broader issue here is external validity: the extent to which a language-opinion connection arises, not just in larger and more heterogeneous samples, but also across varied research settings, timings, treatments, and outcomes (McDermott 2011; Shadish et al. 2002). For the language-opinion connection, this entails answering basic questions, such as whether language shapes survey response across varied samples and data-collection modes (i.e., online, telephone, and face-to-face surveys).

Ruling out that language is endogenous to culture can also be overcome with heavy conceptual lifting. “Culture” is a loaded term that means different things to different people. Hong and colleagues (2000, 710) note that a common but static view of culture defines it as a “highly general structure, such as an overall mentality, worldview, or value orientation.” Yet a more dynamic view of culture deems it a shared mental map that includes “unstated assumptions, tools, norms, values, habits about sampling the environment, and the like” (Triandis and Suh 2002: 136), which can be activated by speaking a specific tongue (Ross et al. 2002; Trafimow et al. 1991). If one views culture statically, then distinguishing it from the tongue one speaks will involve manipulating language across distinct cultures and observing its effect on similar outcomes, which would reveal whether language comparably affects thinking in varied cultural settings (McDermott 2011). But if one views culture fluidly, the influence of language on it does not need disentangling, since language is a trigger to cultural knowledge. It all depends on one’s perspective.

Ultimately, however, resolving these challenges only clears the path for the more difficult task that is theory building. In particular, public opinion researchers who are interested in language effects must still clarify how, when, and among whom survey response is affected by the tongue in which individuals interview.

How Does Language Affect Survey Response?

The most fundamental question to answer, as I see it, concerns how the tongue one speaks influences survey response. This is a lot more difficult than it seems, because it requires researchers to specify what aspect of survey response is affected by language. For instance, does language affect the content of people’s attitudes, beliefs, and values? Does it affect how those considerations are retrieved? Or does it influence how they are expressed?

One promising avenue to pursue is to draw explicitly on Slobin’s (1996) notion of “thinking for speaking.” This is the idea that languages vary in their grammatical organization, which obliges speakers to focus on different aspects of their experience when using a given tongue. As Slobin (1996, 75) explains, this is “the thinking that is carried out, on-line, in the process of speaking.” It is the act of encountering the contents of the mind in a way that is consistent with the grammatical demands of one’s tongue. The trick here, then, is to precisely identify how such quirks of language can affect survey response.

That grammar might shape survey responses is not farfetched. For example, Pérez and Tavits (2015) study the grammatical nuances between gendered and gender-less languages to study public attitudes toward gender inequality. They argue that speaking a gender-less tongue promotes gender equity by failing to distinguish between male and female objects. Speakers of a gender-less language should thus find it harder to perceive a “natural” asymmetry between the sexes, which leads them to be more supportive of efforts to combat gender inequality.

To test this, Pérez and Tavits (2015) randomly assign the interview language in a survey of Estonian-Russian bilingual adults in Estonia, in which Estonian is a gender-less language and Russian a gendered tongue. Compared to Russian interviewees, Estonian interviewees are more likely to support making family leave policy flexible so that a father can stay home with a baby. They are also more likely to endorse efforts to recruit more women to top government posts and the nomination of a female defense minister. Across these outcomes, the boost in the probability of support induced by interviewing in Estonian ranges between 6% and 8%, which is noteworthy because all other differences between bilinguals are held constant via randomization. Further, these authors rule out that support for efforts to combat gender inequality do not come at men’s expense, because gender-less language speakers become either pro-female or anti-male.

Yet not all public policy proposals break down along gender lines, so perhaps “thinking for speaking” has limited applicability beyond this crucial, but narrow, domain. But recall that “thinking for speaking” variations arise in other areas, like conceptions of time and space (Boroditsky 2001; Boroditsky and Gaby 2010), which are incredibly important for how the public evaluates policy proposals. Let me illustrate with temporal conceptualizations.

Some tongues differ by how future oriented they are. Chen (2013) explains that languages vary in the degree to which they dissociate the future from the present. Tongues with a strong future-time reference (FTR) crisply distinguish the future from the present, while weak FTR languages equate the future and present. Chen (2013) argues that weak-FTR languages should lead people to engage more in future-oriented behaviors, because those tongues conflate “today” with “tomorrow,” finding that speakers of weak-FTR tongues save more, retire with more wealth, smoke less, practice safer sex, and are less obese.

But how might such insights explain people’s policy attitudes? One possibility acknowledges that time horizons play a major role, as evidenced by research on the temporal dynamics of public opinion (Gelman and King 1993; Stimson 2004). Language nuances in time perception could plausibly affect public support for policies with long-run consequences, such as ones addressing climate change (Pérez and Tavits n.d.; Villar and Krosnick 2011). Net of one’s ideology or attention to the issue, support for such policies might be weaker among speakers of tongues with a strong FTR, since they can more easily discount the future, when climate change consequences will be more pressing than they are now.

The same is true of public support for changes to entitlement programs (e.g., pensions, health insurance). Mass publics in many nations face the prospect of reforming expensive entitlement programs today, so that their governments can remain solvent tomorrow (Pew Research Center 2014). But perhaps to people who speak a tongue that allows them to more easily brush off the future, government insolvency does not feel like an immediate problem. Thus, public resistance to such reforms might partly arise from language, with speakers of strong FTR tongues expressing less support, since it is easier for them to downplay the future.

Of course, these last two examples offer more promise than fact. Yet I highlight them to illustrate how “thinking for speaking” can help public opinion researchers assess not only whether language can affect survey response, but also in which domains.

When Does Language Affect Survey Response?

Another useful question to consider is when language impacts survey response. One way to do this is by pushing on the boundaries of what we already know about this phenomenon in a world where language does not seem to matter. There, people express opinions on the basis of considerations evoked by survey questions (Zaller 1992). Think of framing effects in which simple changes in the phrasing of survey items generate noticeable changes in people’s responses (Chong and Druckman 2007). Smith (1987), for example, shows that survey respondents are much more supportive of spending on “assistance for the poor” than on “welfare.” That basic word changes affect individual preferences, by evoking varied considerations, implies that people’s opinions might be shaped by the very language they use to report those opinions. After all, Marian and colleagues suggest that individual recall of information is facilitated when the tongue used to retrieve a memory matches the tongue in which a memory was learned (Marian and Kaushanskaya 2007; Marian and Fausey 2006; Marian and Neisser 2000).

Drawing on Marian and associates’ insights, Pérez (2014) argues that political concepts, such as U.S. political facts, are more associated with some languages (e.g., English) than others (e.g., Spanish). Hence, some political concepts will be more mentally accessible on the basis of interview language. Randomizing the language of an interview among a national sample of English-Spanish bilingual Latino adults (N = 530), Pérez (2014) finds, inter alia, that English interviewees report up to 8% more political knowledge than Spanish interviewees. That is, just interviewing in English allows people to report more knowledge about American politics, because those facts are more strongly tied to English. By the same token, English interviewees report reliably lower levels of national origin identity (e.g., “I am pleased to be Mexican”), since the nation of origin is a concept that is more strongly tied to Spanish.

Pérez (2014) then buttresses these results in three ways. First, he analyzes his survey items to establish that such language gaps are not measurement artifacts (i.e., multigroup confirmatory factor analysis) (Davidov 2009; Pérez 2009; Stegmueller 2011). Second, he shows that these language-opinion gaps are not mediated by bilinguals experiencing strong emotional reactions (i.e., anxiety, anger, and pride) to interviewing in one of their tongues (Brader and Marcus 2013). Third, he demonstrates that opinion differences by language do not stem from English interviewees feeling more efficacious by interviewing in a dominant tongue, which would motivate them to more thoroughly search their memories for relevant content.

Nevertheless, Pérez’s (2014) insights stem from an online survey experiment. True, opinion data are increasingly gathered on the Web, but increasingly is not the same as always. Many researchers still assess opinions via telephone, face-to-face, and mixed designs (Dutwin and Lopez 2014; Fraga et al. 2010; Wong et al. 2011), and what analysts find in online polls is unlikely to wholly transfer to phone or in-person surveys. For example, online polls are anonymous compared to phone or in-person surveys, which can affect the prevalence of reported attitudes and behaviors (e.g., Piston 2010). Once scholars veer into contexts in which interviewees interact with live interviewers on the phone or face-to-face, the relative anonymity of online surveys is replaced with interpersonal pressures arising from respondents communicating their opinions to an actual person. With live interviewers, it is plausible that respondents will use a survey to “prove” their skill as a speaker of the interview language, perhaps especially when the interviewer is a member their own race/ethnicity (Davis 1997). Alternatively, respondents might use a survey context to show they are more skilled than the interviewer in the language of survey response; again, perhaps especially when a respondent and interviewer share the same race/ethnicity.5

Scholars can also exploit survey mode differences to shed light on when language effects are independent of culture (Swoyer 2014). To clarify this, one can imagine manipulating respondents’ interview language and their assignment to an online or face-to-face survey. The assumption here is that if a survey context shifts from an anonymous online setting to a face-to-face context, the pressure to adhere to cultural norms strengthens, because one is directly observed by an interviewer. If the language-opinion connection is independent of culture, one should observe reliable opinion differences by interview language, with small differences between survey modes.

Finally, researchers can further explain when language affects survey response by clarifying how the tongue one speaks maps onto specific domains. Recall that Pérez and Tavits (2015) argue that interviewing in a nongendered tongue (i.e., Estonian) liberalizes one’s views about gender inequality. However, they also show this effect is less likely when strong social norms surround a topic (e.g., people should disagree that “men are better political leaders than women”). In the absence of strong norms, language has a wider berth to affect survey response. Scholars can extend this insight by ascertaining whether the language-opinion connection also depends on how crystallized one’s attitudes are, with less crystallized attitudes being more malleable. Here Zaller (1992) and others (Lodge and Taber 2013; Tourangeau et al. 2000) remind us that individuals do not possess ready-made opinions on many matters, leading people to often report opinions formed on the basis of accessible considerations. Language effects might therefore be more likely when one’s opinion on a topic is not preformed.

Whose Survey Response Is Affected by Language?

Most research on language’s influence on cognition focuses on average treatment effects, that is, on whether nuances between tongues causally impact an evaluation or judgment (cf. Boroditsky 2001; Marian and Neisser 2000; Lee and Pérez 2014; Ross et al. 2002). Less explored is whether such language effects are heterogeneous, which demands the identification of moderators and their integration into research designs.

At least two possibilities come to mind. The first is cognitive sophistication, a workhorse of public opinion research (Delli Carpini and Keeter 1996; Luskin 1987). Sophisticated persons possess more and better organized attitudes and beliefs—all considerations that they are more adept at tying to their judgments. Language-opinion gaps might thus widen across sophistication levels, because experts might be more skilled at “thinking for speaking” (Slobin 1996) or smoother at retrieving relevant considerations (Marian and Neisser 2000). Such possibilities can be tested by measuring sophistication levels and entering them as a moderator in observational/experimental analyses, or by blocking experiments on their basis. Either way, a clearer sense of where scholars are most likely to uncover language effects should emerge.

Another possible moderator draws on the immigrant origins of many bilingual communities: generational status. This attribute reflects how far removed one is from the immigrant experience (Abrajano and Alvarez 2010; Portes and Rumbaut 2006). First-generation individuals are foreign born. Second-generation individuals are born in a host society to foreign-born parents. Members of the third generation or later are born in a host society to native-born parents. Seizing on this characteristic, one might reason that the accessibility of American identity increases among later generation individuals, who are more likely to speak English. Since American identity is conceptually associated with the English language (Pérez 2014), interviewing in English should make this identity more accessible across generational status, thereby producing a gap in American identity levels within immigrant groups.

The question of whose opinions are swayed by language differences can also be answered by tinkering with the bilingual populations that are studied. Not all bilinguals are created equal. For example, among U.S. Latinos, bilinguals typically speak English and Spanish. But some of these individuals learn Spanish first, and then English, whereas others will learn both languages in the opposite sequence. Hence, the order in which bilinguals learn their languages, and their standing preference for one of them, might affect the strength of language effects. I stress, however, that there is no “perfect” sample of bilinguals. Instead, heterogeneity in bilinguals’ language repertoires might be usefully exploited to establish boundary conditions for language effects. That is, among what types of bilinguals do we (not) find language effects?

These conditions can be probed by considering how degrees of bilingualism among self-reported bilinguals qualify language effects. Bilinguals are often identified through self-reports of skill in two languages (e.g., “Would you say you can read a newspaper or book in Spanish [English]?”). But this approach lends itself to slippage: people may (un)intentionally misreport their level of skill in two languages. Determining the reliability of the language-opinion connection will ultimately depend on whether scholars can consistently uncover it across studies whose subjects’ degree of bilingualism varies. Yet before we get to that chain of studies, single investigations will be the order of the day. Figuring out how reliable the language-opinion connection is in single studies will require scholars to validate the self-reported data they collect from bilinguals. One way is to gauge attitudes with multiple items so that measurement error can be diagnosed, with lower degrees of “noise” validating the self-reported data.

With so much emphasis on bilinguals, it easy to forget that language effects also imply an influence on monolinguals. Acknowledging this can help scholars make better sense of puzzling empirical patterns in public opinion research. For example, why is it that in the United States, Latinos report substantially lower levels of knowledge about American politics, even after holding constant individual differences in established correlates of political information (e.g., age, education, political interest)? Well, if facts about U.S. politics are generally more associated with the English language (Pérez 2014), then for the many Latinos who prefer to interview in Spanish, this information will be systematically less accessible, thus contributing to the observed deficit in Latino knowledge about U.S. politics.

Methodologically, researchers can gain a better grip on language’s influence on survey response by actively incorporating monolinguals into experimental designs. One way is for researchers to employ monolinguals as something of a control group, allowing scholars to make better sense of language effects (Ross et al. 2002). Here researchers can use monolinguals to see how the opinions of bilinguals from the same culture compare. For example, are the opinions of Latino bilinguals who interview in English comparable to those of Latinos who are English monolinguals? Researchers might also consider using monolinguals from different cultures, such as whites who are English monolinguals, and compare them to Latino bilinguals who interview in English. If the opinions of the former resemble those of the latter, then it is harder to say that culture drives opinion differences.

Finally, most psychological and political science studies of language effects investigate differences between individuals, usually bilinguals within specific national contexts. But bilinguals are a unique subpopulation, which calls into question the generalizability of such results to a larger context beyond their specific setting. One way to further validate these results is by analyzing cross-national differences in the language-opinion connection. This can involve examining the impact of aggregate language differences on aggregate indicators of opinion. It can also entail analyzing differences between individuals from nations that primarily speak different tongues. Finding further evidence like this (Chen 2013) can bolster the case that observed language effects are not a strict function of the within-nation analysis of bilinguals usually undertaken by researchers.

CONCLUSION: SO WHAT, AND WHAT TO DO?

The preceding pages underscore that failure to include language in models of survey response risks distorting our conceptual understanding about how people form opinions, since language can affect what is activated in people’s minds, what people retrieve from memory, and what individuals ultimately report in surveys. But some might be tempted to ask: So what? Many of the language effects I have discussed seem subtle, to the point of perhaps being negligible.

That is one way to interpret the evidence I have discussed. Another way is to evaluate the empirical record in terms of effect sizes and their possible implications. For example, using Cohen’s d as a yardstick, where d is a mean difference divided by its standard deviation, language effects on the mental accessibility of attitudes, beliefs, and so forth are often large (d ≈ .80) (cf. Ogunnaike et al. 2010). This implies that some of language’s biggest impact occurs at a deep, automatic level, influencing what is initially activated in memory (Lodge and Taber 2013).

When we turn to reported opinions, effect sizes across observational and experimental research often run between small (d ≈ .20) (Pérez and Tavits 2015) and medium (d ≈ .50) (Pérez 2011). Should analysts care about modest language effects like these? Yes, because even if they are small, they can have large ramifications. Take gender inequality (Pérez and Tavits 2015), in which language effects are reliable but lower in size (d ≈ .20). Such effects help to illuminate why gender inequality persists in many nations despite aggregate improvements in their socioeconomic development, which is known to narrow gender gaps (Doepke et al. 2012).

What, then, should researchers do in light of small and large language effects, especially since interview language is generally omitted from statistical models of survey response? One might be tempted here to minimize, if not eliminate, the influence of language by design: for example, by pairing rigorous questionnaire translation with cognitive interviews before the full survey goes into the field. Such efforts, however, are effective only at ensuring that survey responses are comparable across different languages (i.e., measurement equivalence). That is, they are a fix to a methodological nuisance. Yet the influence of language on survey response is a theoretical proposition, one backed by scores of psychological studies and some emerging political science research. The real question, then, is how scholars can empirically account for this theoretical relationship between language and survey response.

One answer is to include interview language as a covariate in regression models of survey response. But given the challenges of this approach—for example, bloated specifications that overadjust statistical estimates—scholars might use inclusion of interview language to streamline statistical models of survey response. For example, in models of Latino opinion, native-born and citizenship status could plausibly be reinterpreted as proxies for language’s distal influence, thus substituting one variable for two. Beyond simply treating language as a covariate, scholars might also consider conceptualizing language as a moderator of survey response (Baron and Kenny 1986), with interview language strengthening (weakening) the relationship between another factor (e.g., national identity) and survey response (e.g., opposition to immigration).

Nevertheless, these strategies only address the direct association between reported opinions and interview language. They do nothing about language effects further up people’s cognitive stream, where the ingredients of individual opinions first come to mind (Lodge and Taber 2013; Zaller 1992). This requires looking at different outcomes, such as millisecond differences in the activation of people’s mental contents. It also entails different modeling strategies, such as mediational analyses, to investigate whether the impact of language on survey response is channeled through these differences in activation (Baron and Kenny 1986; Imai et al. 2011).

In the end, however, survey researchers should care about language for theoretical, not methodological reasons. Indeed, without a more concerted effort to engage and integrate language’s manifold cognitive effects into models of survey response, researchers risk misinterpreting why people report what they do in public opinion polls.
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NOTES

1. On the relevance of language for politics beyond the United States, see Laitin (1992); May (2012); Schmid (2001).

2. Many studies of measurement equivalence have a cross-national focus, since comparisons of countries on latent traits is an area in which a lack of equivalence is likely (Davidov 2009; Stegmueller 2011). But in this research, language is only one of many possible reasons for a lack of equivalence. Still, the logic and criteria guiding cross-national analyses of measurement equivalence also guide similar tests in cross-language settings (Pérez 2011).

3. To diagnose measurement equivalence (e.g., multigroup confirmatory factor analysis), researchers often need multiple measures of a trait. Yet such data are scarce, since scholars must weigh the inclusion of multiple items for single traits against space limitations, respondent fatigue, and so forth. Further, even when such data exist, analyses of equivalence only reveal whether items meet this criterion (Davidov 2009). Some methods can statistically correct a lack of equivalence (Stegmueller 2011), but these do not fully clarify what language features yield nonequivalence.

4. This entails formally verifying measurement equivalence across languages. Scholars can also work toward measurement equivalence in the design stage by appraising the quality of their questionnaire via pretesting, such as cognitive interviews with a small set of respondents, which can identify translation problems (Harkness et al. 2003).


5. This is not to mention the possible complex interactions between these groups and language (e.g., as in a phenotypically light Latino interviewing a phenotypically dark Latino in English versus Spanish).
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ANALYSIS AND PRESENTATION




CHAPTER 13

ISSUES IN POLLING METHODOLOGIES

Inference and Uncertainty

JEFF GILL AND JONATHAN HOMOLA

INTRODUCTION

RESEARCHERS working with survey research and polling data face many methodological challenges, from sampling decisions to interpretation of model results. In this chapter we discuss some of the statistical issues that such researchers encounter, with the goal of describing underlying theoretical principles that affect such work. We start by describing polling results as binomial and multinomial outcomes so that the associated properties are correctly described. This leads to a discussion of statistical uncertainty and the proper way to treat it. The latter involves the interpretation of variance and the correct treatment of the margin of error. The multinomial description of data is extended into a compositional approach that provides a richer set of models with specified covariates. We then note that the dominant manner of understanding and describing survey research and polling data models is deeply flawed. This is followed by some examples.

The key purpose of this chapter is to highlight a set of methodological issues, clarifying underlying principles and identifying common misconceptions. Many practices are applied without consideration of their possibly deleterious effects. Polling data in particular generate challenges that need introspection.

POLLING RESULTS AS BINOMIAL AND MULTINOMIAL OUTCOMES

Survey research and public opinion data come in a wide variety of different forms and shapes. However, for almost all kinds of polling data, two statistical distributions provide the background that is necessary to fully understand them and to be able to interpret the associated properties correctly: the binomial and multinomial distributions.

The binomial distribution is usually used to model the number of successes in a sequence of independent yes/no trials. In the polling world, it is most useful when analyzing data that can take on only two different values, such as the predicted vote shares in a two-candidate race. The binomial probability mass function (PMF) and its properties are given by

• [image: image]
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• [image: image]

So the binomial distribution has mean np and standard deviation 
[image: image] If we assume that np and n(1 – p) are both bigger than 5, then we can use the normal approximation for p. One common application of the binomial distribution to public opinion data is its use in the construction of confidence intervals (CI) around a given estimate or prediction. More specifically, if we are interested in building a 1 – α confidence interval around the unknown value of p (i.e., the vote share of candidate 1), then we start with 
[image: image], and define

[image: image] (1)

by substituting the 
[image: image]estimate for p into the formulat for the SE, where m is the number of separate binomial trials of size n. Moreover, if we assume that there are m number of separate binomial experiments, each with n trials, then we can standardize using the z-score for 
[image: image]:

[image: image] (2)

As an example, consider a study with 124 respondents who self-identified as Republican and gave 0.46 support to a particular Republican candidate. The standard error of the proportion estimate is then given by

[image: image] (3)

The 95% confidence interval for π, the true population proportion, is calculated as follows:

(4) [image: image]



Meaning that nineteen times out of twenty we expect to cover the true population proportion with this calculation. More generally, a confidence interval is an interval that over 1 – α% of replications contains the true value of the parameter, on average.

The multinomial distribution is a generalization of the binomial distribution that allows for successes in k different categories. In the polling context, this is useful when working with data that can take on more than just two different values, for example vote shares in a multicandidate race such as primary elections. The multinomial probability mass function and its properties are given by
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One useful application of the multinomial distribution is the possibility to make predictions based on its properties. Three months before Donald Trump began his presidential campaign, an ABC News/Washington Post telephone survey of 444 Republicans between March 26 and March 29, 2015,1 gives the following proportions for the listed candidates in table 13.1.2



Table 13.1 Support for Republican Candidates for President




	Candidate
	X





	Jeb Bush
	0.20



	Ted Cruz
	0.13



	Scott Walker
	0.12



	Rand Paul
	0.09



	Mike Huckabee
	0.08



	Ben Carson
	0.07



	Marco Rubio
	0.07



	Chris Christie
	0.06



	Other
	0.10



	Undecided
	0.04



	None
	0.03












Table 13.2 Covariance with Rand Paul




	Candidate
	R





	Jeb Bush
	−72.0



	Ted Cruz
	−78.3



	Scott Walker
	−79.2



	Mike Huckabee
	−82.8



	Ben Carson
	−83.7



	Marco Rubio
	−83.7



	Chris Christie
	−84.6








If we assume that this was a representative sample of likely Republican primary voters, then we can use the properties of the multinomial to make predictions. For example, suppose we intend to put another poll into the field with a planned sample of one thousand likely Republic primary voters and wanted to have an expected covariance of Rand Paul with each of the other candidates from 
[image: image]. This is shown in table 13.2. What we see here is that there is not much difference in covariances relative to the scale of the differences in the proportions. Notice also that they are all negative from this equation. This makes intuitive sense, since increased support for a chosen candidate has to come from the pool of support for all of the other candidates.

So in all such contests, gains by a single candidate necessarily come at the expense of other candidates from the multinomial setup. This is less clear in the binomial case, since the PMF is expressed through a series of trials in which a stated event happens or does not happen. With k categories in the multinomial, we get a covariance term between any two outcomes, which is useful in the polling context to understand which candidates’ fortunes most affect others. Of course any such calculation must be accompanied by a measure of uncertainty, since these are inferential statements.

EXPLAINING UNCERTAINTY

This section discusses how uncertainty is a necessary component of polling and how to properly manage and discuss it. Since pollsters are using samples to make claims about populations, certain information about the uncertainty of this linkage should always be supplied. As part of its “Code of Ethics,” the American Association for Public Opinion Research (AAPOR) provides a list of twenty disclosure items for survey research, ranging from potential sponsors of a given survey to methods and modes used to administer the survey to sample sizes and a description of how weights were calculated.3 Most important, and also reflected in AAPOR’s Transparency Initiative, which was launched in October 2014, the association urges pollsters and survey researchers to provide a number of indicators that allow informed readers to reach their own conclusions regarding the uncertain character of the reported data.4 As this section will show, only a few additional items of information about data quality are crucial in allowing us to interpret results appropriately and with the necessary caution.5

Unfortunately, it is common to provide incomplete statistical summaries. Consider the LA Times article “Two years after Sandy Hook, poll finds more support for gun rights,” which appeared on December 14, 2014 (Kurtis Lee). This short piece described percentages from a Pew Research Center poll6 that took place December 3–7, 2014. In describing the structure of the poll, the article merely stated: “Pew’s overall poll has a margin of error of plus or minus 3 percentage points. The error margin for subgroups is higher.” Additional important information was omitted, including a national sample size of 1,507 adults from all fifty states plus the District of Columbia, 605 landline contacts, 902 cell phone contacts, the weighting scheme, α = 0.05, and more. This section clarifies the important methodological information that should accompany journalistic and academic accounts of polling efforts.

Living with Errors

Whenever we make a decision, such as reporting an opinion poll result based on statistical analysis, we run the risk of making an error, because these decisions are based on probabilistic not deterministic statements. Define first δ as the observed or desired effect size. This could be something like a percentage difference between two candidates or a difference from zero. Conventionally label the sample size as n. With hypothesis testing, either implicit or explicit, we care principally about two types of errors. A Type I Error is the probability that the null hypothesis of no effect or relationship is true, and we reject it anyway. This is labeled α, and is almost always set to 0.05 in polling and public opinion research. A Type II Error is the probability that the null hypothesis is false, and we fail to reject it. This is labeled β. Often we care more about 1 – β, which is called power, than about β. The key issue is that these quantities are always traded off by determination of α, δ, β, n, meaning that a smaller α implies a larger β holding δ and n constant, a larger n leads to smaller α and β plus a smaller detectable δ, and fixing α and β in advance (as is always done in prospective medical studies) gives a direct trade-off between the effect size and the data size.

Furthermore, these trade-offs are also affected by the variance in the data, σ2. Increasing the sample size decreases the standard error of statistics of interest in proportion to 
[image: image]. So the variance can be controlled with sampling to a desired level. The implication for the researcher with sufficient resources is that the standard errors can be purchased down to a desired level by sampling enough cases. This, however, assumes that we know or have a good estimate of the true population variance. In advance, we usually do not know the underlying variance of the future data generating process for certain. While academic survey researchers often have at least a rough idea of the expected variance from previous work (be it their own or that of others), their counterparts in the media often have very good estimates of the variance due to much more repetition under similar circumstances.

Most polling results are expressed as percentages, summarizing attitudes toward politicians, proposals, and events. Since percentages can also be expressed as proportions, we can use some simple tools to make these trade-offs between objectives and determine the ideal values for α, δ, β, or n respectively (always depending on the others). Suppose we want to estimate the population proportion that supports a given candidate, π, and we want a standard error that is no worse than σ = 0.05. To test an effect size (support level) of 55%, we hypothesize p = 0.55. This is a Bernoulli setup, so we have a form for the standard error of some estimated 
[image: image]:

[image: image] (5)

with a mathematical upper bound of [image: image]. Using the hypothesized effect size, p = 0.55, this means

[image: image] (6)

Rewriting this algebraically means that n = (0.49749/0.05)2 = 98.999. So 99 respondents are necessary to test an effect size of 55% with a standard error that is 0.05 or smaller. Again, notice that sample size is important because it is controllable and affects all of the other quantities in a direct way.

Now suppose that we just want evidence that one candidate in a two-candidate race is in the lead. This is equivalent to testing whether π > 0.5, and is tested with the sample proportion 
[image: image], where x is the number of respondents claiming to support the candidate of interest. This time we do not have a value for p, so we will use the value that produces the largest theoretical standard error as a way to be as cautious as possible:

[image: image] (7)

which maximizes σ due to the symmetry of the numerator. The 95% margin of error is created by multiplying this value times the α = 0.05 critical value under a normal distribution assumption:

[image: image] (8)

Which is used to create a reported 95% confidence interval:

[image: image] (9)

To understand whether there is evidence that our candidate is over 50%, we care about the lower bound of this confidence interval, which can be algebraically isolated,

[image: image] (10)

so at 
[image: image] we need n = 384, and at 
[image: image] we need only n = 43. This highlights an important principle: the higher the observed sample value, the fewer the respondents needed. If our hypothetical candidate is far in the lead, then we do not need to sample many people, but if both candidates are in a very close race, then more respondents are required to make an affirmative claim at the α = 0.05 level. Now what is the power of the test that the 95% CI will be completely above the comparison point of 0.5? Using a simple Monte Carlo simulation in R with one million draws, hypothesizing p0 = 0.55, and using n = 99, we calculate


# SET THE SIMULATION SAMPLE SIZE

m <– 1000000

# GENERATE m NORMALS WITH MEAN 0.55 AND STANDARD DEVIATION sqrt (0.55*(1–0.55)/99)

p.hat <– rnorm(m,0.55,sqrt(0.55*(1–0.55)/99))

# CREATE A CONFIDENCE INTERVAL MATRIX THAT IS m * 2 BIG

p.ci <– cbind(p.hat – 1.96*0.5/sqrt(99),p.hat + 1.96*0.5/sqrt(99))

# GET THE PROPORTION OF LOWER BOUNDS GREATER THAN ONE-HALF

sum(p.ci[,1] > 0.5)/m

[1] 0.16613



showing that the probability that the complete CI is greater than 0.5 is 0.16613, which is terrible. More specifically, this means that there is only an approximately 17% chance of rejecting a false null hypothesis. Note that we fixed the sample size (99), fixed the effect size (0.55), fixed the significance level (α = 0.05), and got the standard error by assumption, but let the power be realized. How do we improve this number?

Suppose that were dissatisfied with the result above and wanted n such that 0.8 of the 95% CIs do not cover 0.5 (80% power). We want the scaled difference of the lower bound and the threshold to be equal to the 0.8 cumulative density function (CDF):

[image: image] (11)

Rewriting this gives

[image: image] (12)

Since 
[image: image] by definition of a confidence interval for the mean, then

[image: image]

So we can calculate n by solving the equation:

[image: image]

meaning that n = 785, using the cautious σ = 0.5.7 Notice that we needed a considerably greater sample size to get a power of 0.8, which is standard in many academic disciplines as a criterion. We can also use R to check these calculations:


# SET THE SAMPLE SIZE

n <– 785

# SET THE NUMBER OF SIMULATIONS

m <– 1000000

# CALCULATE THE ESTIMATE OF p

p.hat <– rnorm(m,0.55,sqrt(0.55*0.45/n))

# CALCULATE THE CONFIDENCE INTERVAL

p.ci <– cbind(p.hat – 1.96*0.5/sqrt(n),p.hat + 1.96*0.5/sqrt(n))

# RETURN THE NUMBER OF LOWER BOUNDS GREATER THAN 0.5

sum(p.ci[,1] > 0.5)/m

[1] 0.80125



Here we fixed the power level (1–β = 0.8), fixed the effect size (using 0.55), fixed the significance level (α = 0.05), and got the standard error by the binomial assumption, but let the sample size be realized. What are the implications of this power stipulation? Anyone who considers (or is actively) expending resources to collect samples should at least understand the power implications of the sample size selected. Perhaps a few more cases would considerably increase the probability of rejecting a false null. Researchers who are not themselves collecting data generally cannot stipulate a power level, but it should still be calculated in order to fully understand the subsequent inferences being made.

To further illustrate the importance of sample size, suppose we are interested in testing whether support for a candidate is stronger in one state over another. The standard error for the difference of proportions is

[image: image] (13)

or more cautiously, if we lack information we assume that p1 = p2 = 0.5 to get

[image: image] (14)

Restricting the sample sizes to be equal gives 
[image: image], where n is the sample size in each group. Then for α = 0.05 and 1 – β = 0.8, in the approach where we do not know p1 and p2, we get 
[image: image]. However, if we have the necessary information, this becomes 
[image: image]. Let us assume that we suspect that our candidate has 7.5% more support in California than in Arizona in a national election, and that we want to run two surveys to test this. If the surveys are equal in size, n, how big must the total sample size be such that there is 80% power and significance at 0.05, if the true difference in proportions is hypothesized to be 7.5%? For the 7.5% to be 2.8 standard errors from zero, we need n > (2.8/0.075)2 = 1393.8. What if the true difference in proportions is hypothesized to be 15%? Now, for the 15% to be 2.8 standard errors from zero, we need n > (2.8/0.15)2 = 348.44. Going the other way, what about a hypothesized 2.5% lead? Then n > (2.8/0.025)2 = 12544. This shows again the principle that larger sample sizes are required to reliably detect smaller effect sizes with fixed α and β.

More generally, suppose we state the sample sizes proportionally, q and (1 – q), such that qn is the size of the first group and (1 – q)n is the size of the second group. Now the standard error for difference of proportions is given by

[image: image] (15)

which has a cautious upper bound of

[image: image] (16)

With a little rearranging, we get

[image: image] (17)

If we accurately have more information, p1 and p2:

[image: image] (18)

But this has σdiff in the denominator, which relies on some information about sample size besides proportional difference, which we do not have. This means that we need to rely on an approximation, the Fleiss (1981) equation:

[image: image] (19)

Since this is an estimate rather than a precise calculation, it has additional uncertainty included as part of the process. Unfortunately, since we are missing two quantities (n and σdiff), we need to resort to such a strategy. Obviously this should be noted in any subsequent write-up.

This section discussed the overt and proper ways that errors should be accounted for and discussed with survey and polling data. When statements are made about statistical analysis of such data, there is always some level of uncertainty, since the results are based on some unknown quantities. Furthermore, the data size, the sample variance, the (observed or desired) effect size, α, and power (1 – β) are all interacting quantities, and trade-offs have to be made. Therefore all aspects of the analysis with regard to these quantities should be reported to readers.

Treating the Margin of Error Correctly

This section describes in more detail issues that come up regarding understanding the margin of error in reported results. Polling in advance of the 2016 National Democratic Primary, a YouGov poll for the Economist, asked 325 Democratic registered voters between May 15 and May 18, 2015, to identify their choice,8 producing the percentages shown in table 13.3.

Recall that a margin of error is half of a 95% confidence interval, defined by

[image: image] (20)

where Var(θ) comes from previous polls, is set by assumption, or is based on the actually observed sample proportions. Note that 
[image: image] is the random quantity and θ is fixed but unknown. Note further that given the varying sample proportions in a poll such as the one reported by YouGov, the individual estimates will have individual margins of error associated with them. For example, for Hillary Clinton, the 95% confidence interval would be calculated as follows:

[image: image] (21)



Table 13.3 Support from Democratic Registered Voters




	Democratic Registered Voters





	Clinton
	60%



	Sanders
	12%



	Biden
	11%



	Webb
	3%



	O’Malley
	2%



	Other
	1%



	Undecided
	11%





N = 325




Since 95% is a strong convention in media polling, we restrict ourselves to this level.9 Accordingly, the margin of error for Hillary Clinton’s estimate would be roughly 5.3 points. However, for her potential competitor, Jim Webb, the margin of error would be considerably smaller. More specifically, we would get

[image: image] (22)

In other words, the margin of error would only be 1.9 points in this case. Despite these differences in margins of error for different statistics in the same poll, media reports of polling results will often only report one margin of error. Per convention, that margin reflects the maximum possible margin of error, which would theoretically only apply to observed sample proportions that are exactly even. While this is a conservative convention that is unlikely to drastically distort results, there is unfortunately also widespread confusion about the interpretation of confidence and margins of error in media reporting, which can be more dangerous. As an example, the following is a generic statement that regularly accompanies polling reports in the New York Times:


In theory, in 19 cases out of 20, the results from such polls should differ by no more than plus or minus four to five percentage points from what would have been obtained by polling the entire population of voters.



This is correct, but misinterpretations are unfortunately extremely common as well. In a piece from the Milwaukee Journal Sentinel by Craig Gilbert, rather tellingly titled “Margin of error can be confusing” (October 11, 2000), we find this seemingly similar statement:


When a poll has a margin of error of 3 percentage points, that means there’s a 95 percent certainty that the results would differ by no more than plus or minus 3 points from those obtained if the entire voting age population was questioned.



This is not true because of the word certainty. Instead, it means that in 95% of replications, we would expect the true parameter to fall into that confidence interval on average. And it gets worse (from the same article):


Let’s say George W. Bush is up by 5 points. It sounds like this lead well exceeds the 3-point margin of error. But in fact, Bush’s support could be off by three points in either direction. So could Al Gore’s. So the real range of the poll is anywhere from an 11-point Bush lead to a 1-point Gore lead.



Here the author assumes that the candidates’ fortunes are independent. However, since losses by one candidate clearly imply gains by others, there is no such independence. This is called compositional data.

To illustrate the inconsistencies that can arise when ignoring the presence of compositional data and to clarify the correct way of interpreting the margin of error in such settings, consider a poll with three candidates: Bush, Gore, and other. The correct distributional assumption is multinomial with parameters [p1, p2, p3], for the true proportion of people in each group. Define [s1, s2, s3] as the sample proportions from a single poll. We are interested in the difference s1 – s2 for the two leading candidates. The expected value of this difference is p1 – p2, and the variance is

[image: image] (23)

where the standard deviation of the difference between the two candidates is the square root of this. Note the cancellation of minus signs. Multiplying this by 1.96 gives the margin of error at the 95% confidence level. For specific hypothesis testing of a difference, the z-score is

[image: image] (24)

which is a simple calculation.

For example, assume that a poll with n = 1,500 respondents reports sBush = 0.47, sGore = 0.42, and sOther = 0.11. The newspaper claims that there is a 5 point difference with a 3% margin of error, so “the real range of the poll is anywhere from an 11-point Bush lead to a 1-point Gore lead.” The actual variance is produced by

[image: image] (25)

under the assumption that lost votes do not flow to the “other” candidate. The square root of this variance is 0.0243242. Finally, the margin of error, 1.96 × 0.0243242 = 0.04767543 ≈ 0.0477, is slightly less than the observed difference of 0.05, and therefore Gore could not actually be leading in terms of the 95% confidence interval. In fact, we should instead assume Bush’s lead to be anywhere between 5 – 4.77 = 0.23 and 5 + 4.77 = 9.77 percentage points. The formal hypothesis test (which gives the exact same information in different terms) starts with calculating z = 5/0.0243242 = 205.56, meaning that the test statistic is far enough into the tail to support a difference for any reasonable α value. Why such a large number for this test statistic? The answer is that n = 1,500 is such a large number of respondents that for a difference of 5 we can support a very small α. Suppose we wanted to calculate the power of this test with α = 0.01? Use the simulation method from above as follows:


# SET THE SIMULATION SAMPLE SIZE

m <– 1000000

# GENERATE m NORMALS WITH MEAN 0.47 AND SD sqrt(0.47*(1 – 0.47)/1500)

p.hat <– rnorm(m,0.47,sqrt(0.47*(1 – 0.47)/1500))

# CREATE A 0.01 CONFIDENCE INTERVAL MATRIX THAT IS m * 2 BIG

p.ci <– cbind(p.hat – 2.5758*0.5/sqrt(1500),p.hat + 2.5758*0.5/sqrt(1500))

# GET THE PROPORTION OF LOWER BOUNDS GREATER THAN GORE

sum(p.ci[,1] > 0.42)/m

[1] 0.90264



So we have a 90% chance of rejecting a false null that the two candidates have identical support.

The purpose of this section has been to carefully describe the margin of error and how it is calculated. Since the margin of error is one-half of a confidence interval, its calculation is straightforward, even though the interpretation of the confidence interval is often mistaken. More subtly, with compositional data such as proportions of candidate support, the calculations must be done differently to account for the restriction that they sum to one. Failing to do so yields incorrect summaries that mislead readers.


UNDERSTANDING PROPORTIONS AS COMPOSITIONAL DATA

The data type represented by proportions of groups, by candidates, parties, and so forth is compositional. This means that the size of each group is described by a numerical ratio to the whole, and that these relative proportions are required to sum to one. Therefore, not only is the range of possible values bounded, the summation constraint also imposes relatively high (negative) correlations among values, since gains by one group necessarily imply aggregate losses by the others.

The statistical analysis of compositional data is much more difficult than it would initially appear. Since it is impossible to change a proportion without affecting at least one other proportion, these are clearly not independent random variables, and the covariance structure necessarily has negative bias. In fact the “crude” covariance matrix formed directly from a sample compositional data set will have the property that each row and column sum to zero, meaning that there must be at least one negative covariance term in every row and column. This means that correlations are not actually free to take on the full range of values from –1 to 1. Why is this important? Suppose we saw a correlation coefficient of 0.25. Most people would interpret this as indicating a weak relationship (subject to evaluation with its corresponding standard error, of course). However, it is possible that the structure of the compositional data at hand limits this correlation to a maximum of 0.30. Then it would be a strong effect, reaching 5/6 of its maximum possible positive value. Aitchison (1982) notes that these reasons lead to a lack of satisfactory parametric classes of distributions for compositional data.

There are several approaches in the methodological literature that have attempted but failed to develop useful parametric models of compositional data. One of the most common is to apply the Dirichlet distribution (Conner and Mosimann 1969; Darroch and James 1974; Mosimann 1975; James and Mosimann 1980; James 1981), a higher dimension counterpart to the beta distribution for random variables bounded by zero and one. This is a very useful parametrization, but it assumes that each of the proportions is derived from an independent gamma distributed random variable. In addition, the covariance matrix produced from a Dirichlet assumption has a negative bias, because it does not account for the summation restriction. Applying a multinomial distribution is unlikely to prove useful, since it also does not account for the summation requirement and focuses on counts rather than proportions (although this latter problem can obviously be solved with additional assumptions). Finally, linear approaches such as principal components analysis, principal components regression, and partial least squares will not provide satisfactory results because the is probability contours of compositional data are not linear (Hinkle and Rayens 1995).

The best manner for handling compositional data is Aitchison’s (1982) log-ratio contrast transformation. This process transforms the bounded and restricted compositions to Gaussian normal random variates. The primary advantage of this approach is that the resulting multivariate normality, achieved through the transformation and an appeal to the Lindeberg-Feller variant of the central limit theorem, provides a convenient inferential structure even in high dimensional problems.

The Log-Ratio Transformation of Compositional Data

Compositional data with d categories on the unit interval are represented by a d – 1 dimensional simplex: 
[image: image]. This composition vector actually represents only a single data value and is therefore indexed by cases as well (xi1, xi2, . . ., xid) for a collected data set. A single composition with d categories defines a point in an only d – 1 dimensional space, since knowledge of d – 1 components means the last can be obtained by the summation requirement. Often these compositions are created by normalizing data whose sample space is the d-dimensional positive orthant, but in the case of group proportions within an organization, the data are usually provided as racial, gender, or other proportions.

Aitchison (1982) introduced the following log-ratio transformation of the compositions on 
[image: image] to the d-dimensional real space, 
[image: image]:

[image: image] (26)

where xg is an arbitrarily chosen divisor from the set of categories. In the case of a data set of compositions, this transformation would be applied to each case-vector using the same reference category in the denominator. One obvious limitation is that no compositional value can equal zero. Aitchison (1986) deals with this problem by adding a small amount to zero values, although this can lead to the problem of “inliers”: taking the log of a very small number produces a very large negative value. Bacon-Shone (1992) provides a solution that involves taking the log-ratio transformation on scaled ranks to prevent problems with dividing or logging zero values. In practice, it is often convenient to collapse categories with zero values into other categories. This works because these categories are typically not the center of interest.

The log-ratio transformation shares the well-known linear transformation theory of multinomial distributions and has the class-preservation property that its distributional form is invariant to the choice of divisor category (Aitchison and Shen 1980). This means that the researcher can select the divisor reference category without regard for distributional consequences. The sample covariance matrix for the log-ratio transformed composition is mathematically awkward, so Aitchison (1982) suggests a “variation matrix” calculated term-wise by

[image: image] (27)

which is symmetric with zeros on the diagonal. This is now a measure of variability for xi and xj, which are vectors of proportions measured over time, space, or a randomized block design. Note that there is now no truncating on the bounds of the values of the covariance matrix, as there had been in the untransformed compositional form.

Aitchison further suggests that inference can be developed by appealing to the central limit theorem such that Y ~ MVN (μ, Σ). This is not an unreasonable appeal, since the Lindeberg-Feller central limit theorem essentially states that convergence to normality is assured, provided that no variance term dominates in the limit (Lehmann 1999, app. A1). This is guaranteed, since we start with bounded compositional data prior to the transformation.

To illustrate the application of Aitchison’s log-ratio contrast transformation, we use survey data from the fourth module of the Comparative Study of Electoral Systems (CSES).10 More specifically, in order to study the popular question of whether parties benefit from positioning themselves close to the mean voter position along the left-right scale, we employ two different questions that ask respondents to place themselves and each of their national parties on an eleven-point scale ranging from 0 (left) to 10 (right).11 Based on these questions, we first determine the mean voter position for a given country election by averaging all respondents’ left-right self-placements. We then compute party positions by calculating each party’s average placement. Our covariate of interest is then simply the absolute policy distance between each party’s position and the mean voter position in the respective election. Previous studies have repeatedly shown that as this policy distance increases, parties in established democracies tend to suffer electorally (Alvarez et al. 2000; Dow 2011; Ezrow et al. 2014).

To measure our outcome variable (party success), we employ two different techniques. The first is simply a given party’s observed vote share in the current lower house election. The second relies on the CSES surveys and is based on a question in which respondents indicate their vote choice in the current lower house election.12 Based on all nonmissing responses, we calculate each party’s vote share by dividing the number of respondents who indicated that they voted for a given party by the number of all respondents who indicated that they voted for any party in the respective country. We then apply Aitchison’s log-ratio transformation to both measures of party success, using the first party in each country’s CSES coding scheme (usually the largest party) as the reference category. Table 13.4 lists all these measures for the U.S. presidential election in 2012.

Table 13.5 presents the results of four OLS models that regress the different measures of party success on a party’s distance to the mean voter position. As expected, in all four model specifications, the coefficient estimate for policy distance is negative, indicating that as a party’s distance from the mean voter position increases, that party tends to lose public support. However, the more interesting part of this exercise is the effect of the log-ratio transformation on the results: using both the observed vote share and the CSES-based measure of indicated vote share, accounting for the compositional nature of the data by applying Aitchison’s transformation leads to a loss in reliability of the estimated coefficients. In other words, with this specific data set and model specification, not considering the compositional characteristics of the data at hand would lead journalists or scholars to potentially overestimate the reliability of their findings.13



Table 13.4 (Transformed) Vote Shares and Indicated Vote Shares, CSES USA 2012




	Party
	Vote Share
	Transformed Vote Share
	CSES Indicated Vote (N)
	CSES Indicated Vote (%)
	Transformed CSES Indicated Vote





	Democratic Party
	48.40
	0
	921
	69.09
	0



	Republican Party
	47.10
	−.027
	412
	30.91
	−.804



	Missing
	
	
	596
	
	










Table 13.5 The Effect of Policy Distance on Vote Share (CSES)




	
	Vote Share
	Transformed Vote Share
	CSES Indicated Vote (%)
	Transformed CSES Indicated Vote





	Policy Distance
	−2.35 (1.30)
[−5.18; .48]
	−.11 (.08)
[−.29; .07]
	−.03 (.01)
[−.06; −.00]
	−.07 (.14)
[−.37; .22]



	Constant
	18.54 (2.88)
[12.27; 24.82]
	−1.09 (.24)
[−1.62; −.57]
	.21 (.03)
[.15; .27]
	−1.36 (.28)
[−1.97; −.75]



	Observations
	81
	81
	87
	87





Note: The table reports estimated coefficients from OLS regressions and robust standard errors (clustered by election) in parentheses. 95% confidence intervals are reported in brackets. The four different outcome variables are defined in the text.




Extending the previous discussion of the multinomial setup, this section has highlighted the unique challenges that researchers and journalists face when working with compositional data such as vote shares or proportions of party support. The summation constraint of compositional data requires different techniques if we want to convey results and the uncertainty associated with them correctly. Aitchison’s log-ratio contrast transformation offers one such approach, which we recommend here.14


THE NULL HYPOTHESIS SIGNIFICANCE TEST

This section discusses problems with the frequently used Null Hypothesis Significance Test (NHST). The key problem is that this procedure does not inform results in the way that many people assume. Such interpretation problems cause readers to believe that results are more reliable than they likely are. This was first discussed in political science by Gill (1999), followed by Ward et al. (2010) and Rainey (2014). Objections to the use of the NHST go all the way back to Rozeboom (1960), who described it as a “strangle-hold,” and Bakan (1960), who called it “an instance of the kind of essential mindlessness in the conduct of research.” Most of the early objections came from scholars in psychology, who have generated literally hundreds of articles and book chapters describing the problems with the NHST. Yet it endures and dominates in studies with survey research and polling data. Why? There are two main reasons. First, “it creates the illusion of objectivity by seemingly juxtaposing alternatives in an equivalent manner” (Gill 1999). So it looks and feels scientific. Second, faculty unthinkingly regurgitate it to their graduate students (and others), who graduate, get jobs, and repeat the cycle. Hardly a Kuhnian (1996) path of scientific progress. So the NHST thrives for pointless reasons.

To get a better understanding of the problems that commonly arise with respect to the NHST, we briefly describe some of the major flaws:


1. The basis of the NHST is the logical argument of modus tollens (denying the consequent), which makes an assumption, observes some real-world event, and then determines the consistency of the assumption by checking it against the observation:

If X, then Y.

Y is not observed.

Therefore, not X.

The problem of modus tollens as part of NHST is that its usual certainty statements are replaced with probabilistic ones:

If X, then Y is highly likely.

Y is not observed.

Therefore, X is highly unlikely.

While this logic might seem plausible at first, it actually turns out to be a fallacy. Observing data that are atypical under a given assumption does not imply that the assumption is likely false. In other words, almost a contradiction of the null hypothesis does not imply that the null hypothesis is almost false. The following example illustrates the fallacy:

If a person is an American, then it is highly unlikely that she is the President of the United States.

The person is the President of the United States.

Therefore, it is highly unlikely that she is an American.

2. The inverse probability problem highlights a common problem in interpreting the NHST. It is a widespread belief that the smaller the p-value, the greater the probability that the null hypothesis is false. According to this incorrect interpretation, the NHST produces P(H0|D), the probability of H0 being true given the observed data D. However, the NHST actually first assumes H0 as true and then asks for the probability of observing D or more extreme data. This is clearly P(D|H0). However, P(H0|D) would in fact be the more desirable test, as it could be used to find the hypothesis with the greatest probability of being true given some observed data. Bayes’s law allows for a better understanding of the two unequal probabilities:

[image: image] (28)

As a consequence, P(H0|D) = P(D|H0) is only true if P(H0) = P(D), for which we usually do not have any theoretical justification. Unfortunately P(H0|D) is what people want from an inferential statement. A practical consequence of this misunderstanding is the belief that three stars behind a coefficient estimate imply that the null is less likely than if the coefficient had only one star, although the whole regression table itself is created under the initial assumption that the null is in fact true.

3. There are two common misconceptions about the role of sample size in NHST. First is the belief that statistical significance in a large sample study implies substantive real-world importance. This is a concern in polling and public opinion, because it implies a bias against work on small or difficult to reach populations that inherently only allow for smaller sample sizes and smaller p-values. The correct interpretation is that as the sample size increases, we are able to distinguish smaller population-effect sizes progressively. Second is the interpretation that for a given p-value in a study that rejects the null hypothesis, a larger sample size implies a more reliable result. This is false, as two studies that reject the null hypothesis with the same p-value are equally likely to make a Type I error, which is independent of their sample size.15

4. A fourth criticism of the NHST is based on its asymmetrical nature. If the test statistic is sufficiently atypical given the null hypothesis, then the null hypothesis is rejected. However, if the test statistic is not sufficiently atypical, then the null hypothesis is not accepted. In other words, H1 is held innocent until shown guilty, whereas H0 is held guilty until shown innocent. As a consequence, failing to reject the null hypothesis does not rule out an infinite number of other competing research hypotheses. A nonrejected null hypothesis essentially provides no information about the world. It means that given the observed data, one cannot make any assertion about a relationship. There is a serious misinterpretation that can arise as a consequence of this asymmetry: the incorrect belief that finding a nonstatistically significant effect is evidence that the effect is zero. However, lack of evidence of an effect is not evidence of a lack of an effect. If published, such an incorrect statement (the hypothesized relationship does not exist) is damaging to our future knowledge, because it will discourage others from investigating this effect using other data or models. They will be discouraged from exploring other versions of this relationship and will move on to new hypothesized relationships, since the initial effect has already been “shown” to not exist, unless they are clearly aware of this falsehood.



There are more problems with the NHST, including the arbitrariness of α, its bias in the model selection process, the fallacy of believing that one minus the p-value is the probability of replication, the problems it causes with regard to cross-validation studies, and its detachedness of actual substantive significance (see Gill 1999, or Ziliak and McCloskey 2008). However, the four problems highlighted here and the examples in the next section should be enough to highlight the flawed nature of the NHST and warrant either a very cautious use of it or—even better—a switch to principled alternatives.

POLLING EXAMPLES

To illustrate some of the mistakes that are commonly made when scholars and journalists encounter nonrejected null hypotheses, we analyzed all twenty issues of Public Opinion Quarterly (POQ) published over the last five years (volume 74 in 2010 to volume 78 in 2014). More specifically, we searched for the expression “no effect” in all articles, research notes, and research syntheses and found it in 31 of 168 manuscripts (18.5%).16 Not all of those cases are necessarily problematic. In fact, many of them are referring to previous research and summarize earlier studies as finding no effects for a given hypothesized relationship.

Nonetheless, a number of cases are directly related to nonrejected null hypotheses and draw either implicit or explicit conclusions. While some are more carefully worded than others, all are methodologically problematic. Examples of somewhat careful wordings include formulations that do not unequivocally rule out any effect at all, but are a bit more cautious in describing their results. For example, in an article on voting technology and privacy concerns, the authors find that “being part of the political minority had little to no effect on post-election privacy judgments” (POQ 75; emphasis added). Similarly, in their study on different survey devices, another set of authors conclude that “[a]mong those who did not answer one or more items, there appears to be no effect from device on the number of items not answered” (POQ 75; emphasis added).

Other articles contain both cautiously and not so cautiously worded conclusions. For example, in an analysis of interviewer effects, the authors first describe a model that “also accounts for area variables, which have virtually no effect on either the interviewer-level variance or the DIC diagnostic,” but then later on incorrectly claim that “interviewer gender has no effect among male sample units” (POQ 74; emphasis added). A similarly problematic combination of conclusions can be found in another article on modes of data collection, in which the authors first correctly state “that very few of the study characteristics are significantly correlated with the observed positivity effect,” but then in the very next sentence wrongly state that “there are no effects on [odds ratios] for the negative end of the scale” (POQ 75; emphasis added).

These types of absolutist conclusions that claim a null effect based on a nonrejected null hypothesis are the most problematic, and we find them in POQ articles in each of the last five years. In 2010 a study claim that “[h]ousehold income has no effect on innumeracy” (POQ 74). In 2011 a set of authors conclude that “[r]esidential racial context had no effect on changes in perception” (POQ 75). The next year, an article stated that “the number of prior survey waves that whites participated in had no effect on levels of racial prejudice” (POQ 76), and in the subsequent year two authors claim that “fear has no effect on [symbolic racism]” (POQ 77). Examples from 2014 include the conclusions that “[f]or low-sophistication respondents who were unaware of the ACA ruling, conservatism has no effect at all on Supreme Court legitimacy”; that “[attitude importance] had no effect on the balance of pro and con articles read”; and that “[g]ender and marital status have no effect on perceptions of federal spending benefit” (POQ 78).

However, there are also articles that correctly deal with nonrejected null hypotheses. For example, in a study on the effect of issue coverage on the public agenda, the author correctly interpret the analysis with conclusions such as “[t]he null hypothesis that Clinton coverage had no effect cannot be rejected,” or “we cannot confidently reject the null hypothesis that President Clinton’s coverage had no effect on public opinion” (POQ 76). This is exactly how failing to reject the null hypothesis should be interpreted. Given the asymmetrical setup of NHST, a nonstatistically significant effect does not imply that the effect is (near) zero. Instead, it merely allows us to conclude that we cannot reject the null hypothesis.

The implication of the errors outlined here is that less savvy readers (or even sophisticated readers under some circumstances) will take away the message that the corresponding data and model have “shown” that there is no relationship. Returning to the quoted example above, “interviewer gender has no effect among male sample units,” the incorrect message is that interviewer gender does not matter, whereas it could matter with different but similar data/models, under different interviewing circumstances, when the questions are about gender, in different age or race groups, and so forth. As stated previously, publishing this mistake will have a chilling effect on future research unless the future researchers are clearly aware that the statement is in error. Errors of this kind may result from general sloppiness by authors, but the resulting effect is exactly the same.

CONCLUSION

Survey research and polling is done by both academics and practitioners. Methodological training varies considerably between these groups. Here we have attempted to explain some underlying statistical principles that improve the interpretation of results from models and summaries. We have also tried to describe problematic procedures and practices that lead to misleading conclusions. Some of these are relatively benign, but others change how readers of the subsequent work interpret findings. A major theme in this process is correctly considering uncertainty that is inherent in working with these kinds of data. This uncertainty comes from sampling procedures, instrument design, implementation, data complexity, missingness, and model choice. Often it cannot be avoided, which makes it all the more important to analyze and discuss it appropriately. A second theme is the correct manner of understanding and reporting results. All statistical tests involve Type I and II errors, effect sizes, and a set of assumptions. Not considering all of these appropriately leads to unreliable conclusions about candidate support, the effect of covariates on choice, trends, and future predictions. We hope that we have provided some clarity on these issues.

NOTES

1. http://elections.huffingtonpost.com/pollster/polls/abc-post-21963.

2. The reported margin of sampling error was ±3.5 percentage points.

3. http://www.aapor.org/Standards-Ethics/AAPOR-Code-of-Ethics.aspx.

4. http://www.aapor.org/transparency.aspx.


5. The mathematical discussion below is based on the assumption that random samples do indeed reflect a random sample of the population of interest. While this assumption is commonly made, it clearly does not hold for opt-in Internet-based surveys and can be seriously doubted for conventional surveys with high levels of nonresponse. A recent discussion of the problems that can arise in these settings can be found at http://www.huffingtonpost.com/2015/02/03/margin-of-error-debate_n_6565788.html and http://www.washingtonpost.com/blogs/monkey-cage/wp/2015/02/04/straight-talk-about-polling-probability-sampling-can-be-helpful-but-its-no-magic-bullet/.

6. http://www.people-press.org/2014/12/10/growing-public-support-for-gun-rights/.

7. This can be calculated in R by using qnorm(0.8) = 0.84162, which in turn is equivalent to [image: image].

8. http://elections.huffingtonpost.com/pollster/polls/yougov-economist-22155.

9. However, it is important to note that there is nothing theoretical or fundamental about this number; it is simply a common convention.

10. Our data come from the second advance release of Module 4 from March 20, 2015, which covers election studies from a total of seventeen different countries. http://www.cses.org/datacenter/module4/module4.htm.

11. The exact question wording is: “In politics people sometimes talk of left and right. Where would you place [YOURSELF/PARTY X] on a scale from 0 to 10 where 0 means the left and 10 means the right?”

12. For the 2012 French and U.S. elections, we used the respondents’ vote choice in the first round of the current presidential elections.

13. Moreover, the eclectic collection of countries covered in this advance release of the CSES Module 4 and the overly simplistic model specifications might cause the effects described above to be weaker than one would usually expect.

14. For a far more comprehensive discussion of the field and different techniques, see Pawlowsky-Glahn and Buccianti (2011).

15. This misconception results from a misunderstanding of Type II errors. If two studies are identical in every way apart from their sample size, and both fail to reject the null hypothesis, then the larger sample size study is less likely to make a Type II error.

16. When also including the four special issues of POQ that were published during that time, we find 34 of 203 articles include the term (16.7%).
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CHAPTER 14

CAUSAL INFERENCE WITH COMPLEX SURVEY DESIGNS

Generating Population Estimates Using Survey Weights

INES LEVIN AND BETSY SINCLAIR

INTRODUCTION

PUBLIC opinion surveys are a highly valuable resource for social scientists, as they allow researchers to learn about the determinants of attitudes toward diverse issues and to test hypotheses about political behavior. Using survey data to arrive at estimates of causal effects that are generalizable to the target population of interest (i.e., making population-level inferences) can be challenging, however, because it requires taking into account complex sampling designs and data collection issues such as unit nonresponse. Researchers who disregard important elements of the survey design run the risk of obtaining measures of causal effects that do not apply to the target population.

Survey weights are routinely included in survey data sets and can be used by researchers to account for numerous features of the survey design, including sampling with differential selection probabilities; unit nonresponse during the data collection process; and post-stratification performed with the objective of ensuring that the sample distribution of demographic attributes resembles known distributions in the target population. While survey weights are typically taken into account during the computation of basic descriptive statistics, they are most often ignored during the application of standard causal inference techniques such as propensity score matching.

In this chapter we review methods for combining survey weighting and propensity score matching that enable researchers to estimate population average treatment effects (PATEs). The propensity score–based matching methods discussed in this chapter include nearest-neighbor matching, subclassification matching, and propensity score weighting. After reviewing approaches for incorporating survey weights into each of these procedures, we conduct a Monte Carlo simulation study to demonstrate how ignoring survey weights may lead to biased estimators of treatment effects. Finally, we illustrate the differences between sample-level inferences (computed ignoring survey weights) and population-level inferences (computed by incorporating survey weights) using real-world data from the 2012 panel of The American Panel Survey (TAPS). In the last applied section, we make sample- and population-based inferences about the effects of social media usage on civic engagement.

CAUSAL INFERENCE WITH COMPLEX SURVEY DATA

Survey data are commonly used by political scientists to learn about political attitudes and behaviors, including, for instance, the dynamics and determinants of public opinion on policy issues (Alvarez and Brehm 2002; Feldman 1988; Page, Shapiro, and Dempsey 1987) and the relationship between individual characteristics and self-reported and observed behavior (Alvarez and Nagler 1995; Ansolabehere and Hersh 2012). In particular, researchers often use survey data to make causal inferences—that is, to study whether exposure to a presumed cause may drive individuals to hold certain attitudes or to behave in particular ways. Common causal inference techniques include experiments, regression analysis, and matching methods, among others (Imai 2014; Keele 2015). When applied to survey data without taking into account characteristics of the survey design, these methods allow making sample-level inferences (i.e., measuring effects that apply to the sample at hand), but not necessarily making population-level inferences (i.e., measuring effects that apply to the target population of interest).

Why is it important to incorporate information about the survey design into data analyses when using data from complex surveys? Polling organizations routinely take steps to ensure that sampled individuals are representative of the population of interest. This goal, however, is rarely achieved, for a number of reasons. In the case of probability surveys, cost-benefit considerations or the need to oversample specific segments of the population may drive polling organizations to use sampling techniques involving unequal selection probabilities (Groves et al. 2009). In the case of nonprobability Internet surveys, self-selection of respondents into online panels can lead to overrepresentation of technologically savvy individuals (Iyengar and Vavreck 2012). Issues arising at the data-collection stage, such as failure to contact and nonresponse, may further bias the demographic characteristics of the sample (Brehm 1993). The latter are pervasive problems in survey research and threaten the validity of survey-based inferences regardless of the method used to conduct the survey (i.e., in person, by telephone, or online). For instance, Jackman and Spahn (2014) found that nonresponse is responsible for much of the positive bias in estimates of voter turnout in the face-to-face component of the 2012 American National Election Study (ANES). To help researchers deal with these problems, most survey data sets include information about the survey design or about discrepancies between respondents’ characteristics and average characteristics of the target population, which can be used to adjust the survey sample to resemble the target population.

In particular, survey data sets typically include data records termed “weights” that allow researchers to make population-level inferences when the demographics of the selected sample do not mirror the characteristics of the target population. Examples of procedures that have been designed to deal with some of the above-mentioned issues (Groves et al. 2009) are weighting for differential selection probabilities, to adjust for deliberate oversampling of specific demographic subgroups; weighting to adjust for unit nonresponse, to adjust for lower (or higher) response rates within specific demographic subgroups; and post-stratification weights, to ensure that the distribution of important demographic variables in the adjusted sample resembles the distribution of these variables known to exist in the population. In the case of nonprobability online surveys, researchers have developed propensity score–based methods to select representative samples of survey participants and to generate post-stratification weights (Rivers and Bailey 2009).

To illustrate the usefulness of survey weights, consider the 2012 ANES Time Series Study. The study was conducted using two survey modes: face-to-face and online interviewing. Respondents were selected into the face-to-face sample using a multistage cluster design, with probability proportional to population within the primary sampling units and with an oversampling of blacks and Hispanics (Jackman and Spahn 2014); respondents were selected into the online sample by drawing from GfK Knowledge Networks online panel (ANES 2015). While according to the unweighted face-to-face sample 23% percent of respondents considered themselves Spanish, Hispanic, or Latino, only 11% did so in the weighted face-to-face sample, a contrast that reflects the oversampling of Hispanics in the face-to-face component of the 2012 ANES. According to the online sample, 30% of respondents reported reviewing news on the Internet on a daily basis, compared to 26% in the weighted online sample; this difference, though small, is consistent with the expectation that online survey panelists should be more regular Internet users than typical adult Americans. This simple example illustrates how ignoring survey weights can lead to a distorted portrait of the population. In this chapter we demonstrate how ignoring weights can also lead to inaccurate population-level inferences.

Although survey weights are available in most data sets, they are often left out of regression analyses and applications of causal inference techniques. Researchers tend to assume that, conditional on the variables included in the analysis, the characteristics of the survey design are ignorable (Gelman 2007; Winship and Radbill 1994). Under this ignorability assumption, incorporating survey weights into the analysis should be inconsequential. This assumption, however, is violated when factors that affect sampling probabilities are omitted from the analysis. As noted by Gelman (2007, 154), “all variables should be included that have an important effect on sampling or nonresponse, if they also are potentially predictive of the outcome of interest.” Although researchers might go to great lengths to incorporate all variables thought to affect both probabilities of selection and the outcome of interest, they may inadvertently fail to do so. It might be impossible, for instance, to account for some of the drivers of nonresponse. In the rest of this chapter, we examine whether (and how) the common practice of ignoring survey weights may affect the accuracy of estimates of causal effects, focusing on one particular collection of causal inference techniques: propensity score matching methods.

Though numerous matching procedures have been developed in recent years (Morgan and Winship 2015), the intuition underlying these techniques remains the same: measuring causal effects by observing how the outcome of interest varies between subsamples of respondents who are similar in all relevant ways, except for having been exposed to a given causal state. These methods differ in the procedure used to construct look-alike samples of respondents who have and have not been exposed to a presumed cause or treatment. Propensity score matching methods (Rosenbaum and Rubin 1983), in particular, construct balanced samples of treated and control respondents based on a measure of the likelihood of being exposed to the treatment, called the propensity score. The three propensity score matching techniques examined in this chapter differ, in turn, on how this measure is used to construct balanced samples. Following is a brief description of the three matching algorithms reviewed in this chapter:


• Propensity score weighting: For all respondents, constructs weights equal to the inverse of the probability of assignment to treatment, then uses these weights to estimate treatment effects—for instance, by computing weighted differences in means or running weighted regressions.

• Nearest-neighbor propensity score matching: Before estimating treatment effects, preprocesses the data by matching treated respondents to respondents in the control group with similar probabilities of assignment to treatment. After that, estimates treatment effects in the matched sample.

• Subclassification matching: Before estimating treatment effects, preprocesses the data by classifying respondents into strata based on their probabilities of assignment to treatment, such that respondents allocated into the same strata have approximately the same probability of exposure to the presumed cause. After that, estimates the overall treatment effect by averaging over strata-specific estimates, weighting by the number of respondents within each strata.



In previous studies, researchers reviewed and applied procedures for incorporating survey weights into the above techniques. Zanutto (2006), for instance, used subclassification matching to estimate the impact of gender on information technology (IT) salaries, including and excluding survey weights, and found that, depending on the specific IT occupation, the unweighted analysis may either exaggerate or underestimate the gender salary gap—a result she attributes to “the differential underrepresentation of lower paid men and women” (2006, 84) in the sample. DuGoff, Schuler, and Stuart (2014) used the three methods listed above to measure the effect of having a specialist physician (as opposed to a primary care physician) as a usual source of care on annual average healthcare spending and found that—although all procedures suggest that having a specialist physician as a usual source of care leads to higher healthcare spending—the magnitude of estimated treatment effects varies considerably depending on whether survey weights are taken into account. DuGoff and colleagues also conducted a simulation study to assess the performance of the three propensity score matching techniques listed above, excluding and including survey weights, and concluded that “using propensity score methods without survey design elements yields large bias and very low coverage” (2014, 292).

METHODOLOGY

Propensity score matching procedures are typically implemented in two stages: estimating the propensity score model and matching treatment and control units on the basis of an estimated distance measure. Since the propensity score model is not used for making population-level inferences but for constructing a balancing score (i.e., a distance measure that can later be used to match treatment and control units and in doing so produce balanced samples), survey weights can be safely omitted from the first stage of the procedure (DuGoff et al. 2014; Zanutto 2006). We do incorporate survey weights as a predictor in the propensity score model, however, as doing so may help account for potentially relevant individual attributes (DuGoff et al. 2014, 289). To be consistent with previous studies, we also introduce survey weights into the second stage, when propensity score matching algorithms are used to estimate PATEs. Next we describe the steps that we take to incorporate survey weights into three different propensity score matching techniques. In the next section we introduce definitions and further explain these techniques.1

Nearest-Neighbor Matching

We first match each treatment unit to the nearest control unit(s), using nearest-neighbor matching with replacement. After that, we compute weighted differences in means for our outcomes of interest between the treatment and matched control groups. While treatment units are weighted using their original survey weights, control units are weighted using the survey weights corresponding to their counterpart in the treatment group. This procedure ensures that the weighted distribution of covariates in the matched control resembles the weighted distribution of covariates in the matched treatment and thus can be used to learn about the impact of the treatment among the treated in the target population (i.e., it yields an estimate of the population average treatment effect on the treated, or PATT).

The specific formula used to estimate PATT is

[image: image]

where yi and wi denote the outcome of interest and survey weight for individual i, respectively; 
[image: image] denotes the survey weight corresponding to i’s counterpart in the treatment group (only relevant for control units); 
[image: image] indicates the matched treatment group (equivalent to the original treatment group since all treated units are kept in the matched sample); and 
[image: image] indicates the matched control group. Because control units with no counterpart in the treatment group are dropped from the analysis, this nearest-neighbor matching procedure cannot be used for obtaining estimates that apply to the entire population, such as PATEs (DuGoff et al. 2014, p. 288). Since we keep all treatment units, however, it can be used to estimate the PATTs.

Subclassification Matching

We stratify the sample into S subclasses, on the basis of the estimated propensity score. Then we compute weighted differences in outcomes of interest between treatment and control groups within each subclass. Because we are interested in comparing the performance of this technique with that of nearest-neighbor matching, we focus on estimating the PATT. This quantity of interest is estimated by averaging strata-specific treatment effects across subclasses, accounting for the weighted number of treatment units within each subclass. The procedure used to estimate the PATT can be summarized thus:

[image: image]

where yi and wi again denote the outcome of interest and survey weight for individual i, respectively; Ts and Cs indicate the subset of treated and control individuals in subclass S, respectively; and ws denotes subclass weights, which are proportional to the total number of treated individuals in subclass S. If we were instead interested in estimating the PATE, subclass weights would account for the weighted number of both control and treatment units within each subclass. For a more in-depth discussion of the importance of introducing survey weights into subclassification matching procedures, see Zanutto (2006).

Propensity Score Weighting

We first compute composite survey weights by multiplying estimated propensity score weights by the original survey weights. This allows estimating weighted differences in the outcomes of interest between treatment and control groups that adjust for pre-treatment differences between the characteristics of treated and control units and that apply to the target population. Since we focus on estimating the PATT, we construct propensity score weights such that the control group resembles the treatment group as closely as possible. Thus, propensity score weights equal one for treatment units and equal the odds of being assigned to treatment for control units. The formula used to compute the PATT under this procedure is

[image: image]

where yi and wi, and pi denote the outcome of interest, survey weight, and propensity score for individual i, respectively; and T and C indicate the original treatment and control groups, respectively. The inverse of the propensity score, 1/pi, is multiplied by survey weights (wi) among control individuals in order to produce a weighted distribution of covariates in the control group resembling the one in the treatment group.

For each technique, in addition to computing weighted differences in average outcomes between treatment and control units, we conduct postmatching model-based adjustment by running weighted regressions in matched samples (in the case of nearest-neighbor matching), within subclasses (in the case of subclassification matching), and in the entire sample (in the case of propensity score weighting). The advantage of postmatching model-based adjustment is that it can be used to estimate treatment effects while controlling for imbalances in covariates that might remain after the implementation of the matching algorithm (Ho et al. 2007; Rosenbaum and Rubin 1983).

SIMULATION STUDY

This section discusses the results of a Monte Carlo simulation study that we conducted to illustrate the importance of incorporating survey weights into propensity score matching procedures. We start by describing the characteristics of the simulation process, including population assumptions and the method used to generate synthetic survey data. After that we assess the success of the different propensity score matching procedures in recovering true treatment effects.

We first generated data for a hypothetical population in which an outcome of interest (Y) was assumed to be affected by exposure to a binary treatment (T), a uniformly distributed covariate (X), and membership in a subpopulation (indicated by a binary indicator S1). The mathematical formula used to generate the outcome is

[image: image]

where α0 = −0.25, α1 = 0.60, α2 = 0.30, β0 = 1.00, and 
[image: image], and where ε designates a white noise error term following a standard-normal distribution. Exactly 10% of the population was coded as belonging to S1 (i.e., as having S1 = 1), and the remaining 90% were all coded as having S1 = 0. The above expression implies the existence of heterogeneous treatment effects, as the impact of T on Y depends on the value of S1. Specifically, the treatment effect equals 1 when S1 = 0 and 1.75 when S1 = 1, leading to a PATE of 1.075 = 1 + (0.75 × 0.1).

In addition, we assumed that assignment to treatment T is positively affected by covariate X and membership in S1, as indicated by the following mathematical expression used to compute the probability of assignment to treatment (pT):

[image: image]

where γ0 = −1, γ1 = 2, and γ2 = 1. Since S1 is assumed to have a positive influence on T, the realized proportion of individuals with S1 = 1 was larger in the treatment group than in the control group. As a consequence—since S1 is also assumed to have a positive influence on Y—the PATT is larger than the PATE: approximately 1.112 compared to 1.075.

We repeatedly sampled 1,000 respondents from a hypothetical population of size 100,000 with the above characteristics, using random sampling within strata defined by membership in S1. We did so by first randomly selecting 500 individuals for whom S1 = 1, and 500 additional individuals for whom S1 = 0. While only 10% of individuals in the population possess attribute S1, 50% of those in the sample do so. Thus, our survey design led to oversampling of individuals with attribute S1 and undersampling of individuals without this attribute. This sampling procedure is analogous to the one often used by researchers to oversample racial minorities. To correct for this oversampling in subsequent analyses, we created survey weights given by the inverse of selection probabilities. More formally, for each sampled individual, survey weights equaled

[image: image]

where 
[image: image] is the probability of selection for members of S1, given by the number of individuals with S1 = 1 in the sample 
[image: image] divided by the number of individuals with S1 = 1 in the population 
[image: image], and 
[image: image] is the probability of selection for individuals who do not belong to S1, computed analogously. Accordingly, individuals in S1 were assigned a survey weight equal to 1, and individuals outside S were assigned a survey weight equal to 9.

After generating 1,000 synthetic data sets using stratified random sampling—each one with a sample size of 1,000—we estimated sample average treatment effects on the treated (SATTs) and PATTs within each data set, by doing a naïve comparison of unweighted and weighted outcomes in the treatment and control groups and by applying the three propensity score matching techniques described in the previous section, excluding and including survey weights. This procedure allowed us to compare the success of each technique, with and without regression adjustment, in recovering true quantities of interest before and after incorporating survey weights into the analysis.

In estimating propensity score models and conducting regression-based adjustments, we assume that S1 (a variable that affects sampling probabilities, treatment assignment, and treatment effects) is not observed, and we therefore exclude it from the set of predictors. We do so for exposition purposes, as it is only when a variable that affects selection probabilities is omitted from the analysis that failing to incorporate survey weights into the analysis may lead to incorrect estimates of PATEs (Gelman 2007).

Table 14.1 summarizes the results of the simulation study. The columns of this table give the following information for the estimated average treatment effects on the treated (ATTs): mean, bias (average of the absolute value of the difference between the true and estimated effect), mean squared error or MSE (average of the squared difference between the true and estimated effect), and coverage probability (proportion of simulations in which the true effect falls inside the 95% credible interval for the estimated effect). These results suggest that incorporating survey weights into any of the three propensity score matching procedures leads to lower bias, lower MSE, and higher coverage probability. Figure 14.1 depicts the distribution of estimated ATTs, excluding and including survey weights, for the three propensity score matching procedures. The vertical line in each plot indicates true ATTs. Consistent with the results shown in Table 14.1, ignoring survey weights leads to biased estimators of treatment effects.



Table 14.1 Simulation Study, Summary Statistics




	
	95% Confidence Interval



	ATT
	Bias
	MSE
	2.50%
	97.50%
	Coverage





	Naïve
	unweighted
	1.83
	0.72
	0.52
	1.69
	1.95
	0.0



	
	weighted
	1.46
	0.35
	0.13
	1.29
	1.63
	0.1



	Prop. Score
	unweighted
	1.52
	0.41
	0.17
	1.36
	1.68
	0.2



	Weighting
	weighted
	1.11
	0.00
	0.01
	0.92
	1.30
	53.5



	with reg.
	unweighted
	1.52
	0.41
	0.17
	1.37
	1.68
	0.2



	adjustment
	weighted
	1.10
	–0.01
	0.01
	0.91
	1.30
	79.6



	Nearest-
	unweighted
	1.52
	0.41
	0.18
	1.34
	1.71
	0.7



	Neighbor
	weighted
	1.11
	0.00
	0.01
	0.88
	1.35
	50.1



	with reg.
	unweighted
	1.52
	0.41
	0.18
	1.34
	1.71
	0.6



	adjustment
	weighted
	1.10
	–0.01
	0.01
	0.88
	1.34
	82.5



	Subclassification
	unweighted
	1.53
	0.42
	0.18
	1.37
	1.68
	0.2



	
	weighted
	1.11
	0.00
	0.01
	0.91
	1.31
	50.3



	with reg.
	unweighted
	1.52
	0.41
	0.17
	1.36
	1.68
	60.4



	adjustment
	weighted
	1.11
	0.00
	0.01
	0.92
	1.30
	100.0








If factors that influence sample selection are excluded from the calculation of survey weights, however, then weighted causal effects estimators may perform poorly. Suppose, within the context of the previous example, that there is an additional binary variable S2 that affects sample selection, such that individuals with S2 equal to 1 are not appropriately represented in the sample, and that S2 is not used in developing survey weights. Suppose further that treatment effects vary as a function of S2 as determined by the following mathematical formula for the outcome (Yʹ):

[image: image]



[image: image]

FIGURE 14.1 Distribution of Estimated ATTs in Simulation Study.



where 
[image: image] captures how the influence of T on Yʹ varies as a function of S2 (i.e., heterogeneous effects of S2). Depending on the magnitude of 
[image: image] and the degree of misrepresentation, excluding S2 from the calculation of survey weights—that is, developing weights based on S1 only, using the same formula for W as before—can produce inaccurate inferences.

To demonstrate the relevance of the proper development of survey weights, we conducted two additional Monte Carlo simulation studies using a similar procedure to the one described earlier on in this chapter, but in which (1) the treatment effect varies as a function of S2 as indicated by 
[image: image] in the last equation, and (2) S2 is not used in the development of survey weights. The first simulation study—designed such that individuals with S2 equal to 1 are three times as likely to be included in the sample as those with S2 equal to 0—illustrates how the magnitude of the bias varies as a function of 
[image: image].2 Figure 14.2, panel A, shows how, for the six weighted estimators considered in this paper, the absolute value of the bias increases from close to 0 to almost 0.40 when 
[image: image] decreases from 0 to –1.6 or increases from 0 to 1.6. The second simulation study helps illustrate how the magnitude of the bias varies as a function of the degree of misrepresentation when 
[image: image] is held constant at –0.5.3 Figure 14.2, panel B, shows how, for the six weighted estimators, the absolute value of the bias increases from 0 to more than 0.20 when individuals with S2 equal to 1 are severely under- or overrepresented in the sample, as measured by the ratio of proportions of individuals with S2 equal to 1 in the population relative to the sample. A remarkable aspect of these last two simulation studies is that the specific weighted causal effects estimator used for calculating ATTs is much less consequential than the proper development of survey weights, specially when the excluded variable strongly influences the treatment effect or when there is severe misrepresentation.

APPLICATION: SOCIAL MEDIA USAGE AND POLITICAL PARTICIPATION

A number of scholars have argued that social media will increase political participation. To a large extent, the theory behind this argument is founded on two concepts. First, social media have the potential to decrease the information gap between more-informed and less-informed citizens by allowing less-informed citizens greater access to their more-informed peers, who may provide political expertise (Huckfeldt and Sprague 1995; Schlozman, Verba, and Brady 2013). Increasing citizens’ information should decrease their cost of participation. Second, social media decrease the social cost of disagreement, allowing people to more anonymously access new ideas (Gentzkow and Shapiro 2011). Again, by allowing people access to more ideas and information, their participation should increase. Countering these claims, others have argued that increasing political disagreement in personal relationships will directly decrease participation (Mutz 2006), and moreover, decreasing common experiences will decrease interest in politics (Sunstein 2007). Researchers have generally concluded that despite lower barriers for participation via these channels, political participation has not dramatically increased since the advent of social media (Bimber and Davis 2003; Bimber 2001, 2003; Jennings and Zeitner 2003).

We test the extent to which survey respondents are likely to report differing levels of political engagement based on their social media usage. Data for this analysis are drawn from TAPS, a monthly online survey of about two thousand people. Panelists were recruited as a national probability sample with an address-based sampling frame in the fall of 2011 by GfK-Knowledge Networks for the Weidenbaum Center at Washington University.4 We quantify political engagement based on responses to eleven political participation questions included in the June wave of the 2012 TAPS panel. Each of the eleven political participation items has a binary response such that it takes 1 if the respondent has engaged in the activity in the last few months and takes 0 otherwise. The political activities range from contacting an elected official to having signed a petition to having discussed politics with other people. The overall civic engagement scale is computed by summing up the binary responses from the eleven political participation items. For example, a scale of 11 is assigned to those respondents who have engaged in all of the eleven activities, while a scale of 0 is assigned to those respondents who have engaged none of the eleven activities. Our primary explanatory variable is a binary variable that takes 1 if the respondent uses social networking websites (SNSs) to communicate with his or her friends and family and 0 otherwise. We match using age, gender, income, education, and frequency of Internet usage. Since these variables do not account for all the factors that were used to construct survey weights, it is likely that ignoring survey weights may lead to inaccurate estimates of treatment effects.



[image: image]

FIGURE 14.2 Biased Estimators Due to Misspecified Survey Weights. A: Influence of changes in heterogeneous effects of S2. B: Influence of changes in representation of S2 in the sample.

Note: The six lines in plot A and B correspond to different propensity score–based causal effects estimators (weighting, subclassification, and nearest-neighbor; with and without regression adjustment).



We estimated treatment effects in multiple ways, by comparing overall levels of political participation (as measured by the civic engagement scale) for respondents who do and do not use social networking sites. We did so naïvely (i.e., without controlling for preexposure differences between SNS users and nonusers), as well as by matching on a number of individual attributes using the propensity score matching techniques described in previous sections. We focused on estimating ATTs—that is, on individuals who resemble social media users. For each procedure, the SATT and the PATT were calculated by ignoring and incorporating survey weights into the analysis, respectively. The following is a brief description of the implementation of each propensity score matching technique:


• Nearest-neighbor matching was implemented by first matching each SNS user to the nearest two nonusers, with the distance between respondents measured in terms of the estimated likelihood of SNS usage, and then computing differences in average levels of political participation between SNS users and nonusers in the matched sample, weighting using survey weights for estimating the PATT.

• Subclassification matching was implemented by first splitting the sample into eight subclasses based on the likelihood of SNS usage, then computing differences in average levels of political participation between SNS users and nonusers within each subclass, and last averaging across subclasses (weighting by the number of SNS users within each subclass), incorporating survey weights into the procedure when estimating the PATT.

• Propensity score weighting was implemented by computing weighted differences in average levels of political participation between SNS users and nonusers in the entire sample, with weights equal to one for users and given by the odds of SNS usage for nonusers, using adjusted weights (equal to propensity score weights times the original survey weights) for estimating the PATT.



Table 14.2 summarizes the results of our analysis. It reports estimates of the effects of social media usage on users (i.e., ATTs) found by computing naïve differences and using the three propensity score matching procedures described above, with and without regression adjustment. Unweighted quantities approximate the SATT, and weighted quantities approximate the PATT. The naïve comparison suggests that there are no significant differences between groups. After controlling for individual attributes (particularly age) using any of the three matching methods, it becomes apparent that usage of social networking sites has a positive and generally significant effect on the political involvement of sampled users, with the magnitude of the estimated SATT ranging between .21 and .30 depending on the exact method. This positive influence, however, only holds in the unweighted sample. Following the incorporation of survey weights, we find that impact of social networking sites on the political involvement of population users (i.e., the PATT) is statistically indistinguishable from zero. This result is consistent with previous findings about the influence of social media on political participation (Bimber 2001, 2003; Bimber and Davis 2003; Jennings and Zeitner 2003) and illustrates the importance of accounting for features of the survey design when using survey data to elicit causal effects.



Table 14.2 Influence of Social Network Usage on Political Participation




	
	
	Difference
	Std. Err.





	Naïve
	unweighted
	–0.07
	0.14



	
	weighted
	–0.07
	0.14



	Prop. Score
	unweighted
	0.29
	0.16



	Weighting
	weighted
	0.14
	0.16



	with reg.
	unweighted
	0.28
	0.13



	adjustment
	weighted
	0.16
	0.12



	Nearest-
	unweighted
	0.21
	0.16



	Neighbor
	weighted
	–0.03
	0.16



	with reg.
	unweighted
	0.22
	0.16



	adjustment
	weighted
	0.06
	0.16



	Subclassification
	unweighted
	0.27
	0.14



	
	weighted
	0.07
	0.14



	with reg.
	unweighted
	0.30
	0.41



	adjustment
	weighted
	0.14
	0.38









CONCLUSION

This chapter illustrates the importance of accounting for important characteristics of the sampling design, such as probabilities of selection into the survey, when using complex survey data as input for making population-level inferences. Using a Monte Carlo simulation study, we demonstrated how ignoring survey weights may lead to biased estimators of PATEs. Then, using data from TAPS, we illustrated how ignoring survey weights would cause us to conclude that social media usage has positive and significant effects on political participation, when these effects are not actually apparent in the target population.

A number of caveats are in order, though, as survey weights included in most public opinion surveys are estimated quantities that may carry considerably uncertainty. If poorly constructed, survey weights may fail to accurately account for differential selection probabilities and nonresponse. This may happen, for instance, when researchers are uncertain about the causes of nonresponse or about the true characteristics of the target population, in which case post-stratification weights cannot be relied on for recovering population-level quantities of interest. Jackman and Spahn (2014), for example, find that although nonresponse is one of the main drivers of turnout overestimation in the ANES, survey weights do not solve the problem but actually worsen it (p. 3). Another limitation of survey weights is that the presence of extreme weights for some units may exacerbate the variance of estimates of causal effects, an issue that is often dealt with by trimming survey weights (Elliott and Little 2000).

Finally, it has been observed that the tasks of calculating survey weights, using them to estimate quantities of interest, and estimating the appropriate standard errors may carry considerable complexity (Gelman 2007; Winship and Radbill 1994). In general, it is possible to encounter weights that account for sampling frame errors (incomplete frames), that correct for varying selection probabilities (e.g., when a group is oversampled because members are more difficult to reach), and that account for unit nonresponse, as well as post-stratification weights that aim to improve undercoverage, nonresponse, and sampling variance. There is a set of best practices for statistically adjusting survey weights for particular inferences using standard socioeconomic and demographic covariates available in known population distributions (DeBell and Krosnick 2009; Gelman 2007; Henderson et al. 2010), but they tend to be fairly laborious for a typical user of these data, and thus researchers often use the design-based weight for each respondent to provide a snapshot of national opinion. These design-based weights may, even in canonical and publicly available data sets, be too large for a researcher to feel comfortable focusing on the inferences drawn about a particular subgroup. They may also have been calculated erroneously, so before using weights a researcher should attend to any documentation surrounding their estimation. We call here for a theory- and evidence-based debate on this issue, and for professional organizations, such as the American Association for Public Opinion Research (AAPOR) and the Society for Political Methodology (SPM), to provide guidance on the correct development and usage of survey weights. We are particularly interested in debate surrounding the relationship between design-based weights and descriptions of sampling error in opt-in surveys. Until clearer standards are introduced, researchers should bear in mind the potential drawbacks of design-based weights and decide, on a case-by-case basis, the suitability of incorporating them into their analyses.

NOTES

1. All data and code used in this chapter are available at the project’s Dataverse, at https://dataverse.harvard.edu/dataverse/cicsd.

2. For this simulation study, we generated 1,000 synthetic data sets for each of 17 values of [image: image], with values of [image: image] ranging between –1.6 and 1.6.

3. For this simulation study, we generated 1,000 synthetic data for 19 different levels of representation of individuals with S2 equal to 1, with representation ratios ranging between 0.05 and 0.95. Representation ratios were calculated by dividing the proportion of individuals with S2 equal to 1 in the sample by the proportion of individuals with S2 equal to 1 in the population.

4. More specifically, the frame is drawn from the U.S. Postal Service’s computerized delivery sequence file of mailing addresses. Access to this file allows TAPS to reach approximately 97% of all physical addresses in the country, including P.O. boxes and rural route addresses. To improve the sampling process, residences that are determined to be seasonal or vacant are identified and removed. Through a third-party vendor, the frame is able to match identified physical addresses with landline telephone numbers and with a certain level of accuracy in identifying the race, age, number, and type of individuals in the residence, as well as home ownership status. Since some demographic groups are more difficult to identify and recruit by the third-party vendor, the sample is stratified to target young adults and Hispanic persons in addition to the balance of the general population. Thus, these groups are slightly oversampled to anticipate their predicted likelihood of underparticipation in probability samples. Once panelists have been selected for the survey, they complete a profile survey that captures key demographic variables, followed by monthly waves of the panel. Those individuals without Internet access were provided a laptop and Internet service at the expense of the Weidenbaum Center. In a typical month, over 1,600 of the panelists complete the online survey. The data for this project come from monthly surveys collected between November 2011 and November 2014. More technical information about the survey is available at http://taps.wustl.edu.
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CHAPTER 15

AGGREGATING SURVEY DATA TO ESTIMATE SUBNATIONAL PUBLIC OPINION

PAUL BRACE

INTRODUCTION

THE study of subnational public opinion presents special opportunities. The fundamental benefit offered by measuring public opinion at the subnational level is that it affords uncommon opportunities to gauge the nature of the connections of opinions to their political and socioeconomic contexts, on the one hand, and the linkage of these opinions to subnational governmental outcomes, on the other. Systematic comparative analyses of the causes and consequences of public opinion across governmental units allow us to focus on the nature of the linkages between mass publics and governmental outcomes.

For many years the study of public opinion by political scientists rested on the unexplored assumption that it influenced government leaders and ultimately public policy (Shapiro 2011). The rise of modern polling techniques gave researchers a way to regularly measure people’s privately held opinions. Pioneered famously by Campbell, Converse, Miller, and Stokes in The American Voter (1960), these surveys were subsequently administered during every presidential election, albeit with modifications, in the American National Election Studies. These new data stimulated intense analytical effort concerning the correlates of participation and vote choice, levels of information respondents exhibited, and the consistency of their answers across questions (see, e.g., Converse 1964; Popkin et al. 1976; Zaller 1992; Popkin 1994).

Questions about linkages between opinion and policy became more salient as mounting research on the content and forces operating on public opinion revealed low levels of information and interest in political issues (Delli Karpini and Keeter 1996). Impressive advances occurred in survey methodologies but lacked an important dimension: the basis for systematic comparative analyses across governmental units. For years we have been awash in an ever-expanding sea of national and independent subnational surveys, but no attention has been paid to systematizing these surveys in a manner that would make them analytically comparable. Then and now, subnational surveys were conducted by different polling organizations, at different times, using different question wording (Parry, Kisida, and Langley 2008).

Just as the measurement and analysis of subnational public opinion offers special opportunities for linking opinions to contexts and outcomes, it also presents special and formidable challenges. The question of linkage has largely been ignored or has been approached by using crude surrogates for opinion due to the lack of an analytical infrastructure needed to produce survey-based measures of subnational opinion. While arguably one of the most significant questions in the study of government, linkage simply did not lend itself to rigorous empirical analysis, given the available data and methodologies. Such analyses would require systematic comparative data that could link well-measured opinion to similarly well-measured indicators of government actions.

A notable pioneering strategy was to study how voters’ preferences within particular constituencies (e.g., congressional districts) connect to the behavior of policymakers for that constituency (e.g., roll-call votes). The “dyadic representation” model pioneered by Miller and Stokes (1963) reported modest and variable linkages across policy areas. This study also highlighted a fundamental difficulty with analyzing linkages within subnational domains: the number of survey responses available from national surveys to gauge constituency opinion within subnational units was exceedingly small. The small number of observations within districts, in the face of modest and variable correlations between opinion and politicians’ behavior, left questions about whether the observed relationships were truly modest or an artifact of low reliability of opinion estimates owing to small numbers of observations within districts. Using different measures of opinion or methodological assumptions, subsequent studies extended the foundations of Miller and Stokes, reporting stronger evidence of opinion-policy linkages (e.g., Achen 1975, 1977 Erikson 1978; Page, Shapiro, Gronke, and Rosenberg 1984; Bartels 1991; McDonagh 1992).

The Miller and Stokes study has been enormously influential, but also highlights core methodological and inferential challenges embodied in investigating constituency opinion and policy outcomes at the subnational level. These challenges are persistent obstacles that researchers have sought to address by employing new data or leveraging existing data in increasingly sophisticated ways.

Another core debate within this evolving literature concerns how the “quality” of public opinion is tied to the “effects” it has on political outcomes. A continuing question concerns the extent to which citizen opinions shape outcomes or are instead led, manipulated, or informed by political leaders, the mass media, or other forces in the political environment. Burstein (2010) observes that our measures of opinion about specific policies derived from national surveys are generally quite poor. Researchers are commonly forced to use opinions on (arguably) related topics (e.g., self-proclaimed political ideology [Erikson et al. 1993], “policy mood” [Stimson et al. 1995]), but this leaves lingering questions of interpretation: Is the observed relationship or lack of relationship “genuine,” or is it an artifact of using surrogate opinion measures? Burstein (2010) argues that such measures of public opinion “provide no information at all as to what specifically the public wants” (2010, 69). Moreover, Page (2002) argues that our studies overestimate the impact of opinion on policy because of sampling bias: public opinion polls focus on issues that are important to the public, and it is on such issues that democratic governments are most likely to do what the public wants (2002, 232–235).

In general, researchers studying subnational opinion using national survey data are forced to work with survey items that are less than ideal for gauging linkages on specific policies. Instead, global or general measures have been employed that, while showing substantial evidence of linkage, do not provide insight into how specific opinions translate into specific policies. This is supported by voluminous evidence showing that most of the public does not hold opinions, or maintain consistent opinions, on many specific issues most of the time (see, e.g., Converse 1964; Zaller 1992).

If citizen opinion is absent on specific issues, what could explain the observed linkages between general opinions and specific policy outcomes? It is possible our causal arrows need to be reversed. Gabriel Lenz observes that after decades of research, “[d]etermining whether citizens lead their politicians or follow them turns out to be a lot harder than it sounds. Basic correlations between citizen policy views and their vote choice or policy outcomes does not allow researchers to disentangle which came first, citizen attitudes or electoral or policy outcome. Such correlations derived from cross-sectional research designs cannot tell these two very different outcomes apart because they are observationally equivalent (Lenz 2012, 7; see also Norrander 2000). To unpack the causal sequence requires that we examine not only differences between units, but also differences within units between cause and effect. Moreover, it requires variations in the magnitude of the causal variable to measure the magnitude of effect on political outcomes, if any. While correlations between opinion and political outcomes are a necessary condition for inferring democratic responsiveness, it is not sufficient, because this correlation could just as easily result from outcomes driving opinions. Ultimately, the sufficient condition for democratic responsiveness requires that changes of variable magnitude in opinions precede and translate into changes in variable magnitude in political outcomes.

As illustrated in the following review, research on linkages between subnational opinion and political outcomes highlights central and recurring concerns:


• The first concern is the sources of data to measure subnational opinion. In the absence of suitable subnational surveys, researchers are forced to make pragmatic decisions about alternative sources of data to gauge subnational opinion. Studies have employed surrogates or used observations obtained from national surveys, producing ever-improving but still less than ideal measures of specific opinions.

• The second concern is the sufficiency of the number of observations used to estimate subnational opinion. The number of observations available in national surveys for specific subnational constituencies (e.g., states, counties, congressional districts) varies tremendously across subunits. Given the very small or zero observations available for some or many subunits, reliable comparisons of opinions and their effects across many subunits are commonly limited to those subunits with sufficient observations. As a consequence, studies of subnational linkage commonly must focus on a subset of the more populous (and thus more sampled) subunits while ignoring subunits with smaller populations. This becomes particularly problematic when there are relatively few subunits, such as states, which together exhibit considerable variety in their politics and policies, that would be ignored by focusing on a handful of highly populated (and sampled) states.

• The third and related concern involves the data needed for research designs that can embrace the causal sequences involved in the opinion-policy linkage. Ultimately researchers must consider longitudinal features of opinion within subnational units. If opinion drives policy, changes in opinion must translate into changes in policy, but this requires not only sufficient observations within subnational units in general, but also sufficient observations within subunits over time to measure opinion change.

• Finally, the substance of our measures of opinion commonly derive from pragmatic choices based on available data, but these often fall short of the specificity needed to elaborate the processes whereby specific opinions translate into specific policy changes.



Overall, the evolution of the study of subnational opinion has involved progressive improvements, using new data and methodologies to produce more reliable and specific measures of subnational opinion, based on more observations, making comparisons among more subunits possible, and allowing for longitudinal analyses of subnational opinion that will ultimately be necessary for articulating the causal connections between opinion and policy across subnational units. This is a dynamic area of research that has attracted significant and sustained scholarly interest, one that promises to yield impressive dividends in the future.

Opinion-Policy Linkage

Data and analytical demands for studying opinion-policy linkages have served as major impediments to progress, which also established the research frontiers surmounted by innovations and methodological advances. The study of subnational public opinion has been characterized by increasingly sophisticated methodologies for surmounting the vexing challenges of not having specific subunit survey data by leveraging various sources of available demographic and survey data.

In a democracy, policy is supposed to be linked to the preferences of the public. This linkage has served as a motivation for a wealth of studies. Most typically, studies have illustrated correlations between public opinion, measured various ways, and public policies, across units measured within a constant time period. Although commonly reporting significant opinion-policy linkages, these findings are vulnerable to the criticism that these relationships are the result of rival causal interpretations.

Notably, elites may be shaping opinion. Jacobs and Shapiro (2000) argue that elected officials have an incentive to convert skeptical constituents to their own position. Alternatively, opinions may come to reflect policy through migration. Studies of subnational taxation and expenditure point to the importance of voting with one’s feet (Tiebout 1956). From this perspective, strong correlations between opinion and policy simply reflect the result of geographic sorting as citizens move to jurisdictions with policies in line with their preferences. In the end, cross-sectional correlations between opinion and policy do not preclude these rival explanations. Cross-sectional correlations represent opinion policy congruence, but nothing more.

Ultimately, convincing studies of linkage between opinion and policy require investigating the causal dynamics by which the preferences of constituencies cause the behavior of representatives, independently of elite persuasion, voter mobility, and geographic sorting. It requires the exploration of the temporal order of opinion and policy data, in which current public opinion changes significantly and systematically relate to future public policy changes. When (if) such opinion change leads to policy change, this dispels skeptics’ concerns that policy might lead opinion. If current opinion predicts future policy change, independent of current policy that presumably reflects current elite preferences, it is difficult to argue that opinion was not influential. Moreover, such findings render the notion that voter mobility is driving the process implausible, because it would require vast migrations of voters in and out of jurisdictions in advance of policy changes.

An examination of the historical development of studies of public opinion in subnational jurisdictions reveals a progressive research frontier that has advanced only after solving vexing measurement and data issues. Why is this different than other areas of inquiry? Most commonly, where theories point to important questions, data are collected to answer those questions. We could imagine the collection of state-level surveys that were coordinated and archived across states. Ultimately, such data could provide valid and reliable estimates of public opinion within states that were comparable across states. Unfortunately, “[p]ublic opinion data of the subnational sort have proved particularly elusive” (Parry, Kisida, and Langley 2008, 197). The resources and rewards for such systematization and coordination do not exist: the design and execution of common questions across states detract from polling directors’ other duties, while archiving these data in a common repository is typically viewed as too cumbersome (Parry, Kisida, and Langley 2008, 211).

While we might hope that these impasses could be somehow surmounted in the future, the reality is that even if they were, it would be many, many years before such coordinated effort could produce enough state level surveys to answer any but the most preliminary questions. Moreover, such data would not allow us to examine even recent history. Hence, while the spread of electronic data collection and archiving has advanced the study of state politics (see Brace and Jewett 1995), and despite the fact that technologies have created “robust” state polling enterprises, “opportunities for multi-state analysis remain daunting (Parry, Kisida, and Langley 2008, 210), and these advances have not included state or subnational public opinion.

Given this impasse, creative and methodologically innovative utilization of imperfect or incomplete data to create reliable and valid measures of subnational opinion is more than a stopgap measure; it is the only way forward unless and until we develop the infrastructure to routinely coordinate, collect, organize, and archive genuine state-level polls. Given the practical obstacles involved and the historical state-level polling that can either never be obtained or does not coordinate with other state-level polls, our understanding of the role of comparative public opinion in the subnational domain will necessarily be based on the thoughtful and critical conversion of what we have into what we need.

EARLY STUDIES OF OPINION AND POLICY IN THE STATES: SURROGATES, ELECTORAL RETURNS, SIMULATIONS, AND VALIDITY ISSUES

The comparative study of state politics dates to V. O. Key’s magisterial study, Southern Politics (1949), or earlier. By the 1960s and into the early 1970s, the comparative study of state politics had hit its stride with a stream of influential studies at the leading edge of political science inquiry (e.g., Dawson and Robinson 1963; Dye 1965, 1969a, 1969b, Hofferbert 1966; Sharkansky 1968; Sharkansky and Hofferbert 1969; Cnudde and McCrone 1969; Fry and Winters 1970; Godwin and Shepard 1976; and others). By the late 1970s, however, interest and effort in the area began to fade (see Brace and Jewett 1995). As Cohen (2006) observes, a factor that depressed enthusiasm for comparative state studies was the lack of public opinion data across the states. While scholars had developed many innovative and useful measures of aspects of state politics and policy—including policy outputs, political structures, institutional capacity, electoral competition, as well as state demographic and economic profiles—sound, direct measures of state public opinion remained elusive.

Surrogates

A long tradition exists of using indirect measures to capture state public opinion in lieu of survey responses. For instance, scholars have used demographics (Boehmke and Witmer 2004; Mooney and Lee 2000; Norrander and Wilcox 1999), simulations based on the demographic characteristics of state residents (Weber et al. 1972), and measures based on policy makers who represent a state (Berry et al. 1998, 2007; Holbrook-Provow and Poe 1987). The limitations of these indirect measures have been debated elsewhere (Brace et al. 2004, 2007; Erikson, Wright, and McIver 1993).

Surrogate Demographic Variables.

One of the most common approaches used in studies of policy responsiveness in the U.S. House of Representatives is to measure constituency policy preferences using surrogate demographic variables. Usually this involves estimating a model in which legislative roll-call behavior is depicted as a function of a wide range of district demographic characteristics obtained from the U.S. Census. The demographic variables employed in such studies typically include indicators of racial composition, education, income, age, social class, occupational distribution, urbanization, homeownership, and family composition (Pool, Abelson, and Popkin 1965; Sinclair-Deckard 1976; Weber and Shaffer 1972). In a more general analysis, Peltzman (1984) used six demographic variables measured at the county level to tap politically relevant, economic characteristics of senators’ constituencies. Kalt and Zupan’s (1984) analyzed specific industries capturing members of Congress: in their analysis of Senate voting on strip-mining regulation, they took state-level data on membership in pro-environmental interest groups and the size of various state coal producer reserves in BTUs expressed as fractions of state personal income.

Scholars adopting such an approach make some important assumptions about the political meaning of demographic characteristics. In particular, they assume that


(1) individuals’ demographic characteristics are related systematically to their policy preferences,

(2) legislators are aware of the demographic composition of their districts and take those characteristics (or at least how they interpret those characteristics) into account when making roll-call decisions, and

(3) such a relationship holds when one moves across levels of analysis (i.e., from the individual level to the aggregate level).



The first assumption is quite reasonable. Numerous studies document the demographic underpinnings of public opinion and political behavior; citizens’ general ideology and their views on public policy matters are often related to their demographic characteristics. Such a relationship may be due to the degree to which self-interest is reflected in citizens’ demographic characteristics, or else demographic characteristics might represent how different groups in society acquire different sets of symbolic attitudes through the socialization process.

Second, it does not seem unreasonable that legislators are aware of the demographic characteristics of the constituents that they represent and interpret these characteristics in such a way as to permit the demographic flavor of a district to affect their roll-call decisions (e.g., Fenno 1978). The final assumption—that the relationship between aggregate demographic characteristics and aggregate policy preferences is a reflection of the same relationships at the individual level—is less certain, since making such an assumption has the potential of violating classic notions of the ecological fallacy. Simply, processes that operate at the aggregate level do not need to be in effect at the individual level.

Although relationships found at the individual level often persist at the aggregate level, one must clearly take great care in making inferences about political processes across levels of analysis. Ultimately, studies that rely on demographic variables to represent constituency influences are quite limited. There is at best an imperfect relationship between demographic characteristics and policy preferences among individual citizens. Although demographic variables might have a significant impact on individuals’ policy preferences, they typically explain only a small amount of the variance in such preferences, and this means that roll-call models that simply rely on demographic variables are missing a substantial portion of the effect of constituency preferences. Moreover, the uncertainty surrounding the policy implications of demographic variables means that the policy signals directed at legislators by their constituents’ demographic characteristics are somewhat ambiguous. Knowing, for instance, that a district has a high proportion of citizens with a college education does not necessarily give a legislator clear, unambiguous signals about the policy preferences of constituents, since this demographic characteristic, like others, is not perfectly related to policy preferences.

Presidential Election Results. Other scholars have used election returns to estimate district preferences (e.g., Canes-Wrone, Cogan, and Brady 2002; Erikson and Wright 1980). Explicitly based on electoral behavior and updated with each election, election results have the advantage of being available across all states and districts (Kernell 2009).

Election returns are popular and easily accessed proxies for district partisanship. For instance, Canes-Wrone, Cogan, and Brady (2002), Ansolabehere, Snyder, and Stewart (2001), and Erikson and Wright (1980) all use district-level presidential election returns as a proxy for district partisanship in models of legislative politics. Constituent behavior (vote choices) is the basis for the proxy and links to the partisan or ideological continuum that generally underlies electoral competition. Thus, it is reasonable to assume that a measure of district or state partisanship utilizing vote shares has high validity. Numerous scholars have also relied on presidential election results as a surrogate measure of district ideological orientation (Fleisher 1993; Glazer and Robbins 1985; Johannes 1984; LeoGrande and Jeydel 1997; Nice and Cohen 1983). The logic underlying this is grounded in standard spatial models of electoral choice. Arguably, many citizens cast their votes in presidential elections by comparing their own ideological positions with those of the competing candidates. Insofar as aggregate presidential election results reflect ideological voting in the electorate, scholars should be able to utilize presidential election results at the district level as a proxy measure of district ideology.

Unfortunately, there are shortcomings and trade-offs to this approach. Presidential vote shares in any given election may be products of short-term forces; for instance, different issues are more or less salient in any given election, and particular candidates are more or less popular. Most observers agree that certain presidential elections are highly ideological and that the presidential election results from those elections reflect the ideological characteristics of constituencies; the 1964, 1972, and 1988 elections come immediately to mind as elections in which support for the Democratic and Republican presidential candidates was differentiated by ideological considerations. On the other hand, we know some elections are detached from ideology; the 1968 and 1976 elections were somewhat less ideological than other elections. Clearly, not all presidential elections are equally ideological, and this affects the degree to which scholars can use district-level presidential election results as a surrogate for district ideology. Finally, presidential vote shares do not offer insight into preferences of constituencies on particular policies, nor can they measure the preferences of district subconstituencies (e.g., the preferences of Democrats or Latinos) using presidential vote shares.

LeoGrande and Jeydel (1997) explore the possibility of utilizing presidential election results as a surrogate for district ideology. They find only moderate correlations for presidential election results between adjacent elections, suggesting that the reliability of the aggregate presidential vote is not extremely high. Ultimately, presidential vote shares in any given election may be largely the product of short-term forces (Levendusky, Pope, and Jackman 2008).

Referenda Results. In referenda elections, voters confront one or more specific policy positions on which they can express their preferences. A number of states hold referenda elections on a regular basis, and scholars have found it possible to utilize district-level data on referenda election results to estimate the policy preferences and/or ideological orientation of a given constituency.

The use of referenda data as a surrogate measure of constituency policy preferences is best represented by the work of Kuklinski (1977) and McCrone and Kuklinski (1979). In both studies, the authors utilize data from California referenda to estimate the positions of district constituencies on three dimensions that emerge from a factor analysis of the referenda data. While these scholars find that referenda data can provide quite reliable measures of district ideology, unfortunately such data are available for only a limited number of states, and vary from year to year.

Simulations

Another innovation in the measurement of district opinion and constituency policy preferences is the use of simulated district opinion, a technique developed by Weber and Shaffer (1972) and subsequently utilized by several legislative scholars (Erikson 1978; Sullivan and Minns 1976; Sullivan and Uslaner 1978; Uslaner and Weber 1979). This approach takes advantage of demographic data that are available at the district level, as well as knowledge concerning the relationship between individuals’ demographic characteristics and their policy positions. In traditional simulations of constituency opinion, scholars utilize what we refer to as a “bottom-up” simulation—that is, using data from a lower level of aggregation (i.e., from individual-level surveys) to simulate opinion at a higher level of aggregation (e.g., the district or state level).

In such a simulation, citizen groups are identified based on their combinations of social and economic characteristics: race, income, education level, and so forth. Using national surveys, items are selected that match the grouping characteristics, and opinions of members of these combinations or groupings are obtained. Using regression, the relationship between socioeconomic and demographic characteristics and opinions is estimated. Using this model, the mean values of the socioeconomic and demographic characteristics for the district or state are then plugged in, and the model is used to simulate estimates of the district’s or state’s opinions based on the sizes of groups within the state or district.

On the face of it, this approach appears to be quite reasonable. The logic underlying the approach seems to be sensible, and simulated measures of opinion have a stronger association with roll-call behavior than measures based on small-sample estimates (Erikson 1978). Most importantly, the general availability of demographic and political variables with which to simulate public opinion means the approach allows estimating opinion across a wide range of subunits and across time.

Perhaps the most important concern that one might have about this approach is that the individual-level regressions from which the simulations derive often exhibit exceedingly low levels of fit to the data. With adjusted R2 levels that often fall below .20, measures of simulated district-level opinion have a significantly large amount of random error associated with them. This is not necessarily a surprise, since the level of measurement error in individual-level survey data is often much higher than that found in aggregate-level data. Ultimately, while bottom-up simulated measures may be an improvement over those obtained from other analytical approaches, they remain imprecise indicators of constituency opinion (Seidman 1973).

DISAGGREGATION OF NATIONAL SURVEYS: USING SURVEY DATA TO MAP SUBNATIONAL DIFFERENCES IN OPINION

Can we study subnational linkages using data from national surveys? Famously, Miller and Stokes (1963) were the first to tackle this question. Disaggregating opinion data from national election studies at the congressional district level, they examined the linkages of these district-level opinions with the preferences of members of Congress and with their legislative votes. These survey observations were very small in number and far from representative cross-sectional samples from the early National Election Studies (NES), with the corresponding congresspersons’ roll-call votes and responses to a separate survey of their political attitudes and perceptions of their constituents’ opinions. Miller and Stokes found moderate linkages for opinion, but these relationships varied across issues: stronger connections for civil rights and weaker connections for foreign policy.

Beyond its substantive findings, the Miller and Stokes study also highlights many of the fundamental methodological challenges to studying linkage. It revealed the severe threats to reliability in estimates of subnational opinion using sparse numbers of survey observations in subunits (congressional districts, in this case). Almost all survey-based disaggregation methods suffer from a profound design challenge, sometimes referred to as the “Miller-Stokes” problem. The survey data they had for any individual congressional district were extremely sparse; their study used a national probability sample that had an average of only thirteen respondents per congressional district (see Achen 1977; Erikson 1978).

Miller and Stokes, and subsequent studies using disaggregated survey observations at the subnational level, reveal that the success of disaggregation hinges on the representativeness and size of the disaggregated opinion data. James Gibson (1988) made clever use of the large Stouffer survey study of tolerance, revealing that there was some correlation between public opinion and the repressiveness of the anticommunist legislation that states adopted (Gibson 1988).

In Statehouse Democracy (1993), Erikson, Wright, and McIver reinvigorated state politics research on public opinion. They showed that one could combine survey observations from multiple years on opinions that were stable across time and then disaggregated to the subnational unit (in their case states). By combining survey observations from the same polling organization from multiple years, they were able to obtain more observations per state and more reliable measures of opinion.

Erikson, Wright, and McIver gauge state opinion based on a question about self-proclaimed political ideology. Their ideology measure has become widely used in studies of state politics and policymaking. This general measure of opinion is strongly and significantly related to general features of governmental outcomes across the states. These include spending on education, the scope of Medicaid and Aid for Families with Dependent Children, the legalization of gambling, passage of the Equal Rights Amendment, capital punishment, and issues related to state spending and tax effort and progressivity (e.g., Lascher et al. 1996; Camobreco 1998; Mooney and Lee 2000).

The pooling methodology pioneered by Erikson, Wright, and McIver (1993) has also been extended to other surveys to measure specific issue opinions (e.g., Brace et al. 2002). This has allowed scholars to address questions about linkages between specific policies and issues at the subnational level (e.g., Arceneaux 2002; Brace et al. 2002; Brace and Jewett 1995; Burstein 2010 Johnson, Brace, and Arceneaux 2005; Brace and Boyea 2008; Norrander and Wilcox 1999).

Disaggregation of national survey data has advanced the study of subnational linkage by producing more valid and reliable measures of subnational opinion. This approach is not without limitations, however. Notably, a problem with national surveys is that the amount of information per state is directly proportional to state population. Less populous states tend to have inadequate sample sizes. For example, if using CBS/NYT polls from 1977 to 2007 to measure party identification, there are 436 respondents from Illinois (the fifth most populous state), 180 from Kentucky (the median state), and only 32 from Delaware (the fifth least populous state) in a typical year. In addition, some years (e.g., 2005) have less information than others, leading to very small samples for the less populous states in certain years.

The aggregation method also does not address nonrepresentative samples resulting from the survey design. Many national surveys use primary sampling units (PSUs) that are not fully representative subnational sampling frames. The crucial point is that while the design may be unbiased in terms of expected values at the national level, any particular implementation of the sampling design could produce a nonrepresentative selection of PSUs for a particular subunit.

These problems are mitigated to a large extent. As Brace et al. (2002) illustrate, more populous states also have more PSUs and thus are less vulnerable to bias. Alternatively, less populous states exhibit much less variation in opinion, and in this more homogenous environment, bias is less likely. As Brace et al. (2002) note, the risk of bias is greatest in less populated states (low population coverage) with substantial variation in public opinion (low population homology). Depending on the issue, this situation is rare. In sum, while there are fewer PSUs in less populous states, there is also less diversity of opinion in these states, and even an unrepresentative PSU could be representative. Alternatively, in populous states where there is substantial diversity of opinion across geographical areas, there are more PSUs to capture this diversity.

The disaggregation of national surveys has produced measures of subnational opinion of heightened reliability and validity that have contributed to major advances in our understanding of linkages of opinion and policy in subnational settings. This method, however, has intrinsic limitations. The success of disaggregation across years depends on stable underlying attitudes. This necessarily limits research focus to survey items that exhibit stable opinions over the short or not so short run.

Using disaggregation, scholars have been limited to using attitudes shown to be stable across time to produce cross-sectional measures of opinion. This precludes many issues about which opinion is volatile. It limits the substantive breadth of the types of policies and opinions that are suitable for study. More important, the stability required for suitable disaggregation also means that longitudinal analyses are largely not possible. Disaggregated opinion data are suited to addressing cross-sectional correlations between suitably stable opinions and related measures of state policies.

Cross-sectional research afforded by disaggregated opinion measures has revealed strong and convincing correlations between suitably stable measures of subnational opinion and subnational policies. While these links are quite strong, correlation is not causality. Cross-sectional analyses cannot unravel the many complex temporal patterns embodied in the opinion-policy nexus that produces these correlations.

MULTILEVEL REGRESSION AND POST-STRATIFICATION: EXPANDING THE SCOPE OF ISSUES AND THE LONGITUDINAL ANALYSIS OF OPINION CHANGE

Disaggregation of national survey observations to subnational units has produced convincing measures of subnational opinion on an array of issues. Measures developed from this methodology have established strong and statistically significant cross-sectional differences in opinions across the states or other subunits that in turn reveal connections to elite behavior and/or policy. These endeavors have established clearly the necessary condition for inferring linkage: opinions vary across states and correlate with state policies.

Without this strong foundation, it would make little sense to explore complex questions about opinion-policy linkages: if opinion, convincingly measured, did not correlate with policy, further analyses would be unwarranted. Given the strong correlations, it then makes sense to “unpack” the causal sequences that underpin the observed correlations between opinions and policies. From this perspective, disaggregation and resulting research form an important building block in pursuit of a cumulative and systematic understanding of the opinion-policy nexus. Disaggregation has its limits, but they do not undermine the utility of the measures derived from this technique. Unlike measures of subnational opinion developed from surrogates or simulations, where the measures suffered from intractable flaws, disaggregated opinion measures suffer limits, but not fundamental flaws.

The fundamental limit of disaggregated measures of subunit opinion is that they are limited to cross-sectional analyses of the opinion-policy linkage. These cross-sectional findings, while important, remain vulnerable to rival causal interpretations. As noted above, elites have an incentive to convert skeptical constituents to their own opinion; if so, elites may be shaping opinion rather than the opposite (Jacobs and Shapiro 2000). In addition, subunit opinions may come to reflect policy through population migration. Strong correlations between opinion and policy could simply reflect the result of geographic sorting as citizens move to jurisdictions with policies in line with their preferences.

Ultimately, the next chapters of exploring the linkage between opinion and policy require investigating the causal dynamics by which the preferences of constituencies cause the behavior of representatives, independent of elite persuasion, voter mobility, and geographic sorting. It requires the exploration of the temporal order of opinion and policy data, in which current public opinion changes significantly relate to future public policy changes. When (if) such opinion change leads policy change, this dispels skeptics’ concerns that policy might lead opinion. If current opinion predicts future policy change, independent of current policy that presumably reflects current elite preferences, it is difficult to argue that opinion was not influential. Moreover, such findings render the notion that voter mobility is driving the process implausible, because it would require vast migrations of voters in and out of jurisdictions in advance of policy changes.

At present, many of the most compelling questions about opinion-policy linkages concern temporal processes and highlight the need for convincing measures of subnational opinion that vary over time. In light of the obstacles described to this point concerning measurement of subnational opinion, this may seem a very tall order. Where once we had no survey-based measures of subnational opinion, extensive effort produced survey-based, cross-sectional measures of subnational opinion. Given that there have been no dramatic changes in the general qualities and quantities of data available to researchers, the question is how we can leverage existing data to produce convincing measures of subnational opinion that can vary between states and within states over time.

The latest advanced technique used to estimate state-level public opinion, as well as public opinion at other levels of aggregation (especially legislative districts but also others), builds on the simulation methods that used national-level survey data in conjunction with state-level census data. This multilevel regression and post-stratification method (MRP), developed by Park, Gelman, and Bafumi (2006), incorporates demographic and geographic information to improve survey-based estimates of each geographic unit’s public opinion on individual issues. It improves upon the estimation of the effects of individual- and state-level predictors by employing recent advances in multilevel modeling, a generalization of linear and generalized linear modeling, in which relationships between grouped variables are themselves modeled and estimated. This partially pools information about respondents across states to learn about what drives individual responses. Whereas the disaggregation method copes with insufficient samples within states by combining surveys, MRP compensates for small within-state samples by using demographic and geographic correlations.

Unlike earlier simulation methods, MRP uses the location of the respondents to estimate state-level effects on responses, using state-level predictors such as region or state-level (aggregate) demographics (e.g., those not available at the individual level) to model these unit-level effects. In this way, all individuals in the survey, no matter their location, yield information about demographic patterns that can be applied to all state estimates, and those residents from a particular state or region yield further information about how much predictions within that state or region vary from others, after controlling for demographics. In the final step, post-stratification weights the estimates for each demographic-geographic respondent type (post-stratified) by the percentages of each type in the actual state populations.

This multilevel model allows us to use many more respondent types than classical methods would do. This improves accuracy by incorporating more detailed population information. An additional benefit of MRP is that modeling individual responses is itself substantively interesting, in that one can study the relationship between demographics and opinion and inquire what drives differences between states: demographic composition or residual cultural differences.

Recent studies have highlighted the virtues of MRP measures compared to other approaches (Lax and Phillips 2009b; Park, Gelman, and Bafumi 2004, 2006; Pacheco 2011). Lax and Phillips illustrate the trade-offs between disaggregation and MRP to consider whether the latter is worth the additional analytical and implementation costs. When subunit sample sizes are small to medium in size but for very large samples, the additional implementation costs may outweigh any additional benefits of MRP. They also illustrate how additional demographic information improves estimation, and that MRP can be employed successfully even on small samples, such as a single national poll. Most recently, Warshaw and Rodden (2012) show that MRP produces more accurate estimates of district-level public opinion on individual issues than either disaggregation of national surveys or presidential vote shares.

The MRP method has been used on a large scale by Lax and Phillips (2009a), who showed how state policies toward gay rights were responsive to public opinions about these rights—more so than any effect of liberal-conservative ideology. Extending this to thirty-nine policies covering eight issue areas—abortion, education, electoral reform, gambling, gay rights, health care, immigration, and law enforcement—they found that state policies are highly responsive to state publics’ issue-specific preferences, statistically controlling for other variables.

Scholars have only just begun to extend these innovations to other subnational jurisdictions. These pioneering studies have illustrated levels of responsiveness to citizen preferences. In municipal politics research, scholars confronted the same obstacles as others studying subnational politics, namely a lack of suitable surveys to weigh public preferences (Palus 2010; Trounstine 2010). Urban politics scholars used crude demographic surrogates for citizen preferences with the same weaknesses as others obtained with such surrogates. Others narrowed their focus to cities with large survey samples (Palus 2010). While this was useful, there remain questions about the generalizability of these select cities’, or of such large cities’, results to smaller cities.

Largely because of the lack of satisfactory measures of citizen opinions in cities, until recently there had been no systematic studies of the responsiveness of city policies to the preferences of their citizens. Tausanovitch and Warshaw (2014) surmounted this obstacle using seven large-scale surveys containing over 275,000 respondents with MRP to produce estimates of citizen opinion for 1,600 cities and towns across the United States. Notably, they found that city governments are responsive to their citizens’ preferences across a wide range of policy areas, with many substantive impacts that are quite large. They also found that liberal cities spend over twice as much per capita as conservative cities, with higher and less regressive tax systems than their conservative counterparts.

At an even more local level, Michael Berkman and Eric Plutzer have explored the linkages of citizen preferences to school board politics (2005). To surmount the lack of suitable survey data at the school district level, the authors devised small polity inference, a statistical technique that combines elements of the simulation approach, aggregation, and Bayesian hierarchical models with post-stratification. Among many interesting findings, these authors discovered that school funding decisions were most responsive to citizen preferences not where there were independently elected school boards, but instead when these decisions were made by the more professional politicians in city or county government, and where more professional politicians appoint school board members (2005, 156–157).

CONCLUSION

This review of the past half century of the study of subnational public opinion has illustrated a progressive research program. In the beginning, students of opinion presumed that opinion influenced politics, but rarely if ever looked at connections. Students of comparative policy sought linkages to opinion, but had no convincing measures of subnational public attitudes. In the absence of subnational opinion data, the comparative study of survey-based measures of opinion and subnational indicators of government action languished. A large reason for this stasis was the daunting research obstacles that questions of linkage entailed: examination of patterns of opinion and patterns of policy was required. Either comparative analyses of the connections between opinion and policy across subunits or longitudinal analyses of opinion change and policy change within single units were also required.

Most generally, the limitations of this early period are quite clear. Convincing opinion measures derived from information at the subnational level were simply not available. Even fifty years later, we do not have a repository of systematic survey observations collected at the state or subnational levels. To break this impasse required the development of innovative approaches capable of using limited data in a convincing manner. The last twenty-five years have witnessed a revolution in important innovations that have facilitated the development of subnational measures of opinion that are derived from national survey data.

Disaggregation of national surveys to subnational units produces valid estimates of state opinion. The reliability of these estimates hinges on the numbers of observations available within subunits. Pooling more national surveys can increase reliability if the opinions measured exhibit statistically demonstrable stability across the pooled national samples. While enhancing reliability, particularly in smaller states with typically few observations in single national surveys, the requirement that only stable opinion indicators be pooled also means that this approach is unsuitable for longitudinal analyses on subnational opinion and policy change. As such, disaggregation has been instrumental in establishing strong patterns of cross-sectional correspondence between opinion and policy in subnational units, but is inadequate for moving on to more complex questions concerning the processes that connect opinion and policy. This is the new frontier of the study of subnational opinion and policy.

The new frontier of opinion-policy research focuses on the breadth of linkages across different polices, but also focuses on forces that promote change in opinion and policy, and how change in opinion relates to change in policy across subunits. In this latest stage in the evolution of the study of opinion-policy linkage, the data demands should be apparent. We not only need valid and reliable estimates of subnational opinion; we need them over time as well.

To date, MRP has been the most fruitful method for producing valid and reliable longitudinal measures of subnational opinion. Combining the advantages of disaggregating national survey observations to the subnational level, this approach also employs ideas from simulation studies to integrate demographic information to produce valid and reliable estimates of subnational opinion. Where subnational units have large numbers of observations, MRP differs little from simple disaggregation. More important, in the many subunits where there are few observations, MRP has been shown to be demonstrably superior to disaggregation.

These characteristics of MRP offer attractive benefits that will hasten progress. By producing superior estimates for small sample subunits, analyses can better integrate patterns between opinion and policy across more subunits. The MRP method can also produce estimates across a wider array of policies because, unlike disaggregation, MRP does not limit inquiry to opinions that are stable across the period pooled. Finally, and relatedly, just as MRP can produce estimates of opinion across more subunits with fewer data, it can also produce annual estimates of opinion for subunits, also not possible with disaggregation.

The MRP, or any future methods that can produce reliable and valid measures of subnational opinion on a wide array of issues over time, will advance the study of public opinion generally, and linkage specifically, by providing the means to address important lingering questions. By expanding the breadth of issues available for study, researchers can expand our knowledge of the substantive dimensions of linkage and assay differential levels of public interest and elite responsiveness. By allowing for analyses of longitudinal change in opinion within states, researchers can explore the forces promoting change in subunit opinions and the consequences of those changes on elite behavior and government outcomes. Scholars may explore the conditions in which elites respond to public opinion and those in which they may seek to manipulate it to their ends (Jacobs and Shapiro 2000), or in which policy attenuates public concern (Wlezien 2004, Johnson, Brace and Arceneaux 2005).
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CHAPTER 16

LATENT CONSTRUCTS IN PUBLIC OPINION

CHRISTOPHER WARSHAW

INTRODUCTION

MANY of the most important constructs in public opinion research are abstract, latent quantities that cannot be directly observed from individual questions on surveys. The accurate measurement of these concepts “is a cornerstone of successful scientific inquiry” (Delli Carpini and Keeter 1993, 1203). Some prominent examples of latent constructs in public opinion research are policy mood, political knowledge, racial resentment, consumer confidence, political activism, and trust in government. In each instance the available data on surveys are merely noisy indicators of the theoretical quantities that scholars are interested in measuring. Thus, multiple indicators are necessary to construct a holistic measure of the latent quantity (Jackman 2008). For example, imagine that scholars wanted to measure religiosity (e.g., McAndrew and Voas 2011; Margolis 2018). It is self-evident that self-reports of church attendance on a survey are merely noisy indicators of respondents’ underlying religiosity. Moreover, they capture only one aspect of religiosity. Scholars could construct a more holistic measure of citizens’ underlying religiosity by averaging across multiple indicators of religiosity, such as church attendance, membership in religious organizations, belief in God, donations to a church, and so forth.

There are a number of reasons to believe that survey items are often best viewed as noisy indicators of underlying latent attitudes (see Jackman 2008 for a review).1 One plausible view is that individual survey questions have measurement error due to vague or confusing question wording (Achen 1975). Another view is that survey respondents sample from a set of mentally accessible considerations when they provide their responses to individual questions (Zaller and Feldman 1992). If a respondent answers the same survey question multiple times, he or she would provide slightly different responses each time even though the underlying latent trait is stable. Measurement error on surveys could also be driven by the conditions of the interview (mode, location, time of day, etc.), the respondents’ level of attentiveness on the survey (Berinsky, Margolis, and Sances 2014), or characteristics of the interviewer (e.g., attentiveness, race, ethnicity, gender, education level) (e.g., Anderson, Silver, and Abramson 1988).

Overall, this perspective suggests that the usage of multiple indicators almost always reduces measurement error and improves estimates of the underlying latent construct (Ansolabehere, Rodden, and Snyder 2008). As more indicators become available, the measurement of the latent construct of interest will generally become more accurate. In addition, recent work shows how survey designers can use computerized adaptive testing (CAT) to further improve measurement accuracy and precision (Montgomery and Cutler 2013).

EXAMPLES OF LATENT PUBLIC OPINION CONSTRUCTS

There are a number of prominent examples of latent constructs in public opinion research. One is policy liberalism or mood. Surveys typically include many questions about respondents’ preferences on individual policies. They might include questions about universal healthcare, abortion, welfare, tax cuts, and environmental policy. One approach is to analyze these questions separately (e.g., Lax and Phillips 2009a; Broockman 2016). However, in practice survey respondents’ views on these individual questions are generally highly correlated with one another. If respondents have liberal views on universal healthcare, they probably also have liberal views on other policy issues. This is because responses on individual policy questions largely stem from respondents’ underlying ideological attitudes. Thus, their views on many policy questions can be mapped onto a one- or two-dimensional policy liberalism scale (Ansolabehere, Rodden, and Snyder 2008; Treier and Hillygus 2009; Bafumi and Herron 2010; Tausanovitch and Warshaw 2013).2 Moreover, when individuals’ responses are averaged across many issue questions, their latent policy liberalism tends to be very stable over time (Ansolabehere, Rodden, and Snyder 2008).

Another prominent latent construct is political knowledge. A variety of theories suggest that variation in political knowledge influences political behavior. Like other latent concepts, knowledge is not a concept that can be directly measured based on a single survey question (Delli Carpini and Keeter 1993). At best, individual survey questions capture a subset of citizens’ knowledge about politics. Instead, political knowledge is thought to be an agglomeration of citizens’ knowledge of many aspects of the political process. Indeed, researchers have found that one (Delli Carpini and Keeter 1993) or two (Barabas et al. 2014) latent dimensions capture the bulk of the variation in citizens’ political knowledge.

Racial prejudice and resentment are core concepts in the field of political behavior. Indeed, racial resentment has been shown to influence a variety of political attitudes and actions. But there is no way to capture racial prejudice or resentment through a single survey question. Instead, researchers typically ask respondents many questions that serve as indicators of prejudice. Then all of these questions are aggregated to produce a summary measure of prejudice (e.g., Kinder and Sanders 1996; Tarman and Sears 2005; Carmines, Sniderman, and Easter 2011).

One of the most important metrics of the health of the U.S. economy is consumer confidence. The University of Michigan has used public opinion surveys to track consumer confidence since the late 1940s (Mueller 1963; Ludvigson 2004). Consumer confidence is measured using an index of multiple survey questions that all tap into consumers’ underlying, latent views about the economy. This index has been used in a huge literature in economics, finance, and political economy (e.g., De Boef and Kellstedt 2004; Ludvigson 2004; Lemmon and Portniaguina 2006).

MEASURING LATENT OPINION AT THE INDIVIDUAL LEVEL

Scholars have used a variety of models to measure latent variables at the individual level. The objective of each of these models is to measure a continuous latent variable using responses to a set of survey questions that are assumed to be a function of that latent variable. In this section I discuss the four most common measurement techniques: additive scales, factor analysis, item-response, and mixed models for the analysis of both continuous and ordinal data.

Additive Models

The simplest way to measure latent opinion is to just take the average of the responses to survey items that are thought to represent a particular latent variable (e.g., Abramowitz and Saunders 1998). For instance, imagine that a survey has four questions that tap into respondents’ political knowledge, including a question about the number of justices on the Supreme Court, one that asks respondents to name the current vice president, one that asks the percentage required for Congress to override a presidential veto, and one that asks the length of a president’s term. One way to measure political knowledge is to simply add up the number of correct answers to these four questions.

In some cases, this simple approach may work well. However, additive scales have several major weaknesses vis-à-vis the more complex approaches discussed below. First, they treat all survey items identically and assume that every item contributes equally to the underlying latent dimension (Treier and Hillygus 2009). Second, it is difficult to determine the appropriate dimensionality of the latent scale using additive models. In the case of political knowledge, for example, Barabas et al. (2014) actually identify several theoretically important dimensions. Third, it is necessary to determine the correct polarity of each question in advance (e.g., which response is the “correct” or “liberal” answer). This is often infeasible for larger sets of questions or for complicated latent variables. Fourth, additive models are ill-suited to multi-chotomous or continuous response data. Finally, additive models do not enable the characterization of measurement error or uncertainty.

Factor Analysis

Factor analysis is the most common latent variable model used in applied research (Jackman 2008). It has been used in a large number of studies to estimate the public’s latent policy liberalism (e.g., Ansolabehere, Rodden, and Snyder 2006, 2008; Carsey and Harden 2010), political knowledge (e.g., Delli Carpini and Keeter, 1993) or racial prejudice (e.g., Tarman and Sears 2005). Factor analysis is based on the observed relationship between individual items on a survey. For instance, imagine a Bayesian model of citizens’ policy liberalism, with the single latent factor, θi. For each individual i, we observe J continuous survey questions, denoted yi = (y1i, . . ., yji, . . ., yJi). We can model yi as a function of citizens’ policy liberalism (θi) and item-specific factor loadings λ = (λ1, . . ., λj, . . ., λJ),

[image: image] (1)

where NJ indicates a J-dimensional multivariate normal distribution and Ψ is a J × J covariance matrix (Quinn 2004).

Factor analysis models have a number of advantages over simple additive scales. They enable each survey item to differentially contribute to the latent construct. They also enable the construction of complex multidimensional scales. Finally, they enable the model to determine the polarity of each item. Factor analysis models can be run in the statistical program R using the Psych or MCMCPack packages. They can also be easily estimated in other software packages such as Stata.

Item Response Models for Dichotomous and Ordinal Data

Factor-analytic models assume that the observed indicators are continuous. Thus, conventional factor analysis can produce biased estimates of latent variables with binary indicators (Kaplan 2004). For binary variables, therefore, we need a different measurement model. The most common class of measurement models for binary survey items comes from item response theory (IRT) (see Johnson and Albert 2006). These models are also well-suited for Bayesian inference, which makes it possible to characterize the uncertainty in the latent scale. In addition, Bayesian IRT models can easily deal with missing data and survey items where respondents answer “Don’t know.”

The conventional two-parameter IRT model introduced to political science by Clinton, Jackman, and Rivers (2004) characterizes each policy response 
[image: image] as a function of subject i’s latent ideology (θi), the difficulty (αj) and discrimination (βj) of item j, where

[image: image] (2)

where Φ is the standard normal cumulative distribution function (CDF) (Jackman 2009, 455; Fox 2010, 10). βj is referred to as the “discrimination” parameter because it captures the degree to which the latent trait affects the probability of a yes answer. If βj is 0, then question j tells us nothing about the latent variable being measured. We would expect βj to be close to 0 if we ask a completely irrelevant question, such as one about the respondent’s favorite color. The “cut point” is the value of αj/βj at which the probabilities of answering yes or no to a question are fifty-fifty.

Scholars can run Bayesian IRT models using off-the-shelf software such as MCMCpack (Martin et al. 2011) or the ideal function in the R package pscl (Jackman 2012). They can also run fast approximations of some types of IRT models using the R package emIRT (Imai, Lo, and Olmsted 2016).3 For more complicated IRT models, they can use fully Bayesian software such as Jags or Stan.

Models for Mixtures of Continuous, Ordinal, and Binary Data

Factor analytic models are best for continuous data, while IRT models are best for binary and ordinal data (Treier and Hillygus 2009). To measure latent variables that are characterized by a variety of different types of indicators (continuous, ordinal, binary), it is necessary to use a model appropriate for mixed measurement responses (Quinn 2004). This model characterizes a latent variable using a mixture of link models that are tailored to the data. The R package MCMCpack implements a Bayesian mixed data factor analysis model that can be used with survey data (Martin et al. 2011). It is also possible to develop more complicated models for mixed data using fully Bayesian software such as Jags or Stan.

Evaluating the Success of a Latent Variable Model

The quality of the inferences about a latent variable are usually assessed with reference to two key concepts: validity and reliability (Jackman 2008). The concept of validity taps the idea that a latent variable model should generate unbiased measures of the concept that “it is supposed to measure” (Bollen 1989, 184). The concept of reliability taps into the amount of measurement error in a given set of estimates.

Adcock and Collier (2001) suggest a useful framework for evaluating the validity of a measurement model. First, they suggest that models should be evaluated for their content validity. Are the indicators of the latent variable operationalizing the full substantive content of the latent construct? To assess this, they suggest examining whether “key elements are omitted from the indicator,” as well as whether “inappropriate elements are included in the indicator” (538). For example, indicators for respondents’ latent opinion about climate change should be substantively related to climate change rather than some other policy area. Moreover, they should include all relevant substantive areas related to citizens’ views on climate change.

Next, Adcock and Collier (2001) suggest that models should be evaluated for their convergent validity. Are the estimates of a latent variable closely related to other measures known to be valid measures of the latent construct? For example, estimates of respondents’ policy liberalism should be highly correlated with their symbolic ideology.

Third, they suggest that models should be evaluated for their construct validity. Do the estimates of a latent variable correspond to theoretically related concepts? This form of validation is particularly useful when there is a well-understood causal relationship between two related concepts. For example, estimates of policy liberalism should be closely related to respondents’ voting behavior and partisan identification.

The concept of reliability assesses the amount of measurement error in a set of estimates. A measurement would be unreliable if it contained large amounts of random error (Adcock and Collier 2001). The reliability of a measure is crucial for determining its usefulness for applied research. Indeed, measurement error in latent variables used as regression predictors leads to severely biased estimates in substantive analyses (Jackman 2008; Treier and Jackman 2008).

Depending on the data sources available, there are a number of ways to assess the reliability of a measurement. One of the most popular approaches is to use “test-retest” reliability (Jackman 2008). Under the assumption that the latent variable does not change, the correlation between the measure of the latent variable in two time periods is an estimate of the reliability of the measures. Ansolabehere, Rodden, and Snyder (2008) use this approach to assess the stability of the mass public’s policy liberalism across panel waves of the American National Election Study (ANES). They find that measures of individuals’ policy liberalism in one wave are strongly correlated with a measure of their latent policy liberalism two or four years later. Another approach for assessing reliability is to examine inter-item reliability based on the average level of correlation among the survey items used to generate a latent construct, normalized by the number of items.

Jackman (2008) points out that there is often a “bias-variance trade-off” in latent variable estimation. Increasing the number of indicators used in a latent variable model may increase the reliability of the resulting estimates at the cost of less content validity. For example, imagine that a researcher wanted to measure the public’s latent views about abortion policy. Given the low-dimensional structure of the mass public’s policy liberalism, the researcher would probably be able to increase the reliability of her measure by including survey items about other issue areas in her measurement model. However, this approach would violate Adcock and Collier (2001)’s dictum that indicators for a particular latent construct should be substantively related to the construct being measured rather than to some other policy area.

INDIVIDUAL-LEVEL APPLICATIONS

Latent public opinion constructs have been used for a wide variety of substantive applications in political science. In this section I briefly discuss two of these applications.

Polarization

It is widely agreed that the latent ideology of members of Congress and other elites have grown increasingly polarized in recent decades (Poole and Rosenthal 2007). Are the changes in elite polarization caused by increasing polarization at the mass level (Barber and McCarty 2015)? To address this question we need holistic measures of the individual-level policy liberalism of the American public at a variety of points of time. Hill and Tausanovitch (2015) do this using data from the ANES. They find little increase in the polarization of the mass public’s policy liberalism between 1956 and 2012. Their results strongly suggest that elite polarization is not caused by changes in mass polarization (see Barber and McCarty 2015 for more on this debate).

Outside of the United States there has been less work on the structure of the mass public’s preferences. One recent exception is China, where several papers have examined the mass public’s policy preferences along one or more dimensions (e.g., Lu, Chu, and Shen 2016; Pan and Xu 2018). For example, Pan and Xu (2018) identify a single, dominant ideological dimension to public opinion in China. They find that individuals expressing preferences associated with political liberalism, favoring constitutional democracy and individual liberty, are also more likely to express preferences associated with economic liberalism, such as endorsement of market-oriented policies, and preferences for social liberalism, such as the value of sexual freedom. Notably, they also find little evidence of polarization in the Chinese public’s policy preferences.

Political Knowledge

The causes and consequences of variation in citizens’ political knowledge are core questions in the literature on policy behavior (e.g., Mondak 2001). A large literature uses scaled measures of latent political knowledge in the American context. For example, many studies examine the consequences of variation in political knowledge for political accountability and representation. Jessee (2009) and Shor and Rogowski (2018) find that higher knowledge individuals are more likely to hold legislators accountable for their roll-call positions. Bartels (1996) finds that variation in political knowledge has important consequences for the outcomes of elections.

There is a smaller literature that focuses on the causes and consequences of variation in political knowledge outside of the United States. For example, Pereira (2015) measures cross-national variation in political knowledge in Latin America based on a Bayesian item response model that explicitly accounts for differences in the questions across countries. Using surveys from Latin America and the Caribbean, he demonstrates that contextual factors such as level of democracy, investments in telecommunications, ethnolinguistic diversity, and type of electoral system have substantial effects on knowledge.

MEASURING LATENT OPINION AT THE GROUP LEVEL

While many research questions require individual-level estimates of latent opinion, a number of other research questions focus on the effect of variation in group-level opinion on salient political outcomes. For example, scholars often seek to characterize changes in the policy mood of the electorate (e.g., Stimson 1991; Erikson, MacKuen, and Stimson 2002; Bartle, Dellepiane-Avellaneda, and Stimson 2011). Another important question in American politics is the dyadic link between constituents’ policy views and the roll-call votes of their legislators (Miller and Stokes 1963). To evaluate dyadic representation, scholars need measures of the public’s average policy preferences in each state or legislative district. Moreover, a variety of studies have gone even further and sought to examine whether some groups are represented better than others. Do legislators skew their roll-call votes toward the views of co-partisans (Kastellec et al. 2015; Hill 2015)? Are legislators more responsive to voters than nonvoters (Griffin and Newman 2005)? Do the wealthy get better representation than the poor (Bartels 2009; Gilens 2012; Erikson 2015)? To address these sorts of questions, scholars need accurate measures of the average latent preferences for each group.

Disaggregation

The simplest way to estimate group-level opinion is to measure latent opinion at the individual level and then take the mean in each group. For example, Carsey and Harden (2010) use a factor analytic model to measure the public’s policy liberalism in the United States in 2010. Then they measure state-level opinion by taking the average opinion in each state. Lax and Phillips (2009b) call this approach “disaggregation.” The primary advantage of disaggregation is that scholars can estimate latent opinion with a set of individual-level survey questions, an appropriate individual-level measurement model (e.g., a factor analytic or IRT model), and the respondent’s place of residence (e.g., Erikson, Wright, and McIver 1993; Brace et al. 2002). Thus, it is very straightforward for applied researchers to generate estimates of public opinion in each geographic unit. However, there are rarely enough respondents to generate precise estimates of the preferences of people in small geographic areas using simple disaggregation. Most surveys have only a handful of respondents in each state and even fewer in particular legislative districts or cities.

Smoothing Opinion Using Multilevel Regression and Post-stratification (MRP)

A more nuanced approach is to combine individual-level estimates of latent opinion with a measurement model that smooths opinion across geographic space (e.g., Tausanovitch and Warshaw 2013). Indeed, even very large sample surveys can contain small or even empty samples for many geographic units. In such cases, opinion estimates for subnational units can be improved through the use of multilevel regression and post-stratification (MRP) (Park, Gelman, and Bafumi 2004). The idea behind MRP is to model respondents’ opinion hierarchically based on demographic and geographic predictors, partially pooling respondents in different geographic areas to an extent determined by the data. The smoothed estimates of opinion in each geographic-demographic cell (e.g., Hispanic women with a high school education in Georgia) are then weighted to match the cells’ proportion in the population, yielding estimates of average opinion in each area. These weights are generally built using post-stratification-based population targets. But they sometimes include more complicated weighting designs (Ghitza and Gelman 2013). Subnational opinion estimates derived from MRP models have been shown to be more accurate than ones based on alternative methods, even with survey samples of only a few thousand people (Park, Gelman, and Bafumi 2004; Lax and Phillips 2009b; Warshaw and Rodden 2012; but see Buttice and Highton 2013 for a cautionary note).

Scholars can build state-level MRP models in R using the mrp (Malecki et al. 2014) or dgo (Dunham, Caughey, and Warshaw 2016) packages. They can program customized MRP models using the glmer function in the lme4 package.4 More complicated MRP models can be built using fully Bayesian software such as Jags or Stan.

Hierarchical Group-Level IRT Model

Most public opinion surveys only contain a handful of questions about any particular latent construct. For example, most surveys only contain a few questions about policy. Moreover, they might only contain one question about other latent constructs such as trust in government or political activism. The sparseness of questions in most surveys largely precludes the use of respondent-level dimension-reduction techniques on the vast majority of available public opinion data. To overcome this problem, scholars have developed a variety of measurement models that are estimated at the level of groups rather than individuals (Stimson 1991; Lewis 2001; McGann 2014). This enables scholars to measure latent constructs using data from surveys that only ask one or two questions about the construct of interest, which would be impossible with models that are estimated at the individual level. For example, Caughey and Warshaw (2015) develop a group-level IRT model that estimates latent group opinion as a function of demographic and geographic characteristics, smoothing the hierarchical parameters over time via a dynamic linear model. They reparameterize equation (2) as

[image: image] (3)

where κj = αj/βj and 
[image: image] (Fox 2010, 11). In this formulation, the item threshold κj represents the ability level at which a respondent has a 50% probability of answering question j correctly.5 The dispersion σj, which is the inverse of the discrimination βj, represents the magnitude of the measurement error for item j. Given the normal ogive IRT model and normally distributed group abilities, the probability that a randomly sampled member of group g correctly answers item j is
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where 
[image: image] is the mean of the θi in group g, σθ is the within-group standard deviation of abilities, and κj and σj are the threshold and dispersion of item j (Mislevy 1983, 278).

Rather than modeling the individual responses yij, as in a typical IRT model, Caughey and Warshaw (2015) instead model 
[image: image] the total number of correct answers to question j out of the ngj responses of individuals in group g (e.g., Ghitza and Gelman 2013). Assuming that each respondent answers one question and each response is independent conditional on θi, κj, and σj, the number of correct answers to item j in each group, sgj, is distributed binomial (ngj, pgj), where ngj is the number of nonmissing responses. The model in Caughey and Warshaw (2015) then smooths the estimates of each group using a hierarchical model that models group means as a function of each group’s demographic and geographic characteristics (Park, Gelman, and Bafumi 2004).

This group-level IRT model enables the usage of data from hundreds of individual surveys, which may only contain one or two policy questions. Similarly to the MRP models discussed above, the group-level estimates from this model can be weighted to generate estimates for geographic units. This approach enables scholars to measure policy liberalism and other latent variables across geographic space and over time in a unified framework. Scholars can run group-level IRT models using the R package dgo (Dunham, Caughey, and Warshaw 2016).

GROUP-LEVEL APPLICATIONS

Latent public opinion constructs that are measured at the group level have been used for a wide variety of substantive applications in political science. In this section I briefly discuss three of these applications.

Describing Variation in Ideology Across Time and Space

One of the most basic tasks of public opinion research is to describe variation in the mass public’s views across time or geographic space. To this end, a large body of work in the American politics literature has focused on longitudinal variation in latent policy liberalism at the national level. For example, Stimson (1991) measures variation in the public’s policy mood at the national level in the United States over the past fifty years. Likewise, Bartle, Dellepiane-Avellaneda, and Stimson (2011) and McGann (2014) measure policy mood in England from 1950 to 2004; Stimson, Thiébaut, and Tiberj (2012) measure policy mood in France; and Munzert and Bauer (2013) measure changes in the public’s policy preferences in Germany.

Another large body of work focuses on measuring variation in latent policy liberalism across geography. For example, Carsey and Harden (2010) use an IRT model to measure variation in the public’s policy liberalism across the American states. However, their approach generates unstable estimates below the state level. To address this problem, Tausanovitch and Warshaw (2013) combine an IRT and MRP model to generate cross-sectional estimates of the public’s policy liberalism in every state, legislative district, and city in the country during the period 2000–2012. More recent work in the American politics literature has sought to measure variation in the public’s policy liberalism across both geographic space and time on a common scale. Enns and Koch (2013) measure state-level variation in policy mood between 1956 and 2010, while Caughey and Warshaw (2017) measure variation in policy liberalism in the American states between 1936 and 2014. Both studies produce estimates in every state-year during these periods.

There is also a growing literature that examines variation in latent opinion cross-nationally. Caughey, O’Grady, and Warshaw (2015) use a Bayesian group-level IRT model to develop measures of policy liberalism in Europe. They find that countries within Europe have become more polarized over time, and that patterns of ideology are starkly different across economic and cultural issues. Sumaktoyo (2015) measures religious conservatism levels in twenty-six Islamic countries. He finds that Afghanistan and Pakistan, along with other Arab countries, are the most conservative Islamic countries. In contrast, Turkey is relatively moderate. The only Muslim-majority countries that are less religiously conservative than Turkey are post-Soviet countries.

Representation in the United States

One of the foundations of representative democracy is the assumption that citizens’ preferences should correspond with, and inform, elected officials’ behavior. This form of representation is typically called dyadic representation (Miller and Stokes 1963; Weissberg 1978; Converse and Pierce 1986). Most of the literature in American politics on dyadic representation focuses on the association between the latent policy liberalism of constituents and the roll-call behavior of legislators. These studies generally find that legislators’ roll-call positions are correlated with the general ideological preferences of their districts (e.g., Clinton 2006). However, there is little evidence that candidates’ positions converge on the median voter (Ansolabehere, Snyder, and Stewart 2001; Lee, Moretti, and Butler 2004).

If legislators’ positions are not converging on the median voter, perhaps they are responding to the positions of other subconstituencies in each district, such as primary voters or other activists. Of course, this question is impossible to examine without good estimates of each subconstituency’s opinion in every legislative district. As a result, a variety of recent studies have used variants of the measurement models discussed above to examine the link between the policy liberalism of primary voters (Bafumi and Herron 2010; Hill 2015), donors (Barber 2016), and other subconstituencies and the roll-call behavior of legislators.

A growing body of work in American politics is moving beyond the study of dyadic representation in Congress to examine the links between public opinion and political outcomes at the state and local levels. Erikson, Wright, and McIver (1993) and many subsequent studies have examined representation at the state level. More recently, Tausanovitch and Warshaw (2014) extend the study of representation to the municipal level, where they find a strong link between public opinion and city policy outputs.

Racial Prejudice

Section 5 of the Voting Rights Act (VRA; 1965) targeted states that were purported to have high levels of racial prejudice. To evaluate the validity of the VRA’s coverage formula, it would be useful to have a measure of the level of racial prejudice in every state. To this end, Elmendorf and Spencer (2014) use an individual-level IRT model to scale the racial prejudice levels of approximately fifty thousand respondents to two large surveys in 2008. Then they use MRP to estimate the average level of racial prejudice in every state and county in the country. They find the highest levels of racial prejudice in southern states such as Mississippi and South Carolina. However, they also find high levels of racial prejudice in several other states, such as Wyoming, Pennsylvania, and Ohio. Their findings provide policymakers with information about contemporary levels of racial prejudice in the United States that could be useful for future revisions to the VRA and other federal laws protecting minorities.

SUBSTANTIVE FRONTIERS

Public opinion work utilizing latent variables is likely to pursue a variety of exciting, substantive directions in coming years. In this section I focus on three types of research that investigate the consequences of citizens’ latent policy liberalism for political outcomes. First, scholars are likely to focus more attention on spatial voting and electoral accountability. Second, the availability of new techniques for measuring changes in latent opinion over time will facilitate more attention on the dynamic responsiveness of elected officials and public policies to changes in the public’s views. Third, there is likely to be more focus on representation and dyadic responsiveness in comparative politics.

Spatial Voting

The theory of spatial or proximity voting (Black 1948; Downs 1957; Enelow and Hinich 1984) is one of the central ideas in scholarship on voting and elections. The spatial voting theory’s most important prediction is that the ideological positions of candidates and parties should influence voters’ decisions at the ballot box. This electoral connection helps ensure that legislators are responsive to the views of their constituents (Mayhew 1974).

In recent years a number of prominent papers in the American politics literature have examined whether citizens vote for the most spatially proximate congressional candidate (e.g., Jessee 2009; Joesten and Stone 2014; Shor and Rogowski 2018; Simas 2013). These studies all proceed by estimating the policy preferences of citizens and legislators on a common scale. This enables them to examine whether citizens vote for the most spatially proximate candidate. However, it is important to note that there are three major limitations of this literature. First, Lewis and Tausanovitch (2013) and Jessee (2016) show that joint scaling models rely on strong assumptions that undermine their plausibility. These studies suggest that scholars should exercise caution in using estimates that jointly scale legislators and the mass public into the same latent space. Second, Tausanovitch and Warshaw (2017) show that existing measures of candidates’ ideology only improve marginally on the widely available heuristic of party identification. As a result, they conclude that these measures fall short when it comes to testing theories of representation and spatial voting on Congress. Third, there is little attention to causal identification in the literature on spatial voting. Most studies in this literature use cross-sectional regressions that do not clearly differentiate spatial proximity between voters and candidates from other factors that may influence voters’ decisions in the ballot box.

Future studies on spatial voting in congressional elections are likely to use new advances in measurement and causal inference to overcome these limitations. There are likely to continue to be rapid advances in our ability to measure the ideology of political candidates. Moreover, Jessee (2016) points the way toward several promising approaches to improve the plausibility of models that jointly scale the policy liberalism of candidates and the mass public into the same space.

There is also a growing amount of work on spatial voting in a comparative perspective. For example, Saiegh (2015) jointly scales voters, parties, and politicians from different Latin American countries on a common ideological space. This study’s findings indicate that ideology is a significant determinant of vote choice in Latin America. However, it is important to note that many of the challenges discussed above in the American context also face scholars of spatial voting in comparative politics.

Dynamic Representation in the United States

A limitation of virtually all of the existing studies on representation is that they use cross-sectional research designs. This makes it impossible to examine policy change, which is both theoretically limiting and problematic for strong causal inference since the temporal order of the variables cannot be established (Lowery, Gray, and Hager 1989; Ringquist and Garand 1999). Indeed, most existing studies cannot rule out reverse causation. For example, cross-sectional studies of dyadic representation in Congress could be confounded if legislators’ actions are causing changes in district-level public opinion (Lenz 2013; Grose, Malhotra, and Parks Van Houweling 2015). To address these concerns, the next generation of studies in this area is likely to focus on whether changes in public opinion lead to changes in political outcomes (e.g., Page and Shapiro 1983; Erikson, MacKuen, and Stimson 2002; Caughey and Warshaw 2017).

Representation in Comparative Politics

Compared to the United States, there has been much less attention to the study of mass-elite linkages in other advanced democracies (Powell 2004, 283–284). One of the primary barriers to research on representation in comparative politics has been the lack of good measures of constituency preferences. However, the availability of new models to scale latent opinion and of new methods to smooth the estimates of opinion across geography and over time has the potential to facilitate a new generation of research on representation in comparative politics (e.g., Lupu and Warner Forthcoming).

Hanretty, Lauderdale, and Vivyan (2016) examine the dyadic association between members of the British parliament and their constituencies. They use an IRT model to estimate the British public’s policy liberalism on economic issues and an MRP model to estimate the preferences of each constituency. They find a strong association between constituency opinion and members’ behavior on a variety of left-right issues.

The next generation of work on representation in comparative politics is likely to focus on whether public policies are responsive to public opinion and what institutional conditions facilitate responsiveness. Do changes in levels of government spending reflect dynamics in the mass public’s policy liberalism on economic issues (Soroka and Wlezien 2005)? Are the immigration policies of European countries responsive to the policy preferences of their citizens on immigration issues? Do countries’ decisions about war and peace reflect the latent preferences of citizens for retribution (Stein 2015)? Do changes in religious conservatism affect democratic stability or the onset of civil war (Sumaktoyo 2015)?

METHODOLOGICAL FRONTIERS

There are also a variety of important methodological frontiers in research on latent constructs in public opinion. An important one is the question of how to properly assess the appropriate number of dimensions required to summarize public opinion. Indeed, there is little agreement in the literature about how to assess the dimensionality of public opinion data. Another important frontier is the development of better computational methods to work with large public opinion data sets. Computational challenges are one of the main barriers facing scholars who wish to develop complicated latent variable models for large public opinion data sets. A third frontier is the continued development of better statistical methods to summarize latent opinion at the subnational level. Finally, there has recently been an explosion of work that examines public opinion using non-survey-based data. This work is likely to continue to grow in the years to come.

Assessing Dimensionality

The question of whether a particular latent construct is best modeled with one or multiple dimensions is not easily resolved. For example, a variety of studies find that the main dimension of latent policy liberalism or ideology in the United States is dominated by economic policy items (e.g., Ansolabehere, Rodden, and Snyder 2006). However, there is a vigorous, ongoing debate about whether social issues map to the main dimension or constitute a second dimension of latent policy liberalism. Some studies find that social issues constitute a second dimension of latent policy liberalism (Ansolabehere, Rodden, and Snyder 2006; Treier and Hillygus 2009), while others find that social issues map to the main dimension of policy liberalism (Jessee 2009; Tausanovitch and Warshaw 2013), at least in the modern era. One of the challenges in this literature has been that there is little agreement about how to assess the dimensionality of public opinion data. Another challenge is that existing computational approaches are often ill-suited to estimating multidimensional models.

Future studies should seek to rigorously examine the appropriate number of dimensions required to summarize public opinion. At a theoretical level, scholars should offer clear criteria for assessing the appropriate number of dimensions. At an empirical level, scholars should examine whether the dimensionality of the mass public’s policy liberalism, as well as other latent constructs, varies across geography or over time. For example, it is possible that the public’s policy liberalism was multidimensional during the mid-twentieth century but has gradually collapsed to a single dimension along similar lines to the increasingly one-dimensional roll-call voting in Congress.

Computational Challenges

Computational challenges are one of the main barriers facing scholars who wish to develop complicated latent variable models for large public opinion data sets. Standard Bayesian Markov chain Monte Carlo (MCMC) algorithms can be quite slow when applied to large data sets. As a result, researchers are often unable to estimate their models using all the data and are forced to make various shortcuts and compromises (Imai, Lo, and Olmsted 2015). Since a massive data set implies a large number of parameters under these models, the convergence of MCMC algorithms also becomes difficult to assess.

Fortunately there is a large body of ongoing work seeking to address the computational challenges in large-scale latent variable models. Andrew Gelman and his collaborators have recently developed the software package Stan to perform fully Bayesian inference (Gelman, Lee, and Guo 2015).6 While Stan is an improvement on earlier MCMC algorithms, it is still relatively slow with large data sets. An alternative approach is to utilize expectation-maximization (EM) algorithms that approximately maximize the posterior distribution under various ideal point models (Imai, Lo, and Olmsted 2015). The main advantage of EM algorithms is that they can dramatically reduce computational time. They can estimate an extremely large number of ideal points on a laptop within a few hours. However, they generally do not produce accurate estimates of uncertainty, which can reduce their usefulness for many empirical applications (Jackman 2008).7

Measuring Subnational Latent Opinion

Which groups are better represented? Are the rich better represented than the poor (Erikson 2015)? Do voters receive better representation than nonvoters (Griffin and Newman 2005)? Are whites better represented than racial minorities? To answer questions such as these, we need to develop accurate estimates of the latent opinion of demographic subgroups within individual states and other geographic units.

Most existing smoothing models are ill-suited to examine questions such as these, because they assume that differences in the opinions of various demographic groups, such as blacks and whites, are constant across geography.8 To address these complications, new smoothing models should incorporate more complicated interactions between demographics and geography (e.g., Leemann and Wasserfallen 2016). For example, they might allow the relationship between income and latent opinion to vary across geography, using racial diversity as a hierarchical predictor for this relationship (Hersh and Nall 2015). In the best example of recent work in this area, Ghitza and Gelman (2013) build an MRP model with a complicated set of interactions that enables them to model the voting behavior of different income and racial groups in each state. They find that swings in turnout between the 2004 and 2008 presidential elections were primarily confined to African Americans and young minorities.

Scholars should be aware, however, that there is a trade-off between bias and error when they are developing more complicated smoothing models. More complicated models will inevitably reduce bias in estimates of subgroups’ opinion. But more complicated models will generally have less shrinkage across geography than simpler models, which is likely to lead to greater error in the estimates for any particular group. Indeed, Lax and Phillips (2013) find that more complicated interactions between demographic categories often lead to substantially less accurate estimates of mean opinion in each geographic unit.

Beyond Surveys

In recent years, there has been an explosion of work that examines public opinion using non-survey-based data. For example, Bonica (2013, 2014) scales millions of campaign contributions to measure the latent campaign finance preferences of millions of Americans. Bond and Messing (2015) demonstrate that social media data represent a useful resource for testing models of legislative and individual-level political behavior and attitudes. They develop a model to estimate the ideology of politicians and their supporters using social media data on individual citizens’ endorsements of political figures. Their measure places on the same scale politicians and more than six million citizens who are active in social media. Similarly, Barberá (2015) develops a model to measure the political ideology of Twitter users based on the assumption that their ideology can be inferred by examining which political actors each user is following. He applies this method to estimate ideal points for a large sample of both elite and mass public Twitter users in the United States and five European countries.

While these new methods are very promising, scholars still need to carefully define the target population of interest. For example, Bond and Messing’s (2015) estimates of the ideology of Facebook users are not necessarily representative of the United States as a whole since not everyone uses Facebook. Another limitation of these sources of data is that they are generally only available for recent time periods. Thus, they are unsuitable for extending our knowledge of public opinion back in time using dynamic measurement models. Finally, it is often unclear what theoretical construct these new models are capturing. For example, are campaign finance data capturing donors’ ideology, partisanship, or some other latent construct? To evaluate this question, scholars could compare a given set of individuals’ campaign finance preferences with their Twitter ideal points, with their Facebook ideal points, or with policy liberalism from survey data (see, e.g., Hill and Huber Forthcoming).

CONCLUSION

This is an exciting time to be doing research that utilizes latent constructs in public opinion. The development of new and improved methods for summarizing latent constructs in public opinion has led to a wide variety of substantive advances, including work on polarization, representation, political knowledge, and racial resentment. The next generation of work in American politics is likely to focus on areas such as assessing changes in mass polarization over time at the subnational level, dynamic representation at the state and local levels, and spatial voting in elections. There is also a growing body of work in comparative politics that utilizes latent constructs in public opinion to examine important questions such as the causes and consequences of political knowledge, dyadic representation in Westminster democracies, and the effect of changes in religious conservatism on democratic stability.

DATA AND EXAMPLE CODE

Public Opinion Data Sources

• Roper Center for Public Opinion Research, http://www.ropercenter.uconn.edu

• ICPSR, http://www.icpsr.umich.edu/icpsrweb/landing.jsp

• Odum Institute Archive Dataverse, http://arc.irss.unc.edu/dvn/dv/odvn

• National Annenberg Election Survey, http://www.annenbergpublicpolicycenter.org/political-communication/naes/

• American National Election Survey, http://www.electionstudies.org

• Cooperative Congressional Election Study, http://projects.iq.harvard.edu/cces/home

Models for Measuring Latent Opinion at the Individual Level

• Bayesian Factor analytic and IRT models can be run using off-the-shelf software such as MCMCpack (Martin et al. 2011) or the ideal function in the R package pscl (Jackman 2012).

• A variety of EM IRT models can be run using the R package emIRT (Imai, Lo, and Olmsted 2015).

• For more complicated IRT models, researchers can use fully Bayesian software such as Bugs, Jags, or Stan.

Model for Measuring Latent Opinion at the Group Level

• Multilevel Regression and Post-stratification (MRP) models can be run using the R package mrp (Malecki et al. 2014)

• Group-level MRP and IRT models can be run using the R package dgo (Dunham, Caughey, and Warshaw 2016).

NOTES

1. For a more general overview of the sources of measurement error on surveys, see Biemer et al. (2011).

2. Some studies call this latent construct “mood” (Stimson 1991), others calls it “ideology” (Hill and Tausanovitch 2015), and others call it a measure of citizens’ “ideal points” (Bafumi and Herron 2010), while still others call it “policy preferences” (Treier and Hillygus 2009; Tausanovitch and Warshaw 2013) or “policy liberalism” (Caughey and Warshaw 2015). In the balance of this chapter I generally call this latent construct “policy liberalism” to distinguish it from symbolic ideology or other related concepts.

3. See below for more discussion of the advantages and disadvantages of emIRT.

4. See Kastellec, Lax, and Phillips (2010) for a primer about estimating MRP models in R.

5. In terms of a spatial model, κj is the cutpoint, or point of indifference between two choices.

6. Stan uses the no-U-turn sampler (Hoffman and Gelman 2014), an adaptive variant of Hamiltonian Monte Carlo, which itself is a generalization of the familiar Metropolis algorithm. It performs multiple steps per iteration to move efficiently through the posterior distribution.

7. See Hill and Tausanovitch (2015) for an example of where inaccurate characterization of uncertainty from a latent variable model would change the conclusions of an important substantive analysis.

8. Several studies have shown that differences in the opinion of various demographic groups are far from constant. For instance, Gelman et al. (2009) and Hersh and Nall (2015) show that income is more correlated with opinion in poorer, racially diverse areas. In richer areas with less diversity, there is little link between income and opinion.
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CHAPTER 17

MEASURING GROUP CONSCIOUSNESS

Actions Speak Louder Than Words

KIM PROCTOR

INTRODUCTION

GROUP consciousness is an important concept in explaining a variety of political factors, ranging from conceptions of group identity (Smith 2004), to adherence to group norms (Huddy, 2001), to political participation (Gurin, Miller, and Gurin 1980; Miller, Gurin, Gurin, and Malanchuk 1981; Shingles 1981, Stokes 2003; Sanchez 2006a, 2006b), to partisanship (Highton and Kam 2011; Wallace et al. 2009; Kidd et al. 2007; Welch and Foster 1992; Abramowitz and Saunders 2006), to public opinion (Gurin 1985; Sanchez 2006a; Conover 1984, 1988; Conover and Feldman 1984; Conover and Sapiro 1993). Given the large body of evidence demonstrating the power of group consciousness in explaining political outcomes, one would expect a multitude of well-tested and statistically valid measures of group consciousness to be available to researchers. This is not the case, however, as we lack both theoretical guidance on how to measure group consciousness and empirical consensus surrounding its operationalization. In short, political scientists spend a great deal of time discussing group consciousness and how it should be defined, but almost no time examining how it should be measured. This chapter attempts to bridge this gap between conceptualization and measurement by using item response theory (IRT) to demonstrate how group consciousness should be quantified for analytical purposes. Using IRT to measure group consciousness is a major advancement for political science, as it has stronger theoretical measurement principles and a greater capacity to solve measurement problems than conventional measurement methods do (Lord 1980; Hambleton, Swaminathan, and Rogers 1991; Embretson and Reise 2000, 2013; Baker and Kim 2004; van der Linden and Hambleton 1997).

Through IRT, this analysis also speaks to a larger issue in political science, which involves the proliferation of measurement strategies that are not empirically based. Although I focus specifically on group consciousness, this methodology could, and should, extend to most concepts relating to political behavior, such as political knowledge (Carpini and Keeter 1993; Mondak 2001; Jerit, Barabas, and Bolsen 2006; Abrajano 2015), political participation (Gillion 2009; Harris and Gillion 2012), legislative significance and accomplishment (Clinton and Lapinski 2006), and tolerance of ethnic minorities (Weldon 2006), which all have the potential to capture dozens of different, yet related, ideas. Similar to group consciousness, although these constructs may appear relatively conceptually straightforward, empirical evidence suggests that they are potentially quite difficult to accurately measure. This is especially problematic because our current measurement strategies for quantifying these concepts are murky at best and nonexistent at worst. This not only leads to diverging results and conclusions, but also inhibits scholars of political behavior from forming consensus measures that could validate theoretical results. Consequently, without methodologically validated measures of our constructs, it is impossible to determine if our empirical results are accurate or are simply the result of inappropriate measurement strategies; differential item functioning (DIF), which occurs when a survey contains items that are biased for various subpopulations; or a combination of both factors.

To examine the measurement of group consciousness, I rely on the Pew Research Center’s “Survey of LGBT Americans” (2013). This survey provides data on the increasingly important, yet consistently understudied, lesbian, gay, bisexual, and transgender (LGBT) community. The diversity of this sample is particularly important, as it contains a wide variety of sexual orientations, racial and ethnic minorities, age groups, income groups, and education categories, which allows this analysis to test for the impact of subgroup membership on measuring group consciousness. Further, it provides the first examination of group consciousness outside the racial and ethnic context by including the politically important and undertheorized LGBT community.

WHAT IS GROUP CONSCIOUSNESS?

The concept of group consciousness combines in-group politicized identity with a set of ideas about a group’s relative status and strategies for improving it (Jackman and Jackman 1973; Gurin, Miller, and Gurin 1980; Miller, Gurin, and Gurin 1981; Chong and Rogers 2005; McClain et al. 2009). It is thought to structure the value and meaning of group identity for minority communities (Smith 2004) and is often conceived of as multidimensional, including components such as self-identification, a sense of dissatisfaction with the status of the group, identity importance, and identity attachment (Gurin, Miller, and Gurin 1980; Miller, Gurin, and Gurin 1981; Ashmore, Deaux, and McLaughlin-Volpe 2004; Chong and Rogers 2005). Scholars argue that political consciousness is a driving force in the political behavior of minorities by providing group members with both a “need to act” and a “will to act” (Gamson 1968, 48). To summarize, group consciousness is generally defined as a multidimensional and complex concept relating to a person’s political awareness of his or her group label (Stryker 1980; Tajfel 1981, 1982; Turner et al. 1987; Ashmore, Deaux, and McLaughlin-Volpe 2004). Because operationalizations shift across fields and range from interpersonal processes to aggregate-level products of political action (Brubaker and Cooper 2000), this analysis focuses on the four distinct conceptual factors that are most relevant: (1) self-categorization, (2) evaluation, (3) importance, and (4) attachment (Ashmore, Deaux, and McLaughlin-Volpe 2004).

Self-Categorization

Self-categorization refers to the first step in developing group consciousness, as it represents identification as a member of a particular social group (Deaux 1996; Ashmore, Deaux, and McLaughlin-Volpe 2004). It is the precondition for all other dimensions of group consciousness, because one cannot express pride or importance in an identity that one does not self-identify with (Phinney 1991). Research consistently demonstrates the power of self-categorization, with even arbitrary group labels eliciting powerful in-group favoritism among group members (Brewer 1979; Diehl 1989; Tajfel 1982). In this analysis, self-categorization captures the degree to which LGBT persons think of themselves as gay and the extent to which they locate their identities within the gay community. Outwardly labeling oneself as gay is a fundamental part of this process, often referred to as “coming out.” When an LGBT person comes out, he or she explicitly signals to the outside world that he or she categorizes his or her identity in terms of his or her gayness and that public recognition of this identity is important. Consequently, as persons increasingly outwardly label themselves as LGBT, they indicate a heightened level of self-categorization, signaling higher levels of group consciousness.

All participants in Pew’s 2013 “ Survey of LGBT Americans” self-identify as LGBT, because this was a prerequisite for participation in the survey.1 However, the survey also contains a question related to “being out,” or the extent to which a respondent publicly self-identifies with the LGBT label. Table 17.1 summarizes the self-categorization item, including a description of the question and response rates for each category. It demonstrates that the LGBT community reports varying levels of self-categorization, with a majority (57%) of respondents reporting that they are out to all or most of the important people in their lives, and about one in five reporting that they remain “out” to only some of them (21%) or only a few of them (16%). A minority of respondents (6%) reported that none of the most important people in their lives are aware of their LGBT identity.



Table 17.1 Self-Categorization in “A Survey of LGBT Americans”




	All in all, thinking about the important people in your life, how many are aware that you are [lesbian, gay, or bisexual]?



	
	N
	%
	Mean
	SD





	None of them
	64
	5.6
	3.3
	0.9



	Only a few of them
	185
	16.1
	
	



	Some of them
	246
	21.4
	
	



	All or most of them
	654
	56.9
	
	



	Total
	1,149
	
	
	








Evaluation

Following self-categorization as a group member, one of the first processes an LGBT person undergoes is evaluation of the group. Evaluation refers to the positive or negative attachments that a person has toward his or her group identity (Eagly and Chaiken 1993; Ashmore, Deaux, and McLaughlin-Volpe 2004). It has two distinct subcomponents, public evaluation and private evaluation. Public evaluation captures how favorably the broader population regards the individual’s social group, while private evaluation captures how favorably the individual regards his or her social group (Crocker et al. 1994; Luhtanen and Crocker 1992; Sellers et al. 1997; Heere and James 2007). In many cases, there may be a difference between public and private evaluation. For example, an individual may report pride in having an LGBT identity, yet recognize the discrimination and societal disapproval that accompany that label.

Public evaluation and private evaluation are theorized to operate along two distinct dimensions in relation to group consciousness (Crocker et al. 1994). Negative public evaluation, which signals that respondents perceive a large amount of discrimination and societal disapproval, is consistently found to indicate heightened levels of group consciousness (Miller, Gurin, and Gurin 1981; Stokes 2003; Masuoka 2006). This implies that as perceptions of society’s attitudes toward the group grow more negative, the group is indicating higher levels of political consciousness. Private evaluation displays the inverse of this relationship, with positive personal evaluations signaling higher levels of group consciousness (Abrams and Brown 1989; Trapnell and Campbell 1999). Group members should evaluate their group more positively as their levels of consciousness rise.

Table 17.2 displays the items that measure public and private evaluation. Regarding public evaluation, table 17.2 indicates that the majority of respondents (55%) reported that gays and lesbians face a lot of discrimination in American society, although many respondents reported that there was only some discrimination (38%). The data for private evaluations demonstrates an even higher degree of variance, with respondents largely divided between reporting neutral attitudes (57%) or positive attitudes (38%). Therefore, similar to the self-categorization item, the evaluation items display a great deal of variance regarding self-reported group consciousness.



Table 17.2 Public and Private Evaluation in “A Survey of LGBT Americans”




	How much discrimination is there against gays and lesbians in our society today?



	
	N
	%
	Mean
	SD





	None at all
	18
	1.6
	3.5
	0.7



	Only a little
	66
	5.7
	
	



	Some
	434
	37.7
	
	



	A lot
	632
	55.0
	
	



	Total
	1,150
	
	
	



	Thinking about your sexual orientation, do you think of it as mainly something positive in your life today, mainly something negative in your life today, or it doesn’t make much of a difference either way?



	
	N
	%
	Mean
	SD



	Mainly something negative
	67
	5.8
	2.3
	0.6



	Doesn’t make much of a difference either way
	659
	57.4
	
	



	Mainly something positive
	422
	36.8
	
	



	Total
	1,148
	
	
	









Importance

In addition to self-identifying with a group label and making value judgments regarding the favorability of that label, the importance of the identity to an individual also captures his or her level of group consciousness. Importance represents the degree of significance an individual attaches to his or her group label and overall self-concept of his or her group membership as meaningful (Ashmore, Deaux, and McLaughlin-Volpe 2004). A fundamental component of identity importance is the concept of psychological centrality (Stryker and Serpe 1994), which captures the extent to which a social category is essential to an individual’s sense of self (Stryker and Serpe 1994; McCall and Simmons 1978; Rosenberg 1979). When persons report that their group label is important to their overall sense of identity, they acknowledge the importance and centrality of that label, indicating that it is a fundamental component of their identity. As the identity becomes more central to respondents, it indicates higher levels of group consciousness. Table 17.3 demonstrates the centrality of gay identity in the lives of LGBT Americans, with the community displaying a large degree of variability. Many respondents report that the identity is very or extremely important (37%), signaling high levels of group consciousness, while many others report that it is not too or not at all important (35%), signaling low levels of group consciousness.



Table 17.3 Importance in ‘A Survey of LGBT Americans”




	How important, if at all, is being [lesbian, gay, or bisexual] to your overall identity? Would you say it is . . .



	
	N
	%
	Mean
	SD





	Not at all important
	142
	12.4
	3.0
	1.2



	Not too important
	263
	22.9
	
	



	Somewhat important
	323
	28.1
	
	



	Very important
	284
	24.7
	
	



	Extremely important
	138
	12.0
	
	



	Total
	1,150
	
	
	









Attachment

In addition to the centrality of a group identity, attachment, or the sense of closeness a person feels toward the larger group based on that identity, is also a distinct and important component of group consciousness (Ashmore, Deaux, and McLaughlin-Volpe 2004). Attachment reflects an individual’s affective involvement while also capturing the close relationships group members form with other members of the group (Heere and James 2007). An important component of attachment is interdependence, or the interconnection of the individual to the broader social group, indicating a merging of the self and the larger community (Mael and Tetrick 1992; Tyler and Blader 2001). Therefore, when persons report higher levels of interdependence, or a heightened sense of shared identity with other group members, they are indicating higher levels of group consciousness. Table 17.4 displays the items related to interdependence, which capture the attitudes of LGBT subgroups toward other community members. Participants reported their sense of shared identity for all outgroups, entailing that a lesbian respondent would only describe her feelings of shared identity regarding gay men and bisexuals. The average score across all outgroups was rounded to create a single measure of attachment for each respondent. The results demonstrate that one-quarter of respondents (25%) feel that they share a lot of common concerns with other LGBT persons, and a majority (52%) report that they share some concerns. A considerably smaller portion of respondents reported sharing only a little (18%) or nothing at all (4%).



Table 17.4 Attachment in “A Survey of LGBT Americans”




	As a [lesbian, gay man, bisexual], how much do you feel you share common concerns and identity with [lesbians, gay men, bisexuals]?



	
	N
	%
	Mean
	SD





	Not at all
	50
	4.4
	3.0
	0.8



	Only a little
	206
	17.9
	
	



	Some
	601
	52.4
	
	



	A lot
	291
	25.4
	
	



	Total
	1,148
	
	
	









HOW SHOULD WE MEASURE GROUP CONSCIOUSNESS?

Although it is not empirically established, scholars often assume that group consciousness is multidimensional, with each subcomponent representing a distinct dimension. Therefore, the number of variables used ranges widely across studies. Some reports “use multiple measures to capture the full range of the multidimensional concept of group consciousness” (Sanchez 2006b, 428; 2008) and treat these concepts as distinct and independent variables. Other studies use the subcomponents of group consciousness to create indices, which are predominantly constructed by adding values across group consciousness variables (Masuoka 2006; Henderson-King and Stewart 1994; Jamal 2005; Duncan 1999). Both approaches are particularly problematic, because constructs should not be mapped to a specific number of dimensions without examining the underlying structure of the data (Gerbing and Anderson 1988). Essentially, scholars should not assume multidimensionality (i.e., multiple independent measures) or unidimensionality (i.e., one additive index); dimensionality must be assessed and empirically validated before measuring group consciousness.

To date, none of the published articles examining group consciousness measure the concept based on strong measurement models. For example, only classical test theory has been used to examine the measurement of group consciousness (Sanchez and Vargas 2016), and this technique has only been used sparingly. This is problematic, as classical test theory models assume that measurement precision is constant across the entire trait range (Fraley, Waller, and Brennan 2000), implying that each measure will equally capture high, moderate, and low levels of group consciousness. This is incorrect, however, as most scales tend to accurately capture only one end of a scale. To demonstrate, many scales of group consciousness may adequately capture persons with high levels of group consciousness, but may mischaracterize levels of group consciousness across the rest of the distribution. When these scales are utilized, they will only accurately explain outcomes for the group they capture and will have poor explanatory value for other groups. Without examining measurement precision, it is impossible to determine if researchers are forming correct or incorrect conclusions, because there is a high probability that the results will only apply to certain levels of the latent trait. Classical test theory is also strongly dependent on the number of scale items and the sample in use (Embretson 1996; Yen 1986; Fraley, Waller, and Brennan 2000; Hambleton, Swaminathan, and Rogers 1991).

Classical test theory also fails to account for DIF, which allows us to determine if subgroup differences are reliable and valid, meaning that they reflect actual differences between groups, or if they are a function of the survey items (Zumbo 1999). Because classical test theory assumes that all group differences are the result of “real” variation, this method fails to account for the fact that many items often “work differently” or are biased for or against particular subgroups (Embretson and Reise 2000, 249; Swaminathan and Rogers 1990; Zumbo 1999; Osterlind and Eveson 2009; Holland and Wainer 2012). Therefore, the differences we observe may not be actual differences at all, but rather a function of the survey’s measurement bias (Abrajano 2015). This is particularly problematic for group consciousness, because subgroup differences have been an important component of the literature for decades. For example, important subgroup differences have been identified relating to socioeconomic status (Masuoka 2006; Jamal 2005; Duncan 1999; Sanchez 2006b), panethnic identity (Jamal 2005; Masuoka 2006; Sanchez 2006a, 2006b, 2008), sex (Jamal 2005), and age (Jamal 2005; Sanchez 2006b, 2008), among other factors.

Item response theory offers several methodological advantages that allow us to address these limitations. It refers to models intended to characterize the relationship between an individual’s responses and the underlying latent trait of interest (van der Linden and Hambleton 1997; Fraley, Waller, and Brennan 2000; Baker 2001; Embretson 1996; Embretson and Reise 2000). In IRT, theta (θ) represents a latent trait, such as group consciousness. A significant difference between IRT and classical test theory is that, unlike classical test theory, IRT uses a search process to determine the latent trait, rather than a simple computation, such as an additive index (Embretson and Reise 2000). Accordingly, IRT scores group consciousness by finding the level of θ that gives the maximum likelihood. This trait is quantitative in nature, typically has a mean of zero and a standard deviation of one, and characterizes θ in terms of the probability of item endorsement (Fraley, Waller, and Brennan 2000).

The IRT models have two primary assumptions: (1) the item characteristic curve (ICC) must be monotonically increasing, and (2) the data are locally independent (Lord 1980; Reise, Widaman, and Pugh 1993; Embretson and Reise 2000). The ICC is a nonlinear regression line that shows the probability of reporting a response category relative to θ (Fraley, Waller, and Brennan 2000). The ICCs must be monotonically increasing, meaning that the probability of endorsing an item must increase as levels of θ increase (Fraley, Waller, and Brennan 2000). Although many different monotonically increasing functions can be utilized, logistic functions and normal ogive functions are the most prevalent (Embretson and Reise 2000). The shape of the ICC will vary across items based on difficulty and discrimination. Difficulty refers to the probability of successfully endorsing an item; items that many people endorse are less difficult, while items that fewer people endorse are more difficult. An ideal instrument contains items that span a wide range of item difficulties. Discrimination relates to the slope of the ICC and demonstrates how well an item discriminates between categories of θ. Items with high levels of discrimination will more accurately distinguish between persons with similar levels of θ around the difficulty value. Local independence relates to the relationship between the IRT model and the data (Embretson and Reise 2000). This assumption requires that, after we condition on θ, a respondent’s probability of endorsing an item is independent of the probability of endorsing other items. This assumption is also related to unidimensionality, which requires that all of the concepts map onto a single underlying trait.

Given the empirical properties and advantages of IRT, I argue that analyses focusing on latent constructs, such as group consciousness, should rely on IRT models to measure θ. Using IRT, I establish each respondent’s level of group consciousness along a quantitative, methodologically based scale.

DATA

Pew Research Center’s “Survey of LGBT Americans” (2013) is based on a survey of the LGBT population conducted April 11–29, 2013. It includes a nationally representative sample of 1,197 self-identified lesbian, gay, bisexual, and transgender adults eighteen years of age or older. Given the limited sample size of the transgender population, with only 43 respondents, this subgroup is not included in this methodological analysis, because this sample is inadequate for hypothesis testing due to its limited power (Green 1991; Wilson Van Voorhis, and Morgan 2007). The final sample contained 1,154 LGB persons.

The GfK Group administered the survey using KnowledgePanel, a nationally representative online research panel, as considerable research on sensitive issues, such as sexual orientation and gender identity, demonstrates that online survey administration is the most likely mode for eliciting honest answers from respondents (Pew Research Center 2013; Kreuter, Presser, and Tourangeau 2008). KnowledgePanel recruits participants using probability-sampling methods and includes persons both with and without Internet access, those with landlines and cell phones, those with only cell phones, and persons without a phone. From a sample of 3,645 self-identified LGBT panelists, one person per household was recruited into the study, constituting a sample of 1,924 panelists. From this eligible sample, 62% completed the survey. They were offered a $10 incentive to complete the process, which increased to $20 toward the end of the field period to reduce the nonresponse rate. Table 17.5 demonstrates the distribution of lesbians, gay males, and bisexuals in the sample. Gay males represent the largest group (35%), followed by bisexual females (30%), lesbians (24%), and bisexual males (11%).



Table 17.5 Sexual Orientation in “A Survey of LGBT Americans”




	
	N
	%





	Lesbian
	277
	24.0



	Gay
	398
	34.5



	Bisexual Female
	349
	30.2



	Bisexual Males
	129
	11.2



	Total
	1,153
	









METHODS

There are four steps in executing an IRT model: (1) testing model assumptions, (2) estimating the parameters, (3) assessing model fit, and (4) examining differential item functioning. The principal aspects of testing model assumptions are to establish both unidimensionality and monotonicity (Galecki, Sherman, and Prenoveau 2016). Exploratory factor analysis with principal components analysis was used to examine the dimensionality of the data. Table 17.6 shows the results, which indicate that, rather than the multidimensional construct group consciousness is hypothesized to be and regularly operationalized as, the construct is unidimensional within this data set.

Unidimensionality is established using eigenvalues and the proportion of variance explained. The Kaiser criterion (Kaiser 1970) recommends retaining only those factors with eigenvalues greater than 1. In this analysis, only one factor demonstrated an eigenvalue greater than 1, indicating a unidimensional model. Further, if a group of items is unidimensional, one factor should explain 20% or more of the total variance for all items (Reckase 1979; Reeve et al. 2007; Slocum-Gori and Zumbo 2011). For this model, the first factor exceeded this criterion by explaining 40.44% of the total variance, with no other factors exceeding the 20% threshold. Based on these results, the data satisfy the unidimensionality requirement.

Mokken scale analysis (MSA; Mokken, 1971, 1997) was used to test the monotonicity assumption. It examines patterns of responses and validates if these patterns are monotonically increasing, which is required for developing an IRT model. For items to meet the monotonicity assumption, the Loevinger’s H coefficient, which measures scalability, should exceed 0.30 (Loevinger et al. 1953; van Schuur 2003; Hardouin 2013; Hemker, Sijtsma, and Molenaar 1995). This MSA indicated that two items, public evaluation and attachment, violated the monotonicity assumption, demonstrating that neither variable should be retained in the IRT model.2 Table 17.7 shows that self-categorization, public evaluation, and importance all exceeded the required threshold of 0.30, therefore satisfying the monotonicity assumption and signifying that these three items are appropriate for measuring group consciousness using IRT.



Table 17.6 Unidimensionality and Group Consciousness




	
	Eigenvalue
	Difference
	Variance Explained (%)





	Factor 1
	2.02
	1.07
	40.44



	Factor 2
	0.95
	0.18
	19.00



	Factor 3
	0.77
	0.08
	15.31



	Factor 4
	0.69
	0.12
	13.79



	Factor 5
	0.57
	.
	11.45



	N
	1,134
	
	





χ2(10) = 615.00, Prob> χ2 = 0.000




Although the variables demonstrated unidimensionality and monotonicity, visual inspection of the ICCs indicated potential problems with IRT estimation (Koster et al. 2009; Murray et al. 2014; Stochl, Jones, and Croudace 2012). Following an iterative process of examining unidimensionality, monotonicity, and model data fit, the variables were recoded to develop the most optimal model. This model was one with the strongest support for unidimensionality and monotonicity and the best model fit as measured by the test information function (TIF), residual analysis, global model fit, and the Akaike information criterion (AIC) and Bayesian information criterion (BIC) statistics (Zampetakis et al. 2015). To recode the data, I combined categories within items with the poorest model fit, while leaving categories with adequate model fit intact until the optimal fit was achieved. After numerous iterations and subsequent analysis of model fit, each item was recoded into a dichotomous measure that captured whether or not a respondent endorsed an item by reporting that he or she had LGBT group consciousness in that area.3 Table 17.8 summarizes the recoded measures:

With these three items, I used a two-parameter logistic model (2PL; Thissen and Steinberg 1986; van der Linden and Hambleton 1997; Embretson and Reise 2000) to estimate the IRT parameters; 2PL models are IRT models for binary dependent variables, which is appropriate because each of the three recoded group consciousness items is binary. The 2PL model allows discrimination to vary across items, indicating that the model does not assume that each item is equally indicative of a respondent’s standing on θ. Equation 1 (the 2PL model) shows the probability that a respondent with a given level of group consciousness (θ) will endorse item i (Embretson and Reise 2000, 70):



Table 17.7 Monotonicity and Group Consciousness




	
	N
	Loevinger’s H Coefficient





	Self-Categorization
	1,134
	0.46



	Private Evaluation
	1,134
	0.41



	Importance
	1,134
	0.46



	Scale
	1,134
	0.44










Table 17.8 Recoded Group Consciousness Variables




	
	Self-Categorization
	Private Evaluation
	Importance



	Not Endorsed
	Endorsed
	Not Endorsed
	Endorsed
	Not Endorsed
	Endorsed





	N
	435
	684
	726
	422
	728
	422



	%
	43.1
	56.9
	63.2
	36.8
	63.3
	36.7



	Total
	1,149
	1,148
	1,150








[image: image] (1)

The logit of equation 1, θs − βi, is the difference of trait level and item difficulty. The αi represents the item discrimination parameter. The discrimination parameter, which is also referred to as the slope, indicates how well an item differentinates between response categories. Items with higher discrimination are generally superior measures, because they discriminate between response categories more accurately. The slope parameter is calculated at the location of item difficulty. Item difficulty represents the parameters and demonstrates the trait level at which there is a 50% probability of endorsing an item. Higher difficulty values represent items that are more difficult, indicating that fewer people are likely to endorse that item (Embretson and Reise 2000; Koch 1983; Reise, Widaman, and Pugh 1993). Using this information about the 2PL, table 17.9 displays the model results.

The IRT model demonstrates that all three items have similar levels of discrimination, indicating that they fairly evenly differentiate between response categories. The importance item is the most discriminating, with an α of 1.95, while the self-categorization item is the least discriminating, with an α of 1.29. Overall, all three items performed relatively well at discriminating between response categories. The difficulty of the items has a somewhat greater range, which is preferred, as well-developed survey instruments contain a number of items that range in difficulty. For this set of items, identity importance and private evaluation were the most difficult items to endorse, with higher βs. Conversely, self-categorization was an easier item for respondents to endorse, with a substantially lower β (−0.28). In general, these items tended to skew toward being moderate to easy for respondents to endorse.



Table 17.9 IRT Model of Group Consciousness




	
	β
	SE





	
Self-Categorization



	 Discrimination
	1.29***
	0.15



	 Difficulty
	−0.28**
	0.06



	
Private Evaluation



	 Discrimination
	1.84***
	0.27



	 Difficulty
	0.46***
	0.06



	
Importance



	 Discrimination
	1.95***
	0.30



	 Difficulty
	0.46***
	0.06



	N
	1,153
	





** p<0.05, *** p<0.001.




Another advantage of IRT over classical test theory is that the method is able to demonstrate measurement precision across levels of group consciousness. Figure 17.1 displays this information, referred to as the TIF. Precision is highest where the chart covers the most area (Zampetakis et al. 2015), which is particularly valuable because it shows where the scale is most accurate. For this group consciousness scale, the results are most precise at moderate levels of group consciousness and least precise for the lowest and highest levels of group consciousness. This means that when modeling group consciousness using these data, one can expect the greatest explanatory power for those with a moderate amount of group consciousness. This offers a significant advantage over classical test theory which, as stated above, cannot quantify precision across scales.

Two methods are used to assess the model fit for an IRT model. The first method examines the relationship between the observed and expected data by examining the model residuals (Hambleton and Murray 1983; Ludlow 1986; Stark 2001). To demonstrate adequate model fit, the expected data should fall within the 95% confidence interval of the observed data. Large residuals, or discrepancies between the observed and expected, indicate potential problems with the model (Embretson and Reise 2000). Figure 17.2 displays the relationship between the observed and expected data and indicates that the model fits the data well. In these figures, the black line with the error bars represents the observed data, while the gray line represents the expected data. For all categories of each of the three items, the majority of the observed data’s 95% confidence interval overlapped the expected results.



[image: image]

FIGURE 17.1 Test information function for group consciousness.





[image: image]

FIGURE 17.2 Model fit for group consciousness.



The second method for evaluating model fit involves examining the χ2/df statistic, which formalizes the analysis of residuals (Embretson and Reise 2000). This statistic examines the global fit of model and assumes an asymptotic χ2 distribution (Orlando and Thissen 2000; Zampetakis et al. 2015). Table 17.10 displays the chi-square results for the two-parameter logistic model. This table shows information on singlets, which are residuals for single items; doublets, which are residuals for pairs of items; and triplets, which are residuals for three items in a cross-validation sample (Liu et al. 2011).



Table 17.10 Frequencies of the Adjusted Chi-Square to df Ratios for GRM Model Data Fit




	
	< 1
	1 < 2
	2 < 3
	3 < 4
	4 < 5
	5 < 7
	> 7
	Mean
	SD





	Singlets
	0
	0
	0
	1
	0
	2
	0
	5.19
	1.88



	Doublets
	0
	0
	0
	0
	0
	0
	3
	61.04
	6.08



	Triplets
	0
	0
	0
	0
	0
	0
	1
	
	








The results in table 17.10 suggest that the model has moderate to poor fit, as the majority of chi-square statistics are significant for singlets, doublets, and triplets. These results should be interpreted with caution, however, as the chi-square statistic is particularly sensitive to sample size and tends to imply model misfit even in moderately sized samples (Zampetakis et al. 2015). Evidence indicates that nearly any departure from the model will result in a significant detection of misfit (Bentler and Bonnet 1980), especially if the data are not normally distributed (McIntosh 2007). Consequently, this model likely fits the data better than the chi-square statistic implies. For example, Sinharay and Haberman (2014) analyzed a series of chi-square fit statistics in relation to IRT models and failed to find any models that fit the data, with severe misfit in nearly all large samples. Therefore, given the visual fit displayed in figure 17.2, I argue that the model adequately captures the data and that the resulting group consciousness scale is robust even in the event of violations of the IRT model.

The final step in capturing group consciousness is examining DIF. As detailed above, DIF occurs when there is an interaction between levels of group consciousness and group membership. When DIF is not present, respondents with the same level of group consciousness will have the same score on the latent trait; when DIF is present, a respondent’s level of group consciousness will be conditioned by his or her group membership and inaccurately distort the results. Therefore, two respondents may have the same level of group consciousness, but score differently on the scale based on their subgroup, rather than their level of θ. Two forms of DIF may be present in the sample, uniform DIF and nonuniform DIF (Zumbo 1999; Holland and Wainer 2012; Swaminathan and Rogers 1990). Uniform DIF occurs when group membership and group consciousness interact, but that interaction is consistent across all levels of the latent trait. Nonuniform DIF occurs when that interaction varies across levels of the latent trait, with different effects at low, moderate, or high levels of group consciousness.

I used DIFdetect to identify and adjust for DIF-affected items (Crane et al. 2006). This method utilizes an ordinal logistic regression model for DIF detection and extends previous DIF detection analyses (Mantel and Haenszel 1959; Swaminathan and Rogers 1990; Zumbo 1999). DIFdetect is an iterative process for estimating group consciousness that begins with detecting which items demonstrate DIF. When items do not demonstrate DIF, IRT parameters are estimated for the entire sample. When items demonstrate DIF, IRT parameters are estimated separately for the separate groups. This produces a DIF-adjusted estimate that can be used in subsequent analyses without bias. For the iterative process, the DIF-adjusted estimate of the latent trait is used to test additional grouping categories for DIF. This process of adjusting for DIF is repeated until all relevant items have been analyzed and adjusted for, as necessary (Zampetakis et al. 2015).



Table 17.11 Differential Item Functioning in “A Survey of LGBT Americans”




	
	Self-Categorization
	Private Evaluation
	Importance



	Type of Significant DIF at p < 0.05





	Lesbians
	Uniform
	Uniform
	None



	Female Bisexuals
	Uniform
	Uniform
	None



	Male Bisexuals
	Uniform
	Nonuniform
	Uniform



	Racial and Ethnic Minorities
	Nonuniform
	Uniform
	Uniform



	Bachelor’s Degree
	Uniform
	None
	None



	Over 45 Years of Age
	None
	None
	None








Table 17.11 shows that for nearly every demographic category, both uniform and nonuniform DIF was present, as the probability of DIF was consistently significant. Sexual orientation, race and ethnicity, and education all contributed to differential item functioning within this sample, while age did not. Each subgroup was compared to a reference population. For example, lesbians and bisexuals were compared to gay men, racial and ethnic minorities were compared to whites, those with bachelor’s degrees were compared to those without degrees, and the over age forty-five population was compared to the under age forty-five population. Across each DIF analysis except age, group membership was significant for at least one item within the scale, indicating that a DIF-adjusted measure of group consciousness must be used.

This is a particularly important finding, because it casts doubt on previous analyses of subgroup differences in levels of group consciousness. To date, we have attributed group differences to actual differences that exist between demographic groups. If these items are the result of survey bias, however, we may be drawing the wrong conclusions about levels of group consciousness. Using DIF-adjusted results, it is possible that differences among demographic groups may disappear in subsequent tests. Therefore, to verify that we form accurate conclusions about group consciousness, it is essential to use DIF analysis in constructing our measures of latent traits.


RESULTS

Using DIF estimates that were adjusted for lesbian sexual orientation, bisexual female sexual orientation, and education, I produced an unbiased and empirically grounded measure of group consciousness. Adjustments for racial and ethnic minority status and bisexual male orientation did not contribute to an improvement in the estimation of θ. Therefore, although DIF was present, I did not adjust group consciousness for these measures, because they did not improve the model. This likely indicates that, while significant, the DIF results for these groups were not substantively important and are unlikely to impact subsequent modeling. For all other groups, however, DIF fundamentally structured the results, demonstrating that these differences are likely to impact future tests. In addition, it is possible that the inability to improve the estimation of θ for bisexual males and racial and ethnic minorities is a function of their relatively small sample size, and that meaningful DIF could be found in future analyses that rely on larger and more diverse samples.



Table 17.12 Summary Statistics of Group Consciousness




	Mean
	SD
	Min
	Max
	N





	0.000
	0.75
	−0.94
	1.20
	1,153








Table 17.12 displays the summary statistics of the group consciousness measure, showing that IRT generated an interval measure of group consciousness with a mean of 0 and a standard deviation of 0.8. The latent trait was predicted using an empirical Bayes estimator that combines prior information about θ with the probability to obtain the conditional posterior distribution of θ (Skrondal and Rabe-Hesketh 2004, 2009). The resulting measure of group consciousness ranges from −0.9 to 1.2, with lower values representing lower levels of group consciousness and higher values representing higher levels of group consciousness. Overall, the summary statistics demonstrate that this measure of group consciousness has favorable statistical properties for subsequent testing.


DISCUSSION

The results presented in this analysis cast doubt on group consciousness research that fails to use strong measurement models. To date, dozens of research articles examine group consciousness, yet contain little to no discussion of the most appropriate measurement strategies for capturing the concept. This is a serious limitation in the current body of group consciousness research, as it leads to three primary limitations that the methodology proposed in this analysis addresses: (1) our measures of group consciousness may have face validity, but lack construct validity; (2) many measures of group consciousness probably contain survey bias that distorts our interpretation of subgroup differences; and (3) we are measuring group consciousness incorrectly when we use a series of distinct, independent variables or additive measures.

Beginning with an examination of validity, the most commonly used group consciousness measures have not been examined from a measurement standpoint. This means that although they theoretically align with our understanding of group consciousness, this relationship has not been empirically established. In this analysis, at least two of the measures that were expected to map to group consciousness, public evaluation and attachment, failed to demonstrate a relationship with the latent trait. If detailed examination of these items had not been performed, they could have erroneously been included in the final group consciousness measure. This would have likely led to model distortions and the incorrect presentation of results. Essentially, any conclusions we drew from a measure of group consciousness that included these items would have been wrong, as they fundamentally mismeasured the construct. Therefore, because most preceding articles have not used methodologically valid measures of group consciousness, we cannot be certain that our conclusions about the nature of group consciousness are reliable or valid.

Item bias further distorts these results and has a high probability of misdirecting our conclusions. Currently, many research articles point to significant and meaningful subgroup differences regarding levels of group consciousness (Masuoka 2006; Jamal 2005; Duncan 1999; Sanchez 2006a, 2006b, 2008). However, none of these articles examine whether the survey itself is driving these differences through differential item functioning. Given that five subgroups within this examination demonstrated DIF—lesbians, bisexual females, bisexual males, racial and ethnic minorities, and the college-educated population—it is very likely that our current understanding of subgroup differences may be the result of survey bias. Moving forward, analyses that seek to explain the formation of group consciousness and control for subgroups must include an analysis of DIF. Without doing so, the field may be making false deductions about the relationship between demographic categories and group consciousness.

Finally, this research calls into question the many measures of group consciousness that are currently employed. Most scholars analyzing group consciousness utilize either additive measures that simply add together a series of dependent variables, or treat all the subcomponents of group consciousness as distinct and operationalize each variable as a separate independent variable. Both approaches are incorrect. The first creates measures that are directly contingent on the number of items on the scale, which may or may not be related. The second treats variables as multidimensional when they are probably unidimensional. As this analysis demonstrates, the method that most accurately estimates group consciousness must rely on IRT. This is particularly important given that IRT produces results with favorable properties for statistical testing. Given that examining group differences can be misleading if the incorrect level of measurement is used (Maxwell and Delaney 1985), many of our current results regarding group consciousness may be misspecified.

Together, these results have broad implications for scholars of political behavior, because they provide strong support for the argument that IRT must be more thoroughly incorporated into our empirical analyses. Although we dedicate a great deal of time to discussing theoretical factors and implications, we rarely devote the same amount of attention to measurement strategies. Consequently, we use measures that are theoretically grounded, yet rarely empirically grounded. As this analysis demonstrates, that limitation is highly likely to lead us to false conclusions based on inappropriate measurement. This is particularly probable because our concepts tend to be relatively abstract, amorphous, and difficult to define.

Moving forward, scholars should incorporate IRT as a solution to these measurement problems. It allows us to develop empirically based measures for capturing latent constructs with favorable statistical properties for subsequent analysis. It builds on our theoretical knowledge by relying on theoretical justifications for initial item selection, while subsequently empirically testing the validity of those assumptions. Through a process of examining dimensionality, monotonicity, DIF, and model data fit, IRT allows us to produce empirically valid and reliable operationalizations. A general guideline would encourage scholars of political behavior to always begin with IRT, even when analyzing concepts that seem relatively straightforward, such as political knowledge or political participation, as evidence demonstrates that these latent variables are rarely as uncomplicated as they seem. Consequently, all analyses that utilize latent constructs should consider incorporating IRT as their measurement strategy.

CONCLUSION

Using IRT, this analysis makes a series of important contributions that challenge the conventional measurement strategies of scholars analyzing group consciousness.

It begins by demonstrating that group consciousness is not multidimensional from a measurement standpoint, as all theoretical subcomponents mapped onto a single construct in this sample. Although we may discuss the construct as multidimensional, it is best operationalized using a single construct. In addition, many concepts that are traditionally grouped into group consciousness measures, such as public evaluation and attachment, failed to meet model assumptions and did not properly align with group consciousness. Therefore, some of the subcomponents we use to clarify the definition of group consciousness may not be particularly meaningful and should potentially be excluded from usage in future analyses. Further, even when the correct number of dimensions is used and the items are correctly specified, group consciousness measures are highly likely to suffer from differential item functioning. As this analysis shows, nearly all major subgroups demonstrated a degree of survey bias, implying that the conclusions formed about the relationship between these subgroups and group consciousness will be biased unless we use DIF-adjusted results. In total, these results call into question our current understanding of group consciousness, as almost all articles examining group consciousness lack appropriate measurement methodologies. Using IRT, we can overcome these limitations by establishing statistically valid measures of group consciousness that allow us to reexamine our prior conclusions.

NOTES

1. Survey weights were not used in this analysis.

2. Public evaluation and attachment were recoded using a variety of methods and retested to analyze if using a different measurement strategy would satisfy the monotonicity requirements. No method of recoding the items was able to achieve a sufficient Loevinger’s H coefficient to establish monotonicity. Further, visual inspection of the item characteristic curves validated the MSA, with both ICCs demonstrating significant violations of the monotonicity assumption (Koster et al. 2009; Murray et al. 2014; Stochl et al. 2012).

3. Unidimensionality was re-established for the three-item scale after analyzing monotonicity. The remaining items satisfied the unidimensionality requirement, with only one factor having an eigenvalue greater than 1, and the first factor explaining 56.65% of the variance. Therefore, this subset of items also met the unidimensionality condition. Monotonicity was also re-established for the three-item scale after recoding the variables following the logic described below. The remaining items satisfied the monotonicity requirement, indicating that item recoding did not violate model assumptions.
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CHAPTER 18

CROSS-NATIONAL SURVEYS AND THE COMPARATIVE STUDY OF ELECTORAL SYSTEMS

When Country/Elections Become Cases

JEFFREY A. KARP AND JACK VOWLES

INTRODUCTION

THE origins of public opinion polls and election studies have been well covered in a relatively extensive literature (Burdick and Brodbeck 1959: Converse 1987; Herbst 1993). Less attention has been paid, however, to the development of political polling and survey research across national boundaries (for brief accounts see Smith 2010a; Kittilson 2007; Heath, Fisher, and Smith 2005). By this we do not mean the simple expansion of polls and surveys into more and more countries, but rather the construction of polling and survey instruments specifically designed to be fielded in more than one country for purposes of direct comparison. Here we focus on the development of such instruments for the purposes of comparative analysis in political science, in the context of more general developments in survey and polling research. As an example, we take the case of the Comparative Study of Electoral Systems (CSES), an international collaboration active since 1996.

Cross-national comparison can draw increasing attention to the importance of the institutional and cultural contexts that shape public opinion and political behavior, as well as the underlying variables that may shape and perhaps account for those contextual differences. Since the 1990s such polls and surveys have expanded both in their numbers and their extension, and they arguably now form one of the most important frontiers in the development of survey research in political science.

The CSES stands out because, in cross-national comparative research, countries—and indeed, for political scientists, the elections within them—become cases of equal significance to the individual respondents within each national component. In most cross-national surveys, timing is relatively random, depending on when finance is secured and the demands of fieldwork. Cross-national election surveys, however, are conducted after elections. The election, rather than simply country x at time t, becomes a case. Because of its theoretical focus on institutional differences between countries, the CSES also stands out because it both provides data and explicitly encourages analysis of macro country-level differences and cross-level interactions between micro and macro variables. Finally, its individual-level data are immediately released to the public, at no charge and with no embargo or delay, benefiting CSES collaborators.

THE INTERNATIONAL PROLIFERATION OF SURVEYS AND POLLS

Before political polls and surveys could become cross-national, it was necessary for them to proliferate. Polling on political issues based on random probability sampling originated in the United States in the 1930s, pioneered by George Gallup and Elmo Roper (Cantril and Strunk 1951; Converse 1987). Political polling began in France in 1939, inspired by Gallup, and in Great Britain in the 1940s, when Gallup launched a subsidiary there, with similar questions being asked in both countries. Survey institutes were set up throughout West Germany during the Allied occupation as part of a strategy to reduce the persisting influence of the Nazi regime on public opinion. By the 1950s political polling had spread to many other democracies, and polls sponsored by media organizations began to be reported regularly.

Academic election studies followed in the wake of the political pollsters. The United States led the way, and indeed early election studies in the United States provided both the methodological and theoretical inspiration for the extension of those studies elsewhere and the eventual development of cross-national studies. The first academic election studies, known as the “Columbia studies,” can be traced back to the work of Paul Lazarfeld and his colleagues, who conducted what can still be considered a sophisticated survey to examine campaign effects. The findings were published in the People’s Choice (Lazarfeld et al. 1948), known for introducing the theory of “the two step flow of communications,” which assumes that public opinion is influenced by elites. While the initial motivation was to examine media effects and opinion change, the data revealed remarkable opinion stability. This led to a second study, which was conducted in Elmira, New York, during the 1948 election, in which was developed the sociological model that was the theoretical focus of Voting (Berelson et al. 1954).

The origins of the American National Election Studies (ANES), based at the University of Michigan and also, in recent cycles, at Stanford University, can be traced back to a survey from 1948. The survey, which was not primarily concerned with the election, was designed to examine foreign policy attitudes. Truman’s surprise victory in 1948 is considered to be one of the greatest upsets in American history. Virtually all of the major polling organizations, including Gallup, had predicted that Thomas Dewey, the Republican governor of New York, would easily defeat Truman. Given the unexpected outcome, the decision was taken to interview the same respondents again after the election to gain more knowledge about some of the perplexities of the presidential vote.

The success of the Michigan Survey Research Center in producing a survey estimate that essentially matched the electoral outcome helped to establish the University of Michigan as a center for electoral research (Miller 1994). As a newly trained political scientist and the assistant director of the Michigan Survey Research Center, Warren Miller helped to design the 1952 national study, which was largely based on his PhD dissertation and provided the framework for further studies that would become known as the Michigan Election Studies.1 He recruited two graduate students to work on the project, Donald Stokes and Philip Converse, who together would represent the core team. The early studies were primarily designed to examine the effects of partisanship, issues, and personalities on voting behavior. The 1952 study surveyed 1,899 respondents and included 293 variables. These data, along with data from the 1956 election, formed the basis for The American Voter, a seminal study of voting behavior that provided a theoretical framework that has had a major influence on electoral research not only in the United States, but also abroad (Campbell et al. 1960).

Outside the United States, the first election studies began to appear in the 1950s and 1960s in various European countries, including Britain (1964), France (1958), Germany (1949), Denmark (1959), Norway (1957), Sweden (1956), and the Netherlands (1967). (Website links to most of these long-standing studies are provided in an appendix to this chapter.) They developed as a result of the exchange of various individuals who were part of teams based in the United States or Europe. For example, the first British Election Study (BES) was conducted by David Butler and Donald Stokes in 1964, the latter of whom was a coauthor of American Voter. The Michigan school heavily influenced the development of election studies in other countries, which has led to a similarity in both theoretical and methodological features. Germany is said to have been influenced by both the Columbia and Michigan schools, and the funnel of causality approach from the Michigan model can be found in every German election study since the 1960s (Kaase and Klingemann 1994). Other coauthors of American Voter were also instrumental in helping to initiate election studies in Europe. For example, Philip Converse collaborated on the earliest election studies in France and is said to have had a hand in the first Norwegian Election Study in 1965. Converse was also the principal investigator of the first Canadian Election Study, also conducted in 1965. Of the coauthors of American Voter, Warren Miller was viewed as one of the most active on the European front, having spent lengthy visits in the Scandinavian countries, Britain, the Netherlands, and West Germany (Thomassen 1994). The Swedish election study of 1954 was also heavily influenced by the Columbia studies, closely resembling Lazarfeld’s Erie County study of 1940, although later studies were more heavily inspired by the Michigan model (Holmberg 1994).

THE DEVELOPMENT OF CROSS-NATIONAL POLLS AND SURVEYS

Polls and election surveys proliferated, and the scene was set for comparative research on political matters using these methods. The first large-scale, cross-national survey was a 1948 Time magazine survey on freedom (Roper 1948; Smith 2014), followed by a now little-cited nine-country study, “How Nations See Each Other” (Buchanan and Cantril 1953). But the most influential comparative study based on survey research in political science was The Civic Culture (Almond and Verba 1963), which introduced and developed concepts that continue to shape contemporary studies of democracy. Surveys were conducted in five countries: the United States, Britain, West Germany, Mexico, and Italy, in 1959 and 1960. The theme was to investigate the consolidation of democracy and, in particular, the political culture that might sustain it. The case selection was deliberate and well-conceived: the United States and Britain represented stable, long-established democracies; West Germany and Italy represented postauthoritarian regimes in which democracy was becoming established; and Mexico represented a less-developed country with what we would now describe as a partial democracy or hybrid regime.

With only five country cases, and given the much less powerful statistical resources of the time, the cross-national comparison was qualitative and descriptive, and the data analysis was almost entirely made up of cross-tabulations. Out of a rich mixture of normative theory and psychology, engaging with their data, the researchers developed a typology of political cultures and identified the mixture that they considered would best support democracy. While The Civic Culture was subject to much criticism at the time, some of which the authors later conceded was justified (Almond and Verba 1980), the book remains a landmark of research in comparative political science. It was followed up by a study on political participation and equality in seven nations (Verba, Nie, and Kim 1978), and, not long afterward, by a five-nation study of unconventional political participation (Barnes, Kaase, et al. 1979).

However, none of these were election studies, as most of their fieldwork took place between elections. Nor were they institutionalized, repeated, or longitudinal. With the advance of economic and political integration in Europe, however, a source of funding for more continuous comparative research had emerged in the form of the institutions of the European Union. A five-country “Attitudes to Europe” (1962) study paved the way. In the context of the intensification of European economic integration, the European Commission established the Eurobarometer in 1973. The Eurobarometer conducts two surveys per year in each European Union member country, with a target of one thousand interviews per country. The original mission was to observe public attitudes toward the most important current events connected directly or indirectly with the development of the European Union and the unification of Europe (Aldrin 2011).

By the turn of the twenty-first century a number of comparative social science survey projects had been established. Table 18.1 provides a list, their foundation date, and links to further information.2 The first fully global collaboration in international survey research was the World Values Survey (WVS), established in 1981 in tandem with the European Values Survey (World Values Survey 2015). While the initial set of countries tended to come from the developed world, the reach of the WVS has expanded to include countries with a wide range of cultures and stages of development. The WVS follows a theme first investigated in The Civic Culture: the extent to which modernization and economic development may be transforming values and cultures around the world, particularly as a result of generational replacement (Inglehart 1997). Research based on these data has produced major contributions to the literature and some challenging and controversial findings on political development and political culture (e.g., Welzel 2013).

The WVS has mounted seven waves, all covering three-year periods, with roughly two-year gaps between these periods. The WVS established a model that has since been applied in later cross-national collaborations. The program itself maintains a central infrastructure that organizes the formulation of questionnaire content for each wave, collects the data, and makes them available, but the funding of surveys within the respective countries is generally the responsibility of country collaborators, although the WVS has sometimes provided financial assistance. This means that country coverage is uneven, some countries having continuous representation, while others have participated on a more episodic basis. This poses some problems that are shared with some other cross-national survey projects, discussed below.



Table 18.1 Major Cross-National Survey Programs, 1973–2015




	Eurobarometer
	1973
	http://ec.europa.eu/public_opinion/index_en.htm



	European Election Study
	1979
	http://eeshomepage.net/



	World Values
	1981
	http://www.worldvaluessurvey.org/WVSContents.jsp



	ISSP
	1984
	http://www.gesis.org/en/issp/issp-home/



	CNEP
	1990
	http://www.cnep.ics.ul.pt/



	Latino Barometer
	1995
	http://www.latinobarometro.org/latContents.jsp



	CSES
	1996
	http://www.cses.org



	Afro-Barometer
	1999
	http://www.afrobarometer.org



	Asian Barometer
	2000
	http://www.asianbarometer.org



	AsiaBarometer
	2003
	https://www.asiabarometer.org/



	Pew Global Attitudes
	2001
	http://www.pewglobal.org/about/



	European Social Survey
	2002
	http://www.europeansocialsurvey.org/



	Arab Barometer
	2005
	http://www.arabbarometer.org/



	Gallup World Poll
	2005
	http://www.gallup.com/services/170945/world-poll.aspx








The next international social survey to be established was the International Social Survey Programme, in 1984. Its mission is to run annual surveys on “topics important for the social sciences” (ISSP 2015). Each year has a theme, and the themes are repeated after a period of intervening years. For example, there have been three studies of national identity, begun in 1995 and repeated in 2001 and 2013. The ISSP began with four member countries and had expanded to forty-eight countries by 2013. Its central infrastructure is quite limited, and it again relies on country-collaborator funding for its surveys (Skjak 2010; Haller, Jowell, and Smith 2012). Unlike the WVS, which usually shapes the entire questionnaire to be fielded in each country, the ISSP develops a module of questions that are included within a broader national social survey.

In 1995 the Eurobarometer was joined by the Latino-Barometer, covering countries in Latin America; in 2000 by the Asian Barometer; and in 2005 by the Arab Barometer, forming a loose network, the Global Barometer program (Global Barometer Surveys 2015). Another AsiaBarometer program, based in Japan, began in 2003. In 2002 there was a further European initiative, the European Social Survey (ESS). While the Eurobarometer’s key themes tend to have a policy-relevant focus in accord with the concerns of its funder, the European Commission, the ESS is driven primarily by academic researchers. The ESS has a strong methodological focus, one of its aims being “to achieve and spread higher standards of rigor in cross-national research in the social sciences, including for example, questionnaire design and pre-testing, sampling, data collection, reduction of bias and the reliability of questions” (ESS 2015). Relatively speaking, the ESS has generous funding and therefore has considerable resources to put into the pursuit of methodological excellence (Fitzgerald and Jowell 2010). Within a regional framework, in addition, like other similarly focused programs, compared to global studies it faces fewer problems of cross-cultural variation.

The extent of comparative polling by commercial polling organizations or outside the universities has been extensive, given that many are cross-national themselves, either directly linked or affiliated.3 But these data tend to remain unreleased at the individual level, appearing in reports or confidential documents released to clients commissioning such research. A major exception is the Pew Global Attitudes Survey, which since 2002 has conducted annual surveys around the world “on a broad array of subjects ranging from people’s assessments of their own lives to their views about the current state of the world and important issues of the day.” In 2014 Pew reported having collected data from sixty-three countries, although in any one year the number has varied from only fifteen to just under fifty (Pew Research Center 2014). The most recent entry to the field and currently the most comprehensive has been the Gallup World Poll. It collects data from over 160 countries, addressing many questions of interest to political science, such as confidence in institutions and levels of human development. Its data are available on a subscription basis, although some may be more easily accessible to academics (Gallup 2015; Kittilson 2007, 880; Tortora, Srinivasan, and Esipova 2010).

These various programs of comparative survey research have much in common, both in their strengths and weaknesses. In terms of methodology, there are various well-understood challenges (Harkness 2008; Smith 2010b, 2014, 285–286; Stegmueller 2011). One particularly relevant to political science is that of the timing of fieldwork. Because interest in politics waxes and wanes over the election cycle, and recall error increases over time, any variables associated with elections or even political participation in general may be affected.

With fieldwork timed post-election, defining elections as cases allows researchers to more rigorously address new questions about how context influences behavior. One early within-country example is Markus (1988), who merged eight presidential election studies to examine how national economic conditions influence voting behavior. An early exercise in systematically comparing findings from national election studies was Franklin (1992). The similarity of many of these election studies in theory and methodology, not to mention the frequent use of similar or at least comparable instruments, offered opportunities that were not generally foreseen for comparative research (Thomassen 1994). This replication of surveys across countries had begun to make it possible to investigate how institutional and cultural contexts affect electoral behavior.

Among political scientists principally interested in elections, attempts to take advantage of the common heritage of election studies and to exploit the opportunities for comparative research began in the late 1980s. The first attempt to conduct cross-national election research was that of the Comparative National Elections Project (CNEP). Its theme has been “the processes of intermediation through which citizens receive information about policies, parties, candidates, and politics in general during the course of election campaigns, thus reviving the long neglected research perspective of the ‘Columbia School’ established by Paul Lazarsfeld and his colleagues in the 1940s and 1950s.” As of 2015 it included twenty-five election studies collected in twenty countries and had led to a significant list of publications (CNEP 2015). However, its focus tends to remain largely on individual-level factors, with less attention paid to differences between countries and elections themselves.

COMPARATIVE STUDY OF ELECTORAL SYSTEMS (CSES)

Background and Development

At the same time, a wider group of electoral researchers was forming the International Committee for Research into Elections and Representative Democracy (ICORE), which served as the precursor to the CSES. Like the ISSP, the CSES relies on national teams of researchers to both fund and administer a common ten- to fifteen-minute module of questions.4 This instrument is put into the field after a general election, along with additional demographic, administrative, and other behavioral and attitudinal variables that are usually part of a wider election study. The CSES began in 1996 and has grown into a project that, early in 2015, included data from 146 elections in over fifty countries and was accessible to all wishing to use it.5 In combination with the increased number of democratic countries during this period, the CSES has been instrumental in broadening the number of countries running election studies. The CSES was developed to address three questions: how social, political, and economic institutional contexts shape belief and behaviors, affecting the nature and quality of democratic choice; the nature of political and social cleavages and alignments; and how citizens evaluate democratic institutions and practices (Grosse and Appleton 2009).

To date, four modules have been in the field, each focusing on a different theme. Table 18.2 provides a brief summary. Much more detail is of course available on the CSES website.6 Modules are current for five years. In most countries, the CSES module is run in a single election during that period, but some CSES collaborators have repeated the same module in more than one election. While much of the CSES module does change from one time to the next, a few core questions are becoming increasingly valuable for time series analysis. Because many collaborators regard their commitment to the CSES as including the module once only, in jurisdictions where more than one election is held over the period of the module, there are sometimes gaps in the time series. Other collaborators run the same module twice in those circumstances, a practice that should be encouraged.



Table 18.2 CSES Modules and Themes, 1996–2016




	Module 1: 1996–2001
	Module 2: 2002–2006
	Module 3: 2006–2011
	Module 4: 2011–2016





	System performance: constitutional and institutional effects on democratic performance;
the social underpinnings of party systems;
attitudes to parties, political institutions, and the democratic process.
	Accountability and representation: do elections make governments accountable, are citizens’ views represented?
Political participation and turnout; institutions and contexts in new democracies.
	Political choices, contestation and inclusiveness: policy questions about electoral system design. In established democracies: how satisfaction varies with choices, how and why new parties are formed.
In new democracies: Electoral system design and political stability.
	Distributional politics and social protection; campaign mobilization, new and old forms; a new approach to political knowledge.








As noted, like the WVS and ISSP, the CSES is based on a national collaboration model, rather than on a centralized one (Curtice 2007). Consequently, it is difficult to impose rigorous methodological consistency across the various country studies. Many country studies are established election studies, with their own instruments, time series, and standards to maintain. Inclusion in the CSES requires a random probability national sample that can, however, include a properly administered quota sample with substitution. Some contributed studies have been rejected for failing to meet those standards. Quality control is a high priority. Collaborators are required to submit a detailed design report that is available to users (data from which are deployed in the analysis below). Central coordination is split between the University of Michigan’s Survey Research Center and the Leibniz Institute for the Social Sciences (GESIS), where the data sets are cleaned and tested (Howell and Jusko 2009; Howell 2010). Users are provided with extensive documentation, which includes any information that might be relevant for the inclusion or possible exclusion of a country/election study on methodological grounds.


Case Selection

Of course the inclusion of country/election cases is far from a random process, dependent as it is on the willingness of country-based researchers to participate and to secure funding for an election study in the first place. While most countries included maintain a continuous presence, some drop in and out as funding or collaborator availability permits. The nonrandom nature of country case selection in the CSES is the first challenge we address here, one that is common to most, if not quite all, other similar research programs.

Bormann and Golder (2013) collected data on all legislative and presidential elections up to 2011 that had been held in democratic regimes. This forms a baseline from which to first construct a population of elections from which the CSES data are drawn during the same period (thus excluding more recent country/elections).7 From its inception in 1996 through 2011, the CSES module was fielded in 116 democratic elections in forty-six countries.8 In thirty-one countries the CSES module had been run at least twice, and in nine countries the CSES module had been run in at least four elections. This, however, is only a small fraction of the overall number of elections that were held in democratic regimes during that period. While the CSES includes one of the largest cross-national surveys to date, the CSES sample consists of just 16% of all general parliamentary/legislative and presidential elections held between 1996 and 2011.

As Table 18.3 shows, the coverage rate of the CSES is best in the West, which includes Western Europe, the United States, Canada, Australia, and New Zealand, and in the small number of democratic elections held in the Middle East and Northern Africa. There was no election under a democratic regime as defined by Borman and Golder that was covered in elections in sub-Saharan Africa (n = 96) and none in the Pacific Islands (n = 57), and Latin America and Asia are also underrepresented.

Perhaps more important, the CSES appears to be not very representative of the selection of electoral systems, which was at least initially a primary focus for the project (see below). Elections held in majoritarian systems account for only 7% of the sample, although majoritarian elections formed 23% of all possible cases (sourced from IDEA 2015). Less than 10% of the CSES cases include presidential elections, compared to 31% of the potential cases. To further examine this, we constructed a simple model of case selection in which the dependent variable represents whether a survey was conducted after the election that included the CSES module. The results are reported in Table 18.4. Some 30% of the variance in case selection can be explained by the electoral system, democratic development, and the size of the country’s population. Established democracies are much more likely to be included than newer democracies, and larger countries rather than smaller countries, while presidential elections and majoritarian systems are underrepresented.9 There appear to be no significant differences in the selection of mixed electoral systems compared to proportional representation systems (the omitted category).



Table 18.3 Representation of Elections by Region in the CSES (1996–2011)




	
	Elections
	Percent





	1. Sub-Saharan Africa
	96
	0



	2. Asia
	81
	15



	3. West (incl. US, Canada, Australia, New Zealand)
	165
	35



	4. Eastern Europe/post-Soviet states
	130
	18



	5. Pacific Islands/Oceania
	57
	0



	6. Middle East/North Africa
	9
	44



	7. Latin America/Caribbean
	180
	11



	Total
	718
	16





Sources: CSES, Modules 1–3; IDEA 2015.






Table 18.4 CSES Case Selection (Logit Coefficients)




	
	Coef
	S.E.





	Majoritarian system
	−1.82**
	0.41



	Mixed electoral system
	−0.22
	0.33



	Established democracy
	1.61**
	0.24



	Presidential election
	−1.10**
	0.30



	Log of population in millions
	0.45**
	0.08



	Constant
	−2.50**
	0.25



	Nagelkerke R2
	0.30
	



	N
	675
	





** p < .01; *p <. 05.

Sources: CSES, Modules 1–3; IDEA 2015.




Another possible selection of cases might be confined to countries that are members of the Organisation for Economic Co-operation and Development (OECD), significant both for the size of their populations and their economies, and often the reference point for much comparative research because of the higher quality and range of data available from them. From this standpoint, up to mid-2015 every single country currently in the OECD has featured in the CSES, except for Luxembourg. However, some countries have contributed data for every single election since 1996 (e.g., Poland, Switzerland, and France for all presidential elections), while others have contributed but one (Italy, Estonia, Slovakia). Overall, the OECD country response rate between 1996 and 2015 was just under 60%, estimated after the second release of Module 4 in March 2015. However, that should climb significantly when Module 4 data submission and release are complete.

It is important not to make too much of apparent “bias” in the CSES. So long as there is sufficient variation in the macro-level variables of interest across the country cases, inferences can be drawn from properly specified models. However, researchers ought to pay more attention to case selection issues. As noted previously, small countries—particularly very small countries—are less likely to appear in the CSES, and indeed in cross-national survey samples in general. Inferences about OECD countries are unlikely to be greatly affected by the absence of Luxembourg, for example (although it is one of the world’s richest countries). However, about half of the world’s countries and territories have populations of fewer than five million people, and a quarter have fewer than half a million. Such countries tend to collect and report less information about themselves. Much cross-national comparative research is likely to have a large country bias.10 But of course the majority of the world’s population is found in the larger countries. Yet cross-national comparative researchers do not weight their data by population size, because virtually all inferences would then be driven by the largest countries. The whole point of cross-national comparative research is to use countries as cases, on the assumption that their particular characteristics are variables in question and therefore they should be weighted equally. On this assumption, cross-national researchers should probably weight their country-cases equally. Most do not, although the CSES does provide an appropriate weight to do so. In multivariate analysis, of course, weights matter less: most of the relevant parameters will be captured by the control variables and by other features of model specification.


The Multilevel Data Structure

If case selection continues to be a challenge, at least advances in statistical modeling techniques give analysts more scope to address some of the problems and some assurance of greater rigor in comparative analysis. As in similar international studies, new strategies of analysis have come to the fore in recent years. Since The Civic Culture, methodological standards have risen, and the capacities of statistical techniques and computer hardware and software have increased to match them. No longer is it sufficient to simply compare frequencies and cross-tabulations between countries.

The CSES has led the way in combining individual-level data and country-level data, opening up new possibilities, but at the cost of increasing complexity. When pooling cross-national comparative survey data, one must also take account of their multiple levels, and in particular the nesting of individuals within countries. As noted previously, analysis is also possible over time, adding a further dimension. Thus models are needed to provide for random intercepts for each country (or country-year/election) and, quite frequently, random slopes, on the assumption that the effects of the variables in question will not be the same across time and space (Gellman and Hill 2007, 235–342).

While multilevel models can address these questions, with a data set the size of the CSES, in more complex forms with more than two levels and random slopes that may not always converge, all this can take time to run and can require more advanced methodological skills to interpret. There may be systematic, culturally derived differences between countries in terms of response patterns, some leaning to the extremes, others closer to the middle, which sophisticated methods can be used to address (Stegmueller 2011). When analyzing smaller subsets of units, standard errors may become biased using standard frequentist methods, requiring a Bayesian approach. Indeed, given the nonrandom selection of country cases, an argument can be made that Bayesian approaches should be used more generally (Western and Jackman 1994; Stegmueller 2013). Other techniques of multilevel analysis have also been proposed and implemented, such as the “two-step” method (Jusko and Shively 2005), but most published work using the CSES, at least, tends to employ multilevel, random-intercept models.

Question Design: Translation, Institutions, and Context

Like other international surveys, the CSES must address other significant problems: the translation of its instruments into numerous languages, and indeed, the broader concern that even with the most accurate translation, some questions and concepts will simply not mean the same thing in a different context. The questionnaire is first produced in English, but within the framework of the CSES Planning Committee, representation within which has always included members with a broad representation of native languages. Difficulties of translation therefore enter the question design process very early. Collaborators who administer the questionnaire in languages other than English produce their own translations, recording details of the translation process, including notes about questions and concepts that are difficult to translate. Following current standards of cross-national survey design, these are recorded in the design report for each country submitted by collaborators and made available to users in the documentation associated with the CSES data sets (Survey Research Center 2010).

One of the more contentious debates within the CSES has been on how best to estimate respondents’ political knowledge. In an ideal world, one would design a battery of questions to be asked in all countries that would allow us to compare levels of political knowledge cross-nationally. Yet institutional and cultural differences are such that the search for such a common battery is akin to that for the Holy Grail of Christian mythology. Nonetheless, some do argue for a more consistent design of political knowledge questions across countries (e.g., Milner 2002). In Modules 1–3, the objective was simply to estimate the distribution of political knowledge within each country, on a similar scale. Collaborators were asked to choose three questions, to one of which two-thirds of respondents were expected to provide the correct answer, to the second of which half were expected to do so, and to the third, only one-third. This was intended to produce a scale with a similar mean and standard deviation in each country that would provide an estimate of relative levels of knowledge within each country. However, the substantive content of the questions was left entirely to collaborators, increasing uncertainty about their value and robustness. As it turned out, further standardization of the scale within countries was usually necessary, as not all collaborators could accurately calibrate their questions to the requested distribution. Analysis of the questions over the first two modules found significant measurement problems (Elff 2009).

For Module 4, four standard questions were developed: which party had come in second in the election in question; the name of the minister of finance or equivalent; the most recent unemployment figure; and the name of the Secretary-General of the United Nations (CSES 2011, 18–20). The first three questions, in particular, were intended to capture the extent to which respondents could grasp who was, or who was not, in government, and the extent to which they might be aware of that government’s economic performance. The latter question in particular was calibrated to the broader substantive content of Module 4. Because of different institutional frameworks and other contextual differences, different levels of knowledge of these questions are expected across countries. Assuming sufficient variation, standardized scales will be produced for each country. Country variation in these responses to the same instruments could be of interest in certain areas of research, addressing the question of institutional and other contextual differences that might account for such variations, as well as their implications.

Another vexed matter of question design debated within the CSES has been the use of the standard left-right scale as a basis for estimating the dimensionality of the party system and where individuals situate themselves within it. The question, on an eleven-point scale from 0 (“Most Left”) to 10 (“Most Right”), asks respondents to place both parties and themselves on that scale. Some country collaborators argue that Left-Right means little or nothing in their countries, and they do have the option of including an alternative dimension that they think is more meaningful.

A more fundamental and related problem is the limited space available for the module. In this case, the CSES faces a greater problem than other cross-national surveys that can command most, if not all, of the questionnaire space for their comparative questions. Because the CSES is usually incorporated within a broader election study questionnaire, there is much greater competition for space. This sometimes means that collaborators will drop a question or questions from the module or demographics. It also means that multiple instruments to better estimate an underlying variable or dimension are usually excluded; one question alone must suffice. Innovative advances in survey research, such as vignettes or experiments, have yet to be implemented. The strategy has been to keep instruments and the batteries within them as simple, short, and straightforward as possible.

Fieldwork, Mode, and Response Rates

As noted, a feature common in cross-national surveys is the need for country collaborators to obtain their own funding. The limited availability of funding can often limit the options available for fieldwork. The optimal method recommended by the CSES Planning Committee is face-to-face (FTF) interviews with a sample of respondents selected from a national probability design. These surveys have long been considered to be the “gold standard” because of their ability to achieve longer interviews with high response rates. Respondents are much more likely to cooperate if they are approached in person, as opposed to receiving a self-completion questionnaire in the mail or a call on the telephone or email message. This is confirmed in Table 18.5, which shows that within the CSES, FTF surveys have an average response rate of 57%, which is higher than the average response rate achieved through other methods.

The FTF surveys are very costly and are reaching a point that may soon be unsustainable in some countries. For example, the 2012 American National Election Study (ANES) that contains CSES Module 4 was estimated to cost $4.2 million to complete two thousand FTF interviews of seventy minutes in length (both pre and post), or $2,100 per respondent. The Economic and Social Research Council’s (ESRC) call for the 2015 British Election Study (BES) was for a maximum of £1.25 million, most of which will be devoted to the core FTF probability sample, which traditionally consists of about three thousand completed FTF interviews (Karp and Luhiste 2016).

As Table 18.5 shows, FTF interviews are the dominant mode in the majority of studies within the CSES, if only because the costs of such interviews remain lower in many countries than in Britain or the United States. However, 20% of the election studies were conducted by telephone. Telephone surveys tend to suffer from declining response rates as well as diminished coverage of households by landlines and the increased use of mobile phones. Estimates from the National Health Interview Survey (NHIS) conducted in the second half of 2013 indicate that two in every five households (39.1%) lived in households with only wireless telephones (Blumberg and Luke 2014). The high level of mobile-only households in the United States is not unique. Estimates from Europe indicate that the number of households with only mobile phones increased dramatically in the 2000s. As of 2009, three-quarters of the Finish population had mobile-only households. The rate of mobile-only coverage varies substantially across Europe. By 2009 a majority in Slovakia, Latvia, Lithuania, and the Czech Republic had only mobile phones, although Europeans in other democracies were not so quick to abandon their landlines (Mohorko, de Leeuw, and Hox 2013). These differences pose new challenges for survey researchers that are not just restricted to reaching respondents but include interviewing them in different contexts (Lynn and Kaminska 2012).



Table 18.5 Election Study Designs and Response Rates in the CSES




	Mode
	Response Rate
	n





	Face to face
	57.2
	75



	Telephone
	45.1
	21



	Mail
	45.4
	8



	Module 1 (1996–2001)
	60.0
	23



	Module 2 (2001–2006)
	52.1
	31



	Module 3 (2006–2011)
	53.5
	42



	Module 4 (2011–2016)
	45.4
	8



	No incentive
	54.6
	76



	Token
	48.1
	7



	Payment (i.e., lottery)
	52.7
	16





Source: Compiled from Design Reports, Comparative Study of Electoral Systems (2011).




Variation in survey practices and standards across countries raises the question of whether observed differences are real (Heath, Fisher, and Smith 2005). Countries with low responses rates are likely to underrepresent potential participants, for example those with lower levels of education, leading to a biased sample that may not be corrected by weights or applying controls.11 There is also considerable inconsistency in the collaborators’ calculations and reporting of response rates themselves, of which the CSES is well aware.

As Table 18.5 shows, response rates vary not only across mode but also across time. However, on the surface at least the response rates for telephone interviews from other countries in the CSES do not appear to be substantially lower than for FTF surveys. Australia and New Zealand rely almost entirely on the “mail-back” method, mailing questionnaires to respondents randomly sampled from the electoral register, thus excluding those who are not registered from their samples (although these numbers are usually less than 10%).12 Both countries have robust mail delivery systems. While mail surveys have the advantage of low costs, they may not be viable where postal systems are less reliable.

As a result of these and other differences, response rates differ between country studies and for the most part are declining over time within countries, a feature common to most survey research and polling. This is also evident in Table 18.5. Yet the differences in response rates across modes are not as high as one might have expected.13

Research shows that providing respondents with different mode options can in some circumstances reduce response rates (Griffin, Fisher, and Morgan 2001), but in others enhance them (Dillman, Smyth, and Christian 2009). Many researchers seek to encourage respondents to use the Internet to reduce survey costs. They may present their sample with a first option of web only, but later offer mail-back as an option for nonrespondents. This tends to reduce response rates, as web surveys tend to have low response rates (Manfreda et al. 2008; Shinn, Baker, and Briers 2007). When given unconstrained choice between mail-back and web interface from the beginning, by far the majority of respondents choose hard copy (Bensky, Link, and Shuttles 2010). Offering an additional web option can encourage procrastination and thus nonresponse in some cases (Medway and Fulton 2012; Millar and Dillman 2011). However, simultaneous mode offering can enhance response rates if one—the mail-back—is seen as the primary mode and the other—the web—is offered less prominently (Newsome et al. 2013). As this is the case with the Australian and New Zealand election studies, our expectation is that their web option as a supplementary add-on to mail-back should marginally enhance their response rates.

Debate continues within the CSES about whether or not to accept data that are not based on a random probability sample. In 2005 and 2010 the BES included the CSES module on a nonprobability Internet-based sample; both times it was rejected by the CSES Planning Committee. While it may be the case that online nonprobability samples drawn from repeatedly contacted panels can match patterns of party choice and much of what lies behind such choices (Sanders et al. 2007), the objectives of the CSES range far beyond simple party choice. In an online panel, perceptions of the accountability and representativeness of government and political leaders, satisfaction with democracy, and age-related patterns of turnout may be subject to more bias than random probability samples using traditional methods, even when their response rates are low (Karp and Luhiste 2016).


CONCLUSIONS

The development of comparative cross-national survey research programs in social and political science has transformed the field of comparative politics. One can now talk of “comparative political behavior” as a significant subfield of political science, in a way that was not so credible twenty years ago. Over this period, a paucity of data has turned into, if anything, an oversupply, albeit with significant deficits in coverage. Yet significant challenges remain. Inattention to nonrandom country case selection issues, problems of comparability of question design, variations in country sampling, and questionnaire modes and response rates expose researchers to risks of making incorrect inferences. But these challenges can be addressed. The CSES provides detailed reports that can be used to identify potential problems. Researchers should subject their cases to scrutiny and as a last resort even discard those about which doubts may be raised that might affect findings about the particular research question being addressed.

We must also acknowledge that declining response rates, increasing survey costs, and declining social science research budgets all combine to make the future of cross-national survey research programs uncertain, despite recent progress.14 Nonetheless, election study participation in the CSES increased through Modules 1 to 3 and is likely do so again in Module 4. The number of publications using the CSES has also been on an upward track. Increasingly sophisticated methods are being developed to compensate for some of the methodological challenges posed by the national collaboration model.

NOTES

1. In 1977 the Michigan Election Studies was changed to the National Election Studies, where control over content and design was vested in a board of overseers appointed by the principal investigator in consultation with the National Science Foundation (Miller 1994). In 2005 the National Election Studies became known as the American National Election Studies.

2. A more comprehensive list including several regional studies can be found in Kittilson (2007, 867–887).

3. Aside from the two commercial firms noted here, Gfk NOP, Harris Interactive, IPSOS, Synovote/Agis, and TNS have also been active in cross-national polling (Smith 2010a).

4. We thank Dave Howell for his very helpful comments on an earlier draft of this chapter, but of course take full responsibility ourselves for what follows.

5. Some of the cases include elections that are not sovereign nations, such as Hong Kong.

6. Major studies have emerged and are emerging from the CSES: Norris (2004); Klingemann (2009); Dalton and Anderson (2010); Dalton, Farrell, and McAllister (2011); Thomassen (2014); Vowles and Xezonakis (2016). A short analysis of studies published up until 2009 can be found in Vowles (2009).

7. Borman and Golder (2013) define democratic regimes as requiring the election of a chief executive and legislature, more than one party competing in elections, and an alternation in power under identical rules. For this reason, South Africa does not qualify, because it has not experienced an alternation in power since the end of apartheid. South Africa ran the CSES third module in 2009, the only African country so far to participate.

8. Studies in which the CSES has been run under regimes that were not full democracies are not included in this figure.

9. However, India, the world’s largest democracy, is yet to be included in the CSES, despite efforts by successive planning committees to encourage its participation.

10. One reason for the underrepresentation of majoritarian countries in the CSES is that many of these are small Caribbean or Pacific Island democracies that were former British colonies.

11. The CSES asks its collaborators to provide a comparison of the educational profile of their sample with that of the population and provides the opportunity for collaborators to include demographic and political weights to correct for biases related to sampling error and nonresponse bias.

12. Australia and New Zealand also offered respondents the choice of completing the survey online, but surprisingly few took up this option.

13. Paying respondents per interview or providing token incentives do not apparently contribute to higher response rates in the CSES, but given the broad thrust of the survey methodology literature indicating that these methods are effective, this is almost certainly a result of endogeneity. Payments and incentives are likely applied in cases where nonresponse problems are strongest, not where response rates are still relatively high.

14. For example, at the CSES plenary meeting in Berlin in 2014 that elected the planning committee for Module 5, reports from many election study teams repeated a similar theme that funding remained uncertain and continuation in the field could not be guaranteed.
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APPENDIX: SELECTED LIST OF NATIONAL ELECTION STUDY WEBSITES

The National Election Study (United States): http://www.electionstudies.org/

The British Election Study: http://www.britishelectionstudy.com/

The Swedish National Election Studies: http://valforskning.pol.gu.se/english

The French National Election Study: http://www.cevipof.fr/fr/eef2017/fnes/

The Danish National Election Study: http://www.valgprojektet.dk/default.asp

The Dutch Parliamentary Election Studies: http://www.dpes.nl/en/

German Federal Election Studies: http://www.gesis.org/en/elections-home/german-federal-elections/




CHAPTER 19

GRAPHICAL VISUALIZATION OF POLLING RESULTS

SUSANNA MAKELA, YAJUAN SI, AND ANDREW GELMAN

INTRODUCTION

GRAPHICS are an integral part of modern statistics and political science. Gelman and Unwin (2013) propose several goals for statistical graphics, divided into “discovery” goals and “communication” goals. Discovery goals for graphics include giving an overview of the content of a data set, a sense of its scale and complexity, and exploration for any unexpected aspects. Communication goals are useful for both a general audience and specialists. Compared to tables, graphs allow many more comparisons to be visible at once and thus can make even complex statistical reasoning more accessible to a general audience. In addition, graphs can help statisticians better evaluate their assumptions and interpret their inferences, and they help social scientists to better extract and evaluate the substantive claims and conclusions of models.

Polling is expensive, and falling response rates necessitate the most effective use of available data. Modeling allows us to obtain better estimates, especially for small cells defined by demographic groups of interest, by borrowing strength across available data. New polling methods using nonprobability samples also require statistical modeling for generalizability; see, for example, Wang et al. (2015).

Graphs can and should be used in each step of the modeling process, from exploring raw data to presenting and explaining final model results; in this chapter, we describe their use in each of these steps and illustrate with examples that arise from several previously published works, which we now briefly summarize. We encourage the reader to refer to these publications for greater detail on the data and models behind the graphics shown here.

Gelman et al. (2007) use multilevel modeling to explain the apparent paradox of poor voters favoring Democrats and rich voters favoring Republicans, while poor states overall tend to support Republican candidates and rich states support Democratic ones. Gelman et al. (2016) seek to understand large swings in election polls, arguing that reported swings are often likely due to sampling bias rather than true changes in vote intention. Ghitza and Gelman (2013) use multilevel regression and post-stratification to estimate election turnout and voting patterns among subsets of the population defined by multiple demographic and geographic characteristics. Ghitza and Gelman (2014) develop a generational model of presidential voting, finding that political events in voters’ teenage and young adult lives are important in shaping their long-term partisan preferences. With response rates to traditional polls rapidly declining, Wang et al. (2015) demonstrate the potential of a highly nonrepresentative data set of presidential vote intention, collected via the Xbox gaming platform, in obtaining accurate election forecasts via multilevel modeling and post-stratification. Finally, Makela et al. (2014) demonstrate how statistical graphics can be used to better understand the survey weights that come with many surveys that have complex sampling designs.

EXPLORING RAW DATA

Large polls and complex public opinion surveys have a great deal of structure and patterns that can be difficult to summarize concisely. Tables of numbers and percentages quickly become unwieldy and unreadable, and comparisons between groups and quantities of interest are much more difficult to make with tables than with graphs. When we are exploring a raw data set, graphics help give a clearer understanding of its characteristics by illuminating the qualitative content, allowing us to check assumptions (e.g., whether outcomes between particular subgroups conform to subject matter knowledge), confirm expected results, and find distinct patterns (Gelman and Unwin 2013).

For example, the left panel of figure 19.1, from Ghitza and Gelman (2014), plots the relationship between age and Republican vote share in 2008 among non-Hispanic whites, which is complex and nonmonotonic. This plot uses only the raw data (with lowess curves for clarity), not model estimates. While subject matter knowledge may lead us to assume that Republican vote share is lower among younger people than older people, this graph complicates that assumption and forces us to consider alternative explanations.

Confronted with this new pattern, the authors construct corresponding curves for the 2000–2012 elections (figure 19.1, center panel). Nonmonotonic patterns are apparent in each election year, but there is no clear trend across elections, and the peaks and valleys in different election years do not line up by age. Graphing period trends in the left and center panels of figure 19.1 revealed an unexpected pattern, but did not help us understand it.

Perhaps graphing generational or cohort trends—that is, changing the x-axis from age to birth year—may further illustrate the situation. These trends are graphed in the right panel of figure 19.1, and indeed, the peaks and valleys are nearly perfectly aligned, providing strong evidence for generational trends in presidential voting. As Ghitza and Gelman (2014) note, “this relationship remains clear and strong over the course of 12 years, measured across multiple surveys conducted by different organizations, and unaltered by any complicated statistical model. This appears to be no statistical artifact.” These three simple plots clearly illustrate a striking pattern that is the foundation of their entire paper.

Graphics can also help us understand the design and construction of polls and surveys, particularly with the rise of nontraditional polling methods. Wang et al. (2015) generate election forecasts using data collected through the Xbox gaming system in the forty-five days before the 2012 U.S. presidential election. Their panel data set consists of over 750,000 interviews with more than 345,000 unique respondents. However, the sample is clearly nonrepresentative and is biased most severely with respect to age and sex; this bias is shown in figure 19.2, which plots the demographic composition of the Xbox sample to the 2012 electorate as estimated from national exit polls. Similarly, figure 19.3 plots daily estimates of two-party support for Barack Obama across the forty-five days before the 2012 election for the Xbox data compared to averages from traditional polls, clearly displaying how time trends in the Xbox data compare to time trends in a representative sample.

Many polls and public opinion surveys have complex sampling schemes and come with weights that correct for known differences between the sample and population. Here again, graphics are useful in understanding survey weights and their relationship to the data, as demonstrated by Makela et al. (2014). Figure 19.4 plots binned survey weights against the design variables used to calculate the weights. Such figures can be helpful when deciding how to incorporate sampling weights in a model—whether they should be included directly or indirectly through the design variables. Furthermore, it is useful to know how survey weights are related to outcomes of interest, as shown in figure 19.5. Here we see that the proportion of children who are overweight or have asthma varies weakly with the survey weights, while household income varies much more strongly, indicating that not accounting for survey weights in a model of household income could result in biased estimates. Finally, since large weights can lead to highly variable estimators, understanding the relationship between weights and sample size is important. Figure 19.6 shows binned weights plotted against sample size to illustrate that although the vast majority of observations have weights with small magnitude, there are a small number of observations with large weights that can lead to noisy estimates.



[image: image]

FIGURE 19.1 Raw data and LOESS curves, indicating the relationship between age and presidential voting preferences among non-Hispanic white voters for the 2000–2012 elections. (L) The relationship is clearly nonmonotonic and quite peculiar in 2008; instead of a linear or even quadratic relationship, the curve changes directions multiple times. (C) Nonmonotonicity is a feature of the other elections as well, though no clear pattern is apparent from this graph alone. (R) The true relationship emerges when the curves are lined up by birth year instead of age. The peaks and valleys occur in almost identical locations, strongly suggesting a generational trend. (For the interpretation of the references to color in this figure legend, the reader is referred to the web version of this chapter.)

[Credit line: Ghitza and Gelman (2014)]
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FIGURE 19.2 Comparison of the demographic, partisan, and 2008 vote distributions in the Xbox data set and the 2012 electorate (as measured by adjusted exit polls). As one might expect, the sex and age distributions exhibit considerable differences.

[Credit line: Wang et al. (2015)]
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FIGURE 19.3 Daily (unadjusted) Xbox estimates of the two-party Obama support during the forty-five days leading up to the 2012 presidential election, which suggest a landslide victory for Romney. The blue line indicates a consensus average of traditional polls (the daily aggregated polling results from Pollster.com), the horizontal dashed line at 52% indicates the actual two-party vote share obtained by Barack Obama, and the vertical dotted lines give the dates of the three presidential debates. (For the interpretation of the references to color in this figure legend, the reader is referred to the web version of this chapter.)

[Credit line: Wang et al. (2015)]
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FIGURE 19.4 (a) Currently Married. (b) Education. (c) Race/Ethnicity. (d) Age. The proportion of respondents at each level of the given variable vs. binned baseline survey weights (log scale), plotted for four discrete ranking variables in the Fragile Families study. The binned averages are smoothed by lowess curves. Sample size is high, so a large number of bins (as indicated by the tick marks on the x-axes) are used. A few of the tick marks are labeled to indicate the log weights in some of the bins; the total range of the weights is large, varying by a factor of approximately exp (8.5) or 5000. HS = high school.

[Credit line: Makela et al. (2014)]
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FIGURE 19.5 Sample proportions of (a) children who are overweight, (b) children with asthma, (c) families receiving welfare benefits, and (d) annual household income, all plotted vs. binned survey weights.

[Credit line: Makela et al. (2014)]



MODEL BUILDING

When working with large data sets, graphs are instrumental in iteratively building models of increasing complexity. Figure 19.7, from Ghitza and Gelman (2013), illustrates one way of comparing raw data to estimates from a simple model and an incrementally more complex model.

The left panel plots raw 2008 vote share for John McCain by state and income for non-Hispanic whites. We can immediately see that there is much variation in McCain vote share across states, as we would expect. However, these raw estimates are quite noisy, and a clear structure is difficult to discern, even with a sample size exceeding fifteen thousand (Ghitza and Gelman 2013).



[image: image]

FIGURE 19.6 Sample sizes by weight bin for baseline weights in the Fragile Families study for (a) all weight bins, (b) weight bins with sample size less than 100.

[Credit line: Makela et al. (2014)]
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FIGURE 19.7 The evolution of a simple model of vote choice in the 2008 election for state/income subgroups, non-hispanic whites only. The first panel shows the raw data; the middle panel is a hierarchical model in which state coefficients vary, but the (linear) income coefficient is held constant across states; the right panel allows the income coefficient to vary by state. Adding complexity to the model reveals weaknesses in inferences drawn from simpler versions of the model. Three states—Mississippi (the poorest state), Ohio (a middle-income state), and Connecticut (the richest state)—are highlighted to show important trends.

[Credit line: Ghitza and Gelman (2013)]



The middle panel depicts estimated McCain vote share plotted against income from a model in which the effect of income is restricted to be the same across states. As in the raw data, there is wide variation in the estimates of McCain vote share across states. The left panel plots estimates from a model in which the effect of income is allowed to vary by state. The inferences drawn from the model in the middle panel now seem simplistic when compared to estimates from the right panel.

Increasing the complexity of the model by allowing the effect of income to vary by state gives a more complete picture of voter behavior and adds an important new dimension to the story told by the middle panel, namely that the effect of individual income on McCain vote share depends on state-level income. Importantly, simply comparing predicted probabilities or tables of model coefficients would have made this conclusion difficult to come by, while the appropriate graphs make it nearly impossible to miss.

A similar story is told by the set of graphs in figures 19.8–19.10, originally published in Gelman et al. (2007). Figures 19.8 and 19.9 are analogous to the middle and right panels of figure 19.7, respectively; estimates of support for George W. Bush in figure 19.8 are from a model in which the effect of individual income is the same across states, while those in figure 19.9 are from a model allowing the effect to vary by state. The size of the hollow circles represents the proportion of households in each income category relative to the national average, while the solid circles represent the average state income.
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FIGURE 19.8 Probability of supporting Bush as a function of income category, for a rich state (Connecticut), a middle-income state (Ohio), and a poor state (Mississippi), from a multilevel logistic regression model fit to Annenberg poll data from 2000 to 2004. The open circles show the relative proportion (as compared to national averages) of households in each income category in each of the three states, and the solid circles show the average income level and estimated average support for Bush for each state. Within each state, richer people are more likely to vote Republican, but the states with higher income give more support to the Democrats.

[Credit line: Gelman et al. (2007)]
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FIGURE 19.9 Probability of supporting Bush as a function of income category, for a rich state (Connecticut), a middle-income state (Ohio), and a poor state (Mississippi), from a multilevel logistic regression model with varying intercepts and slopes fit to Annenberg poll data from 2000 to 2004. The open circles show the relative proportion (as compared to national averages) of households in each income category in each of the three states, and the solid circles show the average income level and estimated average support for Bush for each state. Income is a very strong predictor of vote preference in Mississippi, is a weaker predictor in Ohio, and only weakly predicts vote choice at all in Connecticut. See figure 5 in Gelman et al. (2007) for estimated slopes in all fifty states, and compare to figure 8 (figure 3 in Gelman et al. 2007), in which the state slopes are constrained to be equal.

[Credit line: Gelman et al. (2007)]



The full story is shown in figure 19.10, which plots the probability of voting Republican against individual income for the six presidential elections between 1984 and 2004. This graph allows us to examine how the effect of individual income changes not only across states, but across elections as well.

Graphs dividing model estimates into small multiples are also instructive in understanding the structure captured by a model. One good example of this is figure 19.11, from Ghitza and Gelman (2013), which plots the 2008 two-party McCain vote share against income for all voters and non-Hispanic whites by state as estimated from pooled Pew surveys and a multilevel model. For most states, the relationship between income and McCain vote share is similar for all voters and non-Hispanic whites, but there are several states—Louisiana, South Carolina, Mississippi, and Maryland among them—in which the pattern for non-Hispanic whites deviates notably from all voters, particularly for lower income quintiles. These plots emphasize the importance of accounting for interactions among income, state, and ethnicity, not just between income and state, when modeling McCain vote share.

Often a more complex model leads to a new story that is more consistent with the data. Figure 19.12, from Gelman et al. (2016), shows estimates of two-party Obama support over time for one model that adjusts only for demographics and another that adjusts for both demographics and partisanship. Under the first model, Obama support fluctuates sharply in the forty-five days preceding Election Day, but adjusting for partisanship in addition to demographics greatly reduces this variation. Gelman et al. (2016) interpret results from the latter model as “suggesting that most of the apparent changes in support during this period were artifacts of partisan nonresponse.” In this case, graphing estimates from the two models in the same figure reveals a qualitatively different picture of Obama support prior to the 2012 election using the more complex model that adjusts for partisanship in addition to demographics than using the simpler, demographics-only model.
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FIGURE 19.10 Results for a varying-intercept, varying-slope, multilevel logistic regression, using exit poll data from 1984 to 2004. The curves show the probability of supporting Bush as a function of income category, within states that are poor, middle-income, and rich.

[Credit line: Gelman et al. (2007)]



Another example of graphs illustrating the different stories two models can tell is figure 19.13, also from Gelman et al. (2016). Here, the authors plot changes in two-party Obama support before and after the first presidential debate across various subpopulations for the demographics-only and demographics plus partisanship models described above. The conclusions about the effects of the debate on support for Mitt Romney on these subpopulations differ between the two models.
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FIGURE 19.11 All voters, shown in black, and non-Hispanic whites, in gray. Dots are weighted averages from pooled June–November Pew surveys; error bars show + /−1 s.e. bounds. Curves are estimated using multilevel models and have a s.e. of about 3% at each point. States are ordered in decreasing order of McCain vote (Alaska, Hawaii, and Washington, DC, excluded).

[Credit line: Ghitza and Gelman (2013)]




UNDERSTANDING THE RESULTS

Interpreting coefficients from even relatively simple models can be difficult. Adding interactions, nonlinear terms, and hierarchical structure to the model makes such interpretations even more challenging. Furthermore, in multilevel models, coefficients are modeled in batches, and we may be interested in the extent of partial pooling in the coefficient estimates, which is difficult to communicate via tables. Graphs can make regression results from even highly complex models easier to understand, summarize, and interpret.
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FIGURE 19.12 Obama share of the two-party vote preference (with 95% confidence bands), estimated from the Xbox panel under two different post-stratification models: the dark line shows results after adjusting for both demographics and partisanship, and the light line adjusts only for demographics. The surveys adjusted for partisanship show less than half the variation of the surveys adjusted for demographics alone, suggesting that most of the apparent changes in support during this period were artifacts of partisan nonresponse.

[Credit line: Gelman et al. (2016)]



One example of using graphs to understand model results comes from Ghitza and Gelman (2013). In describing models of election turnout and voting patterns, the authors note that “we knew a priori that our estimates for Obama’s vote share among African American groups needed to be high, over 90%, but we could not know what regression coefficient was plausible, as the coefficient could change drastically depending on functional form.” In contrast, graphing the actual estimated Obama support for various demographic subgroups would immediately reveal whether the model captures this known aspect of the data and how the estimates behave as these subgroups are made finer and finer.

Figure 19.14, from Ghitza and Gelman (2013), confirms that African Americans’ predicted two-party McCain vote share (darkest gray circles) is low. In addition, we see that adding more demographics reveals the heterogeneity within subgroups, but the overall estimates remain relatively stable. Figure 19.14 also exemplifies how graphs can encode additional information in the color and size of plotting symbols (see the web version of this chapter for color figures).
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FIGURE 19.13 Estimated swings in two-party Obama support between the day before and four days after the first presidential debate under two different post-stratification models, separated by subpopulation. The vertical lines represent the overall average movement under each model. The horizontal lines correspond to 95% confidence intervals.

[Credit line: Gelman et al. (2016)]
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FIGURE 19.14 Turnout and vote choice for population subgroups, presidential election 2008. Size = Subgroup population size 2007; Color by ethnicity: White = White, Black = Black, Red = Hispanic, Green = Other. Each bubble represents one demographic subgroup per state, with size and color indicating population size and ethnicity. As additional demographics are added, heterogeneity within subgroups is revealed by the dispersion of the bubbles, while estimates remain reasonable. (For the interpretation of the references to color in this figure legend, the reader is referred to the web version of this chapter.)

[Credit line: Ghitza and Gelman (2013)]



Similarly, figure 19.15 uses color and a grid of maps by age and income to display the heterogeneity in vote swing from 2004 to 2008 among non-Hispanic whites (see the web version of this chapter for color figures). While whites overall shifted toward Obama by 3.3%, poorer and older white voters in the South and Appalachia actually supported McCain in 2008 more than they did Bush in 2004 (Ghitza and Gelman 2013). This heterogeneity would be nearly impossible to determine from regression coefficients alone, and the use of color and repeated multiple graphs makes the variation by age, income, and geography immediately clear to the reader.
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FIGURE 19.15 State-by-state shift toward McCain (red) or Obama (blue) among white voters, broken down by income and age. Red = McCain better than Bush; Blue = McCain worse than Bush. Only groups with > 1% of state voters shown. Although almost every state moved toward Obama in aggregate, there are substantial demographic groups that moved toward McCain all over the map, specifically among older whites. (For the interpretation of the references to color in this figure legend, the reader is referred to the web version of this chapter.)

[Credit line: Ghitza and Gelman (2013)]



Regression coefficients from a complex model are summarized particularly clearly in figures 19.16 and 19.17, from Ghitza and Gelman (2014). Full details of the model are given on pages 6–7 of that paper, but briefly, the model predicts the proportion of Republican presidential support by the birth year cohort, election year, and race/region group (non-southern white, southern white, and minority) to which a given survey respondent belongs. Specifically, Republican vote share is modeled as the sum of a generational effect—the importance of age in forming long-term presidential voting patterns and how this importance varies by race/region—and a period effect that captures election-to-election changes by race/region and the importance of these changes for different age groups.
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FIGURE 19.16 Estimates for the generational aspects of the model. (L) The rough age range of fourteen to twenty-four is found to be of paramount importance in the formation of long-term presidential voting preferences. Political events at a very young age have very little impact, and after the age of twenty-four, the age weights decrease, staying at a small steady magnitude from about the age of forty-five onward. (R) These age weights, and the political socialization process implied by them, are substantially more important for non-Hispanic whites than for minorities as whole.

[Credit line: Ghitza and Gelman (2014)]



Figure 19.16 summarizes the generational effects, which consist of an age-specific weight for ages one to seventy and an interaction term that allows the importance of these weights to vary by race/region group for each birth year and election year. While the actual numerical values of the age weights are difficult to understand, we can immediately see in the left panel that events occurring roughly between the ages of fourteen and twenty-four have the largest impact on future vote preference. The interaction terms are summarized in the right-hand panel of figure 19.16, which displays their posterior distribution for each race/region group. Interaction terms are often difficult to interpret directly, and this graph allows us to ignore their exact numerical values and focus on understanding their substantive meaning, while also clearly displaying the uncertainty in their posterior estimates. The age weights are more important for whites, with the means of the estimates (denoted by the vertical lines) more than twice as high for whites as for nonwhites. Ghitza and Gelman (2014) point out that these interaction terms were not restricted a priori to be positive by the model, but as we can see from the graph, each distribution is centered well away from zero; this is another feature of the estimates that would be difficult to discern without a graphical summary.



[image: image]

FIGURE 19.17 Estimates for the election-to-election period effects in the model. (L) Minorities are consistently more likely to vote for Democratic presidents, and southern whites have steadily trended pro-Republican over the past fifty years. (R) Period effects are roughly similar between young and old voters among minorities and in the South; evidence is inconclusive for non-southern whites.

[Credit line: Ghitza and Gelman (2014)]



The period effects are displayed in figure 19.17. These effects consist of an election-specific term that captures the effect of that election year for the three race/region groups, as well as an interaction term that allows this effect to be potentially stronger in some age groups than in others. Recall that Republican vote share is modeled as the sum of a generational and period effect, so a negative value for the election year effect indicates lower Republican vote share. Thus, the election year effects plotted in the left-hand panel of figure 19.17 show that nonwhites have been consistently more likely to vote for Democratic candidates over the past fifty years, while southern whites have tended to vote more Republican, particularly in the four most recent elections. These results are consistent with subject matter knowledge, so we can be confident that the model is capturing expected patterns in the data.

The parameters governing the relative importance of the election year effects for different age groups are more difficult to summarize. One way to understand them is to calculate the ratio of the election year effect at ages eighteen and seventy, respectively, the (approximate) peak and trough of the age-weight curve in figure 19.16. The right-hand panel of figure 19.17 plots the distribution of this ratio for the race/region groups. For southern whites and minorities, there does not seem to be much of a differential age effect, and while there is possibly a larger effect for young ages among non-southern whites, the spread of the distribution is too wide to be conclusive. Again, these regression coefficients would have been difficult to interpret from a table, but we can easily understand them by graphing a clever transformation of the estimates that summarizes a relevant feature of the model. Furthermore, as in the right-hand panel of figure 19.16, plotting the entire posterior distribution instead of a point estimate makes it easier to understand the extent of uncertainty in the estimated coefficients.


MODEL CHECKING

Model checking is the process of understanding how well and to what extent the model fits the data and where it could be improved. We first consider simple comparisons of model predictions to known outcomes or gold standard data, as in figures 19.18, from Wang et al. (2015), which used a nonrepresentative data set collected via the Xbox gaming platform to generate election forecasts for the 2012 presidential election and applied multilevel regression and post-stratification to adjust the Xbox estimates. The 2012 exit polls are used as the benchmark or gold standard for evaluating the accuracy of the model-based forecasts.

Figures 19.18 and 19.19 show the discrepancies between two-party Obama vote share for various demographic subgroups obtained from the Xbox estimates and from exit polls. For simple one-dimensional demographic groups such as sex and age, model estimates and benchmark values can be directly plotted on the same graph, as in figure 19.18. However, as we further subdivide the population by considering two-dimensional demographic groups such as female moderates, white liberals, and so forth, directly plotting the two sets of estimates would render the plot difficult to read. Instead, plotting the differences and ordering them by magnitude allows us to easily see which subgroups’ voting behavior is best captured by the model, as shown in the left panel of figure 19.19. Here the authors have selected the 30 largest two-dimensional demographic subgroups for visual clarity. We can see the same comparison for all 149 two-dimensional demographic subgroups in the right panel of figure 19.19. Encoding the relative size of the subgroup in the size of the dot allows an additional layer of information to be easily incorporated into the graph, making it clear to the reader that, as would be expected, the Xbox estimates are poorest for the smallest demographic subgroups and best for the largest ones.

Another way to check the fit of the model is to consider the posterior predictive distribution for a quantity of interest. In cases where benchmark data are unavailable, we can draw samples from this distribution and calculate a test statistic to compare to the actual data. In the case of Wang et al. (2015), in which benchmark data are available, figure 19.20 plots the predicted distribution of electoral votes for Obama. The dashed and light gray vertical lines represent, respectively, the actual number of electoral votes Obama captured (332) and the minimum number needed to tie (269). As most of the mass of this distribution is to the right of the minimum number needed to tie, we can see that the model estimates a high probability of an Obama victory (the estimated likelihood is in fact 88%). However, we also see that the distribution is quite variable, and the authors note that “extreme outcomes seem to have unrealistically high likelihoods of occurring.” Graphs like figure 19.20 are useful in revealing such possibly unexpected aspects of the model and prompting further investigation into which features of the data are not fully captured or are misrepresented by the model, leading to another iteration in the cycle of data exploration and model building.
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FIGURE 19.18 Comparison of the two-party Obama vote share for various demographic subgroups, as estimated from the 2012 national exit poll and from the Xbox data on the day before the election.

[Credit line: Wang et al. (2015)]
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FIGURE 19.19 Left panel: Differences between the Xbox MRP-adjusted estimates and the exit poll estimates for the thirty largest two-dimensional demographic subgroups, ordered by the differences. Positive values indicate that the Xbox estimate is larger than the corresponding exit poll estimate. Among these thirty subgroups, the median and mean absolute differences are 1.9 and 2.2 percentage points, respectively. Right panel: Two-party Obama support, as estimated from the 2012 national exit poll and from the Xbox data on the day before the election, for various two-way interaction demographic subgroups (e.g., sixty-five-plus-year-old women). The sizes of the dots are proportional to the population sizes of the corresponding subgroups.

[Credit line: Wang et al. (2015)]
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FIGURE 19.20 Projected distribution of electoral votes for Obama one day before the election. The light vertical line represents 269, the minimum number of electoral votes that Obama needed for a tie. The vertical dashed line indicates 332, the actual number of electoral votes captured by Obama. The estimated likelihood of Obama winning the electoral vote is 88%.

[Credit line: Wang et al. (2015)]



In addition to understanding the implications and meanings of regression coefficients, we also want to know how well the model fits the data overall. Figure 19.21, from Ghitza and Gelman (2014), plots R2, an elementary measure of the percent of variance in the outcome explained by a model, for their full model of vote choice, as well as a simpler model that includes only period/group effects. The importance of this graph is that it displays R2 not only for the data as a whole, but also for the three race/region groups separately. Comparing the two models on the basis of the data as a whole may lead us to conclude that the simpler model is preferable, but the breakdown by race/region reveals that the advantage of the more complicated model is its superior performance in explaining variance in vote choice among non-southern whites.


PRESENTING RESULTS

Finally, graphs are essential in presenting and explaining the results of a poll or statistical model. (Note: we recommend readers refer to the online version of this section, as interpretation of the figures described here relies heavily on color.) A prime example is given in figure 19.22, from Ghitza and Gelman (2014). The top panel shows the Gallup Presidential Approval series, the main covariate used to model presidential vote choice. The series is color-coded to highlight pro-Republican (red; approval above 50% for Republican presidents) and pro-Democratic (blue; approval above 50% for Democratic presidents) years, with line thickness proportional to the age weights corresponding to white members of the cohort born in 1941. The darkness of the color reflects the magnitude of the approval, with approval levels closer to 50% shown in shades of gray. The bottom panel plots the cumulative generational effects—that is, the overall voting tendencies of the cohort at each age—excluding period effects so as to display general trends independent of the effects of any particular election.
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FIGURE 19.21 Percent of variation explained by the model for all voters and various race/region groups. The model accounts for 92% of the macro-level variance in voting trends over the past half century. That said, much simpler models, incorporating only period/group effects, would also account for much of the variance. The real substantive power of the model is how it improves model fit within race/region groups, particularly among non-southern whites.

[Credit line: Ghitza and Gelman (2014)]



The top and bottom panels work in concert to tell the story of presidential voting for this cohort. Despite high approval ratings for President Franklin Roosevelt and during the first half of the Harry Truman presidency, the members of this cohort were too young to be significantly affected by the popularity of these Democratic leaders. This lack of effect can be seen in the low age weights in those years (the thickness of the approval series) and the nearly zero values of the cumulative generation effect in the bottom panel. The most important years in terms of political socialization for this cohort occurred during the presidency of Dwight Eisenhower, where the age weights for this cohort are at their largest. Eisenhower was a popular Republican president, reflected in the dark red of the approval series, and the 1941 birth cohort became steadily more pro-Republican over the course of his presidency.
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FIGURE 19.22 Presidential Approval time series, and the cumulative generational effects of that series, for Eisenhower Republicans, born in 1941. The series is drawn to emphasize this generation’s peak years of socialization, according to the age weights found by the model. Dark blue indicates strongly pro-Democratic years, dark red for pro-Republican, and shades of gray in between. This generation missed most of the FDR years and were socialized through ten straight pro-Republican years, spanning the end of the Truman presidency and eight years of the popular Republican president Eisenhower. Their partisan voting tendencies were somewhat stabilized back toward the neutral gray line by the pro-Democratic 1960s, and they reached a rough equilibrium by the end of the Nixon presidency. (For the interpretation of the references to color in this figure legend, the reader is referred to the web version of this chapter.)

[Credit line: Ghitza and Gelman (2014)]



The effects of subsequent presidents are described in more detail in Ghitza and Gelman (2014), and we pause here to summarize the many pieces of information incorporated in this graph. First, it displays the presidential approval series, with color to distinguish between pro-Republican and pro-Democratic years within a presidency; the measure of pro-Republican approval (equivalently, Democratic disapproval) is the main covariate used to model vote choice. Second, the graph incorporates the age weights, a substantively important aspect of the model, in the presidential approval series by making the width of the series proportional to these weights. Third, the bottom panel displays an easily interpretable summary of the model results in terms of generational effects. Finally, the juxtaposition of the two panels so that presidential administrations align with the age of the cohort neatly ties together the relationship between presidential approval and generational voting trends captured by the model. In short, this graph is useful because it shows the correspondence between the key covariates (presidential approval and age) and the outcome in a single figure and enhances the narrative that qualitatively ties the model together.
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FIGURE 19.23 Cumulative preferences of each generation, shown along with the weighted summation of the full white electorate. The generations are now more loosely defined, to allow the entire electorate to be plotted at once, with the width of each curve indicating the proportion of the white electorate that each generation reflects at any given time. The model—in this graph reflecting only the Approval time series and the age weights—can explain quite a bit about the voting tendencies of the white electorate over time.

[Credit line: Ghitza and Gelman (2014)]



Figure 19.23, from Ghitza and Gelman (2014), plots cumulative generational trends for all white voters born between 1855 and 1994. The trends for each generation are shown in a solid line, with surrounding colored bands whose width is proportional to each generation’s contribution to the total electorate in a given year. This plot allows us to easily visualize and understand the behavior of each generation over time and is an invaluable complement to the narrative given in the text of Ghitza and Gelman (2014).


DISCUSSION

We have described the use of graphics in each step of the modeling process, from exploring raw data to presenting final results. Graphical displays of data and inferences help us take advantage of all the information available in a poll or data set, often conducted at considerable expense. We seek to communicate more information more directly, to general audiences, to specialists, and to ourselves.

We conclude with some best practices for creating graphs.

Before starting, consider two questions that will guide the rest of the graph-making process: Who is your audience, and what are your goals? The same data may be graphed in different ways depending on whether the audience is, for example, policymakers to whom you want to communicate a single clear point relevant to a policy decision, or researchers with whom you want to stimulate a discussion about an academic question. The graphs may or may not look different depending on who the audience is, but the place to start is understanding with whom you are communicating and about what.

Next, remember that all graphs are comparisons. What is the comparison that you want your audience to make when they look at your graph? The answer to this question will help determine the most high-level aspects of the graph, such as whether you make a scatterplot or line graph or dot plot, but also finer details like axis limits, color scales, and plotting symbols. The graph should display the comparisons that are important and relevant to the story you are telling, not the ones that are easiest to make. As an example, consider figure 19.2. Here the most important comparisons are within each panel between Xbox and exit poll distributions, which determines the overall structure of the graph: separate panels for each variable, levels of variables on the x-axis, and percentages on the y-axis. However, comparisons across panels are also interesting, so the y-axes of the panels are on the same scale. The overall structure of the graph facilitates the main within-panel comparisons, but also allows for cross-panel comparisons to be made with minimal cognitive effort.

Finally, we have some small suggestions for making your graphs cleaner and thus, we hope, more readable, allowing your audience to focus on the data rather than being distracted by their presentation. First, use axis labels judiciously and sparingly: enough to give a clear idea of scale, but not so many that they distract from the overall graph. Second, make use of every available dimension. For example, if you are plotting a categorical variable on one axis, order the categories by a relevant quantity rather than alphabetically. Third, don’t expect to fit everything on one graph. Sometimes several graphs, each clearly showing a specific comparison of interest, can convey a message better than one graph that tries to do too much.
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CHAPTER 20

GRAPHICAL DISPLAYS FOR PUBLIC OPINION RESEARCH

SAUNDRA K. SCHNEIDER AND WILLIAM G. JACOBY

INTRODUCTION

A graphical display can be an excellent tool for presenting quantitative information in a succinct and easily comprehensible form. However, as Kastellec and Leoni (2007) point out, graphs are used very infrequently in the political science research literature. On the one hand, this is a very typical situation; Cleveland (1984b) pointed out some years ago that graphical displays are far less common than tabular presentations of data and analytic results in most scientific fields. On the other hand, the fact that the same situation exists in political science is somewhat ironic, since the individual who has done more than anyone else to popularize the use of graphical displays as a strategy for representing quantitative information—Edward R. Tufte—began his career as a political scientist.

There is some reason to expect that political scientists’ use of graphs will increase in the near future. All modern statistical software packages and computing environments contain routines for producing sophisticated graphical displays with relatively little effort. At the same time, there is a growing literature in this general field covering such topics as general theories of statistical graphs (Wilkinson 2005; Young, Friendly, and Valero-Mora 2006), the use of particular software systems (e.g., Murrell 2006; Mitchell 2008; Sarkar 2008; Wickham 2009), strategies for employing graphs with large and complex data sets (Unwin, Theus, and Hofmann 2006; Cook and Swayne 2007), and narratives detailing the ways that particular graphs either contributed to or hindered scientific progress in a number of substantive fields (Wainer 2000, 2005, 2009). Furthermore, Tufte’s works (1997, 2001, 2006) and the previously mentioned article by Kastellec and Leoni (2007) provide strong advocacy for the incorporation of graphs as an integral component of empirical investigations.

If graphs are to be a useful tool for research, then it is critical that the displays be put together in ways that convey their information in an effective manner. But many of the graphs that have appeared in the political science literature do not optimize the presentation of their material. This is problematic because a poorly constructed graph can hinder information retrieval within its audience; when that occurs, graphs are certainly no better, and maybe even worse, than a tabular display of the same information.

The purpose of this chapter is to take some modest steps toward promoting the effective use of graphical displays in political science journal articles and research monographs. We provide specific advice and guidelines about


• determining when a graph would be useful for communicating quantitative information,

• features to consider in selecting a graph for displaying data or analytic results, and

• features and details associated with specific types of graphs that help to maximize the information they convey to their audience.



Our overall objective is to encourage political scientists to use graphs in an effective manner, making them useful tools for conveying information about the data and analyses that comprise the central components of our empirical research efforts.

WHY USE GRAPHS?

Quantitative information can be presented numerically, in a tabular display. Alternatively, it can be presented in pictorial form, as a graphical display. Both of these display strategies can be used to convey the same information. However, graphs often have several advantages over tabular displays of numeric information, especially when the immediate objective is to understand any systematic structure that exists across the units of analysis. First, well-constructed graphical displays downplay the details of a data set (i.e., the specific values associated with particular observations) and focus our attention instead on its interesting features, such as distributional shape, central tendency, dispersion, and unusual observations (if any are present). Second, graphs effectively bypass some of the implicit (but important) assumptions that underlie the interpretation of sample statistics by showing all of the data, rather than just providing numerical summaries. And third, graphs encourage interaction between the researcher and the data, because they highlight interesting and unusual features that lead to closer inspection and (often) new insights.

Given such advantages, it is reasonable to ask whether graphs are always better than tables for presenting quantitative information. The answer to that question is “no.” There definitely are some situations in which tabular displays are more effective than graphical displays. For example, consider Table 20.1, which shows the percentage of the popular vote received by the candidates in the 2000 U.S. presidential election, along with the raw numbers of voters for each one. Figure 20.1 shows the same information in graphical form, as a bar chart. In this case, the table provides all of the information in a form that is easily comprehensible and amenable to drawing meaningful, substantive conclusions. The table shows that Gore received 540,000 (or about 0.52%) more votes than Bush, and Nader received just under three million votes (or about 2.74% of the total), which is about one-sixteenth of the votes that were cast for either of the two major party candidates.



Table 20.1 Candidate Vote Percentages in the 2000 Presidential Election




	Presidential Candidate
	Percentage of Popular Vote
	Popular Vote (in Millions)





	Bush
	47.87
	50.46



	Gore
	48.39
	51.00



	Nader
	2.74
	2.88



	Other
	1.01
	1.06



	Total
	100.00
	105.40





Source: U.S. Federal Election Commission. 2001. www.fec.gov/pubrec/2000presgeresults.htm.
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FIGURE 20.1 Candidate Vote Percentages in the 2000 Presidential Election.

Source: U.S. Federal Election Commission. 2001. www.fec.gov/pubrec/2000presgeresults.htm.



The immediate access to the numbers in Table 20.1 enables very precise statements and comparisons. That is not the case with the graphical evidence in Figure 20.1. Here we can see easily that Bush and Gore received far more votes than Nader or anyone else, but it takes quite a bit of effort to be more precise than that. Perhaps even more troubling, a casual glance at the bar chart might miss what is probably the most important element of this information: that Gore won the popular vote. The lengths of the bars representing votes for Bush and Gore are almost identical; a close look is required to confirm that the bar for Gore is, in fact, longer than that for Bush. Of course very careful inspection of the figure would avoid problematic conclusions. But the fact remains that it probably takes more effort than simply reading the numbers in the table.

A different situation exists with respect to the data in Table 20.2. This table shows the percentage of the electorate within each of the American states who identified themselves as Democrats in 2007. The data values for the states are estimated from national-level data by aggregating across a number of public opinion surveys and applying multilevel regression with post-stratification (Enns and Koch 2013a). The same information is presented graphically by the histogram in Figure 20.2. This data set is not particularly large, in absolute terms—it contains only fifty observations. Nevertheless, it is impossible to gain much insight regarding the structure of these data by looking at the numeric values alone. The states are listed in alphabetical order, which arrays the observations in a manner that is probably irrelevant for the quantitative information. And even if the observations were ordered according to some substantively relevant criterion (e.g., from smallest to largest), the sheer number of data values makes it difficult (and probably impossible) for an observer to process the information contained in the table in any meaningful way.

In contrast, Figure 20.2 immediately reveals several interesting features of this data set. First, it shows that the distribution of Democratic identifiers within the states is unimodal and nearly symmetrical. The highest bar in the histogram covers the interval on the horizontal axis from about 29% to about 32%. So on average, just under one-third of a state’s electorate identifies as Democrats. The bars of the histogram range from 23% to 41% (approximately), but more than half of the states fall into the interval from about 28% to 35%. There are no “gaps” between bars in the histogram, suggesting that there are no outliers in the data. Thus, a quick look at the histogram provides information about the data’s shape, center, spread, and absence of unusual observations—in other words, a relatively complete description of the variable’s distribution. Here, the graphical display is probably much more informative than the table of data values.

Table 20.3 shows still another situation, using some data from the 1992 CPS National Election Study. Here we have a cross-tabulation showing the percentages of survey respondents within each of eight age groups that identified themselves as Democrats, independents, or Republicans, respectively. In this case, we are probably not interested in the actual percentages. Rather, we would like to know whether there are any interesting patterns in the distribution of partisanship across age groups.



Table 20.2 Percentage of Democratic Identifiers in State Electorates, 2007




	States
	Percent Democratic





	Alabama
	33.76



	Alaska
	27.99



	Arizona
	29.52



	Arkansas
	31.27



	California
	34.95



	Colorado
	29.67



	Connecticut
	33.72



	Delaware
	36.70



	Florida
	33.52



	Georgia
	36.77



	Hawaii
	39.43



	Idaho
	25.21



	Illinois
	35.56



	Indiana
	29.94



	Iowa
	29.63



	Kansas
	27.91



	Kentucky
	29.06



	Louisiana
	35.62



	Maine
	29.88



	Maryland
	40.47



	Massachusetts
	33.18



	Michigan
	33.20



	Minnesota
	29.79



	Mississippi
	38.34



	Missouri
	31.54



	Montana
	27.65



	Nebraska
	26.64



	Nevada
	32.46



	New Hampshire
	28.84



	New Jersey
	35.09



	New Mexico
	32.30



	New York
	37.18



	North Carolina
	34.56



	North Dakota
	27.03



	Ohio
	31.69



	Oklahoma
	28.50



	Oregon
	30.22



	Pennsylvania
	32.20



	Rhode Island
	33.48



	South Carolina
	35.39



	South Dakota
	27.48



	Tennessee
	31.82



	Texas
	30.59



	Utah
	24.41



	Vermont
	31.92



	Virginia
	34.84



	Washington
	31.16



	West Virginia
	28.44



	Wisconsin
	30.22



	Wyoming
	24.41





Source: Enns and Koch (2013b).






[image: image]

FIGURE 20.2 Percentage of Democratic Identifiers in State Electorates, 2007.

Source: Enns and Koch (2013b).





Table 20.3 Party Identification by Age Groups within the American Electorate, 1992




	
	
	Party Identification
	



	Age Group
	Democrats
	Independents
	Republicans





	18–24
	27.18
	49.74
	23.08



	25–34
	32.62
	40.29
	27.09



	35–44
	38.65
	34.15
	27.20



	45–54
	36.74
	36.46
	26.80



	55–64
	45.00
	26.25
	28.75



	65–74
	45.91
	29.57
	24.51



	75–84
	46.29
	21.14
	32.57



	85–94
	52.38
	9.52
	38.10





Note: Table entries are row percentages.

Source: CPS 1992 National Election Study.




It might be possible to answer the preceding question through careful study of the percentages in Table 20.3. But the answer is immediately obvious if we draw a picture of the information, as in Figure 20.3. Clearly the percentage of self-professed independents decreases sharply as we move from younger to older age groups. Conversely, the percentage of partisans (especially Democrats) increases as we move in the same direction. Furthermore, Democrats outnumber Republicans within every age group, but the size of the gap becomes larger among older citizens.

The preceding examples suggest three general guidelines for determining when to use tables and when to use graphs for presenting quantitative information:


1. If there is a relatively small amount of data and the specific numeric values are important, then tables are probably better than graphs.

2. If there is a large number of data values, then graphs are likely to provide more useful information than tabular displays.

3. If the researcher is more interested in systematic patterns within the data than in particular numeric values, then graphs are probably more useful than tables.



These three ideas really should be regarded as suggestions rather than hard and fast rules. For one thing, it is not clear what constitutes “a small amount of data” or “a large number of data values.” Also, it is important to keep in mind that any display strategy involves trade-offs in the information that can be drawn easily from the display. So, for example, a histogram shows the distribution well, but also makes it impossible to associate data values with particular observations. Because of such considerations, the use of graphs versus tables must be evaluated on a case-by-case basis, with the immediate objective of the display always kept in mind (i.e., what information is the display intended to convey to readers?). Nevertheless, we still believe that graphical displays have a number of advantageous features compared to tables, and that they should probably be used more widely in the political science literature.
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FIGURE 20.3 Party Identification by Age Groups within the American Electorate, 1992.

Source: CPS 1992 National Election Study.



THE IMPORTANCE OF VISUAL PERCEPTION

In trying to determine what makes a good graph, the relevant criterion is not the aesthetics of the display. Instead, it is the degree to which the graph encourages accurate interpretation of the information that it contains. But how can this be achieved in any particular graphical display? An answer to this question requires at least a brief consideration of how human beings process graphical information.

When statistical graphics are used for research purposes there are two interacting components. On the one hand, graphical displays encode quantitative information as geometric constructions rendered on a display medium. On the other hand, human perception and cognition must be employed to decode this information and understand its substantive implications relative to the research context within which it appears. This process often works very well precisely because the human visual processing system provides a very effective means for understanding complicated information. But the interactive nature of the process is critically important: The elements of the graphical display must encode the quantitative information in a way that facilitates accurate decoding on the part of the consumer. Therefore, it is useful to consider how people process and interpret graphical information.

There are a variety of different scholarly perspectives on human graphical perception (e.g., Bertin 1983; Spence and Lewandowsky 1990). William S. Cleveland (1993a) provides a theory that is particularly relevant to the construction and use of statistical graphs. He argues that there are three components involved in interpreting graphical displays of quantitative information: First, detection is the basic ability to see the data, relative to the background elements of the display. This involves careful consideration of the geometric objects that are used to depict the quantitative information. Tufte (2001) would also say that it is important to maximize the data-to-ink ratio in the graph to maximize the prominence of the relevant information, rather than the external trappings of the display (axis labels, grid lines, etc.).

Second, assembly is the recognition of patterned regularities across the discrete elements in the graphical display. This involves directing the observer’s eye toward the structure underlying the data (e.g., the shape of a univariate distribution or the relationship between two variables) and away from the individual units that comprise the data set. The tricky parts of this process are to avoid overlooking important features in the data and to keep from imposing patterns that are not really there.

Third, estimation is the ability to make accurate judgments about quantities or magnitudes using the visual elements of the graphical display. It has long been known that there are systematic distortions in the ways that people process visual information. So it is important that a graph employ geometric devices that tend to produce accurate estimates of the quantitative information they represent. Cleveland’s research shows that objects plotted against linear scales tend to be interpreted very accurately. Judgments about slopes and angles are somewhat less accurate, and judgments about areas or sizes of objects are even less so. Finally, differences in shading or color gradations produce the least accurate estimates of quantitative differences.

Of course we should construct graphical displays that optimize all three aspects of graphical perception. While it is easy to give this advice, it is often difficult to carry it out in practice. The problem is that compromises are often necessary, leading to graphs that emphasize some facets of the data more directly than others. It is impossible to provide any general rules to guide the researcher through the process of selecting the “best” graph for any given research context. But there is a rule of thumb that seems to be appropriate: always try several different kinds of displays (or variants of a single display type) for any given data set. Doing so often reveals features of the data that would be missed if the analyst constructed a single graph and left it at that.

THE PURPOSE OF A GRAPHICAL DISPLAY

To determine whether a particular graphical display is a “good” graph or not, it is necessary to consider the purpose of the display. For example, Jacoby (1997) distinguishes between analytic graphics and presentational graphics (also see Unwin 2008). The former are created as part of the data analysis process; analytic graphics are intended to reveal interesting and salient aspects of the data to the researcher. As Tukey said, visual depiction of the data “forces us to notice what we never expected to see” (1977, vi). Presentational graphs assume that the important features of the data are already known to the researcher. Instead, they create visual depictions of these features for other audiences. Kosslyn states that “a good graph forces readers to see the information the designer wanted to convey” (1994, 271).

Graphical displays that are created for articles in professional journals probably fall somewhere in between “pure” presentational and analytical graphs. On the one hand, the author certainly wants the relevant readers (i.e., the journal editor and reviewers) to interpret the information in the way that he or she intends—and the graph should be constructed in a manner that encourages that. On the other hand, the norms and ethics of the scientific community require strict adherence to principles of accuracy in reporting data and study results; therefore, the elements of the graph should not do anything that would encourage misleading interpretations. It is hoped the article’s readers will be able to look at the graph and see what the author saw during the analysis, thereby understanding how the conclusions were reached. For that reason, graphical displays in published work should generally be fairly close to analytical graphs, perhaps with a few more “bells and whistles” provided to help readers understand what they are seeing.

SOME GENERAL GUIDELINES

There is, of course, enormous variety in the kinds of graphical displays that are available. Accordingly, it is almost impossible to provide hard and fast rules for their construction and use. We will state this disclaimer at the outset: there are caveats and exceptions to every guideline that we provide below. Nevertheless, some principles can be applied to most applications of particular graphical displays. Beyond those, we begin by considering two broad guidelines that pertain to all displays, regardless of the particular type of graph they contain.

Avoid Overly Complicated Displays

The first recommendation is to avoid putting too much information into a single graph. Doing so usually produces overly complicated displays that inhibit effective and efficient visual perception and information processing. For example, Figure 20.4 presents information about the ways that state-level public opinion covaries with other characteristics of state political systems. This graph encodes values from five variables. The horizontal and vertical axes represent the partisanship and ideology of state electorates, respectively (larger values indicate more Democratic or liberal populations). So each plotting symbol is located at a position that summarizes public opinion within that state.
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FIGURE 20.4 State Political Characteristics in 1992.*

* Size of plotting symbol is proportional to policy priorities (larger circles indicate more spending on collective goods, rather than particularized benefits). Length of line segment is proportional to interest group strength in state. Orientation of line segment corresponds to size of state government (angles in clockwise direction from 12:00 to 6:00 correspond to larger numbers of state employees per capita). State glyphs are located according to state electorate partisanship and ideology (larger values indicate more Democratic/liberal electorates).

Sources: State public opinion data are obtained from Gerald Wright’s website, http://mypage.iu.edu/wright1/. Interest group data are from Gray and Lowery (1996). Policy priorities and state employee data are from Jacoby and Schneider (2001).





The plotting symbols themselves are “glyphs” in which each component corresponds to a different variable. The diameter of each circle is proportional to the state’s policy priorities (Jacoby and Schneider 2009), with larger sizes indicating that a state spends more money on collective goods than on particularized benefits. The length of the line segment in each glyph is related to interest group strength within the state; longer segments correspond to stronger interest group communities (Gray and Lowery 1996). Finally, the orientation of each line segment—in a clockwise direction, starting at the “12:00 position” and ending at the “6:00 position”—corresponds to the size of the state’s government (in thousands of employees per capita).

Figure 20.4 certainly contains a great deal of information. But it is not very easy to decode it and reach substantive conclusions. The rather extreme juxtaposition of many data values within the plotting region (caused by both the complexity of the plotting symbol and the overplotting due to states having similar values on the partisanship and ideology variables) means that the reader must exert a great deal of perceptual and cognitive effort to isolating the geometric elements that correspond to the variable of interest (say, the length of the line segments for interest group strength) and then recognize patterns that exist across the elements (the segments tend to be longer near the bottom of the plotting region). In terms of Cleveland’s graphical perception theory, the display in Figure 20.4 is problematic for detection and assembly. There may also be problems of visual estimation, since the plotting symbols rely on geometric devices that are not processed very accurately (i.e., the areas of the circles, the lengths of nonaligned segments, and the angles of the segments).

To address the problematic elements of Figure 20.4, we need to understand the author’s objective in presenting the display. Here the goal presumably is to show how the characteristics of state governments are affected by the attitudinal orientations of state electorates. That information is probably presented more effectively in three separate graphs, as in Figure 20.5. Once again, the axes correspond to state electorate partisanship and ideology, while the diameters of the plotted circles are proportional to policy priorities, interest group strength, and sizes of state governments, respectively.

Figure 20.5 takes up more physical space than Figure 20.4, and it uses three panels rather than just one to encode the data values. But it facilitates visual processing—not the efficiency of information storage—which is the relevant criterion for designing the display. The “bubble plots” in the three panels of Figure 20.5 make it much easier to understand the variations in governmental characteristics than the complicated plotting symbols employed in Figure 20.4.1 As a heuristic guideline, we believe it is useful to think of a graph as a visual analogue to a paragraph of text: it should be used to present one major idea.


Show the Full Scale Rectangle

It is both long-standing practice within the research community and the default in most graphing software to provide labels only for the left and bottom axes for any given display. Extending this idea, some graphs omit the right and top axes entirely. Doing so is consistent with Tufte’s advice to “maximize the data-to-ink ratio.” In other words, the scales for the quantitative elements already appear in the left and bottom axes; it would be redundant to repeat this information on the other two axes. While we generally agree with the principle of maximizing the data-to-ink ratio, we disagree with its application to eliminate two axes in a bivariate graph. Instead, our second recommendation is to show all four axes—that is, the “scale rectangle”—in a graph. Any redundancy costs are far outweighed by the advantages of doing so.
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FIGURE 20.5 Bubble Plots Showing State Political Characteristics, Relative to State Electorate Partisanship and Ideology in 1992.

Sources: State public opinion data are obtained from Gerald Wright’s website, http://mypage.iu.edu/wright1/. Interest group data are from Gray and Lowery (1996). Policy priorities and state employee data are from Jacoby and Schneider (2001).



For example, consider Figure 20.6, which shows two versions of a scatterplot. The first graph (Figure 20.6A) only shows two coordinate axes. Note how difficult it is to discern visually the boundaries of the plotting region. The data points depicting observations with relatively large values on the two variables seem to “float in space.”

But more important than the preceding aesthetic problem is that the omission of the right and top axes in Figure 20.6A inhibits visual perception. Specifically, estimation of quantitative variability is optimized when plotting elements are arrayed against a common scale. Since the data points in the upper-right portion of the plotting region are quite far away from the scale axes, it is more difficult to judge the differences between these observations than it is with points in the lower-left portion of the graph (i.e., observations with relatively small values on the two variables).

Figure 20.6B alleviates the visual perception problem by showing all four sides of the scale rectangle. Now the data points in the upper-right portion of the plotting region are still relatively close to axes that facilitate more accurate judgments about differences across observations. Note that it is not necessary to provide labels for the top and right-hand axes. The tick marks correspond to those that are shown with labels on the bottom and left-hand axes, respectively; therefore, the specific quantitative information can still be retrieved very easily. The tick marks alone should provide sufficient visual cues to facilitate accurate estimation of differences in point locations.


UNIVARIATE GRAPHICAL DISPLAYS

Univariate graphs are typically used to illustrate a single variable’s distribution. For example, a bar chart might show the number or percentage of observations that fall within each category of a discrete variable. Similarly, a histogram shows the density of data at each location within the range of a continuous variable. There are many different kinds of univariate graphical displays. Here, however, we focus only on the few types that tend to appear with any frequency in political science journal articles: pie charts, bar charts, dot plots, and histograms.2

Pie Charts

Pie charts are a well-known graphical strategy for showing a small number of numeric values that sum to some meaningful whole—for example, the number or percentage of observations from some sample that fall within each of a set of categories. Our advice about pie charts is simple: avoid using them in manuscripts that are intended for publication as journal articles.
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FIGURE 20.6 Two Versions of a Scatterplot Showing the Percentage of Democratic Identifiers versus the Percentage of Liberals in State Electorates (Data from 2007).

Source: Enns and Koch (2013b).



The problem is that pie charts rely on geometric representations of quantitative values that are not amenable to accurate visual judgments. The numbers associated with each category of the variable represented in a pie chart are shown by the differing sizes of the wedges that are cut in the pie. However, people generally are not very good at judging differences either in areas or in angular separations. Therefore, it is unlikely that readers will be able to work back from the relative sizes of the pie wedges to the numeric values they are intended to represent.

There also are at least two practical issues that limit the utility of pie charts in scientific publications. The first is relatively minor. A pie chart can only represent a small number of categories; otherwise, the wedges become too small and visual detection of the numeric information is compromised. And as suggested previously, a small number of values often can be conveyed without resorting to a graphical display at all.

The second practical problem stems from the fact that pie charts often use different-colored wedges to help readers distinguish between the discrete categories of the variable being plotted. But social science journals generally do not use color in their figures. Therefore, the wedges are displayed as varying shades of gray, which are perceived even less accurately than the sizes of the wedges.

Pie charts may well be useful as presentational graphics, where the objective often is to highlight the basic existence of different-sized categories. But there are other graphical displays that work more effectively to facilitate accurate judgments about differences in quantitative values. Therefore, we believe that pie charts are best left out of publications that are intended for a scientific audience.


Bar Charts

Bar charts encode labeled numeric values as the end points of bars that are located relative to a scale axis. Stated very loosely, the longer the bar, the larger the numeric value associated with that label. Bar charts are more broadly useful than pie charts because the numbers plotted in the display do not need to sum to a meaningful value (e.g., they do not need to be percentages that sum to 100). They also may be better than pie charts because they encourage more accurate visual perception. Cleveland’s research (1993a) shows that judgments about different objects arrayed along a common scale are usually carried out very accurately. This is precisely how the bar chart presents its information.

For example, Figure 20.7 shows a bar chart with some information about state public opinion in 2007. Specifically, the figure shows regional differences in the policy mood of state electorates. It uses the regional mean values of a variable that was originally devised by Stimson (1999) and adapted for the American states by Enns and Koch (2013a). The specific values of this variable are arbitrary, but differences between the scores assigned to different states correspond to variability in the general policy orientations of state electorates. Larger values indicate more liberal state public opinion, and smaller values indicate more conservative electorates.
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FIGURE 20.7 Bar Chart Showing Mean Policy Mood within Each State, by Region.

Source: Enns and Koch (2013b).



It is extremely important to be attentive to the details in a bar chart (of course, that is good advice for all graphs). Here, for example, the horizontal orientation of the display (i.e., the bars run from the left side of the plotting region to the right, rather than vertically) makes it easier to read the textual labels associated with each bar. Also, notice that the bars are separated from each other by small intervals along the vertical axis; that emphasizes the discrete nature of the variable being displayed. There are explicit axes drawn at both the top and the bottom of the plotting region, and they both contain identical tick marks. This enhances visual estimation of differences in the ends of the bars; it also facilitates table look-up, or estimating approximate numeric values from the geometric elements of the display.

Although they are superior to pie charts, bar charts also have a potentially serious weakness. If the bars represent anything other than frequencies or percentages (in which case we usually would consider the graphic to be a histogram), then the origin of the bars (i.e., the numerical value represented at the base of each bar) is arbitrary. The placement of the origin affects the relative sizes of the bars in the chart. Readers may focus on the differences in the lengths or areas of the bars, rather than on the differences in the numeric values located at the bars’ end points. This is problematic, because only the latter encode meaningful information; with an arbitrary origin, the sizes of the bars will also be arbitrary.

For example, a cursory inspection of Figure 20.7 could easily lead a reader to conclude that northeastern and western states have much more liberal electorates than do southern states. After all, the bars for the former two regions are almost six times longer than that for the latter region. However, such an interpretation would be incorrect, since the bars originate from the completely arbitrary value of 36. In fact, the mean values only run from 37.03 to 46.17, while the original variable ranges from 31.75 to 60.05. And since state policy mood is an interval-level summary index, any such magnitude comparisons of the regional means are probably inappropriate.

To show how the position of the bar origin affects visual perception of a bar chart, consider the first panel of Figure 20.8. This bar chart shows exactly the same information as Figure 20.7. Only one detail of the graphical display has been changed; the origin on the horizontal axis has been set to 0 rather than 36. Notice that the contrast between the terminal locations of the bars does not seem nearly as pronounced here as it did in the previous display. While we still see that the mean policy mood score is lower in southern states than in other regions, it is now clear that the differences are not that great.

This problem occurs whenever a bar chart is used to show values of an interval-level variable, since the zero point at this level of measurement is always arbitrary, by definition. If a bar chart is used in a research manuscript, then it is essential that the author provide sufficient explanation and guidance for readers so the chances of any misinterpretation are minimized. Or one could use an alternative graphical display that avoids this problem entirely (like the dot plot, described below).

Other problems arise when a bar chart is presented in a pseudo three-dimensional format. The second panel of Figure 20.8 uses this display strategy for the regional differences in mean policy mood. Apparently the purpose of such a display is to suggest that the graph depicts a physical structure. Intuitively, that alone seems to distort the inherently abstract nature of a variable’s distribution. In addition, the drawn-in elements that create the “third dimension” definitely conform to Tufte’s definition of “chart-junk” (2001): visual elements added to a display that serve no purpose in conveying the quantitative information that the graph is intended to represent.

But there is another, more serious problem with a three-dimensional bar chart. The oblique viewing angle used to create the illusion of depth and perspective makes it more difficult to assess visually the relative heights of the bars associated with different categories or labels. Doing so involves comparisons of the bar heights along a nonaligned scale, and this is a task that is usually carried out less accurately than comparisons along a common scale (such as is used in a standard bar chart). For all of these reasons, three-dimensional bar charts should be avoided in scientific publications. The visual enhancements that they provide do not compensate for the problems they introduce into the visual representation of quantitative information.
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FIGURE 20.8 Variations on the Bar Chart Showing Mean State Policy Mood, by Region.

Source: Enns and Koch (2013b).






Dot Plots

In its most basic form, a dot plot is a two-dimensional array in which one axis (usually the vertical) contains textual labels, and the other axis (usually the horizontal) represents the scale for the variable under consideration. The data values are plotted as points located at the appropriate horizontal position within each row. For example, Figure 20.9 shows a dot plot of the regional means for the policy mood of state electorates—in other words, the same information that was shown in Figures 20.7 and 20.8. In the present context, the farther the point is located toward the right, the more liberal the state electorates within that region, and vice versa.
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FIGURE 20.9 Dot Plot of Mean 2007 State Policy Mood, by Region.

Source: Enns and Koch (2013b).





Once again, some of the seemingly minor details of the dot plot contribute directly to its effectiveness as a graphical data display. As with the earlier bar chart, the horizontal orientation makes it easy to read the labels. The horizontal dashed lines facilitate table look-up (i.e., visually connecting the data values to the proper category labels), but the lighter color of the lines helps ensure that the plotting symbols representing the quantitative values are the most prominent elements within the plotting region.

The dot plot is a particularly useful graphical display because it avoids most of the problems encountered with pie charts and bar charts. Visual perception of the information in a dot plot involves comparing the relative positions of the plotting symbols along a common scale, a processing task that is carried out more accurately than the angular and area judgments required for pie charts. Notice, too, that the relative differences in the horizontal positions of the plotted points in Figure 20.9 are identical to the differences in the endpoints of the bars in Figure 20.7. Here, however, the horizontal dashed lines for each region extend all the way from the left vertical axis to the right vertical axis. In so doing, they provide no visual cues that encourage misleading comparisons analogous to those based on the sizes of the bars in a bar chart. Instead, the varying point locations along the respective lines facilitate judgments about the differences between the plotted values, which are completely appropriate for interval-level data values like these.

On the other hand, there are situations in which magnitude and ratio comparisons are appropriate, and the dot plot can be adapted to take this into account. Figure 20.10 shows percentage of the electorate that identified themselves as Republicans within each of the American states in 2007. Here the labels on the vertical axis in the dot plot are sorted according to the data values; this makes it easier to perceive differences among the states. Once again, the dashed lines facilitate table look-up. But now they only extend from the zero point on the horizontal axis out to each observation’s plotting symbol, thereby making the length of each line segment proportional to the data value. For example, the line for Wyoming is about two times longer than that for Rhode Island, and this does correspond to the magnitude difference in the percentage of Republican identifiers in the two states. The dot plot in Figure 20.10 illustrates a general principle that holds for all data graphics: the visual elements of the display should be set up in a manner that encourages visual comparisons that are appropriate for the nature of the data shown in the graph.

Figure 20.10 also shows another, more practical, advantage that dot plots have over pie charts and bar charts: They can be used to display a much larger number of distinct values than either of the latter two kinds of displays. Dot plots have a number of strong features (e.g., if they show raw data, as in Figure 20.10, it is easy to extract information about the distribution from the geometric structure in the display), and they can be adapted to a variety of situations (e.g., including visual representations of sampling error, making comparisons across subgroups). Overall, we believe any information that could be depicted in a pie chart or bar chart can actually be displayed more effectively in a dot plot (Cleveland 1984a; Jacoby 2006).



[image: image]

FIGURE 20.10 Dot Plot Showing Percent of State Electorates Identifying Themselves as Republicans in 2007.

Source: Enns and Koch (2013b).




Histograms

A histogram is a graphical display that is conceptually different from, but superficially similar to, a bar chart. Strictly speaking, a histogram shows the probability distribution for a random variable. It is a two-dimensional graph in which the scale along one axis (usually the horizontal) corresponds to the range of a variable (say, X). The data density at any point within this range, say xi, is represented by the vertical height of a point plotted at horizontal position xi. In principle, if X is a continuous variable, then the plotted points would extend across the entire range of the data, producing a smooth curve. The total area under the curve would be 1.0, making the area under the curve between any two horizontal positions (say, x1 and x2) equal to the probability that a randomly selected xi falls within the interval from x1 to x2.

In reality, some adjustments are usually made to the theoretical conception of a histogram to take into account the features of “real” empirical data. If, as is usually the case, there are relatively few observations available at each distinct xi, then X’s range is divided into a set of adjacent, mutually exclusive, and exhaustive intervals, usually called “bins.” A rectangle is drawn for each bin, with the width spanning the entire bin and the height proportional to the relative frequency of observations within that bin. At the same time, the scale plotted on the vertical axis is usually changed from densities to percentages. The latter adjustment has no effect on the shape of the histogram, but it does enable the reader to extract more useful information from the graph (i.e., the percentages of observations within intervals of X values) than would be the case with the densities.

Of course it is the presence of the rectangles and the percentages on the vertical axis that makes the histogram look like a bar chart. But once again, attention to the details makes it easy to distinguish these types of displays. The horizontal axis of the histogram corresponds to X’s range rather than a set of category labels. Note that the boundaries of the bins (i.e., the vertical edges of the rectangles in the plotting region) do not necessarily correspond to the locations of the tick marks on the horizontal axis. Notice also that adjacent rectangles in the histogram touch each other; there is no gap between them as was the case in the bar chart.

A histogram does not have the arbitrary origin problem that arose with the bar chart, since the rectangle for each bin is necessarily anchored at zero (i.e., the position that corresponds to a bin with no observations contained inside its boundaries). But there is a different problem, because the bin origin (i.e., the X value corresponding to the lower limit of the first bin) and the bin width (i.e., the size of the interval of values contained within each bin) are both defined by the researcher; they are not implied by the data themselves. Moving the origin or modifying the bin width affects the way that observations are sorted into the respective bins. In so doing, these actions can have a profound impact on the appearance of the overall histogram, possibly leading to different substantive interpretations about a variable’s distribution.

As a tangible illustration of the problems that can occur, consider Figure 20.11. The first panel shows a histogram of state policy mood scores in 2007, with bin widths of 4 units and a bin origin of 30. Here, the distribution of scores appears to be unimodal and nearly symmetrical, although the upper tail is definitely a bit heavier than the lower tail. Despite the latter asymmetry, Figure 20.11A seems to depict a reasonably “well-behaved” distribution of data values.
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FIGURE 20.11 Three Versions of a Histogram Showing the Distribution of State Policy Mood in 2007.

Source: Enns and Koch (2013b).





The second panel of Figure 20.11 shows exactly the same data. Here, however, the bin origin has been shifted 2 units to the left, to 28. The bin width remains fixed at 4 units. This is completely legitimate, since the minimum score that occurs in the data set is 31.75. But notice how the histogram now looks very different from the earlier version. Here the asymmetry of the distribution is much more pronounced; far more observations fall in the upper half of the variable’s range (i.e., greater than about 40) than in the lower half. The third panel of Figure 20.11 returns the bin origin to 30, but reduces the bin width to 2 units. Here the asymmetry does not seem to be as pronounced, but the distribution appears to be multimodal. The troubling point is that the differences between Figures 20.11A, 20.11B, and 20.11C have nothing whatsoever to do with the data. Instead, they occur entirely because of a seemingly minor (indeed, trivial) change in a small detail of the graphical display.

The effects of bin definitions are well known to statisticians and researchers in the field of data graphics (e.g., Scott 1992; Cook and Swayne 2007). However, most data analysts probably do not think about this when they are preparing a manuscript for submission to a journal. Modern software packages use various algorithms to set the default bin origins and widths; often users simply accept what appears in the output. This is where the interactive nature of statistical graphics becomes particularly important. It is always useful to spend some time “tinkering” with the details of a histogram, just to make sure that no important features of the data are overlooked before the variable’s distribution is “exposed to the world” as a graphical display in a manuscript or journal article.


BIVARIATE GRAPHICAL DISPLAYS

Bivariate graphs plot data relative to coordinate systems defined by two substantively interpretable axes. Unlike the unidimensional case, in which there are several qualitatively different types of displays, bivariate graphs are almost always based on the general idea of using one axis to show a scale corresponding to the range of values on a single variable and the other axis to do the same for a second variable. According to long-standing tradition, the variable whose range is depicted on the horizontal axis is generically labeled X, while that on the vertical axis is called Y. Each observation in the data set is represented by a plotting symbol, which is located at a position determined by its values on the X and Y variables.

Again, virtually all bivariate graphs are based on these simple ideas. But there is still an enormous amount of latitude left in the details (e.g., the choice of plotting symbol; labels for points, axes, and tick marks; use of color and shading). The choices that an author makes regarding these seemingly minor elements of the graph can have a profound impact on the effectiveness of the display for conveying information to readers.

Two Broad Categories of Bivariate Graphs

Bivariate graphs can be divided into two broad classes of displays (Greenacre 2007). First, maps are used to display similarities and differences across specific objects. Of course this category includes the physical maps with which we are all familiar. In that case, different positions within the display correspond to different geographic locations of objects such as cities, roads, and landmarks. But maps can also display how objects differ from each other across each of two variables. Maps also are sometimes used to display results from data analyses, such as multidimensional scaling, principal components, factor analysis, or correspondence analysis. Regardless of the exact application, the general idea of a map is that the reader can differentiate the substantive identities of the objects that are plotted. Because of this, maps often contain relatively few data points.

Second, scatterplots (and their relatives) are used to display structure across observations within a data set. Stated a bit differently, scatterplots are commonly employed to examine the relationship between two variables. One variable (say, Y) is related to another (say, X) if the conditional distribution of Y varies systematically across the range of X values. Accordingly, the general objective of a scatterplot is to allow the reader to discern the predominant shape of the data “cloud” rather than the separate identities of individual points within the display.

The distinction between maps and scatterplots is not entirely clearcut. For example, a researcher might be interested in determining whether the differences among the objects displayed in a map conform to some recognizable pattern (e.g., do objects that are believed to be different from each other really appear at widely separated positions within the plotting region?). Or an analyst may want to identify some of the specific points in a scatterplot (e.g., outliers that could affect the calculated values of summary statistics). But even though maps and scatterplots share most of their features, there are some potentially important differences in the details of these two displays, discussed below.

Pay Attention to the Details!

A well-constructed graph should contain just enough information to facilitate accurate retrieval of the information it contains. Anything less than this provides readers with an incomplete representation of the author’s argument. Anything more constitutes extraneous and unnecessary content that is potentially distracting to readers. Seemingly small details and pictorial elements can have a profound impact on the degree to which any particular graphical display achieves this overall objective. Drawing heavily on Cleveland’s (1994) work, we can suggest several general principles for constructing effective bivariate graphs:

Make the background of the plotting region transparent. That is, it should be the ambient color of the display medium (e.g., white for paper), rather than shaded or shown in a contrasting color. Shading serves no useful purpose in the graph, since the scale rectangle already delineates the boundaries of the plotting region. Furthermore, shading may be detrimental to visual perception, since it makes it more difficult to see the plotting symbols.

Use relatively few tick marks on the axis scales, and make sure they point outward. The tick marks should be used to give viewers of the graph a general sense of the range of data values associated with each of the variables depicted in the display. A small number of labeled points on each scale is sufficient for this purpose. The ticks should not point into the plotting region because they could collide with data points and therefore impair visual perception of the information contained in the graph.

Do not use grid lines within the plotting region. In the past, grid lines within a graph were used (along with detailed tick marks on the axis scales) to facilitate accurate visual retrieval of specific data values from the plotted points. This is simply unnecessary in modern data analysis, since the information is stored more accurately and easily retrieved from a numeric database. Again, bivariate graphical displays (regardless of whether they are maps or scatterplots) are used for examining differences and structure across objects; they are not particularly useful for discerning specific quantitative data values. And just like inward-pointing tick marks, grid lines may impair visual perception of the data points.3

In a scatterplot, it is often useful to superimpose a smooth curve over the point cloud to provide a visual summary of the relationship between the variables. The general idea behind such a “scatterplot smoother” is to summarize the central tendency of the conditional distribution of Y across the range of X values. The main concern when fitting a smooth curve is to make sure that it really does represent accurately the predominant structure within the bivariate data. For example, many analysts simply fit an Ordinary Least Squares (OLS) line to the data to show the linear trend. But it is often worthwhile to look for nonlinear relationships, using data transformations (e.g., Atkinson 1985), polynomial functions (e.g., Narula 1979), or nonparametric smoothers (e.g., Cleveland 1993b). When nonlinearity actually exists within the data, the latter not only will provide a more accurate depiction of the underlying structure; they may also reveal details of the bivariate data that are interesting and important from a substantive perspective.

Make sure that the plotting symbols representing the data are visually prominent within the display. This general point actually involves several distinct considerations:


• Make sure that the scale rectangle is large enough that it leaves some extra white space on all sides of the most extreme data points. Stated differently, the “data rectangle” should be smaller than the scale rectangle in order to avoid collisions between the plotted points and the axes of the display.

• The plotting symbols should be large enough to guarantee that they are easily visible within the graph. Even though the numeric values associated with an observation in the data set do define a single location within the plotting region, the pictorial representation of a single point (i.e., a period, or “.”) is too small for effective use; from the perspective of graphical perception theory, this would impair basic detection of the data.

• The plotting symbols should be resistant to overplotting effects. Observations with similar data values will be located close together within the plotting region. If the pictorial symbols used to represent them are large enough to be visually prominent, then they will overlap. When this occurs, it is important that the viewer of the graph still be able to discern the existence of the separate observations. This is difficult to do with filled plotting symbols (e.g., a solid black square or circle), which tend to form a blob or indistinct mass when overplotting occurs. Instead, an open circle is a good general-purpose plotting symbol that works well in most bivariate graphs.



Another detail in the construction of a scatterplot is not really graphical in nature: the axis labels should be readily interpretable in substantive terms. It is never a good idea to display the acronyms or abbreviated variable names that typically are used in software command files. The latter will not be clear to anyone other than the person who wrote the code—and even for that person, short variable labels can be very confusing.

All of the preceding ideas may seem to be perfectly obvious and little more than common sense. However, these principles are violated routinely in many of the graphical displays that actually appear within the political science research literature. The two panels of Figure 20.12 demonstrate the impact that these seemingly small details have on the quality of a graphical display. Both panels show scatterplots of the same bivariate data. But the first plot (Figure 20.12A) violates all of the preceding principles (i.e., shaded plotting region, many inward-pointing tick marks, grid lines, tiny plotting symbols that extend out to the scale rectangle, an OLS line fitted to the data, and short variable names used as axis labels), while the second plot (Figure 20.12B) conforms to them. Remember that the relevant judgmental criterion is not aesthetic quality, but rather the ability to discern systematic structure within the data. By that standard, Figure 20.12B clearly is better than Figure 20.12A.

Jittering for Discrete Data

In the social sciences, we often encounter discrete variables, wherein the number of distinct data values is relatively small compared to the range of the data and the number of observations. When we try to include such variables in a scatterplot, severe overplotting can occur (i.e., many separate observations fall at a single common location), impairing visual detection and assembly of the data.

One strategy for dealing with discrete data in a graphical display is to introduce a small amount of random variability into the data values as they are plotted in a graphical display (Chambers et al. 1983). This breaks up the locations of the individual plotting symbols so that it is possible to discern the separate observations. The overall size of this random fluctuation is very small, so there is no danger of misinterpreting the “noise” from the real, substantively important, variability across the actual data values.
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FIGURE 20.12A Cumulative Impact of Small Details: Bad Scatterplot.

Source: Enns and Koch (2013b).
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FIGURE 20.12B A Better Version of the Preceding Scatterplot.

Source: Enns and Koch (2013b).



This process is called “jittering.” Figure 20.13 shows how jittering can facilitate the graphical display of discrete data. Both panels show scatterplots of the relationship between two discrete variables, each of which has seven distinct values. Figure 20.13A shows a plot of the original, unenhanced data. All we can see is a rectangular grid that apparently contains 44 points. The actual data set contains 434 observations, but this would not be apparent to a viewer. Figure 20.13B shows a jittered version of the same scatterplot. Now it is clear that there are many more than 44 observations in the data, and the variations in the ink density across the separate “clusters” of jittered data points show that there is a positive relationship between the two variables.


Labeling Points

Providing descriptive labels for the individual data points in a two-dimensional graph may seem like a simple way to enhance a display. However, it is important to consider carefully whether labels really do add useful information to the graph. Even if they do, there are some potentially tricky considerations involved in using them (Kuhfeld 1986; Noma 1987).

Generally speaking, point labels should be used in data maps but avoided in scatterplots. Remember that a data map emphasizes similarities and differences among specific objects. Therefore, it is usually necessary to identify which objects are depicted by specific points within the graph. With a static display (i.e., one rendered on a permanent display medium like a journal page), the only way to accomplish this is to include point labels in the data region. These labels should be (1) large enough to be legible to readers, (2) positioned so they do not collide with other data points, and (3) as short as possible to avoid taking up space within the plotting region. Achieving these objectives is often impossible with the default label settings in graphing software.

For example, Figure 20.14A shows a data map depicting a multidimensional scaling solution for the American electorate’s perceptions of presidential candidates and other political figures from the 2004 election. Here the labels are unnecessarily long (i.e., they include each candidate’s full first and last names), and each label is placed to the left of its point. Notice that many of these labels overlap other data points and labels, making it difficult to understand easily the relative positions of the various candidates. Figure 20.14B shows the same data map with the point labels shortened and moved to better locations. Here it is clear which labels are associated with which points, and the positions of all the data points are now clearly visible.

Point labels generally should be left out of scatterplots, because space is usually tight around the plotted points within the data rectangle of the graph. Therefore, the labels will inevitably overlap each other and render their content illegible to readers. Furthermore, they will also overwrite the data points, inhibiting visual detection of the graphical information. Fortunately point labels are usually unnecessary in scatterplots, since the objective is to convey the underlying structure of the bivariate data (i.e., the shape and orientation of the point cloud) rather than the identities of the individual data points.4
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FIGURE 20.13 Two Versions of a Scatterplot between Two Highly Discrete Variables: Party Identification and Liberal-Conservative Ideology.

Source: 2004 CPS American National Election Study.
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FIGURE 20.14 Two Versions of a Data Map Obtained from a Multidimensional Scaling Analysis of Candidate Perceptions in the 2004 American Electorate.

Source: 2004 CPS American National Election Study.




Plotting Multiple Subsets of Data in a Single Display

In some situations the analyst may want to show several subsets of data separately within a single display to illustrate variability across the different groups of observations. This can be accomplished by using multiple plotting symbols to encode the values of the categorical variable that differentiates the subsets. However, it is important to select symbols that can be distinguished easily in a relatively casual visual inspection of the display. And of course a key must be included with the graph to explain which symbols are associated with which categories.

Cleveland’s (1993a, 1994) work on visual detection of differing textures shows that the following set of symbols is very effective for plotting several categories within a single data set:

[image: image]

The preceding symbols can be discerned very easily, even if there is a great deal of overplotting across the different categories.5 Note, too, that these symbols are most effective if used in the order that they are listed here. If there are only two categories, the open circle and plus sign should be used; with three categories, the “less than” symbol should be the next one added, and so forth. Figure 20.15 is an example in which the first four symbols are used to show regional variation in the political characteristics of the American states.

Multiple-line plots, used to show variability in trends across subgroups, involve a slightly different consideration. Here the common practice of superimposing different plotting symbols over the separate lines should be avoided. It is too easy for an observer to make mistakes in associating symbols with the proper lines, especially when the trends are relatively similar across the subgroups. For example, Figure 20.16A uses five curves with circles, two types of triangles, diamonds, and x’s superimposed to show trends over time in public opinion toward government spending in different policy areas. Notice that it takes some effort to differentiate the symbols. The symbols associated with a given line sometimes touch the other lines, thereby facilitating errors in visual perception.

Instead, different styles of lines should be used for the respective categories of the grouping variable. Great care must be taken to ensure that the lines have highly contrasting styles in order to facilitate accurate visual decoding of the different trends. Figure 20.16B displays a better version of the multiple-line plot for temporal trends in public opinion about federal spending. The specific line styles used for particular curves have been chosen deliberately. For example, the two dashed line styles are adjacent to each other, so it is relatively easy to see the different lengths of the dashes in each one. The solid line style is used for the curve that intersects two other curves, precisely because there is less chance to mistake it for a different style. The line style that combines dots and dashes is used for the lowermost curve, because it could be mistaken for a dashed line; locating it as far as possible from the other dashed lines decreases the chance that this will occur.
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FIGURE 20.15 Using Different Plotting Symbols to Represent Subgroups within the Data: 2007 State Policy Mood versus Percent Republican Identifiers within State in 2007, by Region.

Source: Enns and Koch (2013b).




Aspect Ratio

The aspect ratio of a graph is defined as the physical height of the scale rectangle divided by the width. Many researchers regard aspect ratio as a relatively unimportant detail. They leave the selection of the aspect ratio for a graph up to the defaults in the software used to create it or to the typesetters who prepare the final version of the graph for publication in a journal. However, aspect ratio can have a strong impact on the information that is drawn from a graphical display; therefore, it is often useful to give it more detailed consideration (Cleveland 1993b).
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FIGURE 20.16A Using Symbols to Differentiate Separate Data Sequences in a Line Plot: Public Support for Policy Spending, 1972 through 1996.

Source: American National Election Studies Cumulative Data File (1948–2012).
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FIGURE 20.16B Using Line Styles to Differentiate Separate Data Sequences in a Line Plot: Public Support for Policy Spending, 1972 through 1996.

Source: American National Election Studies Cumulative Data File (1948–2012).





Aspect ratio is particularly critical in data maps in which the distances (or sometimes the angles) between the plotted points convey the relevant information. In this case, the scale units must be directly comparable (and usually identical) in physical units across the axes of the display. That is, if (say) one inch corresponds to ten units in the horizontal direction, then one inch should also correspond to ten units in the vertical direction. Otherwise, the distances between the points in the plotting region will be incorrect.
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FIGURE 20.17 The Effect of Aspect Ratio on Relative Point Locations in a Map Showing Driving Distances between Ten U.S. Cities.



Figure 20.17 is an illustration of this problem, using an easily recognized geographic map showing the relative positions of ten cities in the United States. In fact, this map was produced by performing a multidimensional scaling analysis on the driving distances between the cities. The first panel (Figure 20.17A) shows a graph with an aspect ratio of 0.50; the height of the scale rectangle is one-half the width. But the scale units in the vertical direction are also one-half the physical size of the same scale units in the horizontal direction, so the positions of the cities are stretched out too far along the horizontal, east-west orientation. The second panel (Figure 20.17B) also shows a graph with an aspect ratio of 0.50, but the physical distances associated with the scale units are identical on the two axes. So the cities are located in their proper relative positions.

In this simple example, we recognize the problem very easily because most of us are familiar with the map of the United States. That typically will not be the case with a data map, where the configuration of points is probably not known prior to the analysis. So it is incumbent upon the analyst to make sure the scale units and the aspect ratio conform properly to each other.

The specific aspect ratio is probably less critical in a scatterplot, in which the measurement units often differ across the two axes of the scale rectangle. As a general rule of thumb, we suggest using an aspect ratio of 1.0, rather than the smaller values (often 0.6 or 0.75) that seem to be the default in some software systems. This “compresses” the plotted points together along the horizontal direction. That makes it a bit easier to make visual comparisons of the conditional Y distributions across the X values. In other words, this facilitates assessment of the relationship between the two variables included in the scatterplot.
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FIGURE 20.18a Scatterplot with a Very Small Aspect Ratio (0.5): State Policy Priorities versus State Electorate Ideology in 1986.

Sources: State public opinion data are obtained from Gerald Wright’s website, http://mypage.iu.edu/wright1/. Policy priorities and state employee data are from Jacoby and Schneider (2009).



Figure 20.18 presents an example showing the effect of aspect ratio in a scatterplot. The first panel (Figure 20.18A) uses a relatively small aspect ratio (0.5), producing a graph that is wider than it is tall. Here we can see that there is a positive relationship between state public opinion and state policy, since the conditional Y distribution shifts upward (i.e., the plotted points tend to fall at higher locations) as we move from left to right within the plotting region. The second panel (Figure 20.18B) shows the same scatterplot, but the aspect ratio has been increased to 1.0. Here it is easier to see a feature that was not readily apparent in Figure 20.18A: the relationship between the two variables is nonlinear. In the left-hand side of the scatterplot (say, below X values of about 20), larger values of one variable tend to be associated with larger values of the other. But on the right-hand side of the plotting region, we can see that differences in X values do not correspond to systematic differences in the central tendencies of the Y values; from an x value of 20 through the maximum X, the average Y value hovers between 0.52 and 0.53. In terms of Cleveland’s visual perception theory, the larger aspect ratio facilitates visual assembly of the systematic structure underlying these bivariate data.
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FIGURE 20.18B Scatterplot with an Aspect Ratio of 1.0: State Policy Priorities versus State Electorate Ideology in 1986.

Sources: State public opinion data are obtained from Gerald Wright’s website, http://mypage.iu.edu/wright1/. Policy priorities and state employee data are from Jacoby and Schneider (2009).




CONCLUSIONS

Let us conclude with some general considerations to keep in mind while developing graphical displays for inclusion in research manuscripts that will be submitted for publication. First, it is important to think carefully about the information that a graph is intended to convey and to choose the type of display that is most effective for that purpose. This involves not only determining the general class of graph (e.g., dot plot versus bar chart for labeled data values), but also the tiniest details within the display that is eventually selected for use. Elements like the orientation of textual labels, line styles, and plotting symbols can make a huge difference in the ability to communicate information in an accurate manner. To some authors, these considerations may seem like trivial minutia. But as a leading statistical graphics scholar emphasizes, “The devil is in the details” (Wilkinson 2005, xi).

Second, make sure that the types of displays used in a manuscript are likely to be familiar to its intended audience. The statistical graphics literature is replete with graphical displays that overcome some of the limitations in well-known types of graphs. For example, the bin definitions that can be so problematic with histograms simply do not occur in univariate quantile plots. But the latter are virtually unknown within the political science community, and even worse, could be mistaken by a casual reader for bivariate scatterplots. Similarly, many specialized displays show particular kinds of data. For example, an “R-F Spreadplot” (Cleveland 1993b) shows the quantiles of the fitted values and residuals from a statistical model. While this is extremely important information, the nature of the display itself would almost certainly have to be explained in great detail within a manuscript intended for a political science constituency. Doing so would probably distract readers and dilute the substantive arguments that the author is making. Thus, it is probably best to stick with well-known types of graphs, but to make sure that they are constructed and presented in ways that avoid potential pitfalls.

Third, recognize that creating graphs is an inherently iterative process. Modern software makes it very easy to modify just about any element in a graphical display. Seemingly minor changes to the details of a graph can often produce major improvements in the degree to which observers can extract accurate and useful information from the display. So the first graph of a data set should never be the only graph of that data set! An analyst certainly should never settle for the default choices made in the software used to produce the graph.

Finally, it is incumbent upon the author to make sure that a graphical display really does contribute something to the argument that he or she is making. Journal editors are typically under great pressure to encourage short manuscripts, due to publisher-imposed page budgets. Therefore, a graph that simply provides a pictorial representation of numerical information that is already presented in tabular form really adds nothing to a paper. Instead, the author should use a graph only when it reveals something that cannot readily be discerned otherwise. When this is the case, graphical displays truly are unparalleled in their ability to communicate quantitative and potentially complex information in ways that can be interpreted easily by readers.

NOTES

1. In fact, the bubble plots in Figure 20.5 exemplify the types of compromises that often have to be made in graphical displays of data. Within each panel the relevant political characteristic (i.e., policy priority, interest group strength, or government size) is encoded in the size of the plotting symbol. But visual judgments about areas of geometric shapes are relatively inaccurate (Cleveland 1993a). They are also biased in that people tend to underestimate the sizes of large shapes relative to small shapes (e.g., Lodge 1981). In order to correct for this bias, the values of the respective political characteristics are made proportional to the diameters of the circles. Since the area of a circle is related to one-half the diameter squared, the resultant power relationship between the size of the plotting symbol and the value of the variable will help to compensate for the bias in visual perception.

2. So-called univariate graphs can, in fact, contain information about more than one variable. For example, a bar chart might be used to display summary statistics for a dependent variable across the values of a discrete independent variable. In this case the bar chart actually depicts bivariate data. As another example, a dot plot could be used to plot the sizes of the coefficients associated with particular independent variables in a regression model. In that case, information pertaining to several variables would be shown together in a single display. While examples like these might raise questions about the utility or accuracy of the “univariate” label, they pose no particular challenges to the principles underlying the effectiveness of these kinds of displays. Hence we need not worry about them any further in this chapter.

3. Multipanel graphical displays sometimes include reference lines within their panels to facilitate visual comparisons across panels. Some graphical displays include baselines for judging variations in magnitude and direction within the data (e.g., a horizontal dashed line within a residual-versus-predicted plot after a regression analysis). In both of these situations the reference lines and baselines serve a well-defined purpose: They enhance visual perception and decoding of the information contained within the display. Conceptually, they are different from grid lines included in a single-panel display to merely mark off regular intervals in a variable’s range of values.

4. One important exception to this rule involves outliers, or observations with unusual variable values, relative to the rest of the data. When outliers exist, it usually is important to determine where they occur in the data set. This is facilitated by labeling the relevant points with some identifier. But by their very nature, outlying observations occur at positions within the plotting region that are separated from the main data point cloud. Hence labels for these observations generally do not cause serious problems for extracting information from the graphical display.

5. Different colored plotting symbols are also a very effective way to show several subgroups in a graphical display. Again, however, most professional journals discourage the use of color in articles.
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CHAPTER 21

SURVEY EXPERIMENTS

Managing the Methodological Costs and Benefits

YANNA KRUPNIKOV AND BLAKE FINDLEY

INTRODUCTION

OVER the last two decades there has been an increase in the use of experimental research in political science (Druckman et al. 2011). Under the broad umbrella term “experimental research” are a variety of methodological approaches, and one that has emerged as increasingly important is the survey experiment (Barabas and Jerit 2010; Druckman et al. 2006). Often defined as experimental intervention within an opinion survey (Druckman et al. 2011, 17), survey experiments offer scholars the opportunity to have the “best of both worlds.”1 On the one hand the experimental component allows scholars to randomly assign participants to treatments, which helps the investigation of causal relationships. On the other hand, the survey component allows scholars to incorporate these experimental interventions into national, representative surveys (Lavine 2002; Mutz 2011). As a result, survey experiments carry the possibility of retaining the control of an experiment without giving up the generalizability of a survey.

In their earliest form, survey experiments were implemented as split-ballot studies in which participants were assigned to multiple versions of printed questionnaires, identical in all but one way. In an early example of a split-ballot survey, outlined in Gilens (2002), Elmo Roper assigned participants to answer one of the two following questions: (1) “Should the U.S. do more than it is now to help England and France?” or (2) “Should the U.S. do more than it is now to help England and France in their fight against Hitler?” Roper’s results, reported in Cantril and Wilks (1940), showed that the change in question wording had an effect on participants’ opinions, with 13% of participants replying “yes” to the former and 22% replying “yes” to the latter question (Cantril and Wilks 1940; Gilens 2002). This early study hinted at the power of the survey experiment: seemingly minor changes in question wording produced substantial shifts in public opinion. Building on this foundation, the modern survey experiment turned to the analyzing the very nature of public opinion and preference formation (Lavine 2002).

Survey experiments became more central to public opinion research with the development of computer assisted telephone interviewing (CATI) (Sniderman 2011). Rather than relying on preprinted split ballots, CATI offered survey researchers a tremendous amount of flexibility. For example, CATI incorporated question sequencing, the ability to adjust which questions survey participants receive based on their answers to prior questions. In a pivotal moment for survey experiments, Paul Sniderman’s research used CATI to add a randomizer to surveys, which allowed survey practitioners to randomly assign participants to different conditions (Sniderman 2011; Piazza, Sniderman, and Tetlock 1989).2 While the randomizer followed the basic logic of the split-ballot form described above, the procedure was now far more effortless. Moreover, randomization by computer was more likely to avoid human error.

Over time survey experiments have become even more accessible. In recent years, projects like Sniderman’s Multi-Investigator Study, which served as a foundation for Time-sharing Experiments for the Social Sciences (TESS), have been developed specifically to fund the use of survey experiments. Created in 2001 by Arthur Lupia and Diana Mutz, TESS is a cross-disciplinary program that allows scholars to submit survey experiment proposals, and proposals that are accepted are fielded on probability-based samples. In the six years after its inception (between 2001 and 2007) TESS allocated millions of dollars to over two hundred projects and more than one hundred researchers (Nock and Guterbock 2010; Mutz 2011).

This increased reliance on survey experiments has resulted in tremendous advances in the study of public opinion and political behavior (Barabas and Jerit 2010). Scholars have used survey experiments, for example, to analyze the effects of priming and framing (see Chong and Druckman 2007 for an overview). Focusing on the underlying determinants of public opinion formation, scholars have considered how a variety of attitudes—for example, attitudes toward political parties or attitudes toward out-groups—affect the way people arrive at their eventual opinions (Bullock 2011; Brader, Valentino, and Suhay 2008). Beyond public opinion research, survey experiments have become an increasingly common approach in studies of individual political behavior (Keeter et al. 2002; Brooks and Geer 2007) and responses to political communication (Searles 2010). Moreover, survey experiments have also become pivotal in the study of measurement and general experimental methodology (Berinsky, Huber, and Lenz 2012).

The increasing popularity of survey experiments is in part due to their myriad benefits. As Gaines, Kuklinski, and Quirk (2007) note, “the survey experiment is easy to implement and avoids many problems associated with cross-sectional and panel survey data. It clearly distinguishes cause and effect. When used with representative samples, therefore, survey experiments can provide firmly grounded inferences about real-world political attitudes and behavior” (2). Yet like any other method, a survey experiment is not without its costs. Indeed, as Gaines, Kuklinski, and Quirk (2007) note, survey experiments are not a “panacea”; an experimental design is not automatically improved by virtue of placement in a survey context.3 Just the opposite; the survey experiment may actually introduce confounds that other experimental contexts control (Gaines, Kuklinski, and Quirk 2007).

In this chapter we consider the push and pull of the benefits and costs of survey experiments by focusing on two key components: the participants and the measures. First, we consider how survey experiments fit into broader arguments about experimental design and validity. Next, we use our discussion of samples and measures to examine the intersection between scholars’ goals and methodological constraints. We conclude by considering the extent to which survey experiments can deliver on the promise of a controlled study within a generalizable setting.

DIFFERENTIATING SURVEY EXPERIMENTS

A key component of experiments as a methodological approach as often applied in a variety of social science disciplines is the random assignment of participants to interventions (Mutz 2011).4 At its most basic level, this random assignment is either to a treatment group, the group that receives some type of experimental stimulus or manipulation, or to a control group, the group that does not receive any type of experimental treatment (Gilens 2002; Nock and Guterbock 2010). The treatment can take on a variety of forms, ranging from small changes in question wording and structure (Schwarz et al. 1991) to more substantial changes that may even alter the mode of experimental administration (Clifford and Jerit 2014). The experimental goal is to compare groups that are identical in all ways except the random assignment to a particular treatment. In doing so, scholars aim to isolate the causal relationship between the intervention and some particular outcome of interest (Barabas and Jerit 2010; Druckman et al. 2011).

The random assignment, and subsequent exposure to the experimental intervention, can happen in a variety of contexts (McDermott 2002). Typically, scholars distinguish among laboratory experiments, field experiments, and survey experiments (Druckman et al. 2011).5 Laboratory experiments are conducted in controlled environments, in which nearly every part of a participant’s experience is (to the extent possible) created by the researcher. In these types of experiments, a researcher can control factors such as the particular types of participants who are together in a room during a given experimental round (e.g., Klar 2014), what each individual participant knows about the other participants (e.g., Ahn, Huckfeldt, and Ryan 2014), the very furniture that surrounds the participants as they take the study (e.g., Iyengar and Kinder 1987), and even the route a participant takes to the exit upon completing a study (e.g. Levine 2015).

Laboratory experiments offer scholars the most control, but they also often create environments that are in many ways artificial (Jerit, Barabas, and Clifford 2013; Morton nd Williams 2010). Because participating in a study in a laboratory takes a person out of his or her day-to-day life, a participant may pay more attention to information provided by the researcher (Jerit, Barabas, and Clifford 2013) and/or think more thoroughly when reporting responses to questions and answer in ways specifically designed to please a researcher (Iyengar 2011). The possibility that the laboratory leads to behavioral changes may limit the generalizability of laboratory studies; an experimental finding may represent how a person behaves in a carefully controlled setting, but may not be indicative of behavior outside the laboratory in the “real world.”

Field experiments are studies conducted in what Druckman et al. (2011) term a “naturally occurring setting” (17). In this type of experimental approach participants are still randomly assigned to experimental groups, but they are often “unaware that they are participating in a study” (Gerber 2011, 116). The goal of field experiments is to retain the benefits of random assignment and overcome the artificiality of the lab setting by presenting participants with treatments in their “real-world” contexts and without taking them out of their daily routines (Teele 2014). People, for example, may be randomly assigned to receive different types of “Get Out the Vote” messages (Gerber and Green 2000), different direct-mail solicitation donations (Levine 2015), or different text messages reminding them to vote (Dale and Strauss 2009). Because people are unaware that they are receiving these types of messages as part of an experimental study, they have little incentive to read the messages more carefully or behave in ways that please the researcher. Moreover, the outcome measures in these studies are often behavioral: rather than measuring responses to treatments with questions and assigned tasks, in field experiments scholars often track patterns of outcomes (e.g., turnout, donations) that would correspond to exposure to certain treatments in the field.6

While field experiments help scholars overcome the limitations of the laboratory setting, field studies are not without their own limits. In certain cases, scholars may be interested not only in the causal connection between a particular experimental treatment and a behavioral outcome, but also in the mechanisms underlying that connection. Specifically, the research question may not only ask whether a treatment causes an outcome, but why that causal connection exists. In these cases it is not enough to observe that a treatment caused a particular outcome; the goal is to investigate whether the treatment affected the outcome by serving as the first push in a hypothesized chain of events.

Levine (2015), for example, argues that people are less responsive to donation solicitations that mention economic hardships because these solicitations make them feel poor, and feeling poor leaves a person hesitant to make financial donations. In one of his studies Levine (2015) uses a field experiment to demonstrate that direct-mail solicitations that bring up economic issues lead to fewer donations. Since in his field experiment solicitations are randomly assigned, Levine (2015) shows that solicitations that mention economic hardships caused donation rates to decline. There are a number of reasons, however, why this causal connection may exist. Solicitations that mention hardships may lead to a lower likelihood of donation because, as Levine hypothesizes, they may make people feel poor, but they may also lower likelihood of donation because they put people in an unhappy mood, or because they lead people to question their trust in the government, or because mentioning economic hardships can make people feel anxious. If Levine (2015) was only interested in the causal effect of solicitations on donation behavior, distinguishing between these possible causal mechanisms would be irrelevant to his research goals, and the field experiment would be a sufficient test. Since Levine (2015) is interested in a particular theoretical chain of events, he turns to a survey experiment to identify why solicitations that mention hardships make people less likely to donate money.7

Survey experiments offer scholars the promise of integrating the control and focus on mechanisms that is often present in laboratory experiments while retaining some generalizability (Barabas and Jerit 2010). Broadly defined, survey experiments involve a random assignment to groups within an opinion survey (Druckman et al. 2011; Morton and Williams 2010), or the “deliberate manipulation” of various components and parts of a survey (Gaines, Kuklinski, and Quirk 2007, 3). Given this definition, the mode of the survey is irrelevant; the survey may take place over the telephone, in person, or over the Internet (Druckman et al. 2011; Morton and Williams 2010). A typical survey experiment may proceed in ways that are similar to a laboratory experiment: a participant is randomly assigned to an experimental group (e.g., treatment or control) and subsequently answers a series of questions designed to measure his or her response to a particular treatment (Morton and Williams 2010). Indeed, as Morton and Williams (2010) note, there are some survey experiments that could take place within a laboratory and some laboratory experiments that could reasonably be fielded as survey experiments.

Differentiating a survey experiment from a pure laboratory experiment, then, is the context in which the random assignment and measurement occurs. As Gaines, Kuklinski, and Quirk (2007) explain, a survey experiment is the “deliberate manipulation of the form or placement of items in a survey instrument, for the purposes of inferring how public opinion works in the real world” (4, emphasis added). Relative to a laboratory study, two factors bring the survey experiment closer to the “real world.” First, since surveys ask people to answer questions within their natural environments (i.e., people are unlikely to be asked to go to a laboratory to participate in a survey), the artificiality of the context is somewhat diminished relative to a pure lab setting.8 Second, while laboratory experiments are limited to participants who live or work near the laboratory location, survey experiments offer scholars the ability to conduct studies on broader samples, including samples that are representative of the population being studied.

In sum, the benefit of the survey experiment approach is that it can retain large components of the internal validity of a laboratory experiment. Scholars have enough control to ensure that all participants are exposed to the experimental treatment. This is something that is often difficult to do in a field experiment, where participants encounter the treatment as part of their day-to-day lives and can at times avoid or ignore the treatment (Jerit, Barabas, and Clifford 2013).9 Moreover, scholars can also measure outcomes and mechanisms immediately post-treatment with items deliberately designed to evaluate the effects of a particular experimental stimulus. On the other hand, the survey experiment offers more external validity: by taking the experiment outside the laboratory, scholars can argue that the obtained results have a higher likelihood of generalizing beyond the particular participants in a given study.

The possibility of retaining high levels of internal validity while increasing the external validity of experimental studies has made survey experiments an increasingly important methodological approach (Barabas and Jerit 2010; Lavine 2002; Mutz 2011). Nonetheless, it would be shortsighted to assume that simply plucking an experiment from a laboratory environment and embedding it wholesale within a national survey will immediately allow one to capture the full benefits of the survey experiment approach. Rather, the benefits of survey experiments depend on the way experimental components fit within a survey setting. Broadening the base of participants, while potentially useful, may not always increase the generalizability of a study. Similarly, while certain experimental measures are valid in a laboratory, the same measures can produce confounds in a survey setting. In short, like most methodological approaches, survey experiments have both costs and benefits.

In the next several sections we examine both the costs and benefits of survey experiments by considering the limitations of the survey experiment approach. We begin by discussing participant recruitment for survey experiments. Here we discuss how the representativeness of the sample affects generalizability and examine how the rise of “national panels” can affect survey experiments. Next, we examine measurement strategies in survey experiments. In this section we focus on the potential limitation of survey experiments for examining participatory outcomes. We focus on participants and measures because we see these two components as pivotal to arguments about the general usefulness of survey experiments. The extent to which scholars can make broader inferences when relying on survey experiments—as compared to laboratory experiments—depends on who participates in these studies and the types of tasks these participants are asked to do.

SURVEY EXPERIMENT AND PARTICIPANT LIMITATIONS

A key benefit of survey experiments is that they provide the ability to reach people from a more diverse geographic area. Since there is no laboratory that a participant must visit, a scholar can recruit participants who represent broader populations and subpopulations. Moreover, the ability to participate from one’s own home and on one’s own time makes participating in survey experiments less costly than participating in laboratory experiments. In turn, recruitment for survey experiments may yield higher rates of participation: people will be more likely to participate in survey experiments because it is an easier process (Mutz 2011).10

The ability to recruit more participants and more diverse participants is, of course, beneficial. If nothing else, higher numbers of participants can increase the experimental power of the study to observe differences by experimental treatment (Maxwell and Delaney 2004). The diversity of the sample, however, is a different proposition. Key to realizing the promise of generalizability of survey experiments is considering how we understand the idea of “sample diversity.” In particular, the question lies in whether we consider the diversity of a sample in relative or absolute terms. Has a survey experiment provided us with greater generalizability when we recruit a sample that is more diverse relative to one that we could have recruited for a laboratory study? Or can a survey experiment only deliver on the promise of greater generalizability when we recruit a sample that is diverse in ways that are representative of the population to which we are trying to generalize?

The tension between the relative and absolute of sample diversity leads to a larger question. Recruiting a representative sample is too costly for many scholars. Consequently, if we believe that benefits of survey experiments depend on the absolute representativeness of the sample, how willing are we to modify the sampling and recruitment process to make recruiting a representative sample more accessible? Below, we take on each of these possible limitations to the inferences we can draw from survey experiments.

Absolute Versus Relative Sample Diversity

Certainly fielding a survey experiment on a representative sample of a desired population is of tremendous benefit. As Mutz (2011) writes, “critics over the years have often questioned the extent to which the usual subjects in social science experiments resemble broader, more diverse populations . . . population-based survey experiments offer a powerful means for researchers to respond to such critiques” (Mutz 2011, 24). The key to Mutz’s argument, however, is the idea that scholars are able to recruit a representative sample of some population. As Mutz notes, not all experiments have the goal of generalizing toward some population. Those that do aim to generalize their results—what Mutz calls “population-based survey experiments”—can benefit from a sample that is representative of the “target population of interest” (2011, 3). In Mutz’s approach the representativeness of a sample is defined as the “use of sampling methods to produce a collection of experimental subjects that is representative of the target population of interest of a particular theory” (2011, 2).

While Mutz notes that larger sample sizes are always more beneficial (particularly if a scholar is interested in moderating effects), key to her approach is the extent to which the sample is representative of “groups to which we expect the theories to generalize” (2011, 145). This approach to survey experiments relies on an absolute view of diversity. In this view, sample diversity is not important because a scholar has managed to recruit a large convenience sample that is more diverse in comparison to a smaller sample of undergraduate students, but sample diversity is important so long as it reflects the pivotal population in a scholar’s research question. Only once a sample is representative of a target population can the results of a survey experiment be generalizable.11

Other scholars, however, have explained the diversity of the sample as a more relative idea. These types of explanations begin with the baseline that a laboratory study conducted on undergraduate students offers the lowest sample diversity. From this standpoint, any sample that offers more diversity relative to this baseline underscores the benefit of going outside the laboratory and relying on a survey experiment approach. This relative approach has been particularly apparent in research that evaluates the use of Amazon’s Mechanical Turk (MTurk) as a means of recruiting survey experiment participants.12 In a foundational paper on the costs and benefits of MTurk samples in survey experiments, for example, Berinsky, Huber, and Lenz (2012) compare MTurk to a variety of other samples. Key to their argument for MTurk usefulness is the idea that “demographic characteristics of domestic MTurk users are more representative and diverse than the corresponding student and convenience samples used in experimental political science” (352). Similarly, Paolacci and Chandler (2014) demonstrate that MTurk is comparable or more diverse than other sample types in the social sciences. In sum, while scholars note that MTurk is “by no means representative of the broader population,” it still offers a sample that is more diverse than what could be obtained otherwise (Arceneaux 2012, 274). Moreover, recent research suggests that MTurk samples can be used to replicate a variety of findings obtained with survey experiments fielded on representative samples (Mullinix et al. 2015).

Are the external validity and generalizability benefits of survey experiments realized when we rely on samples that are not representative, but relatively better than samples that could have been used in a laboratory setting? The answer to this question depends on why one believes that laboratory samples limit generalizability. If laboratory studies lack generalizability because they create a setting that is inherently artificial by placing individuals in a laboratory, or if we believe that laboratory studies lack generalizability because they rely on undergraduate students (Sears 1986; Kam, Wilking, and Zechmeister 2007), then the relative standard is a useful one to apply when considering the benefits of relying on survey experiments. Applying this standard means that even a convenience sample (such as MTurk) can offer more generalizability than a laboratory study with students. If, however, we argue that laboratory studies lack generalizability because our results can only generalize when appropriate sampling methods are used, then only Mutz’s (2011) absolute standard can realize the full benefit of survey experiments. If we retain this standard, then attempts to demonstrate that survey experiments with convenience samples like MTurk produce results that are relatively similar to results obtained with representative samples (Mullinix et al. 2015) are unlikely to be persuasive.

Ultimately, unifying the relative and absolute definitions is the assumption that increasing the representativeness of the experimental sample is generally beneficial.13 If survey experiments give scholars the opportunity to conduct their studies on broader and more diverse populations, it is beneficial for scholars to take these opportunities. Moreover, if publication patterns are suggestive, then scholar preferences seem to lean toward more representative samples in survey experiments (Kam, Wilking, and Zechmeister 2007). In the next section we turn toward the constraints on recruiting these more representative samples.

Sample Recruitment: National Participant Panels

Recruiting a group of people to participate in a laboratory study can be a difficult and time-consuming process. Although survey experiments—especially those conducted over the Internet—can initially seem much simpler, the costs of the recruitment may actually be significantly higher in survey experiments. While a laboratory experiment attempts to “coax” people who live or attend class nearby to go to a laboratory and take a study (Mutz 2011), recruiting a national sample to participate in a survey experiment requires a clear identification of a population, a sampling procedure, contact information, and time to carry out the actual study. If one is interested in a representative random sample, this process becomes even more complex and costly (see, for example, the American National Election Study’s [ANES] sampling process). Moreover, the idea that a scholar would begin sampling a population “from scratch” every single time the scholar ran a fifteen- to twenty-minute survey experiment suggests an almost insurmountable difficulty to the process.

Given these costs, scholars fielding survey experiments have increasingly turned to survey companies that maintain national panels of participants. These companies simplify the recruitment process. Panels are typically comprised of hundreds of thousands of people who at some point reported having some interest in participating in surveys. When a scholar wants to field a survey experiment, that scholar can contract with a company that maintains this type of panel. The company will then randomly sample the panel to produce a sample for the scholar and invite the selected panel members to take a study. Once the study is complete, a panel member receives some sort of payment for his or her efforts.

Of course companies vary in how they create panels, how they collect data, and the incentives they offer. Some companies rely on Web advertising to recruit panel members; in these cases, participation in the panel is, at least at first, opt-in and the result is a nonprobability sample.14 Other companies rely on random sampling to recruit panel members, offering difficult to reach populations incentives to remain in the panel (Sargis, Skitka, and McKeever 2013).15 Differences in panel construction aside, national panels offer scholars more accessible means of recruiting national samples for survey experiments.

The presence of survey companies that offer individual scholars national samples of participants has been highly beneficial for the growth of survey experiments in the social sciences (Sargis et al. 2013).16 It is difficult to imagine that survey experiments would exist with any frequency without the presence of companies maintaining national panels. Do these panels come at a cost? One possibility is that these online panels, in some sense, replicate the traditional undergraduate subject pool (Morton and Williams 2010).

Subject pools are typically used in laboratory settings (Kam, Wilking, and Zechmeister 2007). They are useful because they are comprised of individuals who are ready and willing to participate in studies. When subject pool members are students, participation in studies is often required for course credit. While subject pools can improve the rate of laboratory participation, laboratory studies are often criticized precisely for their use of subject pools. Since members of pools have expressed a willingness to participate in studies (or are required to participate by virtue of their course schedules), they are likely to participate in multiple studies during their tenure in the subject pool (or be required to participate in multiple studies).

Repeated participation in experimental studies can be problematic. When participants are in multiple studies, they may “become less naïve than one might hope” (Mutz 2011). Each round of participation may teach subject pool members about the experimental process, and this type of learning can—under certain conditions—affect their responses to subsequent experimental treatments (Weber and Cook 1972). If this is a critique levied at laboratory subject pools, it is one that scholars should consider carefully as we come to rely more and more on national panels of subjects to obtain samples for survey experiments. In particular, as Morton and Williams (2010) note, a student subject pool “automatically refreshes over time,” which is less likely to happen with a national panel of participants who earn incentives for participation (323).

Concerns about “professional subjects” in survey experiments are often brought up in regard to MTurk participants. Indeed, the MTurk platform, where participants earn money for completing tasks and can complete numerous studies on a daily basis, lends itself to the creation of such a “professional subject” (Chandler, Mueller, and Paolacci 2014). In this particular context, however, the relative “professionalization” of a participant can affect the way he or she responds to survey experiment treatments and shift the size of treatment effects (Chandler et al. 2015).

Initially, survey companies with national panels may seem immune from the “professional subject” criticism. What differentiates MTurk is the pure opt-in nature of the platform: not only do people opt-in to participating in MTurk, but they also opt-in to the studies. Survey companies, on the other hand, randomly invite people from the panel to participate in any given study, diminishing opt-in patterns and limiting the number of studies a given panel member can take. On the other hand, when people remain part of an online panel for several years (even if their presence on the panel is due to random recruitment), they are bound to participate in multiple studies (Hillygus, Jackson, and Young 2014). Moreover, there is little to limit simultaneous participation in multiple survey panels. In short, eliminating the chance to opt-in to individual studies does not fully immunize online panels against the types of learning effects that may occur in MTurk participants.17

Hillygus, Jackson, and Young (2014) report that within the ten largest companies that maintain national online panels, 1% of panel members accounted for 34% of all completed studies. Analyzing whether repeated participation matters, they compare participants recruited via YouGov, a company with a large national panel. In their sample Hillygus, Jackson, and Young (2014) show that the self-reported mean of survey participation over the previous four weeks is 4.54, and 36.5% of their sample reported being members of three or more online panels at the same time.

Does this repeated participation matter? The existing literature offers conflicting evidence. Some scholars suggest that repeated participation teaches individuals how to avoid engaging in more “work” by answering questions in ways that avoid additional follow-ups (Nancarrow and Cartwright 2007). Others suggest that these “professional subjects” are less likely to satisfice when taking part in studies (Chang and Krosnick 2009). Overall, Hillygus, Jackson, and Young (2014) note that existing research suggests that it is largely unclear if repeated participation in studies changes individual behavior in any particular way. More recent studies, however, suggest that there are some differences between people who participate repeatedly in panel studies and those whose participation is less frequent.

Hillygus, Jackson, and Young (2014) show that repeated participants are likely to have lower levels of political knowledge, interest, and engagement with politics. In a different study, Adams, Atkeson, and Karp (2015) demonstrate that factors such as age, gender, income, and education all affected the number of studies members of national panels completed. Taken together, these results suggest some systematic differences between panel members who participate frequently and those who do so rarely.

Adams, Atkeson, and Karp (2015) argue that some repeat participants are largely motivated by extrinsic (e.g., money or points for completing studies) rather than intrinsic (e.g., interest in politics) factors. Participants motivated by extrinsic factors, they argue, are more likely to satisfice and less likely to thoughtfully engage with the survey and—extrapolating this point to survey experiments—may be less likely to engage with the treatment. Indeed, Adams, Atkeson, and Karp (2015) demonstrate that repeat participants take surveys more quickly.18 Even more important, they show that repeat participants become more politically knowledgeable.

In sum, the possibility exists that repeated participation in national panels can affect individual behavior in studies. Presumably, in a survey experiment repeated participants should be randomized across experimental groups, which may diminish concerns. On the other hand, there may be scholars who are interested in conditional effects—for example, in the way their treatment may affect participants who are less interested in or knowledgeable about politics. The possibility that these political factors are correlated with participation patterns could affect the ultimate conclusions drawn from a given survey experiment.

A greater concern is the possibility that the responsiveness of a participant to a given treatment may be a function of his or her prior experiences with survey experiments. This issue can be particularly important if a high percentage of participants in a given study is repeat participants who have a certain sense of familiarity with the experimental process. In this case, there is a possibility that the results of the study are driven by repeat participation. This outcome, in turn, limits the generalizability of a survey experiment—which may have been the precise reason for relying on a national panel in the first place.

Sample Characteristics and Benefits of Survey Experiments

Any given sample comes with costs and benefits. Indeed, as the research on repeated participation demonstrates, even reliance on costly national panels does not insulate a researcher against potential sample limitations. The goal of discussing these limitations is to suggest that the survey environment is not by itself enough to be an unconditional improvement over the laboratory environment. First, the nature of the sample matters. If we define a survey experiment based on the sampling process associated with recruiting participants, then an experiment that evaluates a sample as relatively better than one obtained in a laboratory may not necessarily be an improvement. Second, it is important to be cognizant of the constraints involved in recruiting subjects and the costs of relying on people who may be professional study participants.

Underlying these points is the idea that sample diversity and representativeness are not always the ideal heuristics for evaluating the generalizability of a survey experiment. Opening the study to national panels, for example, is often a way to gain greater sample diversity. Doing so, however, may introduce the presence of repeated participants and may actually make the results less generalizable than a laboratory experiment conducted in a controlled setting on naïve undergraduates. Moreover, a researcher’s goals may not always be best served by a sample that is diverse across a variety of characteristics (such as the sample used in the ANES). A survey experiment on a more representative sample is not by definition superior to one that is conducted on a more narrow sample. As Mutz (2011) argues, the diversity of the sample should be defined by the population at the heart of the research question.

Studies that attempt to identify the effects of partisanship cues may offer stronger and more generalizable inferences when people who identify as independents are excluded from the sample (e.g., Druckman, Peterson, and Slothuus 2013). Although excluding independents limits the political diversity of the study, including independents in a survey experiment about the power of partisan messages could make the survey less generalizable because independents are less likely to pay attention to (or even be exposed to) partisan cues in the “real world.” Similarly, when the goal is to identify gradations in identity strength among individuals who identify as partisans, a sample that is recruited from partisan blogs and websites may enhance the generalizability of the inferences made (Huddy, Mason, and Aaroe 2015). Though less diverse and not representative of the population, a sample in which every participant has some existing connection to a party allows for clearer inferences about partisan identity strength than a sample drawn though a national panel.

Recent advances in sample recruitment have given scholars the ability to recruit representative (or at the very least more diverse) samples quickly and with relative ease. The idea that a better sample is available and obtainable, then, may lead to the use of sample diversity as a heuristic with which to judge the quality of a survey experiment. In the abstract, this may be an effective heuristic, and the diversity of the sample may appear as a signal for the generalizability of the results. In practice, however, the relationship between sample diversity and generalizability is closely linked to study goals. A survey experiment is a delicate balance among the research question, the desired scope of inferences, the sample participants necessary to make the desired inferences, and the characteristics of the participants recruited. A survey experiment is not immediately generalizable because it is fielded on a representative sample; similarly, a survey experiment is not immediately limited because it is fielded on a sample that has little variance across certain characteristics (Kam, Wilking, and Zechmeister 2007; Druckman and Kam 2011).

SURVEY EXPERIMENTS AND LIMITATIONS IN MEASUREMENT

Equating survey experiments with the ability to make inferences about the “real world” suggests that under most conditions survey experiments are likely to be superior to laboratory studies. Following this logic, then, it may be tempting to simply redesign experiments previously conducted in the laboratory into studies that can be fielded as survey experiments. This may initially seem like an easy transition. If survey experiments are viewed simply as laboratory experiments transported into a broader survey setting and fielded using a (potentially) representative (or at least more diverse) sample of participants, then one can easily apply the logic used in laboratory studies when designing measures and treatments for survey experiments. Yet while there are certain ideas that can guide measurement in both types of experiments, survey experiments bring conditions that may be less hospitable to measurement and design techniques that are useful in laboratory settings.

As numerous scholars have suggested, survey experiments have been a particularly pivotal tool in research on public opinion (Barabas and Jerit 2010; Lavine 2002). Indeed, in their definition of survey experiments Gaines, Kuklinski, and Quirk (2007) note that the goal of survey experiments is to investigate some component of public opinion research. Increasingly, however, scholars have turned to survey experiments to analyze outcomes that move beyond public opinion. Scholars have used survey experiments, for example, to study willingness to turn out to vote (Brooks and Geer 2007), obtain different types of information (Brader, Valentino, and Suhay 2008), or take a variety of political actions (Levine 2015). The application of survey experiments to political participation is important and useful. The benefit of the survey experiment is the increased ability to make generalizable inferences; it stands to reason that scholars are interested in making generalizable inferences about a variety of topics, and the participatory components of individual orientations toward politics are pivotal to democratic outcomes.

Moving beyond measures designed to capture components of public opinion, however, may be more challenging in the survey experiment context. By definition, survey experiments are conducted within a survey. In turn, surveys with embedded experiments are conducted in much the same manner as those without embedded experiments: outside the laboratory, either face-to-face with an interviewer, over the telephone, or over the Internet. In all of these case, the interviewer comes to the participant, and the participant engages with the study in the context of his or her day-to-day life. Indeed, this context is what makes survey experiments closer to the “real world” than the carefully controlled setting of the laboratory. The survey context, however, means that measures are limited to tasks that a participant can reasonably complete within a survey environment.

The tasks and measures that are best suited for and most easily implementable within a survey context are those that ask participants to express their preferences. Expressed preference measures ask participants how likely they would be to undertake some sort of action. An expressed preference measure may ask a participant how likely he or she may be to vote in an upcoming election, whether he or she intends to watch the news in the next week, or whether he or she would be interested in contacting his or her congressperson (Krupnikov and Levine 2011). These are, of course, reasonable measures. As Krupnikov and Levine (2011) note, questions that ask people how likely they would be to take some action are often the best way to capture the potential behavior of a diverse sample in a survey experiment.

Yet expressed preferences carry with them a limitation: “the significant disadvantage is that people may not necessarily do what they say” (Kroes and Sheldon 1988; 13). Expressing a high likelihood of taking some action during a survey experiment is in many ways virtually costless. Indeed, it is likely for this reason that people have high tendencies to overestimate their willingness to participate in future political events (Pinkleton, Austin, and Fortman 1998). This tendency to overestimate and overreport willingness to act can be troublesome for scholars. An increase in an expressed preference for action due to some treatment in a survey experiment may mean that this type of treatment generally increases political participation. Alternatively, such an increase may mean that this treatment increases people’s willingness to tell an interviewer that they will take an action, but has null effects on their actual behavior (Krupnikov and Levine 2011).

An alternative to expressed preference measures is revealed preference measures. Revealed preference measures give people an opportunity to complete a task within a research setting. These types of measures create situations in which “respondents actually experience a cost” (Fowler 2006, 676). While an expressed preference measure may ask participants how willing they would be to donate funds to a group, a revealed preference measure may ask participants to place money in an envelope and donate the money (Levine 2015). While an expressed measure may ask participants how likely they would be to wear a button displaying support for their political party, a revealed preference measure may actually track what happens when people are given real political buttons (Klar and Krupnikov 2016). These types of measures make reporting a preference for action more costly, and because participation generally carries a cost (Verba, Schlozman, and Brady 1995), these types of measures can help make inferences more generalizable.

Revealed preference measures are often difficult to implement in a survey experiment setting (Krupnikov and Levine 2011). While the laboratory setting can easily lend itself to the types of tasks that ask participants to reveal their preferences (e.g., Johnson and Ryan 2015), embedding costly tasks into a survey may often prove difficult. Levine (2015), for example, conducted experimental studies that track how different types of donation requests influence individual willingness to donate funds. One study was conducted in the laboratory; another was conducted as a survey experiment. Since analyzing donations requires that people actually donate money (rather than report a willingness to donate money), Levine (2015) measures what proportion of an endowment received at the start of the experiment participants are willing to donate following exposure to various donation requests. This creates a constraint. In his laboratory experiment, Levine (2015) explains, participants were actually given real money that they opted to either keep or donate. Since this could not occur in a survey experiment, “it is possible that some subjects were not convinced that they would actually receive the money they chose not to donate” (Levine 2015, 230). His discussion of accounting for this constraint highlights that for the purposes of analyzing an outcome that is best identified with a revealed preference measure, the survey experiment contexts can have more costs than benefits.

Revealing preferences, however, does not always mean taking a costly action. A more generalized form of a revealed preference measure may be an individual’s social interaction. A person may report a willingness to share information when asked to express a preference but be more or less willing to share that information when in the presence of an actual preference. To this extent, then, studies that depend on social interactions may also be limited by the survey experiment approach. In Klar’s (2014) laboratory experiment, for example, participants discuss politics either with members of their own party or with members of the opposing party. Pivotal to Klar’s argument is the actual, direct, social interaction that occurs within the group; it is unclear if the same effect can be achieved outside the laboratory even with the implementation of a chat room.

Klar’s (2014) study aside, utilizing revealed preference measures in survey experiments is not an impossible task. The recent growth in Internet surveys means that scholars can embed measures with more behavioral components when measuring participatory outcomes (e.g., Brader, Valentino, and Suhay 2008). As Levine (2015) demonstrates, it is even possible to implement a donation experiment with an endowment in the survey experiment context. Yet it is important to be cognizant of the costs and benefits of doing so. Survey experiments carry with them constraints for scholars who want to move beyond opinion measures toward measures of participation. In these types of cases, the survey experiment may not be consistently and unconditionally superior to a laboratory study—even if the survey experiment is performed on a representative sample of a given population. While moving to a more diverse sample can increase the generalizability of the study, giving up a revealed preference measure to do so may undermine the validity of the inferences scholars want to make about individual behavior.

CONCLUSIONS

Over the last several decades, survey experiments have proven pivotal to the study of political behavior. As Lavine (2002) notes, “survey experiments that integrate representative samples with the experimental control of questions represent the most valuable tool for gaining access to the processes that underlie opinion formation” (242). More recently, survey experiments have become even more accessible. Especially, if scholars are willing to rely on nonprobability or national convenience samples in survey experiments, these studies can be run at lower costs and produce results that may be more generalizable than those obtained with laboratory studies.

Key to many arguments about the usefulness of survey experiments is the role of the “sample.” The idea that an experiment was conducted on a sample that is representative—or at least more representative than some other possible sample—often seems to make experimental results more trustworthy or publishable (Kam, Wilking, and Zechmeister 2007). Yet this focus on sample may blind scholars to the push and pull among research goals, experimental design, and experimental participants. The control of a laboratory study, for example, may outweigh the benefits of a national sample for a scholar studying the effects of interpersonal communication. The inclusion of non-naïve participants in a study, for example, may undermine the inference drawn from an experiment on a national population (Chandler et al. 2015).

More broadly, we suggest that when considering whether a survey experiment is the best approach, scholars may want to weigh the following considerations. First, does a full test of the hypothesis require total control over every aspect of a subject’s participation? Does an appropriate test of the hypothesis, for example, depend on the researcher being aware of the level of attention a participant pays to the treatment? Would an experiment—as a test of a particular hypothesis—lose conceptual clarity if there is even a slight amount of variance in the way participants are exposed to the treatments and subsequently complete post-treatment tasks? If an adequate test of the hypothesis requires control over virtually every aspect of subject participation, then the costs of moving from a laboratory environment to a survey experiment may be too great. If the experimental design can absorb some decline in control (e.g., participants taking the study over the Internet are in a variety of different environments when exposed to the treatment), yet still remain a reasonable test of the hypothesis, then a survey experiment may be reasonable.

Second, given the particular experimental design, which sample is most likely to produce generalizable inferences? While representative samples may make the answer to this question simple, if a scholar is not able to recruit a representative sample, the question of participants becomes more difficult.19 If the scholar is planning to recruit a convenience sample for a survey experiment, can it be assumed that the convenience sample is more diverse precisely on the types of factors that make the undergraduate sample narrow? Given the design of the experiment, is the increase in the potential diversity of the sample a greater benefit than the cost of including subjects who are professional study participants? Although a convenience sample may be more diverse, this diversity may not necessarily translate to the generalizability of results in each and every experiment. Moreover, a researcher may actually have a better understanding of the characteristics and motivations of the laboratory sample, meaning that he or she will be better able to design studies that account for the particular narrowness of the sample. The possibility that a convenience sample is less narrow on certain characteristics does not necessarily mean that it will produce results that are more generalizable; scholars should again weigh the costs and benefits.

We are of course far from the first to suggest that survey experiments carry costs. Barabas and Jerit (2010), for example, raise issues of external validity in survey experiments. Gaines, Kuklinski, and Quirk (2007) consider a variety of design issues that can undermine survey experiments. These articles are important because the possibility of an experiment that retains control but increases the generalizability of the findings by measuring outcomes in the “real world” holds a tremendous amount of promise. Indeed, this type of logic would suggest that most experiments could be improved by a change in context. Our goal in this chapter is not to suggest others, but rather to offer a more ambivalent perspective. Although survey experiments are useful and important, it would be shortsighted to argue that moving a study out of a laboratory provides only benefits and no costs. Certainly in many cases relying on a survey experiment enhances the study, but there are certain conditions under which survey experiments may undermine rather than enhance the inferences scholars can draw.

NOTES

1. Scholars have offered other definitions of what makes a particular experimental design a “survey experiment.” Nock and Guterbock (2010), for example, define a survey experiment as a study that randomly assigns survey components. Under this definition, an experiment that randomly assigns an intervention that is not at all survey based, but that uses survey-style questions to measure outcomes either before or after that intervention, is not necessarily a survey experiment.

2. Sniderman (2011) also credits Merrill Shanks with CATI development.

3. Gaines et al. (2007) use the term “panacea” in the abstract of the article.

4. It is important to note here—as Mutz (2011) does—that the term “experiment” is not always synonymous with random assignment. For example, Mutz notes that Milgram’s (1963) original experiment on authority does not necessarily rely on random assignment. Mutz notes that subsequent studies and replications of Milgram’s original result did use random assignment. Nonetheless, experimental research in the social sciences has often explicitly meant the use of random assignment to interventions. Time Sharing Experiments for the Social Sciences (TESS), a program that funds only survey experiments, for example, notes that only proposals that have some form of random assignment (either within or between subject) can be funded (see http://www.tessexperiments.org/introduction.html#proposals, “What Kind of Proposals Are Appropriate?”).

5. One other type is a natural experiment, though in this particular case the intervention is not created by or at the instruction of a researcher.

6. This is not to argue that all field experiments necessarily rely on behavioral outcomes. In certain field studies, the intervention is assigned in the field, but treatment outcomes are measured with follow-up surveys. See Gerber, Karlan, and Bergan (2009) for an example of such an approach.

7. Levine (2015) also uses a laboratory experiment to demonstrate mechanisms.

8. Nonetheless, because in a survey experiment people are still aware that they are part of a research process, survey experiments cannot generalize to real-world behaviors to the level of field experiments.

9. Note that the idea that in a field experiment people can avoid or ignore the treatment can be considered an external validity benefit of a field experiment—because it means that people are dealing with the treatment in a way that exemplifies their true behavior (Jerit et al. 2013).

10. Certainly, scholars can offset the costs of participation in laboratory studies by offering participants high financial incentives for participation (Morton and Williams 2010). The use of financial incentives, however, is in itself not without limitations; a researcher may simply lack the financial resources to recruit a large sample of laboratory participants.

11. These discussions of sample begin from the assumption that a scholar has obtained and even surpassed the sample size necessary to observe even small group differences. Assuming that the necessary sample size can been obtained, the question becomes whether the recruited participants should be sampled in a way that is representative of the population of interest. As Mutz notes, population-based survey experiments “need note (and often have not) relied on nationally representative population samples . . . the key is that convenience samples are abandoned in favor of samples representing the target population of interest” (2011, 3).

12. MTurk is a platform on which researchers can post surveys as tasks. People who are registered as MTurk “workers” can then choose to opt in to the task and complete the survey for a predetermined payment. MTurk as a recruitment platform highlights the tension between the absolute and relative definitions of sample diversity. MTurk recruitment is unlikely to produce a nationally representative sample, but this approach can produce a sample that is more diverse than a laboratory sample of undergraduates.

13. Although see Kam, Wilking, and Zechmeister (2007) for the argument that decreasing the representativeness of the sample can be beneficial for certain types of treatments and studies.

14. One example of such a company is SSI. See Berinsky, Margolis, and Sances (2014) for use of SSI in political science.

15. One example of such a company is GfK (formerly known as Knowledge Networks). See Prior (2005) for use of GfK as Knowledge Networks.

16. Sargis et al. (2013) present data about the rise of Internet-based studies in psychology; Barabas and Jerit (2010) discuss this point in regard to political science.

17. Notably, the effects may be more extreme in MTurk, where participants can take part in multiple studies and can discuss these studies in forums (Chandler, Mueller, and Paolacci 2014). Moreover, MTurk participants know that they earn money based on data quality, which may mean that they may become more attentive as they professionalize (Chandler, Mueller, and Paolacci 2014). Participants in national panels, on the other hand, may actually become less attentive as they professionalize (Hillygus, Jackson, and Young 2014).

18. Note that Adams et al. (2015) address the possibility that repeat members of panels are simply becoming more adept at handling the technological aspects of survey participation, which leads them to complete the study more quickly.

19. The assumption here is that the scholar is unable to recruit a representative sample due to financial constraints, rather than because there is no defined population. Also, the assumption is that the scholar made the determination that he or she is unable to recruit a representative sample prior to the design of the experiment.
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CHAPTER 22

USING QUALITATIVE METHODS IN A QUANTITATIVE SURVEY RESEARCH AGENDA

KINSEY GIMBEL AND JOCELYN NEWSOME

INTRODUCTION

POLLSTERS and survey researchers are often skeptical of focus groups, interviews, and other qualitative methods, either shying away from them entirely or using them only in the very initial discovery stages of a project, then abandoning them once a quantitative survey method is implemented. However, qualitative techniques, from focus groups to cognitive and in-depth interviews (IDIs), can improve survey efforts and provide unique data unobtainable through quantitative methods. While qualitative methods have limitations, they can serve as a valuable complement to more traditional survey research methods.

This chapter reviews the ways that qualitative methods can be useful in the framework of a quantitative survey research effort, as well as the boundaries that qualitative methods need to stay within to meet scientific standards. It then describes how qualitative efforts can be used throughout a project, including during initial survey creation, as a survey is being conducted to collect data that are difficult to address in a survey format, and as a way to learn more about specific survey findings. Qualitative methods discussed include cognitive interviews, IDIs, and focus groups. The chapter concludes with specific guidance on best practices for conducting qualitative research.

WHAT IS QUALITATIVE RESEARCH?

Qualitative research is frequently defined as a series of contrasts to quantitative research. Generally, qualitative research employs less structured and more open-ended ways of gathering data than do quantitative methods. As a result, qualitative data tend to be messy and complex. With quantitative data, respondents are usually easily categorized—for example, 24% of city residents voted in the last local election, and 76% did not. A respondent either voted or didn’t vote; there are only two choices.

A qualitative research project exploring why people didn’t vote is less easy to simplify. A series of interviews with nonvoters might find that one respondent did not vote because she was overwhelmed by the number of candidates for the school board and simply wasn’t sure how to make an informed choice. One may have intended to vote, but her car broke down unexpectedly on her way home from work, leaving her with only enough time to pick up her child from day care before the polls closed. Another respondent may have failed to vote because he had outstanding parking tickets and was worried about showing up at his polling place without having paid his fines.

Qualitative research gives us stories. Stories are important. Stories provide insight into what the numbers actually mean. If quantitative survey data can tell us that 76% of residents did not vote, qualitative data can explain why they did not vote. A focus group of nonvoters can reveal whether the failure to vote was a result of lack of interest in city politics; dissatisfaction with the candidates on the ballot; or perhaps even a strong liking for all of the candidates, making it impossible to choose. Quantitative survey data—there are, of course, other types of quantitative research, but the focus here is on quantitative data gathered through surveys—is excellent at providing the big picture, capturing a snapshot of a complex situation. Qualitative data can help us interpret the snapshot, so that we know exactly what it is that we’re looking at. But because these are stories, they are not easily reduced to numbers. If quantitative data are all about numbers, qualitative data are all about words. (This is, of course, an oversimplification. Quantitative data collection depends heavily on the words we use—think, for example, of push polls—and qualitative data can be described in terms of numbers—half of the respondents in the focus group reported that they simply didn’t have time to get to the polls while they were open. But it can be a useful oversimplification.)

Another key difference between quantitative and qualitative research is sampling. Quantitative survey research employs probability sampling and seeks data that are statistically generalizable to a larger population. Qualitative data use “purposive” sampling, which involves researchers systematically selecting certain groups or individuals based on their relevance to the central research question. In the example of a study of nonvoters, it would be inefficient to sample a general adult population. Furthermore, we would want to include both individuals who have never voted and those who have voted in the past. We would want to consider all the different factors that might lead to different reasons for not voting, so we’d look for diversity among age, gender, population, education levels, geographic location, and political affiliation. The idea is to get as many different stories as possible—not to have a pool that necessarily looks exactly like the larger population. Because the sampling is purposive, qualitative data are not generalizable to the larger population. This does not mean qualitative sampling is sloppy; it is just focused on identifying participants who will be able to provide data on the key research questions.

Perhaps because of this limitation, there is a tendency for researchers trained in quantitative survey research methodology to ignore or downplay qualitative options. Occasionally, quantitative researchers may use focus groups or interviews during the exploratory stage of a project, but these are left behind once a survey begins. Sometimes qualitative methods are only used when (whether due to money, time, institutional review board [IRB] or other clearance concerns) quantitative data collection isn’t possible. But a research plan does not force a choice between quantitative or qualitative methods; the two can be integrated throughout the research process. Qualitative methods can complement and enhance more traditional quantitative research, allowing researchers to ask questions and collect data that surveys alone cannot. Qualitative techniques, including focus groups and IDIs, can both supplement survey findings and provide unique data unobtainable through quantitative methods.

INTEGRATING QUALITATIVE METHODS INTO SURVEY RESEARCH

This section highlights four phases of the survey research process in which qualitative methods can be used in concert with traditional survey research methods to both improve a survey’s design or methodology and better understand and illustrate survey findings: during the initial project discovery phase, during survey creation and refinement, concurrent with a survey effort, and after a survey has been completed.

During the Initial Project Discovery Phase

The most common phase in which qualitative methods are used during survey research is project discovery. Focus groups and interviews are ideal for learning about high-level concepts and for gaining a sense of how people think about or approach a topic. This makes them exceptionally useful at the beginning of a research project, when understanding of a topic or issue is still in its initial stages. Many researchers, prior to designing a survey, will hold a series of focus groups or interviews with the intention of discussing a general topic. Researchers may want to consider using qualitative methods at the outset of a research project when they are trying to identify three specific things:




1) Topics/issues related to a research question. Some research projects are born with a clearly defined research question and well-defined outcomes. However, most projects start out with a very general topic or question, and one of the first jobs of the researchers is to identify the specific questions to be considered. Qualitative data can provide researchers with guidance on which issues or topics are of high interest to respondents and which remain unclear.

2) The limits and scope of a particular topic. At the beginning of a project, a researcher’s instinct is often to load up the data collection instrument with as many questions about as many aspects of the research topic as possible. But this can backfire, distracting respondents and losing their attention. Focus groups and interviews can be used to ask respondents about the whole constellation of issues around a certain topic, identifying where the respondents lose interest, where the connection between the topics breaks down, what areas are unlikely to be profitable topics of research, and what does not belong in an area.

3) Concepts and terminology used by the target population. Doing qualitative research with participants can also allow researchers to learn what kinds of issues and language are being used among the actual target audience. This is especially important when the researchers are from a different demographic or interest group than respondents. It is critical for researchers to identify any possible gaps in their understanding of a concept or how respondents think about a particular issue as early in the process as possible; this can help prevent measurement error or bias by ensuring that important concepts are included in a research plan in the right way.



During Survey Creation and Refinement

Even if a research plan using a survey methodology has been determined, qualitative methods can be used in a targeted manner during survey creation to ensure that the highest quality data will be collected through the survey. Pilot studies are often used in survey development to test instruments, and those are valuable for methodology and item or survey nonresponse. However, IDIs and focus groups can allow a researcher to dig more deeply into the content of the instrument being developed. Using qualitative methodology at this stage is especially important if a new survey is being developed or significant new questions or scales are being attempted. Being able to fine-tune specific questions or flow patterns of a survey prior to full fielding can result in better data and more persuasive findings, ensuring that the survey aligns with research questions and measurement goals, improving data quality and reducing measurement error.

More specifically, a certain kind of qualitative method called cognitive interviewing can be extremely valuable during survey creation. Cognitive interviewing focuses on identifying how respondents understand survey questions and process their responses. This allows researchers to evaluate specific prospective survey questions, refine question wording, identify possible response options, and determine ways that respondent burden can be reduced, either through eliminating questions that aren’t working or streamlining instructions or skip patterns (Willis 2005). Cognitive interviewing is discussed in more detail in the next section of this chapter.

Concurrent with a Survey Effort

Sometimes, either during the initial research planning or during survey development, it becomes clear that a research question cannot be fully answered by one kind of data or one effort. It may be that there is a particularly sensitive or complicated issue that is not likely to be completely addressed by a survey. Qualitative methods can also be used when identified areas of interest are difficult, if not impossible, to address in a survey format. And in some survey efforts, it becomes clear that, to best communicate with the client or ultimate survey end users, qualitative data will be needed to bring the quantitative findings to life. In this case, focus groups can be conducted as the survey is going on, using the opportunity of face time with respondents to collect more detailed, narrative data on issues that emerge in the survey data. It can be incredibly powerful in a final report—especially one for a nontechnical audience—to not only present quantitative survey findings, but also illustrate those findings with sound bites or video clips, which breathe life into numbers.

In addition, when a project timeline is so tight that qualitative testing cannot occur before a survey launches, conducting focus groups or interviews while a survey is fielding can still be useful. Depending on the survey methodology, it may be possible to make adjustments in the field or, at the very least, to make notes on adaptations that may need to be made in future waves of survey fielding.

After a Survey Has Been Administered

Finally, just because a survey has been fielded and the data collection is complete, that doesn’t mean it is too late for qualitative methods to be valuable. While survey findings allow researchers to generalize their findings to the larger population, survey results do not always paint the full picture for the ultimate audience of the data. Qualitative methods can be used in three primary ways in the wake of a survey effort:


1) To explain findings. Survey designers work extremely hard to ensure that their questions are clearly worded and that all respondents will be answering questions in the same way. However, survey questions still may not be able to capture all of the nuances of an issue, or a survey may have resulted in a surprising or unexpected finding that baffles researchers. This is a key opportunity to conduct focus groups or interviews centered on those unexpected findings—you may learn that respondents think about the subject in a wildly different way than survey designers expected, or that there is another issue confounding results. Qualitative research can also offer an opportunity to advance and extend theory; when an existing explanation of a phenomenon is not borne out in the survey results, the stories and data gathered in qualitative research can help researchers develop new theory.

2) To add depth to the reporting. As mentioned previously, focus group and interview findings can illustrate and add color to final reports and presentations. No matter how well done a survey is, if the audience cannot process the findings or does not see how survey data relate to their practical issues, all the effort of collecting survey data will be wasted. If using qualitative data to augment survey findings allows survey data to reach a wider audience or have a greater impact, it is well worth the effort.

3) To identify next steps based on survey findings. Some surveys are intended to identify problems or measure satisfaction of customers or constituents, but once that problem or level of unhappiness has been determined, what next? Survey sponsors may believe that they know how to respond to a problem, but it may be wiser to make sure that any steps you take in response to survey findings will truly respond to the problem. Qualitative research is ideal for this step: focus groups and interviews allow researchers to learn more details about how people feel about specific problems, or their thoughts on how they might respond to possible solutions.



SELECTED QUALITATIVE METHODS

Just as there are endless ways to design and administer surveys, there are multitudes of ways to structure and implement qualitative research. This section reviews three primary qualitative methodologies: focus groups, IDIs, and cognitive interviews. These are not the only ways to conduct qualitative research, but they may be of the most use to those who do primarily survey research. Different elements of these methods can be customized in different ways, depending on what the research questions require, so an understanding of these methods will allow researchers to use what will be most beneficial to a particular project.

Focus Groups

Focus groups are probably the most well-known form of qualitative research. This can work in their favor; most clients, researchers, and potential respondents are familiar with both the concept and structure of focus groups, so a focus group is a recognizable, understandable way to collect data and will require little explanation. However, the validity of focus groups and the findings that emerge are sometimes questioned, so it is important to know when focus groups are appropriate and what kinds of qualitative data they are best positioned to obtain (Krueger and Casey 2009).

What is a focus group? At its most basic, it is a small group of people assembled in a room with a moderator, who leads a discussion about a specific set of topics or issues. Beyond that, the specific structure can vary widely. Participants can be asked to sample products, review ad copy or marketing materials, or discuss more abstract concepts or issues; specific group structure and content will be determined by the research goals and (if focus groups are complementing a quantitative survey effort) when in the survey process the groups take place. Groups generally last between one and two hours and often take place at dedicated focus group facilities, but time frame and location can be flexible—all that is really necessary is a quiet room and a table for people to sit around, and online focus groups may not even require that. Most often groups include between six and ten participants and are led by moderators who have been specifically trained to conduct focus groups. As a general rule, it is wise to conduct between three and six groups in any one location, to ensure that your findings are not due to the composition of any one group. However, all of these elements can be adjusted based on need and resources, which is one reason that focus groups are such a popular way to collect data. More details on the specifics of developing and implementing a focus group project are provided in the best practices section of this chapter.

When should one use a focus group? The primary purpose of focus groups is to learn how people feel about a subject, issue, experience, or product. A typical survey may only have the respondents’ attention for a few minutes, and people may be completing a survey while doing other things; this can be effective when the primary goal is to collect factual data on how people have behaved in the past or decisions they may have made. However, when the goal is to learn what people believe about an issue, or what kind of emotional response people have to something, more than a few minutes of their time will be needed. In a focus group, respondents are a captive audience for an extended period of time, and there is a moderator present who can probe into specific questions until respondents have answered the question and the researchers have acquired the level of data they are looking for. A skilled moderator understands body language, voice intonation, and other cues that may hint at opportunities for follow-up and additional probing, something that is not possible with a survey. The group setting also allows respondents to discuss ideas among themselves and to build on each other’s ideas, often providing richer information than a single person might provide. It is these factors that allow focus groups to produce detailed data that go beyond a yes/no or Likert scale answer, delving into the details of what people are thinking and feeling. Focus groups are also ideal when time or resources are very limited. A series of focus groups can be put together in a matter of weeks; all that is needed is a discussion guide, a moderator, a room to conduct the group, and a small number of participants. And while national issues might involve traveling to multiple locations to ensure that regional differences are accounted for, many focus group projects will not involve any travel at all.

However, focus groups are not appropriate for everything, and there are a few key elements to keep in mind when considering whether to use focus groups to collect data. First, as discussed previously in the chapter, qualitative data are not intended to be generalizable to a larger population. It is easy to get caught up in discussions of sample sizes when planning focus groups: “If we do 10 groups, with 10 people in each group, we’ll have an n of 100!” While it is important to do more than one group in a study, no matter how many groups one does, focus group participants are not randomly selected, and the data will never be able to speak to an entire population. Rather than focusing on the total number of participants involved in a focus group project, it’s better to focus on saturation; in other words, when focus groups in a market begin to repeat themselves and no new findings are coming out of each group, then enough groups have been conducted. Another thing to keep in mind when planning focus group projects is that traditional focus groups are not ideal for generating ideas; for brainstorming or idea generation, researchers should use a methodology more specifically focused on facilitation or ideation. Finally, people are not very good at speculating about what they might do in the future. To maximize what people will be able to discuss in knowledgeable ways, stick to focus group research plans that center on what people feel about an issue or product.

In-depth Individual Interviews

Another classic qualitative methodology is the IDI. While it is possible to do dyads or triads, in which two or three respondents interact with a moderator/interviewer, IDIs are traditionally conducted one on one and, as Marshal and Rossman described in Designing Qualitative Research (2014), can be considered a “conversation with a purpose.”

Similar to a focus group of one, IDIs involve a participant having a face-to-face discussion with a moderator, who leads the conversation and ensures that all the relevant topic areas are addressed. Also as in focus groups, the benefit of an IDI is that the researcher will have the undivided attention of the respondent for an extended period of time (IDIs can generally be shorter than focus groups—often forty-five minutes to an hour—since content can be covered much more quickly in a one-on-one session). This allows time to delve deeply into an individual’s experiences and feelings about an issue or topic.

If IDIs are so similar to focus groups, why would a researcher choose to use an IDI instead of a focus group, which would allow for more participants? A one-on-one data collection effort may be preferable in a few key situations:


• When the subject matter is extremely sensitive, respondents may not feel comfortable discussing the issue in front of other participants. This may be especially important to consider in small communities, where respondents may know each other.

• If a respondent’s experience is likely to be very individualized, then an IDI may be preferable. For example, asking detailed questions about someone’s interaction with the medical system during a hospital stay might be better accomplished in an IDI, rather than in a focus group, where it would be difficult for each individual to tell the details of his or her story. IDIs also allow a moderator to adapt questions and topics as appropriate for each respondent.

• Similarly, if the goal of the qualitative data collection is to get detailed feedback on a large amount of information, IDIs may make it easier to go through text or images and hear the participant’s thoughts on a point-by-point basis.

• For some populations, it may not be feasible to gather multiple participants into focus groups, making IDIs a necessity. This could be the case when there is a very low incidence of the target population in an area or for “elite” groups such as surgeons, who may be difficult to schedule together for focus groups.



Cognitive Interviews

Cognitive interviews are a specific type of IDI that is typically used to test survey questions with respondents in order to identify potential sources of response error. In the last few decades, cognitive testing has been increasingly recognized as a best practice in survey question design. It is used extensively in the design of federal surveys, as a means of helping to ensure survey instruments collect statistically valid data.1

The practice of cognitive interviews is based on a cognitive psychological model of the survey response process as four stages (Tourangeau et al. 2000):


• Comprehension: Respondents must first interpret and understand the question.

• Retrieval: Respondents then search their memories for information relevant to answering the question.

• Judgment: Respondents must evaluate that information to see if it’s sufficient to answer the question (or if they can infer the answer from what they do remember).

• Reporting: Respondents must map their internal response to the format required by the survey (e.g., “Do I agree or strongly agree?”). Respondents may also self-censor at this stage, choosing to give an answer they feel is more socially acceptable.



The stages may happen so quickly that the respondents are not conscious of each, and not every respondent goes through all four stages. Some may take a “shortcut” and simply process enough to generate a plausible response. This is known as “satisficing” and may involve simply picking the first or last response they hear (primacy or recency effect), choosing the first acceptable response (acquiescence), or selecting the same answer for each item (straightlining) (Krosnick 1991).

Despite the limitations of the model, conceiving of the survey response process as a cognitive process allows researchers to identify potential problems before a survey is fielded. Understanding a respondent’s thought processes while answering survey items allows researchers to identify


• instructions that are overlooked, difficult to understand, or missing important information needed by the respondent;

• unknown terminology or vague wording that needs to be clarified or defined for respondents;

• questions that ask respondents for information they simply don’t have;

• question wording that is unclear or that is interpreted differently by different respondents; and

• unclear or incomplete response options.



One of the strengths of cognitive testing is that it can reveal issues with seemingly straightforward questions.


Cognitive Interviewer: Have you ever had an alcoholic drink?

Respondent: No.

Cognitive Interviewer: Tell me more about your answer.

Respondent: Well, I’ve never really liked liquor. I tried it once or twice, and it made me sick as can be. So, I just stick with beer.



This exchange reveals two issues with the question: the definition of “alcoholic drink” and what it means to have “ever” had one. This respondent apparently limits his conception of alcohol to “liquor,” and so excluded beer from his answer. He also assumed that this question was asking about frequent or ongoing consumption, and so excluded his one or two failed attempts at drinking liquor. Based on this finding, researchers may recommend adding a definition of “alcoholic drink” and adding a threshold to the question wording, to make it clear what respondents should include when answering. The new question wording might read, “Have you ever had an alcoholic drink, even just a sip or taste? By alcoholic drink, we mean . . . .”

Interviewers focus on the respondents’ process of answering survey questions by observing how they interact with the instrument and by asking follow-up questions, known as probes. Interviewers may ask probes as a respondent moves through the instrument, known as concurrent probing, or after the respondent has completed the questionnaire, known as retrospective probing. In addition, sometimes “think-aloud” probing is used, in which respondents are asked to verbalize their thoughts—literally, thinking aloud—as they answer the questions. Interviewers simply remind them to “tell me what you are thinking” if they fall silent.

Probes are often structured, designed ahead of time to focus on areas that researchers suspect may be problematic. The probe “Tell me more about your answer” is a common one, since it can reveal both anticipated and unanticipated issues. In addition, interviewers may ask spontaneous, “emergent” probes in response to what the respondent has reported during the interview. In the example above, the interviewer may decide to ask, “In your own words, what is an alcoholic drink?” in order to explore the unforeseen notion that everyone might not define “alcoholic drink” in the same way.

Often, cognitive interviews also incorporate some type of usability testing, which looks at how a respondent interacts with the design (particularly visual design) of an instrument. Usability testing may explore whether formatting and design elements appropriately cue respondents regarding how to navigate the instrument. In addition, interviewers may use other techniques, such as vignettes, cardsorts, or rating tasks. For instance, if it is difficult to recruit respondents with the desired characteristics, respondents may be given a hypothetical situation, called a vignette, and asked to answer questions in light of that vignette.

Interviews are typically about an hour long, although they may be as short as thirty minutes or as long as ninety minutes, depending on the length of the questionnaire. Cognitive interviews can be conducted in person, by telephone, or via an online platform. The mode is determined by many factors, including the following:


• Mode of the survey. If a survey is paper and pen, it may make the most sense to conduct the interviews in person, so that the interviewer can observe how the respondent is interacting with the instrument. Conversely, a telephone survey might be best tested over the phone, since it more closely mimics the testing conditions.

• Stage of survey development. In earlier stages of survey development, it may be best to conduct cognitive interviews in person, even if the final mode is a telephone survey. It is easier for interviewers to build rapport in person, and they are also able to observe nonverbal cues (such as a confused expression or a flash of annoyance) and follow up on them.

• Recruiting constraints. In some instances, the challenges of recruiting may necessitate using a particular mode. If the survey is being tested with surgeons who perform a rare procedure, it may not be feasible to interview them in person. In that case, an online platform or a telephone interview allows interviews that may need to be geographically dispersed or scheduled at short notice.

• Costs. A limited budget may necessitate selecting a more inexpensive mode of interviewing. Limiting interviews to the local area, or conducting interviews via telephone, can avoid expensive travel costs.



Ideally, cognitive testing is done iteratively, so that researchers can identify issues, redesign or reword questions, and then test the revised questions. A first round of testing might be done in person, with concurrent probing. This round might identify major issues with unclear instructions, misleading question wording, and missing response options. Based on the findings from the first round, the researchers will clarify the instructions, revise the question wording, and add needed response options. A second round of testing, perhaps done over the phone with retrospective probing, can confirm that the revisions both addressed the original problems and did not introduce new ones.

While there is no clear evidence about the ideal number of cognitive interviews, historically cognitive testing has been completed with a relatively small number of respondents. Ideally, interviews are conducted until no new issues are revealed, a concept referred to as saturation. However, the number of interviews is often constrained by practical concerns, such as costs, recruiting challenges, or a tight timeline. Even a handful of interviews can identify issues that would have seriously impacted response error. As in the case of the example of the beer-drinker above, even one interview reveals that the original question wording, if used in a survey, may have reported an artificially high number of self-reported teetotalers.

For an extensive discussion of the methodology of cognitive interviews, see Willis (2005), Miller et al. (2014), and Collins (2015).

BEST PRACTICES

Research Plan

Before beginning qualitative research, it is important to have a research plan in place to ensure that the research design allows you to collect the data you need. The more detailed the research plan, the more likely it is that the research will be successful at capturing the information you want. There are several steps in developing a comprehensive research plan:


• Clearly articulate your research questions. What do you want to know at the end of the project? Your research questions will guide your decisions about the other components of a research plan: what method you use, where and with whom you conduct your research, how you conduct your analysis. The more clearly your research questions are stated, the easier it will be to develop a research plan that answers your questions.

• Select a research method. What method will have the best chance of gathering the information you need? For instance, if your research question is exploratory—What makes someone likely to vote?—then a focus group is probably the best approach. If the goal is to have a survey that can gather accurate data, then cognitive interviews will have the best chance of gathering the information you need. Keep in mind that you may want to incorporate multiple methods in your plan. A focus group can allow you to explore an unknown topic and give you a sense of what questions should be asked in a survey. Cognitive testing can then allow you to refine the questions to ensure they are asking what you think they are asking.

• Determine the number of interviews or groups you want to conduct. The numbers will depend on many factors, including the diversity of respondents you need to recruit, the geographic coverage you hope to achieve, any demographic variables you need to meet, and as always, the constraints of your timeline. Ideally, for both interviews and focus groups, you will continue until you no longer discover new things—you’ve reached saturation. The number of interviews or groups required to reach saturation will vary based on the diversity of the target population. For focus groups, a very basic guideline can be to conduct three to six groups in each specific segment of your target population that you have identified as being of interest to your research. If you’re interested in how white voters in a population differ from Hispanic voters, you may want to conduct three to six groups with white voters and three to six additional groups with Hispanic voters. For cognitive interviews, the number of interviews should be determined by the complexity of the questionnaire. If your survey looks at voting patterns by party affiliation, you need to have a sufficient mix of voters and nonvoters across parties to ensure all questions are adequately tested. Typically, you also want to conduct enough interviews to ensure that your respondents are demographically diverse, in terms of age, gender, race/ethnicity, and education levels.

• Decide where, when, and how long. You will need to decide where to conduct the research. This will be primarily decided by the type of respondents you need. For example, if you want to explore how St. Louis area residents view their local police, you’ll need to conduct the interviews in St. Louis. Alternatively, if you want to ensure geographic diversity, you may want to select several sites across the country. If you anticipate that geographical differences are not a factor, or if you have a limited budget or timeline, you may decide to conduct the research locally to limit costs and expedite the process. Scheduling is also an important consideration. For general population studies, evenings or weekends are typically better. However, for some special populations, weekday daytime groups/interviews may work best. You also need to consider the length of the interview or group. The length of the group/interview should be determined by the material needed to be covered, but you also want to consider the burden you’re placing on participants. Typically, individual interviews are an hour or less, while focus groups are two hours or less.

• Consider cultural and linguistic issues. Depending on your research, you may need to conduct your groups or interviews in a language other than your own. To do this, you will need experienced interviewers or moderators who are bilingual—able to communicate in the target language for the interviews or groups, as well as able to clearly communicate in the language of the analysts so that they can report back findings. If you are conducting research in multiple languages, keep in mind that it is not necessarily sufficient to have English-language materials translated into the target language(s). You will also need to consider linguistic and cultural issues that should be taken into account. An experienced bilingual moderator or interviewer can assist you in adapting your protocol appropriately.

• Develop an analysis and reporting plan. Before you begin your research, have your analysis plan in place. Knowing ahead of time how you will conduct the analysis and how you will report results will ensure that your data collection provides the information you need in a format that will work best. It’s also important to allow time in the schedule for this stage. Depending on the scope of the research and the format of the report, it can take a significant amount of time. Keep in mind that analysis and reporting is a separate activity from conducting interviews or moderating groups. While they are frequently conducted by the same individuals, they do require a separate skill set. Depending on your team, it may make sense to have different researchers conduct each phase.



Identifying Respondents and Recruiting

A typical quantitative study selects a sample of respondents that will ensure results can be generalized to the larger population. Qualitative studies, on the other hand, use purposive samples, in which respondents are selected based on the purpose of the study and knowledge about the characteristics of a population. The first step in any recruiting project is to identify what kinds of participants are needed. Some recruiting is based strictly on demographics (“women between the ages of thirty-nine and fifty-four”), and some projects may require people who have certain experience or background (“people who use iPhones”). A recruit may also have primary and secondary goals: the initial screening criteria may be whether or not the individual uses an iPhone, but the client would like a mixture of ages and genders as well. Just as important is to think about what kind of participants will not be appropriate for the study. For example, a federal client might want federal employees to be excluded from focus groups. Researchers and clients should think about specific characteristics or situations that could come up in the study and establish during the initial project planning stages what should qualify or disqualify someone from the study.

Once a project’s screening criteria have been established, they can then be used to create a screener, or the standardized questions that potential participants will be asked to determine if they qualify for the project.2 In general, a good screener will include four categories of questions:


• Past participation/conflict of interest questions. If there are specific criteria that will rule out a participant, such as recent participation in a group or employment in a certain industry, those questions should be asked at the beginning of the screener.

• Demographics. If the recruit is being drawn from an existing database, basic demographic data may already be available, but these can be confirmed and any additional, project-specific items can be asked.

• Project-specific characteristics. If the recruiting is focused on individuals with specific behaviors or characteristics, specific questions on those topics need to be included. However, be aware that screening questions can alert respondents about the topic that will be discussed during the group or interview. This is not necessarily a problem, but researchers should be aware that participants may be influenced by this foreknowledge. For instance, asking during screening whether a participant is familiar with a specific candidate may motivate the participant to research that candidate beforehand.

• General willingness to talk. A painfully shy or reticent participant is not going to be of much help in a focus group or interview, so if the screener is being done over the phone, it can be an opportunity to ask an open-ended question and see whether the individual is responsive and articulate.



Once the desired characteristics have been identified, researchers need to decide whether to manage the recruiting themselves or use an external recruiter. The benefit of internal recruiting is that the researchers can provide very specific recruiter training and oversight and be very involved in the recruiting process and the selection of respondents. However, an external recruiter, such as those associated with a focus group facility, will likely be familiar with the local population and may have insight into how to recruit hard-to-reach populations. The final decision will likely depend on the location of the planned research, the difficulty of the recruiting, and the available research staff capacity. Issues of data security and privacy may also determine whether recruiting can be handled by an organization outside of the research team; ethics in qualitative research are discussed later in this chapter, but should always be kept in mind in situations, like recruiting, when information on specific individuals is involved.

Whether recruiting is handled by the researcher or by an external company, the researcher needs to keep several things in mind before and during recruiting:


• Matching the recruitment strategy to population. Qualitative participants can be recruited from any number of places: GoogleAds, Facebook, LinkedIn, Craigslist, existing recruitment databases, special interest groups, customer lists, and so forth. Researchers should ensure that the outlets used match the population of interest (e.g., online resources may not be appropriate for low-income or illiterate populations) and that a variety of potential respondents will be reached.

• Training recruiters. Researchers rely on the recruiters—the people who will actually be calling or emailing respondents—to weed out individuals whom they feel might be lying about their qualifications or will be difficult or nonresponsive participants. Recruiters should be trained to ensure that they have a clear understanding of what is needed for a particular study and what an ideal participant is and, if more than one recruiter is involved in a project, to ensure consistency across the recruiting efforts.

• Monitoring/adjustment of recruiting as needed. Research project staff should request regular status updates. If recruiters are having difficulty finding participants, or if there are persistent questions about qualifications, the screener or incentive may need to be adjusted to ensure that enough participants can be recruited. Researchers and recruiters should be in close enough contact that these kinds of adjustments can be made before the project is put at risk.

• Following up with participants. Researchers should also be extremely clear with recruiters about the follow-up strategy that will be used with participants once they are recruited. Recruiters should follow up by mail or phone to ensure that participants will attend. Respondents also need to be given specifics on directions, parking, and any information they will need to bring with them to the facility.



On a final note, some clients may be concerned about “professional respondents,” or people who participate in focus groups regularly and may not represent the “average” respondent. One way to address this is to exclude participants who have recently participated in another focus group, interview, or market research study. This could be defined as participants who have participated in another study within the last three or six months, but this can be adjusted based on the topic of the study (a researchers doing one-on-one web usability testing may not care that someone recently participated in a political focus group), how difficult the recruit is going to be, or other factors. Using an external recruiter can also help weed out these respondents, since recruiters should maintain records in their database of when an individual last participated in a study. And just because a participant has been in groups or interviews before, that doesn’t mean he or she will not react in an honest way to questions. A trained recruiter can also help identify participants who appear to be “professionals” or are responding in questionable ways.

Incentives

The incentives provided to qualitative research participants are generally significantly larger than the token incentives of several dollars that might be sent to a survey respondent. Participating in a qualitative study requires significantly more effort from the respondents than completing a survey. Researchers are often asking participants to come to a specific location. Even when technology is used for online focus groups that allow participants to contribute from their homes, most studies require participants to participate at a specific time and ask more of their time (possibly up to two hours) than most surveys do. And unlike the upfront incentives often included with a survey invitation, qualitative incentives are generally provided after the interview or focus group is over; since interviews and focus groups generally do require participants to attend at a certain time and place, offering the incentive after data collection truly motivates respondents to show up.

Despite the greater amounts and contingent nature of qualitative incentives, it is still best to consider qualitative incentives as tokens recognizing the assistance that participants have provided, rather than as payment for their time. Researchers don’t want to create an atmosphere in which respondents could feel that they are being paid for their opinion or, even worse, paid to have a particular opinion. And if a respondent chooses to leave a focus group or an interview before it is complete, as respondents are always free to do, the incentive must still be provided; an incentive should not be used to coerce respondents to stay or to pay them only for a completed job. Rather, researchers should approach incentives from the position that respondents are offering opinions and experience to help with a research effort, and that incentives help remind them to keep their appointment and thank them for the effort required to participate in qualitative research.

The specific incentive amount can vary widely depending on location and population. Unlike incentives for surveys, there has not been systematic research into the ideal amount of an incentive for qualitative research. Instead, researchers typically determine the incentive amount based on the local market—focus groups conducted with teenagers in a rural area may offer incentives of $40, while $200 or more may be needed to recruit medical doctors in a large city. An advantage of working with a local facility or recruiters is that they will know the going rate in that location for the population. Incentive amounts also may be limited by outside factors; for example, some government or private organizations will put limits on the levels of incentives that can be provided. And while it is important to identify the incentive level upfront, incentives can also be adjusted if recruiting proves to be difficult. As a general rule, the lower the incentive, the more difficult it is to quickly recruit the targeted population.

Developing the Protocol

At the center of every qualitative project is the protocol, sometimes also called the moderator’s guide, the discussion guide, or the script. This document establishes the structure of the group or interview, details the specific questions that participants will be asked, and ultimately determines the kind of data that will be collected. It is also the guide that all of the parties working on the project—whether clients, an IRB, or the moderator—will be using as they make their decisions and collect data.

When developing a protocol, it is important for researchers to articulate specific research goals. Given the nature of qualitative research, it can be tempting to proceed with only a general sense of what one wants to know. However, as discussed in the section on developing a research plan, it is essential that focus group and interview protocols be developed around very specific research questions. If the research goal is only stated vaguely as, “We want to know what people think about ostriches,” it is not clear whether the research should gather opinions on ostriches as an attraction at a zoo, a mascot for a new sports team, or a meat source. It will be much easier to develop a useful (and relevant) protocol if the researcher is able to say, “We want to know how people think ostriches relate to their lives, how they would react to an ostrich in their home, and what we could do to make them happy to have an ostrich.”

In terms of structure, focus group and IDI protocols generally use an inverted pyramid construction, in which discussion starts with broad topics and gradually narrows down to focus on key, specific questions. This allows participants to start off talking about more general subjects that are easy to offer opinions on. Later in the group, after participants have grown more comfortable talking about their opinions and have had some time to think about the subject matter, the questions can become more detailed. Cognitive interview protocols typically follow the structure of the questionnaire that is being tested.3

Ideally, a moderator or interviewer guide will be developed collaboratively with the client, the research team, and the moderator or interviewer who will be conducting the group or interview. Even in cases in which a moderator or interviewer does not have the same content background as the research team, it is still helpful to involve that person in protocol development. The moderator/interviewer can offer expertise on what sorts of questions or activities will and won’t work and may be able to suggest creative ways to ask questions.

Conducting the Focus Group or Interview

When at all possible, interviews and focus groups should be conducted by a professional, trained qualitative researcher. Asking questions off a discussion guide may look simple, but building rapport with respondents; knowing how to manage a discussion (particularly when respondents may get off topic); and knowing how to probe respondents to get beyond flip, surface-level responses are all skills that require both training and experience. Having this skill set becomes especially important when dealing with populations that may prove more difficult to work with (such as children or teens) or when the research addresses sensitive topics.

Most experienced qualitative researchers have backgrounds in psychology or another social science, but their backgrounds may vary widely. Rather than a degree, an experienced moderator more commonly will have taken specific interviewer or moderator training and have experience with different populations and different types of qualitative research. For cognitive interviews, interviewers are typically survey methodologists, who have an in-depth understanding of how survey questions are constructed and how they should function. Organizations such as RIVA, the Qualitative Research Consultants Association (QRCA), and the Joint Program in Survey Methodology (JPSM) offer courses that can provide essential training in moderator and interviewing techniques.

Although the actual structure of groups and interviews can vary widely, there are four areas that researchers should consider when conducting qualitative research: issues of consent, building rapport, managing the discussion, and conducting effective data collection.

Consent

Before any qualitative data collection begins, the researcher should explain the purpose of the research, notify participants if they are being recorded, explain any confidentiality or privacy issues that may exist, and allow participants to ask questions. This is critical to ensure that participants are fully informed and feel comfortable with the research they are about to participate in. While some basic information about the study is generally provided during the recruitment process, a more detailed review of the study and any human subject issues generally takes place immediately before an interview or focus group. This explanation will typically be accompanied by a formal consent form that participants are asked to review and sign. (Occasionally, when a topic is extremely sensitive, researchers may opt to forego documenting consent, in order to better protect the identity of the participants.) A fuller discussion of what constitutes informed consent is described in the ethics section below.

Rapport

Building rapport, which may seem extraneous to the purpose of the research, is absolutely crucial to the success of any qualitative research. The goal is to create an atmosphere in which respondents feel free to speak up and honestly share their thoughts. Each moderator and interviewer will have his or her own personal style, but good ones listen to respondents, give them time and space to think about their answers, respect when a participant does not want to answer a question, and are considerate of respondents’ time and effort. Possibly the most important element in developing rapport is maintaining what trainers at the RIVA Institute4 call “unconditional positive regard.” Participants should never feel judged. It is crucial that moderators and interviewers remain neutral, no matter how outlandish a participant’s comment may be. They must always keep in mind that they are not there to teach respondents and should refrain from correcting a respondent who is misinformed. If, during an interview, a respondent volunteers the opinion that menthol cigarettes do not contain tobacco, then the interviewer must refrain from both expressing surprise (“Really? That’s what you think?”) and correcting that person (“Actually, menthol cigarettes do contain tobacco.”). Creating rapport and an unconditionally positive atmosphere is essential to ensuring respondents are willing to share the data needed for the research.

In interviews, rapport can typically be established in small talk and one-on-one interactions during the discussion. In focus groups, there are typically more structured ways of building rapport. Moderators often facilitate rapport through ice breakers, or initial questions or activities intended to get participants talking. Clients or observers sometimes dislike icebreakers and introductions, believing that they waste time that could be used to discuss the study subject. However, establishing rapport at the beginning of a group is a simple means of ensuring good-quality data can be collected later in the group.

Managing the Group/Interview

Establishing rapport also makes it possible for the moderator or interviewer to successfully manage the group or interview. Keep in mind that a participant has been asked to talk to a stranger (or in the case of a focus group, a room full of strangers) about a random subject that may or may not be of interest to the participant. It is quite easy for the discussion to veer off into unrelated tangents. A moderator or interviewer will often need to redirect the conversation without stifling it. It is important to keep four key factors in mind:


• Time. Discussion guides usually cover a lot of material in a short time. While one of the benefits of a focus group or interview is the ability to delve deeper into topics when warranted, moderators and interviewers also need to be monitoring how much time is left, to ensure that the key issues are all addressed.

• Keeping participants’ attention. Moderators and interviewers also need to be able to judge when the group or interview subject is tiring of a subject and needs to move on to another. Typically, data collection should be broken up into fifteen- or twenty-minute pieces focusing on different topics or different activities, so that participants do not begin to lose interest or run out of things to say.

• Drawing out quiet respondents. Some respondents will inevitably be more reticent than others. These respondents may need more encouragement to contribute to the conversation. In interviews, a technique called “living with the silence” can be particularly effective. If an interviewer simply remains quiet (while conveying through eye contact and body language that he or she is engaged and eager to hear the respondent’s contributions), then respondents are more likely to try to fill the silence. In groups, a moderator should keep mental notes on who hasn’t contributed frequently in a group and try to draw them out. Calling on participants by name or referring back to something they said earlier and asking them to expand are common ways to address this.

• Redirecting overbearing respondents. There will also inevitably be some respondents who overwhelm the conversation. In a focus group, moderators need to be comfortable with gently directing attention away from these respondents or simply indicating that they’d like to hear from someone else. Overbearing respondents can be especially tricky in one-on-one interviews, since there are no other respondents to enter the conversation. Interviewers will need to be prepared to gently cut off extraneous and irrelevant conversational tangents. Reminders of time constraints can be one method of doing this, for example, “Thank you for sharing. I do want to move on to the next question. We have a great deal to cover and I want to make sure we end on time.”



Asking Questions

Data collection will center around the well-planned, research-driven protocol developed at the beginning of the project. However, one of the key benefits of qualitative research is the ability to go “off script” when necessary. If a participant says something particularly interesting or relevant, the moderator or interviewer can follow up on the comment and ask additional “spontaneous” questions to learn more. While many of the questions to be asked in qualitative research can be crafted ahead of time and included in the discussion guide, spontaneous probing relies on the moderator or interviewer. Spontaneous probes must be nonleading, so rather than asking “And did you like that?,” it would be better to ask “And how did you feel about that?” to avoid “leading” the respondent to answer in a particular way. The need for spontaneous probing is another reason that it is ideal to include the moderator or interviewer in discussions on the overall research goal and the development of the protocol. If the moderator/interviewer has a clear understanding of the ultimate aims of the research and the issues of particular interest to the client, it will be easier for him or her to know which topics are worth probing on and which are not.

Observers

One of the strengths of qualitative data collection is that it allows for observers. (It is, of course, important that participants be informed of the presence of observers.) Observing a focus group or cognitive interview can be a compelling experience for both clients and the research team. Watching a group react to campaign materials or an individual answer a potential survey question can provide insights that can be difficult to gain from a secondhand report. Focus group facilities and cognitive testing labs typically offer an observation room that allows live observation, through either a one-way mirror or cameras. When clients and researchers observe in real time, it also gives them the opportunity to have the moderator or interviewer ask unplanned, follow-up questions based on what they heard during the interview or group. This is generally done through a “false close” at the end of the interview or group, in which the moderator or interviewer briefly leaves the room and checks in with the observers to see if there are any additional questions before the respondents are paid and released.

Analyzing and Reporting Findings

Although qualitative studies typically deal with smaller sample sizes than quantitative studies, it is still important to carefully consider and plan how to manage the data, conduct analysis, and prepare the report. Because of the nature of the data—lengthy descriptions or even verbatim conversations—qualitative data can be “unwieldy.” Rather than a series of (relatively) tidy responses to a series of questions, there will be more descriptive data. An entire paragraph may be needed to describe a respondent’s issue with a particular survey item during cognitive testing, or five pages of a transcript may capture a convoluted (and disorganized) discussion of a topic of interest.

Data Management and Organization

Because of the nature of qualitative research, the data collected will typically be in the form of a plethora of words. As a general rule, interviews or focus groups are recorded using either video or audio recording. Focus group facilities and cognitive testing labs are typically equipped with video and audio recording capabilities. In other settings, a digital recorder can be employed by the moderator or interviewer.

Video recording has the advantage of capturing nonverbal expressions and can be helpful in identifying the conversational dynamics of a focus group, since it may be difficult to distinguish between different speakers in an audio-only recording. However, it is much more difficult to preserve respondent confidentiality in a video, and so in some cases an audio recording may be preferable.

Since audio recordings can be unwieldy, researchers typically convert them into written form. This may include a verbatim transcript of the group or interview, or it may be a collection of notes that capture salient points and relevant quotations from participants. If a recording is not practical, either for privacy concerns or technical limitations, notes can be taken during the discussion by the moderator, interviewer, or a note taker.

However the data are captured, there should be clear procedures for labeling and storing the data to ensure that it is clear what is what. For instance, the filename “Group 2” could be problematic if multiple moderators use it to name their second group. The filename “Young Adult Males, 05/06/15, 4 pm, Memphis, TN” is much more descriptive. For interviews with individuals, it is important that the filename (along with the contents of the file) not contain any personally identifiable information.

Storage is also an important consideration. It is important to balance accessibility for researchers (particularly when researchers are at multiple locations or organizations) with security. While cloud storage is easily accessible, it may not provide sufficient security to ensure protection of the data. It’s also important that the storage be protected against data loss—backups can ensure that an unfortunate computer crash doesn’t wipe out all of the research data.

Analysis

Once the data have been organized, analysis and reporting can begin. Qualitative analysis can be described as having three general stages:


• Reviewing the data. The analyst begins by reading and re-reading the data, whether in the form of notes or transcripts, to get a sense of the scope of the data. The analyst may want to review audio or video recordings as well.

• Identifying themes and patterns in the data. The analyst then begins the process of identifying themes and patterns that are apparent in the data. These patterns and themes can be clustered into broader categories. For example, in a focus group discussion of physical activity, mentions of the demands of work, child care, and time spent sitting in traffic may all be clustered together as “time constraints” that limit activity. This stage requires an open mind. While it can be helpful to have hypotheses before beginning the research, it is important to not limit this process to things one expected to see.

• Coding. Coding is a means of systematically classifying the entire data set by the themes and patterns that have been identified. Each theme or pattern becomes a “code,” and the data are tagged with the relevant codes. This allows the data to be sorted by different themes and makes it easier to spot the relative pervasiveness of a particular theme throughout the data. Coding qualitative data is often structured around a grounded theory approach, which is a methodology that focuses on collecting qualitative data first, then identifying key points in the data through coding, and finally identifying concepts and categories that can offer explanations (Glaser and Strauss 1967).




It is also possible to code data based on the attributes of the respondent—this can be particularly helpful if the researcher suspects that there are gender differences in views on a particular topic. Coding respondent comments by gender can easily allow one to see if there are patterns by gender, and what those patterns are. When coding is completed by multiple researchers, it is important to consider the issue of reliability. It is important that different coders are consistently applying the codes in the same way. Intercoder reliability can be calculated using percent agreement or other statistical tests

(Lombard et al. 2002).



Note that these stages are not necessarily conducted one at a time, in a strictly linear fashion. While coding, new themes and patterns may become apparent. An insight gained may require the analyst to re-read other portions of the data from a new perspective. Also, coding is not always a necessary step in qualitative analysis, particularly for smaller qualitative samples with limited data. In those cases, simply reviewing the data and identifying themes may be sufficient.5

Qualitative analysis, at its simplest, can be conducted using word processing software or paper and pen. Excel spreadsheets can also be a relatively simple means of sorting data. However, for more complex projects, qualitative analysis software, such as NVivo or ATLAS, can be a powerful tool for analysis.6 These software programs allow large amounts of unstructured text data to be easily coded, annotated, queried, and visualized by analysts. While they cannot replace the researchers’ analysis of themes and patterns, they do facilitate data storage and retrieval. When evaluating software packages, it is important to consider licensing costs, security issues, and the amount of training required to master the software.

Reporting

Reports should be targeted to the intended audience. Findings reports can range from formal, detailed technical reports to a single PowerPoint slide; the complexity and format should be determined by how the findings will ultimately be used. Given the range, it’s best to establish at the beginning of the project what the report will look like.

Formal reports typically contain six sections:


• Introduction. This section introduces readers to the purpose and scope of the qualitative research project. It outlines general research questions and how the qualitative research will be used.

• Methodology. It is important to document the methods used in completing the research. What methods were used? How were data collected? How many groups or interviews were conducted? Where did they take place?

• Participant selection. This section describes how participants were recruited and selected. It also contains demographic information about the respondents so that the readers have an idea of what populations were represented (or, in some cases, not represented) in the research.

• Data analysis. Although this is often left out of qualitative research reports, ideally researchers should document how analysis was conducted. This ensures that others can replicate the analysis and confirm findings.

• Findings. Findings should be presented systematically, whether by theme, item (in the case of cognitive testing), or group or interview (when each group or interview is noticeably distinct). Ideally, findings should be filled with descriptive detail that gives readers a clear picture of the complex detail uncovered during the research.

• Recommendations. In some cases, a report may include recommendations. Cognitive testing reports frequently offer recommendations for revising survey question wording. Focus group reports may offer suggestions on how to improve outreach materials based on group feedback. In addition, reports may recommend “next steps”: what additional research may need to be completed to adequately address the research questions.



Qualitative research reports should clearly communicate the limitations of qualitative research. While it can be helpful to include counts (e.g., five of ten respondents felt this way), it is important to be clear that these numbers are not generalizable to the population at large. Just because 50% of focus group respondents shared a similar viewpoint does NOT mean that 50% of the general population will also share that viewpoint.

ETHICS

Ethical treatment of the participants in qualitative research is an important consideration. Many organizations have an IRB that reviews studies and ensures that human subjects are treated appropriately. If your institution has an IRB, then you need to work with it to ensure you have the proper procedures and approvals in place for your research project. When working with federal agencies, your project may need to be reviewed by the Office of Management and Budget (OMB). Even if you do not have an IRB or need OMB approval, it is key to be familiar with ethical guidelines within the field to ensure you treat participants appropriately. As the case of the controversy over a Stanford and Dartmouth study that involved sending a mailer to 100,000 registered voters in Montana demonstrates, even unintentional missteps in designing research can have serious consequences (“Professors’ Research Project” 2014). That study, which was intended to test whether providing ideological information about candidates in a nonpartisan election would increase voter turnout, triggered outrage and accusations of scientific misconduct.

There are several issues that should be considered when designing an ethical research project.

Informed Consent

The most fundamental ethical behavior and the heart of any research project is informed consent: participants should know that they are part of a research process, and it should be clear what is being studied. Anyone doing research should be aware of and knowledgeable about informed consent and should ensure that any research project meets these standards.7

Informed consent involves explicitly providing and explaining to the respondent the following elements:


• A statement that this study involves research, and how that research will be used.

• A description of what the research entails for the participant, and how long participation will last.

• A description of any foreseeable risks to the participant, along with any benefits.

• A description of how confidentiality will be maintained.

• Acknowledgment that this study is voluntary, and that there will be no penalty for refusing to participate or for ending participation during the study.

• Any compensation that may be provided.

• Information on whom to contact with questions about the research and participants’ rights as research subjects.



The uproar about the recent experiment conducted by Facebook, in which users’ feeds were manipulated without their knowledge, highlights the importance of informed consent. While IRB procedures were followed in that case, the public outrage at the very impression that consent was not received makes it clear that researchers must pay careful attention to both the technical requirements and the public understanding of their research (Ross 2014).

Confidentiality

One of the most important considerations to keep in mind is the protection of personally identifiable information. Information about subjects that can be used to identify them must be carefully protected. This includes not only names and addresses, but also any information that could realistically be used to identify a participant. For example, even if you withhold a participant’s name, if you reveal other unique or distinctive identifiers (e.g., the respondent was one of the few people of a certain ethnicity in Small Town, USA), then you have essentially revealed the identity of your participant.

For focus groups, it is important to consider confidentiality within the group. While typically focus groups are recruited so that participants in a group don’t know each other, depending on the subject or the market size, it is possible that friends, acquaintances, or even relatives may end up in the same group. Be careful when asking people to reveal things that could affect them later. Consider asking about sensitive topics using in-group questionnaires, so participants don’t have to reveal this information in front of the group.

To maintain the confidentiality of personally identifiable information, you will want to store personal data separately from your research data. Information with personal data (such as names, addresses) should be stored separately from your research (such as focus group transcripts or recordings). Respondent IDs can be used as a way to maintain the link between personal information and the data, without compromising respondent confidentiality. In addition, you may need to redact personally identifiable information from transcripts or notes before releasing data. Respondents sometimes volunteer information that would allow them to be identified: “I am proud to be the longest-serving city council member in Smithfield, North Dakota.” You also want to be conscious of the risks of small cell sizes. If your study involves a unique population (e.g., female fighter pilots) and you also mention a location, it may be possible for someone to identify your respondent, breaching confidentiality.

Videos are obviously much more difficulty to de-identify. Even if participants completed a release form prior to the focus group or interview, ensure videos are stored securely and are not shared beyond the immediate audience of researchers.

Respect for Participants

At all times, ensure that the research process evidences respect for the participants. Even if participants are receiving a monetary incentive, they are still offering up their time, effort, and experience—qualitative research would not be possible without them. Respondents should feel that their input is valued, and that the researchers respect their contributions.

With that in mind, researchers should do the following:


• End groups or interviews on time. Although it can be tempting to keep going until every question is answered, it’s important to respect the time that participants have committed. If a respondent has been told that participation will end at 8:00, then it should end at 8:00. Respondents often have babysitters waiting or buses to catch; it is important to be respectful of their time.

• Avoid “testing” respondents. A simple way to learn about participants’ awareness and knowledge of an issue or product is by asking participants if they know something. Avoid following this with, “Well, actually, the real answer is . . . .” Participants aren’t there to be quizzed or tested and shouldn’t be made to feel ignorant. As a corollary, qualitative research is not the appropriate venue to educate participants. While it is acceptable to offer contact information or resources after a group or interview is finished, do not try to modify opinions or behavior. Participants in a tobacco study shouldn’t feel as if the focus group was intended to shame them into quitting. The purpose of the research is to learn from the participants, not teach them.

• Avoid creating unnecessary tension or emotional upheaval. It is important to ensure that participants are comfortable enough to share their thoughts and opinions. In groups, avoid creating tension and setting up any potential hierarchies within the group, particularly in the icebreaker and warm-up exercises—for example, be wary of starting off by asking a socioeconomically diverse group about their occupations. Also be aware that some topics may be emotionally upsetting for respondents and plan accordingly.



CONCLUSION

Like survey research and, indeed, almost every other field, the face of qualitative research is rapidly shifting. Social media and online platforms are making it possible to collect qualitative data in new ways. More and more often, group discussion and individual interviews can now take place over online bulletin boards or in virtual reality spaces. Participants from across the country, or even the world, can participate in research together, without the cost and hassle of researchers traveling to multiple locations. Virtual spaces and online platforms can also allow participants to interact over days or weeks, rather than in a single two-hour block. These technological advancements open up new possibilities in terms of how participants can be recruited and the kinds of stimulus that can be provided during data collection. These opportunities, as well as potential reduced costs of online data collection, will make new options like these attractive to clients. The range of online tools is too broad and changes too quickly to discuss here, but researchers should continue to investigate online venues for conducting interviews and focus groups. In addition, a whole new field of data collection is being pioneered with eye tracking and other physiological methods, which allow researchers to measure involuntary responses to stimuli.

However, it is important to remember that the foundation of qualitative research consists of people talking to other people. Eye tracking, virtual reality spaces, and analysis software all offer new opportunities and insights for the practice of qualitative research. However, these should be considered layers of information that enrich (but do not replace) what is at the heart of qualitative research: talking to people to gather the stories and experiences that quantitative data alone cannot provide.

NOTES

1. The Office of Management and Budget (part of the Executive Office of the President) issues standards and guidelines for federal surveys. These guidelines require testing (either through cognitive testing, focus groups, or usability testing) of all federal surveys before they are fielded (https://www.whitehouse.gov/sites/default/files/omb/inforeg/statpolicy/standards_stat_surveys.pdf).

2. For an example of a recruiting screener, see Krueger and Casey (2009, app. 4.1).

3. See Krueger and Casey’s chapter “Developing a Questioning Route” for a discussion of focus group protocol development (Krueger and Casey 2009). For an example of a cognitive interview protocol, see Willis (2005, app. 1).

4. The RIVA Training Institute, founded in 1982 and based in Rockville, Maryland, offers multiday training programs in moderating focus groups and IDIs, as well as on other aspects of qualitative research, including reporting, working with teenagers and children, ethnography, and usability. More information can be found at http://www.rivainc.com/training/.

5. For an in-depth discussion of analysis specifically in the context of cognitive interviews, see Willis (2015).


6. More information about NVivo and Atlas, two of the most commonly used qualitative analysis software packages, can be found at http://www.qsrinternational.com/products_nvivo.aspx and http://atlasti.com/.

7. For a discussion of ethics generally (and informed consent specifically) in a qualitative research setting, see Collins (2015, sec. 3.9).
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CHAPTER 23

Integration of Contextual Data

Opportunities and Challenges

Armando Razo

INTRODUCTION

MANY theoretical approaches that inform survey analysis point to the importance of contextual factors. Mass political behavior, for example, is understood to be determined by individual attributes and a variety of external factors such as families, social networks, and communities (Cohen and Dawson 1993; Eagles 1995; Agnew 1996). These latter factors are not routinely measured in the course of a typical poll or survey, and researchers often seek to add or append them to individual-level survey data. Sometimes the notion of context is more implicit but no less important, as is the case in comparative approaches that emphasize group or country-level differences that have a systematic impact between collections of individuals (De Vries et al. 2011; Duch and Stevenson 2005; Gordon and Segura 1997).

While contextual data are important, discussion of their collection and use by survey researchers runs into two major impediments: (1) vague or incomplete conceptual definitions of “context” and (2) lack of methodological guidance to collect and analyze contextual data. This chapter addresses those impediments with a conceptual framework that clarifies the nature and importance of context in social scientific research. On the methodological front, statistical approaches are presented to provide a blueprint for researchers interested in explicit measurements and analysis of contextual data. The chapter also includes a discussion about potential needs to modify conventional sampling techniques in order to capture relevant contextual variability.

HOW DOES CONTEXT FIT INTO SURVEY ANALYSIS?

For quantitative research, there are many conceptual and empirical definitions of context. At a very high level of abstraction, context refers to settings or situations that differ across subpopulations. Digging deeper, there are at least two distinct conceptualizations in terms of physical and social settings. Physical settings capture the fact that individuals are often affixed to a particular geographical location such as census tracts, cities, or counties. Social settings refer to individuals’ social environment.

Although there are multiple operational definitions for geographical context, they all point to environmental factors with three different manifestations. For one, well-delineated political units often translate into—or at least are assumed to produce—environmental or institutional differences across boundaries. In fact, many studies of political behavior have demonstrated that the actual location of individual voters matters for their behavior. Countries, and their respective settings, differentially affect processes of socialization and levels of political information (Gordon and Segura 1997; De Vries et al. 2011). Within countries, geography determines local aspects of political competition (Pacheco 2008), availability of local campaign information (Alvarez 1996), informational or cue environments (Alvarez and Gronke 1996), national economic conditions (Nadeau and Lewis‐Beck 2001), and the composition of candidate sets or general electoral conditions available to voters (Alvarez 1997; Atkeson 2003).

A second manifestation recognizes that the impact of geography is not restricted to contextual effects within self-contained physical settings, but also across them. From this angle, physical space plays a critical mediating role for such mechanisms as diffusion (Shipan and Volden 2008) and spatial interdependence (Agnew 1996; Huckfeldt 2009; Ward and Gleditsch 2008). Finally, physical settings can interact with additional cognitive or psychological processes to produce outcomes affected by both individual and contextual factors. For instance, Berger et al. (2008) have demonstrated that polling locations, whose physical features we would expect to have a neutral impact on behavior, can nonetheless prime individuals to respond sympathetically to their surroundings. For instance, when a polling location is a school, voters are more likely to support school funding initiatives.1

A second approach to context in quantitative studies examines social factors. Here, relevant context includes an individual’s social interactions (Eulau and Rothenberg 1986), urban neighborhoods (Cohen and Dawson 1993; Huckfeldt and Sprague 1987); personal networks broadly defined (Zuckerman 2005), exogenous social ties (Sinclair 2012), and social structures (Rolfe 2012) that impact political behavior.2 In contrast to physical settings, social context has two distinctive features. Individuals might not be able to choose their country of origin, but they can choose their friends; that is, social context is endogenous, partly due to network homophily, which is the tendency for individuals to associate with similar people (Kadushin 2012; Prell 2012). Another distinctive feature is that social context can sometimes be an emergent phenomenon of variable scope that results from a large number of decentralized social interactions (Eulau and Rothenberg 1986).3 In other words, individuals play a major role in constructing their own social context while also affecting the social context of others.

Clearly these physical and social conceptualizations can operate at the same time, perhaps inadvertently, which greatly complicates the identification of contextual effects. For instance, geographical differences might in their own right affect the political environment in which individuals operate (e.g., different U.S. state constitutions have variable balanced budget provisions, which might have a differential impact on individual economic behavior). However, a common physical setting also brings people together, thus creating social ties. Social ties can further enable mechanisms such as social influence (Eagles 1995). Beyond the social realm, however, these ties can have an indirect impact on geography by affecting residential choices, thus creating clustering or segregation patterns that effectively redefine the relevant geography or location of distinct groups (Daraganova et al. 2012).

Surveys and Contextual Information

In general, most surveys do not collect contextual data in a systematic way. In fact, Huckfeldt notes that “most surveys produce information on socially independent variables” (2007, 102). This narrow data collection does not preclude integrating a contextual dimension at a latter time, but this indirect approach is not always justified. For example, contextual information can certainly be appended with identifiers that affix geographical settings to socially independent units. But this approach carries a strong assumption that all units affixed to a particular geography share the same context, itself an empirical question. To the extent that context relies on specific relationships between individuals and their environment, as is the case with social ties that are not anonymous by definition, this geographical approach overstates the role of context.

Major academic surveys in the United States collect contextual information, but not in a systematic fashion. For example, since the 1980s the American National Election Studies (ANES) has included questions about whether respondents discuss politics with family and friends, but without capturing concrete attributes of those third parties.4 Rolling cross-section survey designs have intermittently explored informational and cognitive contexts affecting campaign engagement (Johnston and Brady 2002), while specific questions about respondents’ perceptions of and direct interactions with political actors have been recorded as part of the Senate Election Studies of 1988, 1990, and 1992. Also, the General Social Survey (GSS) has had a few special editions in which context has played a prominent role, but it generally lacks a clear and explicit interest in contextual factors, with a few exceptions.5 In 1985 there was a topical module on social networks that captured data on various structural properties of reported social networks along with corresponding attributes. In 1986 there was a module on social support and networks. In 1990 there was a module on intergroup relations. Most recently, the Cooperative Congressional Election Study (CCES) has at times incorporated some contextual measures.6 By design, CCES surveys ask general questions that tap into reported behaviors, attitudes, and opinions with respect to various salient political issues. Data explicitly denoted as “contextual” include campaign election data for both the House of Representatives and the Senate starting in 2006.7 Contextual data can be merged using indicators like ZIP and FIPS codes and congressional district numbers to cross-reference individual-level information with corresponding geographical properties (Pettigrew and Fraga 2014).

Outside of the United States, three surveys warrant brief mention. First, the European Social Survey (ESS) has measured attitudes, beliefs, and behavior since 2001. The main contextual approach in this survey is to propose two contexts that can be relevant settings for reported individual-level data: countries and regions. This multilevel orientation that nests individual observations into aggregate units is a typical approach that extends to other regions of the world. For example, there are two major Latin American surveys that emphasize contextual differences across countries in that region. There, the Latinobarometer, an annual public opinion survey that began in 1995, routinely asks questions about social classes, participation in social organizations, community engagement, and relationships (especially perceptions of trust) with other people.8 Likewise, the Latin American Public Opinion Project (LAPOP) includes questions on social organizations and community involvement.9 These measures can serve, for example, to denote whether different national contexts (i.e., contexts) exhibit more or less social cohesion or other aspects of the social-political environment surrounding respondents.

We can draw three conclusions from extant efforts. First, it is clear that researchers think that context matters, and that it deserves special attention. Second, despite the interest in context, researchers have failed to provide a narrow definition for how it matters for public opinion and political behavior and how to measure it. Finally, the lack of standardized contextual variables across surveys, which is coupled with sporadic empirical inquiries, impedes systematic research and cumulative knowledge on contextual effects.

HOW TO CONCEPTUALIZE CONTEXT

To better measure context, we first need to distinguish contextual descriptors (or data) from contextual mechanisms. A contextual descriptor is an actual measurement of context. In its simplest form, the descriptor would be a nominal variable with values drawn from a (finite) contextual set 
[image: image]. Given C, we can “contextualize” survey data by linking individual responses to particular contexts c1,c2, and so forth. In contrast, a contextual mechanism maps contextualized observations onto different individual behaviors.10 An example of a contextual mechanism is social influence or socialization. For example, individuals are members of specific families, and families can have their own attributes, such as party identification. A desire to please one’s relatives can therefore increase the likelihood that a young person will eventually share the family’s party identification.

Next, it is important to distinguish intrinsic and extrinsic properties associated with independent survey observations (i.e., our unit of analysis). Intrinsic properties are essential defining features of our unit of analysis. For example, if we study individuals, their age and height are intrinsic properties of people because we use them to describe individuals. In contrast, an example of an extrinsic property is an individual’s place of residence. A place of residence like Chicago or New York can be attached to a person, but a location is not a part of a person proper. Another way to see this distinction is that when people move from one place to another, they carry with themselves intrinsic properties such as age and height, but leave behind extrinsic ones.

I advance here a notion of context as the “surrounding” associated with extrinsic properties attached to individual units. Surrounding is an adequate and general depiction of context, because it effectively captures all possible external conditions that could affect individuals. To justify this notion, however, we first need to address a critical question regarding who defines the surrounding. Usually, this notion is defined by analysts, and sometimes as a matter of convenience (exploiting geographical references to affix geographical units to particular individuals). But to the extent that we want to study contextual mechanisms—not just finding descriptors to contextualize data—then we cannot discount an important cognitive basis for the definition of context: that individuals themselves may play a major role in defining it.

Take, for example, the problem of how to process external information. Ultimately, processing information is a task in which a combination of messages (frames, schemas, etc.) interact with an individual’s own cognitive abilities to define the relevant surrounding. From a research perspective, a major problem arises when multiple individuals identify different surroundings due to perceptional variability—even when they appear to face similar environmental conditions from our own external analytical perspective. For example, we might think that two individuals living in the same neighborhood are subject to the same conditions, but they might actually perceive and experience that same physical space in very different ways, thus adding latent contextual variability that we miss with our external measurements.

In reality, it appears that there is an inherent subjectivity associated with the task of identifying relevant surroundings. The point here is not that context is what we imagine it to be in some postmodern relativist sense, but rather that individual perceptions and derived “maps of the external world” differ for individuals. This is a foundational research concern about epistemic contextual effects that social surveys routinely ignore.11

If contextual perceptions do vary across individuals, then polling methods need to better understand and accommodate these cognitive processes, a consideration that opens a rich vein of research for contextual surveys. The reason is that this is not just a substantive problem of political psychology but also a methodological one involving the validity and measurement of contextual data. These cognitive considerations lie outside the scope of this chapter, so I focus instead on a first (practical) step of defining a surrounding solely in terms of extrinsic properties: as objective measures of entities that exist separately from individuals. As information on internal mental processes is not readily available to us, however, this first step necessarily assumes uniform perceptions of surroundings based on available extrinsic information.

Contextual Possibilities

Thinking of context as surroundings further clarifies that “contextual data” does not describe either individuals or context in a vacuum. Rather, to contextualize means having information about contextual relationships between our units and their surroundings. Contextual data are therefore relational data, so we need a conceptual framework that classifies relationships.

In the framework advanced here, contextual relationships have three basic forms: (exclusive) groupings, neighborhoods, and social ties. First, groupings are equivalent to the notion of a contextual partition, by which we require that every individual be part of a group and that groups be mutually exclusive. Contextual effects in a group context are self-contained and uniform, by affecting all members of a particular group. Second, neighborhood requires an underlying measurable space to assess whether two units are neighbors (i.e., dyadic geographical proximity). Extrinsic properties of the physical space surrounding an individual might serve to define relevant context, but this space is not constant. Defined by geographical proximity, the most relevant aspect of neighborhoods is the proximity of one individual to others, so it’s an inherently local notion (i.e., individuals are the focal points of their own neighborhoods). Moreover, because an individual can have multiple neighbors, it is possible to observe overlapping neighborhoods. Hence, a notion of context in terms of neighborhoods does not guarantee a partition of the original population. The main implication is that potential contextual affects may spill over from one neighborhood onto another. Finally, we have social ties that retain the dyadic nature of neighborhoods, but with a more flexible notion of proximity that does not require a measurable physical space. Individuals can be related through various social relationships (e.g., friendship, kinship, work teams) or nature of social interactions (e.g., communication). Contextual effects can have a local scope if they are restricted to direct contact between an individual and his or her own set of connections; or a global scope, if the overarching network structure can have an indirect impact on individuals.

Context and the Scope of Inference in Survey Studies

As noted previously, the incorporation of context into polling necessarily invites special consideration of subpopulations. This is the case because the potential existence of contextual effects effectively means that there are distinctive subsets of the population that operate under different circumstances. In this section I show how the first type of contextual relationships, exclusive groupings, can facilitate a systematic analysis of clearly demarcated subpopulations.

Recall that we can use a first conceptual approximation of context as a discrete set of elements C that are populated by our analytical units. This definition captures the notion that two different units i and j can be contained within two contexts c and c′, respectively. If c equals c′, then we will end up grouping i and j together within the same context. If c differs from c′, then we will place the units in separate groupings. With the additional restriction that units can only belong to one context, then this unit-to-context assignment rule generates a contextual partition I′ with a typical element 
[image: image] that collects all i in I that are also in cj.12 To implement a contextual analysis at this point effectively means that we attempt to replicate results derived from the whole population in each subpopulation Ij. These results can be either univariate, as in the presentation of the baseline noncontextual survey analysis with a single global parameter, or multivariate, if we had previously identified a relationship such as a correlation between two different properties Y and X of the same population.

A contextual approach can also expand the scope of original populations. It makes intuitive sense to contextualize I in terms of subpopulations defined by membership in different contexts, but there is no necessary reason to focus on smaller populations. Just as we can create a partition I′ from an original population I, we can easily postulate a superpopulation Is set that includes the original population I among many other populations.

Two possible candidates for superpopulation contexts are time and space. If we add to an analysis based around a single I a (finite) temporal dimension with T time units, then the corresponding superpopulation is simply the collection of T time-indexed populations 
[image: image]. A spatial extension follows a similar logic. If we have an index of occupied spaces 
[image: image], and assume that a single space can only accommodate a single population, then our original population will be uniquely affixed to some s. The corresponding superpopulation is the set of space-indexed populations 
[image: image].

As was the case with subpopulations, contextual analysis with superpopulations requires examination of new global results based on Is against results from specific time- or space-indexed populations. Note that contextual analytical tasks are restricted here to assessing how properties of specific contexts relate to global properties. It is, of course, possible to compare contexts among themselves, so contextual analysis encompasses a richer set of tasks, but not all of these perform the robustness checks currently under consideration.

Whether through subpopulation or superpopulation analysis, contextual analysis has the potential to examine “general” arguments under a wider variety of contexts. To the extent that original survey results “survive” the test, we gain greater confidence in those results. It’s also worth noting that a successful outcome in which original results are robust to varying contextual conditions ultimately implies that context does not actually matter. But this knowledge need not be evident a priori, and the actual finding is itself significant by identifying generalizable results that “travel” across distinct populations.

Context plays an incidental role in the robustness checks described previously, but this does not mean that context cannot be studied in its own right. We may actually want to carry contextual information along with our original observations yi to have an enhanced data set of {yi, cj} in which we explicitly identify the context cj associated with unit i. Context can assume the theoretical role of an independent or control variable. Coupled with a regression framework, contextual information can be modeled and examined in more sophisticated ways beyond comparisons of contextual groupings, as will be in the following discussion.

HOW TO DEVELOP CONTEXTUAL SURVEYS

Collecting and Sharing Contextual Data

We currently lack a standard battery of contextual questions to guide the design of new surveys. One reason is that typical approaches to contextual analysis tend to focus on very specific empirical content like social networks or a particular domain of social inquiry. Moreover, it is also the case that these types of questions are not asked regularly in social surveys, thus preventing the development of common protocols for future survey designs. To integrate contextual data into a survey, a first major decision is to decide what contextual data to collect. In the absence of standard measurements, desirable data collection can be approached in terms of three basic questions: (1) Do we want to capture specific or general contextual information?; (2) How do we completely capture all the relevant context?; and (3) Where is context to be found?

First, it helps to consider the extension of contextual variables. The most restrictive case is exclusive groupings, in which a simple group membership ID serves to link an individual to a group. A bit less constrained are neighborhoods, which require a notion of contiguity on top of some fixed physical space. The most flexible case, indeed the most personal measurement, is idiosyncratic by definition: the social context (such as a group of friends) for unit i hinges on the identity of i. In general, as we relax requirements for contextual relationships, more personalized contextual information requires a greater and potentially more expensive data collection effort.

Second, our respondents are more subject to varying and heterogeneous contexts, so we need to assess our ability and need to collect complete contextual information. Ideally, one would want to collect the three types of contextual relationships: exclusive groupings, neighborhoods, and social networks. But collecting all of these data could be expensive, so as a pragmatic principle, we can let theory be our guide to focus on a particular notion of context. However, that principle needs to be qualified, for two reasons. Collecting contextual data to evaluate a single theory potentially limits the future use of those data for other purposes. Moreover, the theory must explicitly rule out (i.e., be invariant with respect to) other competing contextual mechanisms. In the end, contextual data collection requirements are not independent from contextual theory building: the less explicit our theories are with regard to contextual effects, the greater the need to collect comprehensive contextual data, and vice versa.

Third, a one-dimensional notion of context points to three potential sources of information. We can always ask people directly and, for some personalized context like social networks, that might be strictly necessary. We might also be able to derive contextual information from other collected survey data. For example, if we have information about group affiliations, we can check for shared affiliations. Finally, context can be derived from cross-referenced information with external data sources, which is the most common approach for adding contextual data. For example, we can use available aggregate statistics to define socioeconomic context in terms of information such as average community income.13

Collecting contextual data also has implications for the way we store and process such data. Because contextual data are essentially relational and extrinsic, it is neither recommended nor always possible to store contextual information along with intrinsic variables within the typical rectangular format of social science data sets.14 A more general approach to integrating contextual data is to have in place a relational database management (RDBM) system to better organize survey data (Harrington 2009). As illustrated in figure 23.1, these RDBM systems essentially compartmentalize data into separate tables, each corresponding to a distinct unit of analysis, which can be cross-referenced as needed.

In this diagram, each rectangle represents a table with a corresponding list of fields or variables.15 For example, the “Individuals” table includes a numeric identifier i, a personal label, two quantitative variables, and a contextual identifier j. The “Contexts” table includes several Z variables that encode different types of contextual information. Each of these tables can be separately updated with either more observations or more fields. Most important, we can relate individuals to particular contexts identified by j. With this common index, RDBMS systems readily enable custom queries to create new rectangular data sets with all or any subset of contextual variables, or simply recreate previous data sets after entering more cases.



[image: image]

FIGURE 23.1 Sample database structure to link individuals and contexts.

Note: This MySQL diagram shows a many-to-one relationship that reflects how various individuals can be linked to a particular context using the common identifier j. See http://dev.mysql.com/doc/for more information.



Cross-referencing tables to derive analytic data sets can save a lot of time. In particular, adding new individual cases does not require that we enter all corresponding Z contextual variables, but simply the corresponding j value. This approach can be readily extended to capture more complicated nested data structures. For example, if our original contexts are later themselves deemed to be part of broader contexts, all we have to do is add to the “Contexts” table a new field, say k, that identifies higher-level contexts in a separate (third) table. Moreover, custom queries can easily create analytic data sets that link individuals to the higher-level context, if we think the latter is more relevant than the original context.

Compartmentalizing contextual data also adds flexibility regarding the actual timing of contextual data collection. It may be possible to measure context later by adding a contextual placeholder in a first wave of data collection. For example, geocoding allows us to link to extraneous contextual information with corresponding coordinates. Moreover, we can create neighborhoods based on collected samples by feeding our coordinates to a spatial analysis system that generates required distance-based contiguity matrices (Bivand et al. 2008). Similarly, with social media, capturing an individual’s identity (e.g., Twitter handle) can help us incorporate future tweeting and retweeting activities. All in all, because context can be added after survey data have been collected, it is especially critical to develop an adequate technological infrastructure that meets current and future contextual data collection needs.

Although integrating contextual data may increase technical requirements vis-à-vis an attribute-based social survey, two major ethical challenges arise. The first stems from the fact that integrating contextual data potentially involves more people than survey respondents. The applicable ethical question here is whether we need permission from all affected parties, even if they are not in our sample. For example, asking questions about attributes or behavior of neighbors can be considered an invasion of privacy for those third parties (who may or may not have a positive relationship with the responding neighbor).

Clearly, it is not practical for researchers to seek third-party permission, and respondents themselves cannot offer it even as they volunteer related information. To address this ethical concern, researchers should always incorporate—as they seek approval from institutional review boards—an explicit regard for third parties who can provide contextual data, along with a feasible action plan to mitigate potential harms.16

A second challenge stems from the need to protect confidentiality and privacy. Confidentiality refers to the protection of personally identifiable information, which should not be disclosed without the provider’s permission. Privacy shields respondents and other affected parties from the public. For example, a snowball sampling scheme with sequential interviews of named contacts can violate privacy if reported third parties did not want to be reached. These desirable protections are, of course, not unique to contextual surveys. In fact, social surveys routinely anonymize personally identifiable individual attributes. But because contextual data are inherently relational, researchers should be prepared to implement more comprehensive protection measures to prevent the identification of contextualized observations.17

Integrating both data collection and ethical concerns, the most important challenge of integrating contextual data into surveys is the need to balance a risk-utility trade-off inherent in data sharing (Drechsler 2011). Risk refers to our inability to adequately protect data, thus disclosing the identity of respondents. Utility refers to the ability of other researchers to use undistorted shared data. The trade-off and potential distortion come together due to explicit attempts to address the aforementioned second challenge of data protection.18 Despite our best efforts, it is well known that anonymized data can be collated with other information to reconstruct personalized records, a major concern with the increasing use of online databases (de Montjoye et al. 2015; El Emam et al. 2011). In response to this problem, various data transformations have been suggested to further anonymize observations, which include random value changes or imputations, among many other techniques. The result is a partially synthetic data set, which acts as a proxy for the original data set.19

For survey researchers, resolving this risk-utility trade-off has several practical implications. For one, it is critical that researchers have an appropriate statistical disclosure control (SDC) plan, which also requires familiarity with SDC methods and required technology to implement them.20 Although major organizations like the American Association for Public Opinion Research (AAPOR) have long required protection of confidential data, the relatively narrow focus of SDC methods on de-identifying records with sensitive individual attributes needs to be applied to contextualized observations as well, in effect, anonymizing both individuals and (unique) contexts.

This last challenge is particularly relevant to current efforts to improve data access and research transparency in disciplines like political science that make heavy use of survey analysis.21 In particular, researchers who append contextual information to extant survey data might have usage and disclosure restrictions that run counter to new professional standards. Commercially available information can add a very rich contextual dimension to survey studies, but if access is restricted to paid subscribers, it will be difficult to replicate and extend contextual survey studies. Individual researchers alone cannot readily solve this problem, but they can take steps to maximize access to other researchers.22 To the extent possible, researchers with the ability to purchase that information should encourage collaborative arrangements between private companies and universities to create a supporting infrastructure for data sharing among researchers. A relevant model comes from Census Research Data Centers (RDCs), which allow restricted access to sensitive data to a select number of researchers at specially designated physical facilities.23

METHODOLOGICAL CONSIDERATIONS FOR CONTEXTUAL SURVEYS

Contextual Variability

If context is indeed a variable of interest, then we need to think seriously about how our data collection efforts ensure a desirable degree of contextual variability. Simple random sampling (SRS) methods are inherently noncontextual because they group all observations under the same category (in effect, a common context).

To move beyond SRS, we need to remember that the unit of analysis is a key factor that informs adequate sampling methods. The unit of analysis is the object of interest for a particular study, typically individuals or households in social surveys. Although we may obtain multiple variables, these are all anchored or affixed to these individual units, so it is appropriate to depict sampling schemes as being one-dimensional (in terms of unit of analysis). The relevant single dimension refers to an underlying sampling frame with a comprehensive listing (i.e., distinctive labels or identification numbers) for all population units i in I.

Integrating contextual data necessarily alters the original unit of analysis, effectively increasing the dimensionality of sampling frames. For the sake of illustration, let the sets I and C correspond to discrete enumerations of available individuals and contexts, respectively. Since contextual information is relational, the unit of analysis is not just any i in I, but rather the Cartesian product I × C with typical (pair) elements {i,c}.24 This conceptual formulation of a “contextualized” unit of analysis immediately implies that a sampling scheme that ignores the contextual dimension may not derive into a probability sample proper, except in fairly unique cases. Specifically, if we assume or have reason to believe that available contexts in C are uniformly distributed across the population, then we can deduce that all possible {i,c} combinations are equiprobable. But this is also the very same case in which context does not matter, because it averages out at the population level. Beyond the special case, SRS survey designs do not actually know the ex ante probability of {i,c} pairs. Hence, design-based population surveys that do not explicitly account for—but still want to study—contextual differences lack a complete probabilistic foundation.

There is a straightforward approach to dealing with nonuniform contextual distributions, which requires a probability distribution over available contexts. First, having defined a sample space for relevant contexts, researchers need to either estimate or calculate the probability of selecting particular contexts. Second, researchers can use these probabilities to design sampling schemes in a manner that is analogous to stratified random sampling. 25 Basically, instead of strata built around some intrinsic individual trait (like sex), researchers use their preferred notion of context. For example, if we have a community type variable with two values (rural, urban), we can construct a sample constrained to have the relative (estimated or actual) proportion of rural and urban communities from which we will sample individuals separately. Contextual analysis, in turn, entails a comparison of relevant parameters in each of these community types.

Theoretical guidance will also be key to determining how one might sample multiple contexts if these interact. For example, it is likely that some contextual factors like social networks may operate differently across rural or urban communities. Perhaps in rural communities, social networks may be smaller, denser, and more homogenous in composition (in terms of the attributes of individual participants). In contrast, rural communities may give rise to larger, sparser, and more heterogeneous networks.26

Although tedious, the stratified contextual sampling scheme advanced here is implementable in many circumstances. These circumstances are limited by the type of context that one wants to analyze. In particular, this sampling scheme will only work when one can partition the set of available contexts into mutually exclusive categories. This observation means that neighborhoods or social network contexts do not lend themselves as readily to stratification, except in special cases in which we can define exclusive neighborhoods or isolated network components.

Statistical Inference

Whether or not one engages in purposeful contextual survey design, integrating contextual data invites explicit analysis of contextual effects. From a design-based perspective, these effects can be evaluated with a variety of well-known techniques, including analysis of variance (ANOVA) and ANCOVA (analysis of covariance) methods. The rest of this section focuses on model-based survey analyses with two purposes: (1) to showcase statistical methods that explicitly model underlying context to estimate its impacts and (2) to provide a counterpart statistical methodology to each of the three types of context described previously.27

To motivate the first family of methods known as multilevel models, it helps to think about how one could enhance an individual-level analysis, simply denoted as 
[image: image], with contextual information.28 Earlier approaches that focused on fixed contextual effects include Stipak and Hensler (1982), who posited a regression function with independent individual and contextual effects, 
[image: image], in effect a type of ANCOVA analysis if the contextual variables were discrete factors, or a simple regression with multilevel variables. In either case, contextual variables are modeled to have an independent impact and can be allowed to interact with individual-level factors. Iversen (1991) addresses contextual effects from a similar approach, positing that contextual effects are best understood in terms of cross-level interaction terms, or 
[image: image]. The multilevel formulation will build on these earlier insights.

Multilevel models, also known as hierarchical linear regressions (HLR) in the case of an interval-valued yi, have two distinctive features with respect to the conventional linear model of independent and identically distributed (IID) observations.29 First, multilevel models assume a nested data structure that translates into exclusive groupings in which individual observations belong to one and only one possible grouping. We can let such groupings represent distinct “contexts.” Second, and most important, there is an explicit attempt to model such groupings in terms of separate (extrinsic) properties. Letting i and j represent distinct individuals and contexts, respectively, these two features are implemented in two different ways with random-intercepts and random-coefficients models.

The simpler formulation of random intercepts is based around a reformulated individual (or level-1) equation 
[image: image], in which the intercept is modeled to be a function of some context j.30 For example, yi could be a measure of political knowledge that is affected by income (xi). If the relevant context is a county, we could use a country-level variable such as degree of urbanization (Zj) to distinguish different contexts, thus deriving this contextual (or level-2) equation for the random intercept: 
[image: image]. In practice, contextual effects will be manifested through different j-specific intercepts, but this equation makes it clear that different levels of political knowledge (measured through varying intercepts) could be a function of level-2 factors such as Zj. As this intercept is a stochastic equation, it is also clear that the researcher acknowledges some uncertainty in the specification of context j, which is superior to simply positing and measuring a fixed contextual measurement.

A second multilevel variation involves the explicit modeling of the slope coefficients. Rather than have slopes be fixed population parameters, we can make these a function of level-2 or contextual factors. In that case, letting the intercept be fixed, we have a level-1 equation 
[image: image] and a level-2 equation for β, which now becomes 
[image: image], where Z2j could be another county-level property such as a measure of economic development. A more general formulation can include both random intercepts and coefficients. Multilevel models provide a natural approach to incorporating extraneous information in level-2 equations. Substituting level-2 into level-1 equations can derive into a comprehensive equation that separates level-1 and level-2 factors as well as their potential interactions.31

There are some contextual effects like diffusion and interdependence that cannot be modeled with nested data structures (Agnew 1996; Braun and Gilardi 2006). In these situations, there are two main choices to model overlapping contexts, starting with spatial regression approaches that exploit the existence of a fixed physical space that serves to locate individual units. For a more general discussion of how a spatial perspective can inform contextual analysis, see Franzese and Hays (2007, 2008).

In both cases, contexts are endogenously derived (through individual neighborhoods defined around particular i’s), and contextual effects are defined in terms of averages of the dependent variable y. First, contexts are endogenous and heterogenous because the spatial lag varies across individual observations (not all neighborhoods have the same size and composition). Second, despite acknowledging spatial heterogeneity, the quantity of interest is ρ, which serves to measure a global spatial lag effect that takes into account the recursive nature of the SAR model. The main manifestation of contextual effects is to amplify or reduce the impact of neighboring observations.32

A wide range of social network techniques can be used to measure and analyze social contexts and their impact on individual attitudes and behaviors (Borgatti et al. 2009; Kadushin 2012; Sinclair 2012). These tools allow the study of context—as measured through social relations—in its own right. In fact, current statistical analysis of networks focuses on models of endogenous networks or endogenous context. Rather than studying a contextual effect per se, the underlying research question is to explain how to explain social structures or social contexts as whole objects. This approach falls under the umbrella of exponential random graph models (ERGMs) (Cranmer and Desmarais 2011). This is a more technical approach that requires an advanced understanding of random networks, which cannot be adequately explained here, but the general idea is to model complete network structures as a function of both individual attributes and microstructural features (Harris 2013; Kolaczyk 2009; Lusher et al. 2013).

Besides capturing different notions of context, the three statistical approaches mentioned here also have practical considerations for data collection, as illustrated in figure 23.2. Multilevel models are the least demanding, requiring collection of only an index survey variable that can be later cross-referenced with contextual information available elsewhere. Spatial regression approaches require as a basic input at least one contiguity matrix W. This matrix can be derived from existing coordinates, but researchers need to think hard about preferred measures of contiguity.33 Whether captured at the moment of observation or later, spatial configurations need to be stored outside of the conventional rectangular array format associated with independent observations. Finally, social network data are the most demanding, insofar as they require calculations of multiple adjacency matrices, which can differ across individuals when so-called ego networks have a different size and combination. Additional data structures are required if we are also trying to measure an overarching social network on the basis of individual reports. As the size of the sample increases, so will the number of these potentially distinct matrices, which will need to be stored separately from individual attributes.



[image: image]

FIGURE 23.2 Different contextual relationships and associated methodologies.




CONCLUSION

Integrating contextual information offers many opportunities for data collection and theorizing the impact of context on public opinion and political behavior. Future research needs to consider how to produce new types of contextual information. First, we can ask subjects to reflect on context to get a better handle on potential gaps between typical analytical (external) versus internal (subjective) perceptions of context. For example, rather than inferring that individuals who talk to others are influenced by social context (because that reported information is correlated with their behavior), we can also ask the extent to which they think they are influenced by and aware of their surroundings (Sterba 2009). This line of inquiry opens opportunities to further explore the cognitive foundations of contextual effects to build on discovered empirical relationships.

Another extension is to ask subjects to compare and contrast different contexts. Can individuals themselves distinguish multiple contexts—and most important, do they think that the various contexts have varying effects? Along those lines, do respondents perceive a structure that relates those multiple contexts? For example, a rule that says that neighbors must be friends effectively combines two qualitatively distinct contexts based on physical space and social relations. Are subjects, in fact, able to assess contexts to tell the difference? If our guiding theories, or empirical setup, suggests that there will be community effects, is it the case that when the community spans something like a small town, our respondents actually know everyone in their town? Do they only know their neighborhood, and how exactly do they recognize neighborhood boundaries? How integrated are our respondents in their community? To what extent do they know—and are affected by—aggregate patterns of segregation or integration in their community? Surveys have not entirely ignored these considerations, but more work needs to be done. For instance, the Latinobarometer has previously asked related questions about “social cohesion,” but without an explicit attempt to understand the basis for these perceptions.

These various extensions invite a deeper integration of political psychology into contextual analysis, even if the original intent or research question is not evidently psychological. Indeed, despite the lack of an overarching theoretical framework for context, there is a recognizable common theme in contextual studies that points to the importance of personal psychology, such as the processing of information cues (Alvarez 1997; Atkeson 2003).34 Of course, the quantity and mix of these new contextual data approaches will be contingent on particular projects’ research questions and resources.

Although not strictly a call for new contextual data, it bears noting that contextual data analysis can also be advanced not just with new data sources, but with new methods. Experimental survey methods seem particularly apt to explore questions about how concurrent contextual approaches matter. Without a comprehensive examination of all possible contextual effects, we may still get a lot of mileage from randomizing the contexts to which subjects are exposed (through our questions). From a methodological perspective, offering different experimental contexts can also help us assess the robustness of our results.

NOTES

1. Although some researchers consider time to be an important contextual factor in and of itself—see Goodin and Tilly (2006, pt. VI)—I deem time too broad a notion to identify contextual differences. Although we can certainly distinguish two time units, t and t+1, that mere distinction does not imply that time-indexed situations are qualitatively different. To make that claim, it is necessary to point to substantive differences, and if that’s the case, then contexts can be differentiated on the basis of (time-indexed) notions of context related to physical, analytical, or social settings.

2. An excellent review of recent work on this topic is available in Heaney and McClurg (2009) and Huckfeldt (2009).

3. It is also the case that “communities” can be defined inductively as the output of algorithms that seek to group nodes into distinctive, not necessarily mutually exclusive, subgroupings. This is a common practice in the study of large, complex networks that has been criticized by social scientists due to lack of prior and explicit conceptual definitions of community (see Jackson (2008), ch. 13).

4. Lacking this information, we cannot examine compositional differences in the social circles of different respondents, limiting contextual analysis to a sharp distinction between respondents who discuss or don’t discuss politics with others. The attributes of third parties are also relevant to assess whether homophily drives these discussions, in which case a respondent might not be getting new information to change individual behavioral tendencies.

5. See http://www3.norc.org/GSS+Website/.

6. See http://projects.iq.harvard.edu/cces.

7. This survey uses a threefold stratification scheme that accounts for the distinctions between registered and nonregistered, competitive and uncompetitive congressional districts, and the number of congressional districts across states, resulting in sixteen strata. As discussed further below, each stratum can be considered a distinct context.

8. See http://www.latibarometro.org.

9. See http://www.vanderbilt.edu/lapop/.

10. This distinction between descriptors (evidence) and mechanisms (theory) has two implications for the design of contextual surveys. First, when context is appended after data collection, researchers can often choose from multiple C sets to contextualize responses (e.g., linking individuals to a county, a state, or a country). Without prior theoretical guidance, it is not always clear which descriptor or combination of descriptors best measures relevant context. Moreover, as relevance is primarily a theoretical concern, the design of contextual surveys benefits from consideration of concrete mechanisms in order to develop a sampling strategy that captures relevant contextual variability. This methodological concern is revisited in the next section.

11. I use the distinction made by Sterba (2009) regarding a fundamentally different stance about randomness between design-based and model-based survey analysis. In a design-based approach, the randomness of sampling error is empirically induced. In contrast, model-based approaches posit an underlying data-generating process as the source of randomness (which Sterba denotes as epistemic randomness).

12. This functional assignment restriction will be relaxed later in the context of spatial or social contexts, at which point it will also become necessary to discard these partitions as a general model of context.

13. However, these aggregations are conceptually problematic, because they do not separate intrinsic from extrinsic properties. Moreover, some contextual measures can be highly sensitive to imposed contextual boundaries, as is the case with the mean statistic, which can change drastically if a new community boundary excludes or introduces extreme income values.


14. This is especially the case with neighborhoods and social networks, which have more complex data structures that do not lend themselves to a single table.

15. These fields correspond to column names in typical rectangular data sets.

16. One possibility is to destroy identifiable information as soon as possible after it has been properly anonymized and stored within a database system, but this option must be weighed against future needs to expand contextual information. For example, a neighbor could become a future respondent, in which case preserving true identities is critical.

17. These more stringent requirements parallel those that arise in the context of health-related information. In that particular domain, researchers are routinely required to comply with stringent data management requirements stemming from the federal Health Insurance Portability and Accountability Act of 1996, also known as HIPAA. As is the case with the healthcare sector, technology can be a major factor in enabling required protections. Survey researchers who integrate highly personalized contextual data can emulate practices from the health sector. An example of required technology is the REDCap tool, accessible through the Indiana Clinical and Translational Science Institute at https://www.indianactsi.org/redcap, which is a secure system that insulates extremely private data from the public while also allowing fine-granularity access control to researchers and collaborators.

18. Certainly one aspect of data protection has to do with data security, which can be mitigated with appropriate technology. The most relevant aspect, however, has to do with data that are (eventually) made publicly available.

19. See Domingo-Ferrer (2008), Reiter (2003, 2012), and Dreschler (2011) for details. These steps are actually required for research sponsored by the U.S. Census Bureau (https://www.census.gov/srd/sdc) and the U.S. federal government (see FCSM 2005).

20. Unfortunately there is no conventional tool to enable these tasks, which further highlights the need to have a database system in place that can automate some of these transformational tasks for data sharing. To get a sense of the required steps, researchers can assess relevant functionality in two freely available tools: (1) the R package sdcMicro (http://cran.r-project.org/web/packages/sdcMicro) and (2) the Cornell Anonymization Tool (http://sourceforge.net/projects/anony-toolkit/).

21. See http://www.dartstatement.org for the incorporation of these principles in the American Political Science Association’s ethics guide. This site also includes the transparency statement of twenty-seven journal editors.

22. Indeed, some scholars see new (big) data collection trends that rely on private companies to be especially problematic for scientific research and call instead for a better public infrastructure that is open to more participants (Conley et al. 2015).

23. See http://www.census.gov/ces/rdcresearch/.

24. If we add another contextual set S, then the relevant unit of analysis is a triple {i,c,s}. Additional contexts increase the dimensionality of these units in a similar manner.

25. There are, of course, complex survey designs that exploit existing exclusive groupings, such as with multistage cluster sampling schemes (Lumley 2010, ch. 3 and 8). Individual units are therefore uniquely nested within a multilevel structure that can reveal contextual differences across stages. However, by subsampling at each stage, these approaches still carry a stringent assumption that units within the same cluster are subject to similar contexts.

26. At least in terms of network size, this problem can be mitigated with questions that ask for a fixed number of connections s. However, this approach makes strong distributional assumptions about the size of underlying (egocentric) network structures, which is artificially bounded above by our choice of s. Snowball sampling techniques can mitigate this artificial boundary problem by letting respondents reveal variable network sizes, but there are associated problems involving the practical ability of recovering complete networks (in which case, arbitrary stopping rules during data collection add spurious contextual variability).

27. Model-based survey analysis need not ignore the underlying design (i.e., sampling weights), but there is also some consensus that incorporating design features in these statistical models does not affect final results (Lumley 2010, ch. 5). This means that for practical purposes, researchers interested in analyzing contextual effects can readily apply these models to existing survey data, provided of course that they can identify or readily merge “contextual” information. There is some methodological overlap here with related approaches in social epidemiology that include multilevel and network approaches in addition to multiple practical approaches to collecting social or contextual data (Oakes and Kaufman 2006).

28. To facilitate the presentation, I am setting aside the specification of an underlying stochastic component, which is important but not relevant for the current discussion.

29. Gelman and Hill (2007) is a standard reference for multilevel models, also offering computing examples using the R statistical environment. Another approach using the Stata programming language is Rabe-Hesketh and Skrondal (2008). For an overview of multilevel analysis, see Jones (2008) and Steenbergen and Jones (2002).

30. I use the bracketed context[unit] notation advanced by Gelman and Hill (2007).

31. Multilevel models can readily accommodate a hierarchy of contextual effects. For instance, our level 2 variables here could be nested with a higher level 3, and so forth.

32. The presentation here restricts the application of W to neighboring values of y, but there are more general models like the Spatial Durbin model [image: image], in which neighboring exogenous values can also produce spatial effects (Anselin 1988). In fact, the γ parameter captures the idea that neighborhood averages of covariates impact yi, which is similar in orientation to previous approaches that measure context with neighborhood measures that are analogous to individual covariates (e.g., the average neighborhood income, or the percentage of the population with some individual trait, etc.). However, these earlier analyses have been done using linear regression analysis, without modeling the underlying spatial dependence (see Stipak and Hensler 1982 for a review). Beyond spatially lagged covariates, other extensions include the possibility of analyzing more than one spatial relationship concurrently (Lacombe 2004).

33. Contiguity can be assessed with different criteria. Two common approaches, informed by legal chess moves, are rook and queen styles. For the former, two units are contiguous if their encompassing areas share a boundary; the latter includes both boundaries and corner points. See Bivand et al (2008) for details.

34. See also Mutz (2007) for an overview of psychological studies of political behavior.

REFERENCES

Agnew, J. 1996. “Mapping Politics: How Context Counts in Electoral Geography.” Political Geography 15 (2): 129–146.

Alvarez, R. M. 1996. Studying Congressional and Gubernatorial Campaigns. California Institute of Technology, Division of the Humanities and Social Sciences, Pasadena, CA.

Alvarez, R. M. 1997. Information and Elections. Ann Arbor: University of Michigan Press.

Alvarez, R. M., and P. Gronke. 1996. “Constituents and Legislators: Learning about the Persian Gulf War Resolution.” Legislative Studies Quarterly 21 (1):105–27.

Anselin, L. 1988. Spatial Econometrics: Methods and Models. Dordrecht; Boston: Kluwer Academic Publishers.

Atkeson, L. R. 2003. “Not All Cues Are Created Equal: The Conditional Impact of Female Candidates on Political Engagement.” Journal of Politics 65 (4): 1040–1061.

Berger, J., M. Meredith, and S. C. Wheeler. 2008. “Contextual Priming: Where People Vote Affects How They Vote.” Proceedings of the National Academy of Sciences 105 (26): 8846–8849.

Bivand, R., E. J. Pebesma, and V. Gómez-Rubio. 2008. Applied Spatial Data Analysis with R. New York, London: Springer.

Borgatti, S. P., A. Mehra, D. J. Brass, and G. Labianca. 2009. “Network Analysis in the Social Sciences.” Science 323 (5916): 892–895.

Braun, D., and F. Gilardi. 2006. “Taking ‘Galton’s Problem’Seriously Towards a Theory of Policy Diffusion.” Journal of Theoretical Politics 18 (3): 298–322.

Cohen, C. J., and M. C. Dawson. 1993. “Neighborhood Poverty and African American Politics.” American Political Science Review 87 (2): 286–302.

Conley, D. J., L. Aber, H. Brady, S. Cutter, C. Eckel, B. Entwisle, D. Hamilton, S. Hofferth, K. Hubacek, E. Moran, and J. Scholz. 2015. “Big Data, Big Obstacles.” Chronicle Review. http://chronicle.com/article/Big-Data-Big-Obstacles/151421/, Accessed on 2/7/2015.

Cranmer, S. J., and B. A. Desmarais. 2011. “Inferential Network Analysis with Exponential Random Graph Models.” Political Analysis 19 (1): 66–86.

Daraganova, G., P. Pattison, J. Koskinen, B. Mitchell, A. Bill, M. Watts, and S. Baum. 2012. “Networks and Geography: Modelling Community Network Structures as the Outcome of Both Spatial and Network Processes.” Social Networks 34 (1): 6–17.

de Montjoye, Y.-A., L. Radaelli, V. K. Singh, and A. “S.” Pentland. 2015. “Unique in the Shopping Mall: On the Reidentifiability of Credit Card Metadata.” Science 347: 536–539.

De Vries, C. E., W. Van der Brug, M. H. van Egmond, and C. Van der Eijk. 2011. “Individual and Contextual Variation in EU Issue Voting: The Role of Political Information.” Electoral Studies 30 (1): 16–28.

Domingo-Ferrer, J. 2008. “A Survey of Inference Control Methods for Privacy-Preserving Data Mining.” In Privacy-Preserving Data Mining, edited by C. Aggarwal and P. S. Yu. New York: Springer, 53-80.

Drechsler, J. 2011. Synthetic Datasets for Statistical Disclosure Control Theory and Implementation. New York: Springer.

Duch, R. M., and R. Stevenson. 2005. “Context and the Economic Vote: A Multilevel Analysis.” Political Analysis 13 (4): 387–409.

Eagles, M. 1995. “Spatial and Contextual Models of Political Behavior: An Introduction.” Political Geography 14 (6): 499–502.

El Emam, K., E. Jonker, L. Arbuckle, and B. Malin. 2011. “A Systematic Review of Re-Identification Attacks on Health Data.” PLOS ONE 6 (12): e28071. doi:10.1371/journal.pone.0028071.

Eulau, H., and L. Rothenberg. 1986. “Life Space and Social Networks as Political Contexts.” Political Behavior 8 (2): 130–157.

Federal Committee on Statistical Methodology (FCSM). 2005. “Report on Statistical Disclosure Limitation Methodology.” Statistical Policy Working Paper 22. Washington, DC: Office of Management and Budget.

Franzese, R. J., and J. C. Hays. 2007. “Spatial Econometric Models of Cross-Sectional Interdependence in Political Science Panel and Time-Series-Cross-Section Data.” Political Analysis 15 (2): 140–164.

Franzese, R. J., and J. C. Hays 2008. “Interdependence in Comparative Politics Substance, Theory, Empirics, Substance.” Comparative Political Studies 41 (4–5): 742–780.

Gelman, A., and J. Hill. 2007. Data Analysis Using Regression and Multilevel/Hierarchical Models. Cambridge, UK and New York: Cambridge University Press.

Goodin, R. E., and C. Tilly. 2006. “The Oxford Handbook of Contextual Political Analysis. Oxford and New York: Oxford University Press.

Gordon, S. B., and G. M. Segura. 1997. “Cross-National Variation in the Political Sophistication of Individuals: Capability or Choice?” Journal of Politics 59 (1): 126–147.

Harrington, Jan L. 2009. Relational Database Design and Implementation: Clearly Explained. Cambridge, MA: Morgan Kaufmann.

Harris, J. K. 2013. An Introduction to Exponential Random Graph Modeling. Quantitative Applications in the Social Sciences Vol. 173: Thousand Oaks, CA: Sage Publications.

Heaney, M. T., and S. D. McClurg. 2009. “Social Networks and American Politics: Introduction to the Special Issue.” American Politics Research 37 (5): 727–741.

Huckfeldt, R. 2007. “Information, Persuasion, and Political Communication Networks.” In Oxford Handbook of Political Behavior, edited by R. J. Dalton and H.-D. Klingemann. Oxford Handbooks Online. doi:10.1093/oxfordhb/9780199270125.003.0006.

Huckfeldt, R. 2009. “Interdependence, Density Dependence, and Networks in Politics.” American Politics Research 37 (5): 921–950.

Huckfeldt, R., and J. Sprague. 1987. “Networks in Context: The Social Flow of Political Information.” American Political Science Review 81 (4): 1197–216.

Iversen, G. R. 1991. Contextual Analysis. Newbury Park, CA: Sage Publications.

Jackson, M. O. 2008. Social and Economic Networks. Princeton, NJ: Princeton University Press.

Johnston, R., and H. E. Brady. 2002. “The Rolling Cross-Section Design.” Electoral Studies 21: 283–295.

Jones, B. S. 2008. “Multilevel Analysis.” In The Oxford Handbook of Political Methodology, edited by J. M. Box-Steffensmeier, H. E. Brady, and D. Collier, 605-623. Oxford, New York: Oxford University Press.

Kadushin, C. 2012. Understanding Social Networks: Theories, Concepts, and Findings. New York: Oxford University Press.

Kolaczyk, E. D. 2009. Statistical Analysis of Network Data: Methods and Models. New York: Springer Science & Business Media.

Lacombe, D. J. 2004. “Does Econometric Methodology Matter? An Analysis of Public Policy Using Spatial Econometric Techniques.” Geographical Analysis 36 (2): 105–118.

Lumley, T. 2010. Complex Surveys: A Guide to Analysis Using R. Hoboken, NJ: John Wiley & Sons.

Lusher, D., J. Koskinen, and G. Robbins, eds. 2013. Exponential Random Graph Models for Social Networks: Theories, Methods, and Applications. Cambridge, UK: Cambridge University Press.

Mutz, D. C. 2007. “Political Psychology and Choice.” In Oxford Handbook of Political Behavior, edited by R. J. Dalton and H.-D. Klingemann. Oxford Handbooks Online. doi:10.1093/oxfordhb/9780199270125.003.0005.

Nadeau, R., and M. S. Lewis‐Beck. 2001. “National Economic Voting in US Presidential Elections.” Journal of Politics 63 (1): 159–181.

Oakes, J. M., and J. S. Kaufman. 2006. Methods in Social Epidemiology. Vol. 1. Hoboken, NJ: John Wiley & Sons.

Pacheco, J. S. 2008. “Political Socialization in Context: The Effect of Political Competition on Youth Voter Turnout.” Political Behavior 30 (4): 415–436.

Pettigrew, S., and B. Fraga. 2014. CCES Master Question List, V4. The Institute for Quantitative Study of Society. http://hdl.handle.net/1902.1/14743.

Prell, C. 2012. Social Network Analysis: History, Theory & Methodology. Los Angeles, London: SAGE.

Rabe-Hesketh, S., and A. Skrondal. 2008. Multilevel and Longitudinal Modeling Using Stata. College Station, TX: STATA Press.

Reiter, J. P. 2003. “Inference for Partially Synthetic, Public Use Microdata Sets.” Survey Methodology 29 (2): 181–188.

Reiter, J. 2012. “Statistical Approaches to Protecting Confidentiality for Microdata and Their Effects on the Quality of Statistical Inferences.” Public Opinion Quarterly 76 (1): 163–181.

Rolfe, M. 2012. Voter Turnout: A Social Theory of Political Participation. New York: Cambridge University Press.

Shipan, C. R., and C. Volden. 2008. “The Mechanisms of Policy Diffusion.” American Journal of Political Science 52 (4): 840–857.

Sinclair, B. 2012. The Social Citizen: Peer Networks and Political Behavior. Chicago, London: University of Chicago Press.

Steenbergen, M. R., and B. S. Jones. 2002. “Modeling Multilevel Data Structures.” American Journal of Political Science 46 (1): 218–237.

Sterba, S. K. 2009. “Alternative Model-Based and Design-Based Frameworks for Inference from Samples to Populations: From Polarization to Integration.” Multivariate Behavioral Research 44 (6): 711–740.

Stipak, B., and C. Hensler. 1982. “Statistical Inference in Contextual Analysis.” American Journal of Political Science 26 (1): 151–175.

Ward, M. D., and K. S. Gleditsch. 2008. Spatial Regression Models. Los Angeles: Sage Publications.

Zuckerman, A. S., ed. 2005. The Social Logic of Politics: Personal Networks as Contexts for Political Behavior. Philadelphia: Temple University Press.




CHAPTER 24

MEASURING PUBLIC OPINION WITH SOCIAL MEDIA DATA

MARKO KLAŠNJA, PABLO BARBERÁ, NICHOLAS BEAUCHAMP, JONATHAN NAGLER, AND JOSHUA A. TUCKER

SOCIAL MEDIA AND PUBLIC OPINION: OPPORTUNITIES AND CHALLENGES

SOCIAL media sites such as Facebook and Twitter are playing an increasingly central role in politics. As Kreiss (2014) shows, the 2012 Barack Obama and Mitt Romney presidential election campaigns relied heavily on social media to appeal to their supporters and influence the agendas and frames of citizens and journalists. In 2016 the role of social media accelerated, with Twitter, for example, becoming a central pillar of the Trump campaign. Social media sites have also been essential for disseminating information and organizing during many recent episodes of mass protest, from the pro-democracy revolutions during the Arab Spring to Euromaidan to the recent wave of pro–civil rights demonstrations in the United States (see, e.g., Tufekci and Wilson 2012; Tucker et al. 2016). The influence of social media has also become pervasive in traditional news outlets. Twitter is commonly used as a source of information about breaking news events, journalists and traditional media often solicit feedback from their viewers through social media, and political actors can rely on social media rather than press releases to reach the public. Most fundamentally, for numerous political organizations and millions of users, social media have become the primary means of acquiring, sharing, and discussing political information (Kwak et al., 2010; Neuman et al., 2014).

This chapter examines to what extent one can aggregate political messages published on social networking sites to obtain a measure of public opinion that is comparable or better than those obtained through surveys. It is well known that public opinion surveys are facing growing difficulties in reaching and persuading reluctant respondents (De Leeuw and De Heer 2002). According to the Pew Research Center, the typical contact rates dropped from 90% to 62% between 1997 and 2012, with response rates dropping from about 40% to 9% (Pew Research Center 2012).1 One important reason for these trends is the falling rate of landline phone use, coupled with the fact that federal regulations prohibit the use of automated dialers for all unsolicited calls to cell phones (but not landline phones). According to one estimate, the share of cell-phone-only households in the United States has grown by 70% in four years, reaching 44% of all households in 2014.2 While the relationship between nonresponse rates and nonresponse bias—which arises when those who answer are different from those who do not—is complex (Groves 2006; Groves and Peytcheva 2008), survey responders tend to be more likely to vote, contact a public official, or volunteer than are survey nonresponders (e.g., Pew Research Center 2012). The responders’ answers tend to exhibit less measurement error and lower social desirability bias (Abraham, Helms, and Presser 2009; Tourangeau, Groves, and Redline 2010). The cell-phone-only respondents can differ in political preferences than those with landline phones; for example, they were significantly more likely to support Obama in 2008, especially older voters (Mokrzycki, Keeter, and Kennedy, 2009). These trends have raised questions about the reliability and precision of representative surveys and have increased the costs of fielding high-quality polls, at the same time that funding available for a number of established large-scale surveys has been threatened.3

These factors are increasing the incentives for using social media to measure public opinion. First and foremost, social media provide an opportunity to examine the opinions of the public without any prompting or framing effects from analysts. Rather than measure what someone thinks about politics in the artificial environments of a front porch, dinnertime phone call, or survey web page, we can observe how people spontaneously speak about politics in the course of their daily lives. And instead of depending on the analyst’s view of which topics are important at any given time, we can observe the topics that the public chooses to raise without our prompting.

The second major appeal of social media data is their reach: over time, across individuals, cross-nationally, and within small geographical regions. Due to the fine-grained nature of Twitter and Facebook data, for example, it should be possible to measure changes in opinion on a daily or even hourly basis. Similarly, because hundreds of millions of people use Twitter and Facebook regularly, the scope of opinion that can be measured goes far beyond anything we could previously have attempted. And since social media can be found throughout the world, they provide a convenient platform for sampling opinion in many countries where it would otherwise be difficult or impossible for survey researchers to work. In fact, it is likely that the Twitter archive is already the largest cross-national time-series data set of individual public opinion available to the mass public.4

The third appeal of using social media to measure public opinion is the cost and practicality. With a little programming and a decent-sized hard drive, anyone can capture, for example, every comment made about a presidential debate, in real time and for free. To the extent that we care about public opinion because we think it helps to hold rulers more accountable and to make policy more responsive to the mass citizenry, the potential to dramatically reduce the cost of studying public opinion may be perhaps the most exciting opportunity afforded by social media.5

Of course while social media have desirable properties that traditional public opinion surveys cannot match, truly developing tools to effectively harness their potential involves enormous challenges, discussed in the next section. Each of the strengths discussed above also constitutes a challenge—both theoretical and technical—for measuring opinion in the ways we are used to using traditional surveys. First, identifying emergent topics and sentiments is hugely challenging, not just computationally but theoretically, as we strive to understand machine- or human-generated summaries and reconcile them with previous survey measures and research agendas. Second, the breadth and scale of social media use is counterbalanced by the opacity of its user population, and the steps needed to reweigh this entirely unrepresentative “survey” in order to measure any population of interest remain difficult and uncertain. Third, the technical challenges of collecting and aggregating the data are nontrivial, particularly given the diffident and often opaque cooperation of private social media providers like Twitter and Facebook.

We believe that many of these challenges involved in using social media data to study public opinion can be overcome, and that the potential payoff certainly justifies the effort. But we also believe it is crucial to be upfront about these challenges moving forward, and therefore one of the goals of this chapter is to lay these out explicitly. In the second section we discuss in greater detail these three main challenges and how they have arisen in past social media research. In the third section we discuss some of the strategies for overcoming many of these challenges, both drawing upon past work that suggests various successful strategies and suggesting new ones. And in the fourth section we discuss in greater detail some of the novel uses for social media, ones that have fewer direct analogs in traditional survey work. We conclude in the fifth section with a series of recommendations for a research agenda that uses social media for public opinion work, as well as providing a list describing how social media data were collected that we suggest scholars and practitioners use when reporting any results based on social media data, but especially when reporting results claiming to be representative of public opinion.

We focus here on Twitter data because they are widely used, mainly public, and relatively easy to collect; for these reasons, these data have been the focus of the majority of recent social media research. But of course all of these concepts apply more generally, and the difficulties and solutions we propose here will likely continue well into a future in which social media platforms that do not exist yet may dominate the landscape.

CHALLENGES IN THE MEASUREMENT OF PUBLIC OPINION WITH SOCIAL MEDIA DATA

In the study of public opinion, a survey is commonly defined as a systematic method for gathering information from a sample of individuals for the purposes of constructing quantitative descriptors of the attributes of the larger population of which the individuals are members (see, e.g., Groves et al. 2011). This information is commonly gathered by asking people questions. The three core components of a survey are thus a standardized questionnaire, a population frame from which individuals are sampled using a probability sampling method, and a method to aggregate individual responses to estimate a quantity of interest.

Without any adjustment, treating social media data as a survey fails to meet any of these three criteria: the opinions expressed by individuals are unprompted and unstructured, the probability that an individual is included in the sample varies in systematic but opaque ways, and the collection and aggregation of data into quantities of interest are problematic due to uncertainties in the data-generating and -collection processes. In this section we describe these difficulties and why they are critical for the measurement of public opinion with social media data.

When we speak of trying to measure “public opinion” we are primarily concerned with the traditional notion of who “the public” is: adults in a particular polity (or set of polities). However, one of the benefits of social media is that there is no such constraint on whose opinion is uttered on social media. We are potentially able to measure subpopulations of interest within a polity, such as ethnic groups, ideological groups, or speakers of particular languages (Metzger et al. 2016). On the other hand, this also extends to populations such as children, political activists, persecuted minorities, and other subpopulations that want, expect, or deserve privacy in their online activities. Fully tackling the myriad ethical issues entailed in using social media to measure public opinion would require an entire chapter, but we should be aware that such issues permeate every stage discussed below. Some of these issues are common to any sort of collection of publicly available data, including the issue of consent regarding data that have been made public but may be used in ways not anticipated by the participant, and the collection of data from minors and others not able to give consent themselves. Other issues are common to data collection and storage more generally, including data protection and anonymization, and specific to sharing data, particularly for replication purposes. Other questions are more specific to social media data, including how to deal with posts that were deleted by users after the data were collected, the potential privacy violations inherent in using sophisticated machine-learning methods to infer demographic and other characteristics that had not been publicly revealed, and the question of whether the results of these analyses could put exposed users at risk of political or other forms of retaliation (Flicker Haans and Skinner 2004; Tuunainen, Pitkänen, and Hovi 2009; Zimmer 2010; Solberg 2010; Bruns et al. 2014). The scope of ethical considerations in social media studies is rapidly growing, but for our purposes we focus here on the technical challenges of measuring public opinion.

Identifying Political Opinion

If we seek to fit social media into the framework of existing public opinion measurement, we may consider social media posts as something like unstructured and entirely voluntary responses to external stimuli analogous to public opinion questions. In this sense, like a survey question, the stimuli set (or affect) the topics, and our job is to identify these topics and turn the unstructured responses into something like sentiment, approval levels, feeling thermometers, or the like. In both traditional surveys and unstructured social media, we have something like a subject (the question, or a post’s topic) and a predicate (the numeric response, or a post’s sentiment), and we seek to turn the raw data of the unstructured social media text and metadata into something more like the structured survey responses we are familiar with. This analogy is often latent in research using social media to measure public opinion, but making it more explicit clarifies a number of issues in putting social media to such a use. This distinction has also been referred to as the distinction between “designed data” and “organic data” (Groves 2011). Whereas traditional collections of public opinion data, or data on economic behavior based on survey responses, are curated and created by the designer with intent in mind, many data sets now available are based on data that exist simply because much human behavior occurs online—and is recorded.

First, the questions are not directly asked of people; instead, people give their opinions in response to events and discussions. How do we define what topics to examine and which tweets are relevant for a given topic? For example, if we want to measure users’ sentiment toward the candidates in the 2016 presidential election, how do we identify a corpus of relevant tweets? The vast majority of studies focus on tweets mentioning candidate names, without discussing the possibility of systematic selection bias in determining the search criteria in this way (but see King, Lam, and Roberts 2014). For example, focusing only on tweets that mention Hillary Clinton or Donald Trump may miss a number of social media messages that also relate to the 2016 election but do not mention candidate names (He and Rothschild 2014). If tweets that refer to either candidate without using the candidate’s name tend to be either more positive or negative than tweets that do explicitly mention the candidate’s name, then obviously selecting tweets based on the use of the name will generate a large amount of selection bias. And that’s just bias relative to the full corpus of tweets on the candidates, even apart from bias relative to the population of interest; perhaps only persons with some particular characteristic use particular terms. If that is the case, and we omit terms used by that group, we will fail to measure group opinion accurately. Even without generating bias by collecting based on candidate names, collections based on names may include substantial noise or miss substantial numbers of tweets. Tweets containing “Hillary” in 2016 may be predominantly about Hillary Clinton, but tweets containing “Trump” or “Cruz” may not be about either Donald Trump or Ted Cruz, thus adding noise to the corpus. Filtering on tweets containing “Donald Trump” or “Ted Cruz” may miss many tweets actually focused on the candidates. In general, the choice of the relevant corpus of tweets is almost invariably ad hoc, in part because the analyst cannot be omniscient about what constitutes the set of tweets related to a given topic.

In addition to defining the topics and content that shape the collected data, measuring the topics in individual tweets, particularly when topics may be rapidly changing over time or responding to major events, remains both a technical and theoretical challenge. Are people responding to changing questions on the same topic, are the topics themselves changing, or do we need a complex hierarchical and temporal structure of all our content before we can begin to quantify public opinion in a systematic way? For example, during the presidential debates there was considerably more commentary and discussion among users than at other times, when information-sharing tweets (with high frequency of URLs within tweets) were more common (Diaz et al. 2014). Similarly, during politically charged events, such as the Wisconsin labor strikes of 2011, many social media users seem to have been particularly focused on tweeting non-mainstream news and alternative narratives of the protest, unlike during less contentious events (Veenstra et al. 2014). The same occurs during mass protest events, since regime elites can respond strategically to protest and try to shift the focus of the discussion (Munger 2015; King, Pan, and Roberts 2016). Topics themselves can change, because the comments on social media may represent a change in public opinion: either the development of a new issue that was previously not part of political discourse or the disappearance of an issue from public concern. The set of topics dominating political discussion in 2000 would be very different than the set of topics dominating political discussion in 2016. And just as refusal to answer surveys may not be random, but may vary systematically with the likely response, discussion on any issue on social media may vary with context. During a period of “good news” for a candidate, we may see more tweets by the candidate’s supporters, and vice versa. Thus the population, topics, and sentiments may all be continually shifting in ways that are very challenging to measure.

Even assuming we are able to resolve the subject—the topics—what of the predicate: the sentiment, approval, enthusiasm, and so forth? What exactly is the quantity of interest? Simple counts of mentions of political parties or issues have in some cases produced meaningful results. For example, Tumasjan et al. (2010) and Skoric et al. (2012) showed that mentions of parties on Twitter were correlated with election results. However, that is often not the case (Metaxas, Mustafaraj, and Gayo-Avello 2011; Bermingham and Smeaton 2011). In fact, Gayo-Avello (2011) showed that tweet-counting methods perform worse than a random classifier assigning vote intentions based on the proportion of votes from a subset of users who directly revealed their election-day intentions to the researcher. Similarly, Jungherr, Jürgens, and Schoen (2012) criticize the tweet-counting method used by Tumasjan et al. (2010) to predict German elections for focusing only on tweets mentioning the largest parties. They show that if tweets mentioning a new party—the Pirate Party—were counted as well, the results differed considerably and mispredicted the election outcome, as the Pirate Party was a clearly predicted election winner, whereas in fact it won only 2% of the vote (see also Jungherr et al. 2016).

One common alternative to counting methods is the use of sentiment analysis, which aims at measuring not the volume of tweets on a particular topic, but the valence of their content. This method often relies on existing dictionaries of positive and negative words, in which the ratio of positive to negative words that co-occur with a topic on, for example, a given day, is taken as a measure of the overall public sentiment about that topic on that day. For example, O’Connor et al. (2010) show that Twitter sentiment over time in economics-related tweets is correlated with consumer confidence measures in the United States. The downside of this approach is that its performance can vary in unpredictable ways. The approach depends on potentially ad-hoc dictionaries and often exhibits low out-of-sample accuracy (González-Bailón and Paltoglou 2015) and even significant differences in its performance across different applications within a similar context. For example, Gayo-Avello (2011) finds that the performance of a lexicon-based classifier was considerably more reliable for tweets about Barack Obama than about John McCain during the 2008 election campaign.

Finally, even if we have a good method for measuring topics and, for example, sentiments, it is not at all clear that what we are measuring is necessarily an honest expression of opinion. It remains unknown to what degree the (semi-)public nature of social media could induce stronger social desirability bias than in the context of traditional survey responses. On the one hand, given potential social stigma, users may be even less likely to reveal attitudes on sensitive topics than they are in standard surveys (Newman et al. 2011; Pavalanathan and De Choudhury 2015), and individuals can control their content after it is posted, with changes and edits potentially inducing selection bias in the type of content that remains (Marwick and Boyd 2011). On the other hand, Twitter in particular does allow users a certain degree of anonymity (though perhaps less than they think) and thus may allow individuals to express their true preferences and attitudes more honestly than in many traditional surveys (Joinson 1999; Richman et al. 1999). However, to our knowledge this potential issue has not been examined systematically in the context of measuring public opinion on political (particularly sensitive) topics.

Representativeness of Social Media Users

One crucial advantage we lose with social media relative to traditional surveys is the opportunity to control our sampling frame. Traditional surveys attempt to guarantee a known probability of any individual in the population being asked a survey question. Where those surveys fail is in both high and non-random nonresponse, and non-random item nonresponse. With social media, since control of the sampling frame is lost, we can neither know the likelihood that someone has been asked a “question” nor know the likelihood of a response. In a traditional survey, to generalize to a target population we have to assume that nonresponses are missing at random, or that they are missing at random conditioning on measured covariates. In the best of worlds, this is a strong assumption; it may be that people who choose not to reveal their preferences on something are systematically different than those who do reveal their preferences. On social media, where we do not ask the question but depend on the participants to reveal their opinions, we might have more trouble. The set of people offering unprompted opinions on a topic may be more passionate or different in myriad other ways from the set of people who offer opinions on that topic when explicitly asked. This presumably makes our missing data problems far worse than those caused by traditional survey nonresponse.

It would of course be extremely unwise to generalize directly from Twitter behavior to any of the standard populations of interest in most surveys. A number of studies have demonstrated that Twitter users are not representative of national populations (Duggan and Brenner 2015; Mislove et al. 2011; Malik et al. 2015). For example, in the United States most populous counties are overrepresented, and the user population is nonrepresentative in terms of race (Mislove et al. 2011). Comparing geotagged tweets and census data, Malik et al. (2015) also demonstrate significant biases toward younger users and users of higher income. Differences in usage rates of social media platforms across countries are also an obstacle for the comparative study of public opinion (Mocanu et al. 2013). These differences are also present, although perhaps to a lesser extent, in the analysis of other social media platforms like Facebook (Duggan and Brenner 2015).

For the purposes of the study of public opinion, however, it is more important whether and how representative the politically active Twitter users are relative to the general population. But here, too, the evidence is consistent with Twitter users being highly nonrepresentative. For example, women are the majority of Twitter users, but a much smaller minority among politically active Twitter users (Hampton et al. 2011); politically active Twitter users are more polarized than the general population (Barberá and Rivero 2014); and they are typically younger, better educated, more interested in politics, and ideologically more left wing than the population as a whole (Vaccari et al. 2013). Crucially, nonrepresentativeness may even vary by topic analyzed, as different issues attract different users to debate them (Diaz et al. 2014).6

Evaluating the representativeness of Twitter users is not straightforward, given that unlike standard surveys, Twitter does not record precise demographic information. Instead, most studies try to infer these characteristics. While some approaches have been quite successful (see, e.g., Al Zamal, Liu, and Ruths 2012a; Barberá and Rivero 2014), these are still approximations. These difficulties can be compounded by the possibility of bots and spammers acting like humans (Nexgate 2013), especially in the context of autocratic regimes (Sanovich 2015). It becomes much harder to infer how representative tweets are of any given population if some tweets come from automated computer programs, not people. And even determining how many people are paying attention to discussions is problematic, as fake accounts can be used to inflate common metrics of popularity. For example, one study found at least twenty sellers of followers on eBay, at an average price of $18 per thousand followers, demonstrating how fake accounts can rack up followers very easily (Barracuda Labs 2012).7 In addition, there may be important deviations from one-to-one correspondences between individual users and individual accounts, given the existence of duplicate and parody accounts and accounts that represent institutions, companies, or products, such as the White House, Walmart, or Coca-Cola.

Moreover, the demographic composition of users can change over time, particularly in response to important events, such as presidential debates or primaries. These changes may be quite unpredictable. For example, during the presidential debates in the 2012 presidential election in the United States, the male overrepresentation among political tweeters dropped significantly, whereas the geographic distribution of tweets (by region) became considerably less representative (Diaz et al. 2014). In the Spanish context, Barberá and Rivero (2014) find that important events during the 2011 legislative election, such as party conferences and the televised debates, increased the inequality on Twitter by increasing the rate of participation of the most active and most polarized users. It is important to keep these shifts in mind, since raw aggregates of public opinion may be due to these shifts in demographic composition rather than any shifts in actual opinion (see, e.g., Wang et al. 2015).

Aggregating from Individual Responses to Public Opinion

A number of other platform-specific issues also affect researchers’ ability to aggregate individual social media messages. At present, access to 100% of tweets is only available through third-party companies like Gnip (recently bought by Twitter) at prices often beyond what most researchers can afford. Instead, researchers rely on Twitter’s streaming application programming interface (API), which only provides content in real-time, not historical, data. That means most researchers have to anticipate in advance the period of study they will focus on. Results can change significantly when using different time windows (Jungherr 2014), which can lead to ad hoc choices of period of coverage and a non-negligible likelihood of missing key events.

Most important, Morstatter et al. (2013) and González-Bailón et al. (2014) found significant differences between the full population of tweets (the so-called Twitter “firehose”) and the samples obtained through Twitter’s streaming API, the most popular source of data used by researchers. In particular, it appears the rate of coverage (the share of relevant content provided by the streaming API relative to all content) varies considerably over time; the topics extracted through text analysis from Streaming API can significantly differ from those extracted from the Firehose data; that users who participate less frequently are more likely to be excluded from the sample; and that top hashtags from the streaming API data can deviate significantly from the full data when focusing on a small number of hashtags.

In those cases in which researchers are interested in aggregating data from social media to specific geographic units such as a state or congressional district, they face the problem that only a small proportion of tweets are annotated with exact coordinates (Leetaru et al. 2013). Geolocated tweets are highly precise but are not a representative subset of all tweets (Malik et al. 2015). An alternative is to parse the text in the “location” field of users’ profiles. While this increases the degree of coverage, it is not a perfect solution either, as Hecht et al. (2011) found that up to a third of Twitter users do not provide any sort of valid geographic information in this field.

Finally, one important issue often overlooked in social media studies is that, given Twitter’s opt-in nature, tweets often cannot be treated as independent because many individuals tweet multiple times. It is often the case that a minority of unique individuals dominates the discussion in terms of tweet and retweet volume, making oversampling of most active users very likely (Barberá and Rivero 2014; Gruzd and Haythornthwaite 2013; Mustafaraj et al. 2011). For example, in the run-up to the 2012 presidential election, 70% of tweets came from the top 10% of users, with 40% of the tweets coming from the top 1% of users (Barberá and Rivero 2014). This problem is exacerbated by practices such as astroturfing—coordinated messaging from multiple centrally controlled accounts—disguised as spontaneous behavior (Castillo, Mendoza, and Poblete 2011; Morris et al. 2012). Importantly, politically motivated actors use astroturf-like strategies to influence the opinions of their candidates during electoral campaigns (Kreiss 2014; Mustafaraj and Metaxas 2010). The more influential are the attempts to characterize the behavior of online users, the greater may be the incentive to manipulate such behavior (Lazer et al. 2014).

HOW SHOULD IT BE DONE? POTENTIAL SOLUTIONS AND AREAS FOR FUTURE RESEARCH

We argue that the three concerns about using social media data to measure public opinion outlined in the previous section—measuring opinion, assessing representativeness, and overcoming technical challenges in aggregation—are the main challenges to overcome in this field. Each of these stages has its analog in traditional survey methodology, but each presents unique challenges when using social media. In this section we describe current efforts by previous studies to address these issues and potential solutions that could be implemented in future research.

Better Methods for Identifying Political Opinion

In choosing the corpus of tweets that will be included in the analysis, previous studies often defined a set of ad hoc search criteria, such as a list of hashtags related to an event or the names of political actors. This is partially driven by the limitations imposed by Twitter’s streaming API and researchers’ inability to collect historic data freely. We claim that it is necessary to establish more systematic criteria to select what set of tweets will be included in the sample.

One approach that has yielded promising results is the development of automated selection of keywords. He and Rothschild (2014) apply such a method in their study of the 2012 U.S. Senate elections. They started with a corpus drawn based on candidate names, then iteratively expanded it by identifying the most likely entities related to each candidate. Their final corpus is 3.2 times larger, which gives an indication of the magnitude of the potential biases associated with simple keyword selection methods. For example, they find that the aggregate sentiment of tweets mentioning only candidate names is different from that of the extended corpus after applying their selection method. King, Lam, and Roberts (2014) also propose a similar method that adds human supervision in the selection of new keywords to resolve linguistic ambiguities and reduce the proportion of false positives.

An alternative solution is to abandon keyword filtering altogether and instead sample at the user level. As Lin et al. (2013) demonstrate, tracking opinion shifts within a carefully selected group of Twitter users can overcome some of the limitations mentioned above by learning from users’ prior behavior to detect their biases and controlling for it in any analysis.8 These “computational focus groups” can be further improved if they are combined with surveys of Twitter users that contain questions about sociodemographic and political variables (Vaccari et al. 2013).

In addition to topics, the other half of assessing opinion is the predicate side, such as the estimation of sentiment about those topics. One of the most successful examples of sentiment analysis applied to election prediction, the Voices from the Blogs project (Ceron et al. 2014; Ceron, Curini, and Iacus 2015), combines supervised learning methods with human supervision in the creation of data sets of labeled tweets that are specific to each example. González-Bailón and Paltoglou (2015) conducted a systematic comparison of dictionary and machine-learning methods, finding similar results: classifiers trained with a random sample of the data set to be used for prediction purposes outperformed dictionary methods, which are in many cases no better than random. One possible refinement of application-specific methods is the combination of topic models and sentiment analysis (Fang et al. 2015), which could leverage differences in words’ usage across different topics to improve the performance of these techniques.

Increasing Representativeness

The majority of studies using Twitter data, particularly those estimating voting preferences and predicting election outcomes, do not attempt to address the nonrepresentativeness of (politically active) Twitter users (the exceptions include Gayo-Avello, 2011; Choy et al., 2011; 2012). In fact, many of these studies do not clearly specify the target population, which in the case of electoral predictions should be the voting population. The implicit assumption is that the size of the data, the diversity of Twitter users, and the decentralized nature of social media may compensate for any potential bias in the sample. Of course as we know in cases where it has been studied, the set of Twitter users is not representative of typical target populations such as voters or eligible voters (see, e.g., Duggan and Brenner 2015).

Significantly more work is needed to examine the plausibility of these assumptions. On the one hand, for predictive purposes, the skew in the sample may not be problematic if politically active users on Twitter act as opinion leaders who can influence the behavior of media outlets (Ampofo, Anstead, and O’Loughlin 2011; Farrell and Drezner 2008; Kreiss 2014) or a wider audience (Vaccari et al. 2013). On the other hand, as discussed in the previous section, the nonrepresentativeness of these users relative to the general population may be quite severe, suggesting that the biases may not balance out unless addressed by reweighting.

One potentially promising method is multilevel regression and post-stratification (MRP), particularly because it relies on post-stratification adjustments to correct for known differences between the sample and the target population (Little 1993; other potential weighting approaches can be found in AAPOR 2010). Somewhat like traditional weighting in telephone or online polls, this approach partitions the target population into cells based on combinations of certain demographic characteristics, estimates via multilevel modeling the variable of interest in the sample within each cell (e.g., average presidential approval for white females, ages 18–29), and then aggregates the cell-level estimates up to the population level by weighting each cell by the proportion in the target population (Park, Gelman, and Bafumi 2004; Lax and Phillips 2009). This approach has been fruitfully used to generate quite accurate election predictions from highly nonrepresentative samples, such as XBox users (Wang et al. 2015).

The main challenge with this approach is of course to obtain the detailed sample demographics needed for post-stratification. Twitter does not collect or provide data on demographics. And unlike some other platforms such as Facebook, Twitter metadata and profile feeds contain limited information to directly classify users. There are two ways to address this concern: first, consider demographic variables as latent traits to be estimated, and second, augment Twitter data with other types of data, such as voter registration records or surveys.

Pennacchiotti and Popescu (2011) and Rao et al. (2010) provide proofs of concept that demonstrate that coarse categories of age, political orientation, ethnicity, and location can be estimated by applying a variety of supervised machine-learning algorithms to user profiles, tweets, and social networks. Al Zamal, Liu, and Ruths (2012b) demonstrate that users’ networks (i.e., whom they follow and their followers) can be particularly informative about their age and gender. However, these studies often rely on small convenience samples of labeled users, and it is still an open question whether these methods can scale up to the large samples researchers often work with.

One of the key variables in MRP applications has been party identification (Park, Gelman, and Bafumi 2004; Lax and Phillips 2009). Thus it is extremely useful to be able to infer ideological orientation and partisanship, in addition to gender, ethnicity, age, and geographic location. There are several promising approaches in this direction. Barberá (2015) shows that Twitter users’ ideology can be accurately estimated by observing what political actors they decide to follow. Other studies estimate political ideology or partisan identification using different sources of information, such as the structure of retweet interactions, follower networks, or similarity in word use with respect to political elites (Boutet, Kim, and Yoneki 2013; Cohen and Ruths 2013; Conover et al. 2011; Golbeck and Hansen 2011; Wong et al. 2013). One limitation of these approaches is that ideology, as well as the other demographic variables, often cannot be estimated for the entire sample of users, or at least with the same degree of accuracy, especially if they rely on usage of specific hashtags, which can vary significantly across users.

An alternative solution to this problem is to augment Twitter data with demographic information from other sources. For example, Bode and Dalrymple (2014) and Vaccari et al. (2013) conducted surveys of Twitter users by sampling and directly contacting respondents through this platform, achieving relatively high response and completion rates. By asking respondents to provide their Twitter user names, they were able to learn key characteristics of a set of Twitter users directly from survey responses provided by those users. Matching Twitter profiles with voting registration files, publicly available in the United States, can also provide researchers with additional covariates, such as party affiliation, gender, and age (see, e.g., Barberá, Jost, et al. 2015). The subset of users for which this information is available could then be used as a training data set for a supervised learning classifier that infers these sociodemographic characteristics for all Twitter users.9 These matching approaches could also be conducted at the zipcode or county level with census data to control for aggregate-level income or education levels (see, e.g., Eichstaedt et al. 2015).

Improving Aggregation

It is perhaps the last step—aggregating from tweets to a measure of public opinion—on which most attention has been placed in previous studies. We now have a good understanding of the biases induced by how Twitter samples the data that will be made available through the API (Morstatter et al. 2013; González-Bailón et al. 2014), the power-law distribution of users’ Twitter activity (Barberá and Rivero 2014; Wu et al. 2011), and the fact that very few tweets contain enough information to locate their geographic origin (Leetaru et al. 2013; Compton, Jurgens, and Allen 2014). Researchers need to be aware of these limitations and address them in their analyses. For example, if the purpose of a study is to measure public opinion about a topic, then the analysis should add weights at the user level to control for different levels of participation in the conversation. When such a solution is not possible, the study should include a discussion of the direction and magnitude of the potential biases introduced by these limitations.

Finally, regardless of the approaches to aggregation, weighting, or opinion measurement that we choose, an important step in any analysis should be the removal of spam messages and accounts (or bots), which in some cases can represent a large share of the data set (King, Pan, and Roberts 2016). One option is to apply simple filters to remove users who are not active or exhibit suspicious behavior patterns. For example, in their study of political communication on Twitter, Barberá, Jost, Nagler, Tucker, and Bonneau (2015) only considered users who sent tweets related to at least two different topics, which should filter spam bots that “hijack” a specific trending topic or hashtag (Thomas, Grier, and Paxson 2012). Ratkiewicz et al. (2011) and Castillo, Mendoza, and Poblete (2011) implemented more sophisticated methods that rely on supervised learning to find accounts that are intentionally spreading misinformation. Their study shows that spam users often leave a distinct footprint, such as a low number of connections to other users, high retweet count among a limited set of strongly connected (and likely fake) users, and a string of very similar URLs (e.g., differing only in mechanically created suffixes). Therefore, it appears possible and therefore potentially warranted to invest more effort in preprocessing the data by removing the suspect content, or at least in inspecting the sensitivity of the results to the presence of bot accounts.

Validation

Once we have specified our data collection and aggregation strategies, our population of interest and weighting strategies, and our opinion measurement methods, it is essential to validate these purported measures against trusted ground truths, or at least against previously established measures. The success of these approaches must be examined relative to clear benchmarks, such as previous election results, existing surveys, public records, and manually labeled data (Metaxas, Mustafaraj, and Gayo-Avello 2011; Beauchamp 2016). This validation should be conducted with out-of-sample data, ideally forward in time, and should be measured statistically, by computing the predicted accuracy. Depending on the application, other forms of validity should be considered, such as convergent construct validity (the extent to which the measure matches other measures of the same variable) or, in the case of topic-specific measures, semantic validity (the extent to which each topic has a coherent meaning).10

Conversely, rather than engaging in demographics-based weighting and topic/sentiment estimation to predict public opinion, it may also be possible to reverse the validation process and instead train machine-learning models to sift through thousands of raw features (such as word counts) to find those that directly correlate with variations in the quantities of interest (such as past polling measures of vote intention) (Beauchamp 2016). In this way, one could potentially go directly from word counts and other metadata (such as retweets, URLs, or network data) to opinion tracking with no worry about demographics, topics, or sentiments—although potentially at the cost of interpretability and generalizability to other regions, times, and political circumstances.

NEW DIRECTIONS FOR MEASURING PUBLIC OPINION: GOING BEYOND SURVEY REPLICATION

As we have said, each of the challenges to using social media data to measure public opinion also reveals how social media can be taken well beyond existing survey methods.

Weighting and demographics aside, the sheer size of social media data make it theoretically possible to study subpopulations that would not be possible with traditional survey data, including those defined by demographic, geographic, or even temporal characteristics (Aragón et al. 2016; Barberá, Wang, et al. 2015). Social media also enable us to measure opinion across national borders. While Twitter penetration varies in different countries (Poblete et al. 2011), as long as we know something about the characteristics of who in a country is on Twitter, we can try to generalize from tweets to a measure of mass opinion in a country.

Because of their organic nature, social media data are generated continuously, and thus we can track changes over time at very fine-grained temporal units (e.g., Golder and Macy 2011 track changes in mood across the world over a course of one day). This means we can aggregate the data by any temporal unit we choose, and simulate designed data for tracking opinion change over time and for using in traditional time-series analysis. Moreover, because social media data come with individual identifiers, they also constitute panel data. We (often) have repeated observations from the same informant. This high frequency means that social media can reveal public opinion changes over time about issues that are not polled very frequently by traditional surveys. Reasonably dense time-series survey data exist for some issues, such as presidential approval or consumer sentiment, but social media data offer the opportunity to put together dense time series of public opinion on a host of specific issues that are rarely or infrequently polled.11 And by taking advantage of information identifying characteristics of informants, those time series could be evaluated for distinct subgroups of populations.

The temporal nature of social media also lets us observe the emergence of public opinion. This is perhaps social media’s greatest strength; it does not depend on the analyst to ask a preconceived question. So while at some point almost no survey firm would think to invest in asking respondents whether or not they thought gay marriage or marijuana should be legal, by collecting sufficiently large collections of social media posts in real time, it should be possible to observe when new issues emerge, and indeed to identify these newly emerging issues before we even know we should be looking for them. While the free-form nature of opinion revelation on social media can be a barrier to measuring what everyone is thinking about an issue, it may give us a way to measure not just sentiment, but intensity of sentiment via content and retweeting, as well as richer measures of sentiment along as many potential dimensions as there are topics.12

Social media also allow us to measure not just mass opinion, but especially that of political activists and other elites. Legislators, political parties, interest groups, world leaders, and many other political elites tweet. And while these are public revelations and not necessarily truthful, we do see what these actors choose to reveal. We are able to see this contemporaneously with mass opinion revelation. And again, by taking advantage of the fine-grained, temporal nature of social media data, we can observe how elite opinion responds to mass opinion and vice versa (Barberá et al. 2014; Franco, Grimmer, and Lee 2016) and how both groups respond to exogenous events. While of course we need to be sensitive to the fact that elites know that what they are posting on Twitter or Facebook is intended for public consumption and thus may not reflect genuine “opinion” in the sense that we are trying to measure mass opinion, the social media record of elite expression may nevertheless prove extremely valuable for studying both elite communication strategy generally as well as changes in the issues that elites are emphasizing. Thus, while we may not know whether a particular politician genuinely believes gun control laws need to be changed, social media can easily help us measure whether that politician is emphasizing gun control more at time t than at time t-1.

Social media also come with a natural set of contextual data about revealed opinion: the social network of the individual informant (Larson et al. 2016). Measuring this with survey questions is notoriously difficult because people have not proven capable of stating the size of their networks, much less providing information necessary for contacting network members. Yet social media provide us not only with the size of the social networks of informants, but also a means to measure the opinions of network members. Traditional surveys have tried to measure the connection of network ties primarily by depending on self-response, which has proven to be unreliable.

Social media data also provide the potential to link online information directly to opinion data. Many social media users reveal enough information about themselves to make it possible to link them to public records such as voter files. Social media data can also be directly supplemented with survey data obtained by contacting social media users directly through Twitter, via “replies” (as in Vaccari et al. 2013) or promoted tweets targeted to a specific list of users. However, it remains challenging to construct matched samples using these more direct methods that will be sufficiently large and representative or that can be reweighted to ensure representativeness.

Finally, social media significantly democratize the study of public opinion. Researchers can potentially address novel research questions without having to field their own surveys, which are often much more costly. Access to large volumes of social media is free and immediate, unlike many existing surveys that may be embargoed or restricted. Moreover, this accessibility extends well beyond scholars of public opinion: Anyone—from campaigns selling political candidates or consumer goods, to regimes trying to understand public wants—can access social media data and see what people are saying about any given issue with minimal expense. Even in a world in which the numbers of surveys and surveyed questions are proliferating, social media potentially offer a spectrum of topics and a temporal and geographic density that cannot be matched by existing survey methods.

A RESEARCH AGENDA FOR PUBLIC OPINION AND SOCIAL MEDIA

Making better use of social media for measuring public opinion requires making progress on multiple fronts. Perhaps the issue that remains the most theoretically challenging is the measurement of topic and sentiment: the “question” and “response.” The unstructured text is what is most unusual about social media—it is not an answer to a question specified by the researcher but rather free-form writing—and attempts to transform it into the traditional lingua franca of opinion research—answers to specific questions—remains an open problem. We may even eventually discover that this approach is obsolete, as we move entirely beyond the constraints imposed by traditional surveys into the naturally high-dimensional world of free-form text. The tremendous opportunity presented by social media data makes the payoff for solving such problems worth the investment. Social media data can give us measures of public opinion on a scale both geographically, temporally, and in breadth of subject that is vastly beyond anything we can measure with other means.

There are of course major mistakes that can be made when analyzing social media data. One advantage we have pointed out about social media is that they democratize measuring public opinion: anyone can do it. That means anyone can do it badly. And the endemic deficiency of ground-truths can make it difficult to know when a measure is a bad measure. Reputable scholars or organizations reporting measures based on traditional polls have adopted standardized practices to increase the transparency of their reporting (items such as sample size and response rates). We thus conclude with some obvious standards in reporting that social medi–based measures of opinion should adhere to in order to at least guarantee a minimum amount of transparency and allow readers, or users of the measures created, to better evaluate the measures. We describe and list standards with respect to analyzing data from Twitter, but these can be easily applied to other sources of social media with appropriate modifications. The points apply generally across organic public opinion data.

First, researchers need to be clear about the technical means of gathering data. Data gathered in real time through a rate-limited means could be incomplete, or differ in unpredictable ways from data purchased after the fact from an archive or collected thru Firehose. Second, researchers need to very clearly report the limitations placed on the sampling frame. Data on social media can be gathered based on user identification or on content of text, and can be further filtered based on other metadata of users or individual tweets (such as language or time of day).

Second, researchers need to explain whether data were gathered based on the context of the text, the sender of the text, or some contextual information (such as time or place of tweet).

Third, researchers need to very precisely describe the criteria for inclusion in their sample, and how those criteria were arrived at. If a sample is based on keywords, researchers need to describe how the keywords were selected. If someone claims to be measuring opinion about gun control, they could state that: “we collected all tweets about gun control.” But this claim could not be evaluated unless the full set of keywords used to gather tweets is provided. One could collect all tweets containing the expression “gun control,” but that would omit many tweets using assorted relevant hashtags and phrases. Or, if an analyst were to try to measure public opinion about Barack Obama with all tweets containing “Barack Omaba,” the analyst would miss any tweets that are about Barack Obama, but do not use his name. If one were to omit all tweets that contain “Barack Hussein Obama” rather than “Barack Obama,” then this could obviously cause significant measurement error. Thus precise description of what can be included in the corpus of text is important.

If the corpus is collected with a set of keywords, the analyst should explain how the set was generated. Did the analyst assume omniscience and create the list of keywords, or was it generated using some algorithim proceeding from a set of core terms and finding co-occuring terms? And no matter how the keywords were chosen, or how the topic was collected, the analyst should describe any testing done to confirm that the corpus was in fact about the chosen topic.

Researchers also need to note whether filters or constraints were imposed on the collection that would exclude some tweets based on language or geography. If we are only measuring opinions expressed in English, that is important. Similarly, if we filter out all tweets that cannot be identified as being from a particular geographic region, that is important. And researchers need to clearly explain how any such constraints were implemented. If a language filter was used, precisely what was the filter? If a geographic constraint was imposed, what was it? Were only geocoded tweets considered? Or were metadata about the source of the tweet considered, and if so, how?

If tweets are aggregated by topic, the analyst must explain the aggregation method used. Or the analyst must explain how tweets were assigned to topics, whether by topic modeling or by human assignment. If by topic modeling, the analyst should provide information on how robust the results are to variations in the number of topics selected. Information about the criteria for tweets being assigned to topics (such as top terms from linear discriminant analysis) is essential. And the analyst should indicate whether the topics were validated against human judgments.

If a collection of tweets claiming to measure public opinion excludes tweets by some individuals, that information is crucial and needs to be provided. Such exclusions could be based on the individual’s frequency of social media use, on whether he or she is part of a set of individuals following particular political (or nonpolitical) actors. Such exclusion could also be based on the individual’s characteristics, such as use of language, demographic characteristics, or political characteristics. And as such characteristics are often estimated or inferred from metadata, the analyst must be precise and transparent about how characteristics for individuals are inferred. Precise data on who is eligible to be included in the data set are essential for any attempt to draw a population inference.

If a measure of sentiment is given, the analyst must carefully explain how sentiment was calculated. If a dictionary was used, the analyst should explain how robust the measure was to variations in the dictionary—or across dictionaries. And the analyst should explain whether sentiment measures were validated in any way against human judgments.

Following is a set of guidelines:


1. Describe the source of data for the corpus.


(a) Were data taken from the Twitter Firehose, or from one of the rate-limited sources?

(b) Were data retrieved using the rest API or streaming API?



2. Describe whether the criteria for inclusion in the corpus were based on the text, the sender of the text, or contextual information (such as the place or time of the tweet).

3. For corpora collected based on keywords or regular expressions in the text, describe the criteria for inclusion.


(a) What were the criteria by which the keywords or regular expressions were selected?

(b) Were keywords or regular expressions chosen based on

• the analyst’s expertise or prior beliefs?

• an extant document?

• an algorithm used to generate keywords based on an initial seeding and further processing of the text?

(c) Describe any testing done to confirm that tweets gathered were relevant for the intended topic for which the keywords, or regular expressions, were used.



4. For corpora collected using topics as the criterion for inclusion:


(a) Describe how individual documents were determined to be relevant to the chosen topic (i.e., what were the technical requirements for inclusion in the corpus?).

(b) Describe any testing done to estimate, or determine exactly, the number of documents in the corpora that were germane to their assigned topic(s).



5. If the content of tweets was aggregated by topic, after some selection criteria into the corpus, how were topics generated?


(a) Were topics hand-coded?

(b) Was some form of automated topic generation method used?

(c) How robust are the topics to variations in the sample or the number of topics selected?

(d) Was inclusion of text into topics validated against human judgments, and if so, how?



6. Describe any limitations placed on the sampling frame that could limit whose opinions could be in the data. State any limitations of the sampling frame based on metadata provided by informants, either directly provided in metadata or inferred from metadata. If characteristics were inferred, explain the procedure for inference. This would include:


(a) Exclusions based on language of the informant,

(b) Exclusions based on geography of the informant, and

(c) Exclusions based on gender, age, or other demographic characteristics of the informant.



7. For corpora in which selection was based on the sender, how were the senders chosen?

8. Describe any constraints (or filters) imposed on the collection that would exclude some tweets from being included based on characteristics of the tweet, such as constraints on geography or language.


(a) Describe whether any geographic constraints were based on geocoding or on an algorithim used to infer geography from metadata.

(b) Describe how language was determined if language constraints were imposed.



9. If a sentiment measure, or a related measure, was applied, describe how the measure was calculated.


(a) If a dictionary was used, describe how robust the measure was to variations in the dictionary or across dictionaries.

(b) Were the sentiment measures validated against human judgments?

(c) What information, other than the text of the tweet, such as linked content or images, characteristics of the sender, or context, was used to determine sentiment?



10. Describe the aggregation method used to generate the quantity of interest.


(a) Describe precisely the temporal units used, including reference to time zone.

(b) Describe how retweets are treated.





For anyone interested in studying public opinion, it would be foolish to ignore the information about public opinion revealed by social media data. However, it would also be foolish to treat measurement of social media data in the same manner one treats a well-designed survey yielding something approximating a random sample of a population of interest. We have listed many of the reasons that this is not a viable strategy. Either one accepts that one has a nonrepresentative opt-in sample, which may or may not be a useful sample for some goal other than measuring mass public opinion, or one attempts to weight the sample. We think continued work on studying public opinion via social media is a fruitful endeavor. And we urge scholars and practioners to both work on improving our ability to measure mass public opinion via social media and to follow solid guidelines for reporting results obtained via social media.

NOTES

1. While the response rates for the “gold standard” surveys such as the General Social Survey, the American National Election Study, and the National Household Education Survey are higher, they too have been falling off markedly (Brick and Williams 2013; Hillygus 2011).


2. See, for example, http://www.businesswire.com/news/home/20150402005790/en#.VR2B1JOPoyS.

3. The newspaper industry, a major source of public opinion polls, shrank 43% from 2000 to 2012 (see http://www.stateofthemedia.org/2012/overview-4/). The declining public support to higher education due to the financial crisis of 2008–2009 led to the closing of some university-based survey research centers (Keeter 2012), and there has been increasing political pressure to defund such initiatives as the American Community Survey and the Economic Census. Overall interest in polls, however, has only grown, with the total number of active pollsters (with at least ten polls per campaign) having risen since 2000: in presidential years, this has increased from appoximately ten to twenty polls per presidential campaign over the last two decades and from approximately five to ten polls for midterm elections (based on our analysis of data from http://projects.fivethirtyeight.com/pollster-ratings/).

4. The Twitter archive is of course dwarfed by the Facebook archive, but this is not yet available to the public. And to be clear, by “available” we mean available for purchase; collecting relatively large amounts of Twitter data is free in real time, but it is not free to retrieve tweets with a broad backward-looking search.

5. It also raises all sorts of new questions for social scientists, who will find themselves in the future wanting to work with huge private companies, such as Facebook or Twitter, much in the way that natural scientists have had to learn how to work with big pharma. Although this discussion is beyond the scope of this article, this too will likely pose all sorts of new challenges for researchers, the likes of which we have previously rarely encountered.

6. Note that all of the studies cited here are country specific; we cannot really make these claims about the global set of Twitter users.

7. Such concerns could be particularly pernicious if politicians are buying bots precisely for the purpose of manipulating measures of public opinion. Although we do not yet have evidence of this occurring, it does not seem to be a large leap to imagine politicians moving from simply buying followers to buying accounts that will deliver positive sentiment about themselves (or negative sentiment about opponents) in an attempt to manipulate reports in the media about online popularity.

8. See below for a discussion of working with a randomly chosen set of users.

9. As an additional challenge, social media users and their demographic distributions are presumably constantly evolving, so these models will have to be frequently updated to keep up with this rapidly shifting landscape.

10. See Quinn et al. (2010) for a more extensive discussion of different types of validity.

11. For example, such topics might include intermittently polled issues in the United States, like gun control or immigration; government approval measures in less well-polled nations; public opinion about specific foreign or domestic policies (e.g., Syria or the Affordable Care Act) or factual questions (e.g., climate change or genetically modified organisms); and more local issues, such as opinion on the policies or services in specific cities.

12. In addition to issues with representativeness, the public nature of social media means that these sentiments are presumably also affected by social desirability bias. It may be that in these more polarized times, mean sentiment will remain representative even as both sides are driven to extremes by social pressures, but it will nevertheless be important to measure and correct for these effects using existing polling measures as ground-truth tests.
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CHAPTER 25

EXPERT SURVEYS AS A MEASUREMENT TOOL

Challenges and New Frontiers

CHERIE D. MAESTAS

INTRODUCTION

EXPERT surveys are a valuable tool of measurement, because experts have specialized knowledge that, when tapped, permits researchers to explore topics that might otherwise be impossible to study in a systematic fashion. Consider, for example, the challenge of studying the factors that enhance election quality across many countries when there is no uniform global standard for reporting election conduct. Without a strategy for collecting systematic data that are valid and reliable across countries, such a study would prove impossible. The Electoral Integrity Project sought to address this type of problem by surveying country experts about their views on forty-nine specific indicators of election quality in eleven categories (Norris, Martinez i Coma, and Gromping 2015). By surveying more than 1,400 election experts about 127 national elections in 107 countries, the researchers were able to create a set of standardized scores that could be compared systematically across countries, thereby opening up new avenues for testing theories about the factors that influence electoral integrity.1 In a similar vein, a new and ambitious project, Varieties of Democracy (V-Dem), seeks to enhance scholarship on democracy through creating globally comparable measures of seven core principles of democracy represented by nineteen subcomponents and hundreds of indicators, a number of which are measured using surveys of country experts (Coppedge et al. 2015).2

Perhaps one of the longest running examples of the use of expert surveys as a tool in political science is the measurement of the ideological placement of European parties on a left-right scale.3 Numerous rounds of expert surveys have been conducted since the 1980s to gauge both the general position of parties as well as their positions on specific issues (e.g., Bakker et al. 2012; Benoit and Laver 2006; Castles and Mair 1984; Huber and Inglehart 1995; Rohrschneider and Whitefield 2009). One multi-year study, the Chapel Hill Expert Surveys (CHES), places party positions on policy issues and ideological scales in twenty-eight European Union (EU) countries, which permits both cross-sectional and over-time comparisons (Bakker et al. 2012; Hooghe et al. 2010).

The term “expert,” in this case, refers to academic scholars with specialized knowledge of one or more countries who can synthesize multiple sources of information when locating individual parties on a policy or ideological scale (Hooghe et al. 2010). The use of expert surveys offers an advantage over behavioral measures such as party-member roll call votes or documentary sources such as party manifestos, because such sources may reflect strategic behavior of large parties and be sparse or nonexistent for small parties. One advantage to using expert surveys rather than document-based evidence is that researchers can measure party positioning at any point in time rather than only at release dates of specific documents (Bakker et al. 2012; Hooghe et al. 2010). For example, the timing of document releases such as party platforms varies across countries, so measures based on official documents often measure the same concept but at different points in time for different countries.

Control over the timing and speed of the survey is an important feature of expert surveys. Scholars can tailor their data collection to fit temporal contexts relevant for testing specific theories. In American politics, for example, many theories about elections and candidate behavior rely on assumptions about incumbents’ prospects of winning reelection, prospects that must be measured well ahead of the start of the campaign season and before challengers have emerged. No such measures existed prior to the Candidate Emergence Study, which tapped the opinions of political experts nested in U.S. House of Representatives districts prior to candidate filing deadlines (Stone et al. 2010; Maestas, Buttice, and Stone 2014).4 In addition to measuring incumbent prospects of winning, experts were also able to provide estimates of the various strategic, personal, and performance qualities of incumbents. This permits measurement of valence and policy positioning as well as forecasts of chances. Expert-based measures of prospects and valence are a valuable addition to the study of political competition and election outcomes, permitting researchers to test hypotheses that had previously been untestable (Adams et al. 2011; Stone and Simas 2010; Stone et al. 2010; Buttice and Stone 2012).

Other examples of the use of expert surveys include measuring democratic accountability (Kitschelt and Kselman 2013), democratic states’ foreign policy positions toward Iran (Wagner and Onderco 2014), the positions of key political actors on the EU constitution (Dorussen, Lenz, and Blavoukos 2005), and the ideological leanings of legislative and bureaucratic institutions (Saiegh 2009; Clinton and Lewis 2008). Beyond political science, researchers use experts to assess classroom interactions in education (Meyer, Cash, and Mashburn 2011), gauge risk and uncertainty related to civil infrastructure (Cooke and Goossens 2004), estimate species population in biology (Martin et al. 2012), and create indexes of societal stressors (McCann 1998).

These examples highlight the many possible applications of expert surveys in research designs that require data collection for difficult-to-measure phenomena. However, only a few of these studies offer generalized guidelines for how to design, validate, or report on measures based on expert surveys (but see Martinez i Coma and Van Ham 2015; Maestas, Buttice, and Stone 2014). This chapter adds to those studies by providing an overview of the considerations that are important at various stages of expert-based measurement projects: study design, expert selection, the elicitation of opinions, and the aggregation of expert observations into unit-scores.

DESIGN AND REPORTING WHEN EXPERT SURVEYS ARE USED AS TOOLS OF MEASUREMENT

Throughout this chapter, I use the terms target or target measure to refer to the theoretical concept of interest to be measured by experts. I use the term target-units to distinguish the units of analysis for the target measure (e.g., countries, institutions, processes, actors, or events) from the units of analysis for the expert surveys (individual experts). The terms experts, raters, and observers are used interchangeably to refer to individuals providing descriptive or forecast information about target-units. Expertise is defined by the context of the target measure and units under study. Experts might be academics, practitioners, political elite, managers, or any other individuals with specialized experience or knowledge. They may also be created by training individuals to provide firsthand information about a target of interest, for example, election observers (Alvarez, Atkeson and Hall 2013; Atkeson et al. 2014; Atkeson et al. 2015) or classroom interaction observers (Meyer, Cash, and Mashburn 2011).

Design Considerations in Mapping Experts onto Target-Units

In some studies a single expert observation might serve as the only measure of the target-units of interest, but in most studies researchers combine multiple expert observations of target-units into a single score per unit to create the target measure. Figure 25.1 illustrates several different designs that map experts to target-units, each with advantages and disadvantages in the types of errors likely to contaminate the target measure.

Diagram A represents a case in which one expert provides information about one target-unit, and each unit has only a single expert evaluation. Few studies in political science rely on only a single rater per unit for all units in the study; however, some rely on a single rater per unit for a subset of units. This usually occurs when researchers can only identify one person with relevant expertise for a unit, or only one respondent replies from among a small pool surveyed (see, e.g., Bailer 2004; Dorrussen, Lenz, and Blavoukos 2005).



[image: image]

FIGURE 25.1 Designs for Expert Surveys.



In single-rater designs, the expert survey responses are the target-unit measures, and the errors in the target-unit scores reflect individual errors associated with survey response. Expert opinions, like any survey respondent, are prone to both systematic and random error. Decades of research in multiple fields of study find that individuals are subject to cognitive and judgment biases when forming opinions (see Kahneman 2011; Kunda 1990; Lodge and Taber 2013; Tetlock 2005). Experts might have incomplete information about targets, leading them to guess incorrectly; they might interpret questions differently; they might rely on heuristics to simplify complex information; or they might adopt biased views based on their political perspectives (Budge 2000; Curini 2010; Maestas, Buttice, and Stone 2014; Martinez i Coma and Van Ham 2015; Powell 1989; Steenbergen and Marks 2007).

Because target-unit measures from single-rater designs are especially vulnerable to the biases of individual raters, multiple-rater designs, in which the errors of one rater can offset errors from another, are considered substantially stronger (Boyer and Verma 2000; Maestas, Buttice, and Stone 2014; Philips 1981). The forecasting community has long been aware that combining multiple forecasts into a “consensus forecast” allows the judgment errors of individuals to offset one another, thereby improving the quality of forecasts (Clemen 1989; Winkler and Clemen 2004). As McNeese (1992, 704–705) points out, this result stems from the properties of numbers: the mean square error of a group mean is lower than the mean square error of any individual forecast from the group members.

Further, aggregating also reduces spurious correlations between two or more target measures drawn from the same survey respondent that stem from common method variance (CMV). Such CMV biases arise when individual respondents rate multiple survey items about the target-unit similarly high or similarly low due to exogenous factors like mood, personal perceptual biases, context, or the like, producing spurious correlations among survey responses drawn from the same expert (Podsakoff et al. 2003). The potential for spurious correlation in studies that rely on a single expert is a considerable threat to causal inference.5 For example, testing a hypothesis about the effects of candidate characteristics (i.e., quality) on election prospects using data from a single expert might produce results that are due to the CMV if the expert is biased toward using only the upper end of the survey scales (positivity bias) for the survey measures of candidate quality and prospects. In contrast, the same test using measures aggregated from observations of multiple experts who vary in their partisan leanings is less subject to spurious correlations due to CMV, because individual-level survey biases are offset through aggregation. Of course, the degree to which CMV is reduced depends on the number and independence of raters. If multiple raters share similar perceptual or contextual biases, the errors will reinforce rather than cancel each other. Diagrams B and C in Figure 25.1 highlight different types of multiple-rater designs that might help mitigate problems associated with CMV.

Diagram B in Figure 25.1 shows a “nested-experts” design in which each unit is rated by multiple experts, but experts’ ratings of units do not overlap. An example of a pure form of this design can be found in the Candidate Emergence Study or the UC-Davis Congressional Election Study, in which experts residing in U.S. House districts provided information only about the characteristics of incumbents and challengers in their districts (Maestas, Buttice, and Stone 2014; Stone et al. 2010). The strength of this type of design is the ability to use “consensus” observations of each unit to comprise the target-unit measure, which helps to reduce the impact of individual-level biases and increase the reliability of the overall target-unit measure. However, multiple raters per target-unit cannot guarantee an absence of systematic or random bias in the target measure. Systematic bias must be identified and corrected to increase the validity of the target-unit measures. Although we are accustomed to thinking of random error as inconsequential because it affects the variance and not the mean, in practice, random errors in very small pools of raters can produce target-unit measures with invalid orderings among target-unit cases.

Martinez i Coma and Van Ham (2015, 306) highlight three specific areas that affect the validity of expert-based measures that potentially afflict this and other multi-rater designs: the nature of the concept being evaluated, heterogeneity among expert evaluators, and the context in which the evaluation is made. Some concepts such as corruption or democracy are inherently complex and thus open up room for experts to insert their own interpretations when answering survey questions. Even for clearly defined concepts like party placement, scholars have expressed concern that individual raters use different underlying assumptions to judge parties (Budge 2000; Ray 2006). Expert heterogeneity might matter in other important ways as well. Expert raters drawn from the political sphere have been shown to exhibit in-group bias in judging political targets of interest (Stone et al. 2010). Finally, the context in which the evaluation is made might alter the “yardstick” of measurement used by raters in judging the target of interest. For example, different cultures have different norms or perceptions of concepts like corruption or ideology, which leads to systematic differences, in which experts apply similar scales (see the section below on the use of anchoring vignettes).

One weakness of the nested-experts design lies in the fact that experts rating one unit might interpret the survey questions differently than experts rating another unit. This type of bias happens when experts A and B are embedded in a different contextual environment from experts C and D and that context influences their perception of the meaning of the scale. For example, in party placement, scholars have questioned whether the scales used to place parties can really be considered comparable across country contexts (Bakker et al. 2014; McDonald, Mendes, and Kim 2007). Further, some speculate that scale use might be tied to the number or diversity of parties rated on the scale, something that varies across countries (Albright and Mair 2011). Systematic errors that occur among observers within units and differ across units will not “cancel out” with aggregation; hence they undermine the validity of the target-unit measure by calling into question both the cardinal value of the target-unit scale and the ordinal placement of units on that scale. The potential for this type of error highlights the importance of paying careful attention to the design of survey questions, a topic addressed in subsequent sections of this chapter.

The third design (diagram C in Figure 25.1) uses multiple raters to rate multiple and overlapping targets. One example of this type of design is the Clinton and Lewis (2008) study of agency ideology, which surveyed twenty-six experts, asking them to place eighty-two federal agencies on the same scale. Such a measure is essential to testing theories about inter-institutional relations that require knowledge of the relative ideological placement of bureaucratic agencies by their bargaining partners, such as legislatures or executives.

This type of design helps to reduce scaling problems such as the application of context-dependent “yardsticks,” since one rater applies the same yardstick to all units. However, this type of design is still subject to errors that arise from individual heterogeneity in knowledge, scale application, and judgment. In a multiple-rater single-target design, individual-level biases only influence a single unit, but in a multi-rater, multi-target design, individual-level biases contaminate measurement across multiple target-units. In these cases, it is especially important to draw measures from larger pools of raters, whose errors are likely to be offsetting (i.e., experts with diverse and independent perspectives on the target).

Another weakness of this design is that asking experts to rate many different target-units may tax the limits of their expertise and lead to greater random error in individual scores of target-units. Thus, data for some target-units may be more reliable than for others. In the Clinton and Lewis study (2008), not all experts were familiar with all eighty-two agencies, so the number of raters per agency ranged from a low of four for the Trade and Development Agency to twenty-six for the Department of Defense. To address this type of problem, designs that solicit information about multiple target-units sometimes include a “don’t know” option and encourage raters to only offer opinions for those units with which they are most familiar (see Bakker et al. 2014).

Some studies use a mixed design, in which some raters provide ratings for multiple targets so target-units have some raters that overlap, but the raters who overlap differ across target-units. The V-Dem survey specifically asks experts to code additional countries to provide “bridging” and “lateral” scores to enhance cross-country comparability of the data. Although experts are recruited for their expertise regarding a particular country, they are also asked to provide coding for other countries over the full time period of 1900–2012 (called bridge coding) or for a single year (called lateral coding). Such coding forces experts to compare across countries and provides data that can be used in measurement models to help correct for cross-country biases in scaling (Coppedge et al. 2015, 17).

Sometimes the use of a mixed design is unintentional and tied to the availability or response patterns of experts. For example, Dorrussen, Lenz, and Blavoukos (2005) sought to identify multiple experts per country to report on country-actor support for the EU constitution, but in some cases they could only identify a single expert, so their implemented design is a blend of diagrams A and B. In other cases, scholars unintentionally end up with incomplete and variable mappings between targets and units due to differences in item or unit response rates, something that is important to disclose. Notably, many studies do not describe the design that the researchers intended to use or the degree of overlap in respondent pools for different target-units. Disclosing the design intent and realized outcome is essential to assessing the nature of errors and the quality of the resulting target measures.

Design Transparency and Reporting Guidelines

The design of expert surveys and the nature of target-unit response patterns have implications for the characteristics measurement error within and across units, but it is often not apparent from published descriptions which design was intended by the researchers, who is included or excluded from the pool of experts, or how expert responses and units are related. This type of information is essential for the assessment of the quality of the measures; thus transparency in all aspects of the design is an essential part of creating a high quality, expert-based study. Moreover, social sciences, and political science in particular, have increasingly placed strong emphasis on the transparency and reporting of procedures, including providing replication code and data (Lupia and Elman 2014). Reporting standards are well-established for public opinion polls, but no such analog exists for expert surveys. At a minimum, studies that utilize experts should provide readers with sufficient detail to replicate both the design and the survey. When such information is too lengthy to include in published journal articles, researchers should provide this information as online appendices or codebooks.

Many of the American Association for Public Opinion Research (AAPOR) “best practices” for reporting public opinion surveys also apply to reporting the characteristics of expert surveys, albeit with some variation to account for the differences inherent in using experts as a measurement tool. For example, AAPOR recommends providing “a definition of the universe of the population under study,” “a description of the sample design,” a “description of sample selection procedures,” “a description of the mode of data collection,” and “full accounting of the final outcome for all sample cases.”6 Unlike public opinion surveys, expert surveys are rarely intended to serve as representative samples of a well-defined population or used to make inferences back to said population. Instead, researchers attempt to define the universe of experts and make judgments about the degree and type of expertise necessary to be considered part of the pool. However, these differences do not negate the importance of explaining how experts were defined and selected for the study or whether selection criteria varied across target-units. Yet many studies report scant details about the criteria for inclusion or exclusion or whether these criteria vary by target-unit. Kitschelt and Kselman (2013) report in a footnote that they surveyed “more than 1400 political scientists, political sociologists, and political journalists from 88 countries” but give no details about the characteristics or size of expert pools by country or the response rates per county from the different categories of experts. Only a few studies, such as Ray (1999), provide specific details of the sources for the list of experts for each target-unit and the procedures for supplementing the original list in units that had too few potential experts. Such information is vital to assessing whether differences in expert respondents across target-units create measurement error for some units in the target measure and should be reported as a matter of course in expert-based surveys.

Published studies also vary in how much detail they provide about target-unit response rates, and this information is essential for assessing the quality of the target measures built from expert observations. Variability in item and survey response rates across target-units is not surprising, but it should be reported because the number of experts rating each target and the response rates may be tied to systematic factors that correlate with the target measure of interest. Others who incorporate these measures into their research may need to consider excluding cases built on only a small number of raters, but cannot do so without information on the number of raters per item for each target-unit.

Some studies set a threshold for a minimum number of raters and thus eliminate some target-units that lack sufficient responses (e.g., Huber and Inglehart 1995; Ray 1999), while others opt to rely on small pools or even single respondents to maximize the number of units included in the target measure (e.g., Dorussen, Lenz, and Blavoukos 2005). Variation in responses and response rates across units can be considerable and are generally related to things like size, visibility, or salience of the target-unit being rated. The 2002 and 2006 CHES had rater pools as small as four in Latvia (2002) and as large as eighteen in the United Kingdom (2002). The Electoral Integrity Project’s Perception of Electoral Integrity (PEI) survey had an average of eleven raters per country-election but ranged from a low of two (Mauritania in 2013) to a high of thirty-six (Pakistan in 2013). The Electoral Integrity Project also provides data on the number of experts solicited per country (average thirty-nine) and the response rates by country-election (average 29%), but response rates varied substantially across countries, from 6% (Mauritania) to 58% (Czech Republic in 2012).

It is worth noting that there are special considerations for reporting on response rates and response totals when expert respondents are also political elites. If a pool of elite respondents is especially small per target, reporting details of responses at the target-unit level could jeopardize respondent confidentiality. For example, in the Candidate Emergence Study, expert-based measures are built from small groups of identifiable political elites nested in a random sample of U.S. House districts; therefore, even the names of the districts could not be revealed without potentially revealing respondents’ identities (Maisel and Stone 1998). In such circumstances, researchers can still provide information on the patterns of responses within units without revealing the identity of the target-unit. Further, researchers who use restricted-access expert data and plan to submit their work to journals must be prepared to address confidentiality issues that arise related to the replication and posting of data.7

Assessing and Reporting Uncertainty

Since some degree of error is inevitable in expert-based measures, it is important that researchers report measures of uncertainty about their target-unit scores. Indeed, one criticism of existing measures of democracy that are created from observations of multiple raters is that they rarely, if ever, report inter-rater reliabilities for each country (Coppedge et al. 2011, 251). The simplest approach is to report one of several possible measures of expert agreement, such as percent agreement among experts, variance, standard deviations, or confidence intervals for each unit of the target measure. Norris, Martinez i Coma, and Gromping (2015, 36), for example, report confidence intervals around the PEI index for each country-election alongside the number of responses and response rate for each unit. As a result, those using the index can judge the quality of the expert-derived indicator on an election-by-election basis. In addition, the project makes available full individual-level expert data sets so researchers can choose to calculate other measures of uncertainty.8

Inter-rater agreement scores are a useful way to summarize whether evaluators have similar perceptions of a common target (Dorussen, Lenz, and Blavoukos 2005; Maestas, Buttice, and Stone 2014). They are calculated at the level of the target-unit, and summary statistics for all target-units are often used as a measure of reliability of the target measure. These types of reliability measure are very common in communications research when multiple coders create measures of the content of text or video data, but they are also useful in any study in which multiple experts are used to measure the same latent attribute of a target-unit. Inter-rater agreement scores are rooted in the assumption that if all raters measure the true characteristics of a target without error, their evaluations should be identical.

The goal of evaluating inter-rater agreement, then, is to “evaluate whether a coding instrument serving as common instructions to different observers of the same set of phenomenon, yields the same data within a tolerable level of error” (Hayes and Krippendorff 2007, 78). Krippendorff’s Alpha (Kalpha) is a popular measure, because it can be used to assess agreement across a wide range of situations, including variable numbers of raters per target, and is flexible with respect to the scaling of items being assessed (Hayes and Krippendorff 2007). Another measure, created by Steenbergen (2001) and utilized in Steenbergen and Marks (2007), employs a “scalewise similarity coefficient” to summarize pairwise similarities across experts rating parties on a left-right scale. Like other measures of inter-rater reliability, this measure scores low when experts diverge and may indicate that experts are not measuring the same trait (Steenbergen and Marks 2007, 356).

One measure of inter-rater reliability (rwg) that is frequently used in organizational research, psychological research, educational research, nursing, and other fields that use multiple raters to assess targets (see Bliese, Halverson, and Schriesheim 2002; Burke 2002; Lindell, Brandt, and Whitney 1999; Lindell 2001; Meade and Eby 2007) is calculated as follows:
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where sd2 is the within-unit variance around the mean of an item or an average variance around the mean of a set of items and snull2 is the expected variance, under the assumption that respondents answered by randomly selecting points from the scale (i.e., all response is random error).9 This measure has an upper bound of 1, perfect agreement, because if raters are identical, sd2 = 0 and the rwg = 1. Lindell (2001) notes that when calculating r for an index, the appropriate sd2 is the variance of the index rather than the average variance of the index items, because the former will always be smaller than the latter.

An alternative approach to reporting inter-rater agreement scores is to report uncertainty around target-unit point estimates for the concept. The simplest version of this is reporting confidence intervals around a mean. However, some scholars use sophisticated latent variable models suitable for multi-rater data, such as Bayesian Item Response Theory models. These models can be used to estimate a target-unit’s placement along a latent scale and produce a measure of uncertainty about the placement of each unit (see, e.g., Clinton and Lewis 2008; Coppedge et al. 2015; Jackman 2004). These models are especially powerful for assessing the quality of individual raters and their biases in applying scales across units, and they permit direct assessment of contextual effects on raters. As such, they provide evidence to help explain why some subsets of target-units are more or less reliable.

Regardless of the specific measure used, it is crucial that researchers report uncertainty about the target-unit scores at the level of the target-unit and not at the level of the target measure. Whether represented by posterior densities, inter-rater reliabilities, standard deviation, or variance measures, they all vary across units and correlate with factors associated with the units and with individual-level respondent errors. High reliability in some units and low reliability in others is indicative of context and rater effects. Low reliability across all units often reflects vagueness in the conceptualization of the measurement instrument that introduces high variability in response from experts.

In addition to reporting target-unit uncertainties, researchers should report reliabilities at the level of the target measures. One approach is to simply create summary statistics from the inter-rater reliability unit, but doing so fails to exploit the information that can be obtained from the variance of the target measure across target-units. A better approach is to use a pooled “generalizability coefficient” that compares the variance across target-units (called a universe score) with the pooled observable variation in the aggregates and individuals within each aggregate (Jones and Norrander 1996; O’Brien 1990). The benefit of this measure compared to inter-rater agreement scores is that it speaks to the likelihood that the target measure distinguishes among target-units by leveraging the variance between units relative to the variance within target-units.10 Target measures that have greater variance across units and smaller variance within units are judged more reliable. This type of measure is especially useful when aggregating survey data to a higher unit, such as creating mean public opinion in a state (Jones and Norrander 1996), but also works well in expert survey designs. The generalizability coefficient ranges from 0 to 1 and target-unit measures that have high variation between units and a low variation within-unit score closer to 1.

To summarize, researchers, at a minimum, should report the following aspects of the expert design:


1. the nature of the design, including the set of units intended to be included, the number of raters per unit, and whether raters are nested or overlapping;

2. the definition of expert and the source of information for identifying experts, including strategies for supplementing the defined pool of experts with other types of respondents;

3. the procedures for recruitment of experts and the survey mode used to elicit the information, noting if these vary in systematic ways across target-units;

4. the survey instrument and question wording;

5. the disposition of survey responses, including the total number surveyed, the total number of respondents to the survey, including at the level of the target-unit, the overall response rates, and the target-unit response rates; and

6. reliability scores or other measures of uncertainty at the level of both the target-unit and the target measure.



WHICH IS BETTER, MORE EXPERTISE OR MORE EXPERTS?

Whether the goal is forecasting or observation, combining expert assessments produces better outcomes than using a single expert or rater (Boyer and Verma 2000; Clemen 1989; McNeese 1992; Philips 1981), but how many is enough? Enlarging a group of “experts” often comes at the price of changing the boundaries of the definition of “expertise.” Generally speaking, those most expert—well-positioned practitioners such as political elites, heads of agencies, or top managers in business—are quite difficult to reach and reticent to give opinions that might be traced back to them. Alternative sources, such as staff members, journalists, or academics with specialized knowledge, might be more numerous and easier to reach, but their level of expertise pertaining to the target of interest may be less direct. Academics have also proven to be a good source of data on a number of topics, including democratic accountability (Kitschelt and Kselman 2013), electoral integrity (Norris, Frank, and Martinez i Coma 2013), and party placement (e.g., Bakker et al. 2012; Hooghe et al. 2010), among others.

Is it better to have a larger, less expert pool of raters, or a smaller, more expert pool? Unquestionably, a higher number of equally skilled experts per target would improve the reliability and validity of target-unit measures, but pools of experts and research resources to reach them are constrained; thus it is important to think about the trade-off from increasing a small rater pool by each additional, but perhaps less expert, rater.

One study addressed this question through simulating target measures from different pools of raters while varying the size and expertise of the rater pool (Maestas, Buttice, and Stone 2014, 359–360). The researchers compared the validity and reliability of an expert-based measure of U.S. House incumbent ideology against a well-accepted criterion variable for incumbent ideology, DW-NOMINATE scores. Using respondents from the Cooperative Congressional Election Survey (CCES) who have varying degrees of political knowledge, they created target measures from rater pools that systematically varied in the number of raters from two to thirty per district in each pool and selected pools in one of two ways: randomly selecting among only respondents with demonstrated political expertise in the U.S. House member’s district or randomly selecting from all respondents in the district.

Two findings from this study are instructive. First, holding constant the level of expertise of the pool, the marginal gains from additional raters drop considerably once the size of the rater pool surpasses ten raters. Second, the gains in target measure validity and reliability from selecting on expertise are greatest for very small raters pools (< 5) and become negligible when rater pools approach fifteen to twenty raters (Maestas, Buttice, and Stone 2014, 360). Crucially, this result depends on the difficulty of the rating task facing experts. Their findings revealed that gains from adding one additional rater declined more rapidly for rater pools assessing “typical” incumbents (i.e., those for whom the DW-NOMINATE ideology score fell close to their party’s median) than for rater pools assessing atypical incumbents (i.e., the DW- NOMINATE score fell far from their party median.)11

These findings suggest that there are gains from adding raters, but the gain is much greater if one is moving from a rater pool of say four to five rather than ten to eleven. However, the findings also suggest that scholars should stretch their budgets to increase the number of raters per unit when the concept or target that experts are rating is more complex or atypical. Further, these findings suggest that researchers would benefit from allocating additional resources to encouraging responses from solicited experts to boost response rates in units where the number of available raters is small (Maestas, Buttice, and Stone 2014).

The finding that larger pools of raters, even if less expert, produce target measures with greater validity and reliability is echoed in a number of studies that pit expert predictions (from either single experts or small groups of experts) against predictions from other sources that draw from large pools of respondents, such as gambling markets, crowd-sourcing, or aggregated public opinion polls (e.g., Andersson, Edman, and Ekman 2005; Gaissmaier and Marewski 2011; Graefe 2014; Green and Armstrong 2007 Sjoberg 2009). Green and Armstrong (2006), comparing forecasts of novices and experts, found that the experts only slightly outperformed the accuracy of the novices, and neither group did much better than would be expected by chance. In a direct comparison of survey responses from the public and three pools of experts (political scientists, journalists, and editors), Sjoberg (2009) found that the median forecasts from the public outperformed the median for the expert group, even though the average error in individual forecasts was greater in the public. These and similar studies highlight the tension between expertise and the “wisdom of crowds” logic (see Surowiecki 2004). Aggregating a large, diverse “crowd” of opinions, even if members of the crowd possess incomplete knowledge, can produce superior forecasts to a single individual, regardless of how expert he or she might be (Surowiecki 2004). Ironically, despite evidence to the contrary, people are biased toward preferring a single expert to averages of large crowds (Larrick and Soll 2006).

To summarize, evidence from a number of studies across several fields suggests that researchers benefit by easing the boundaries that define expertise in order to widen the pool of raters. The marginal gains are greatest when supplementing pools with fewer than ten raters. Marginal gains are also greater when the concept being rated is complex. Holding constant the size of the rater pool, greater expertise produces better quality measures, but small pools of experts perform worse than larger pools with more diverse expertise. Moreover, the crowd from which opinions are solicited must have at least partial knowledge of the construct of interest. Surveys of experts can often be conducted more quickly and with less cost than large public opinion surveys. This, combined with the knowledge store, suggests seeking expertise is valuable. However, it points to the importance of seeking observations from more than just a few experts per target.

SUGGESTIONS FOR REDUCING RESPONSE BIASES WHEN ELICITING EXPERT OPINIONS

Errors in survey responses are unavoidable, but they can be minimized. Researchers might consider several strategies when constructing instruments to help decrease both systematic and random errors at the individual level, which in turn helps to improve the validity and reliability of target measures.

Consider Cognitive Interviewing to Improve Clarity of Questions

When writing survey questions for expert surveys, conceptual clarity is essential to recovering high-quality, comparable responses. This can be challenging, since researchers typically turn to expert surveys to measure concepts, which are by definition difficult to measure. In some cases, the theoretical concepts of interest are already well-defined and understood in a uniform way, so developing questions to tap these theoretical concepts is straightforward. The Electoral Integrity Project survey questions are based on items that represent “agreed-upon international conventions and global norms that apply universally to all countries worldwide and cover each stage of the election cycle” (Norris, Frank, and Martinez i Coma 2013, 128). Such has not been the case in developing measures of corruption from expert data, where the concept of corruption can be defined in a number of different ways. With no universally accepted definition, expert respondents have a wide berth in interpreting the meaning of survey questions, leading to questions about the validity of the resulting measures (Heywood and Rose 2014).

A key first step in obtaining comparable measures is to ensure that the relevant dimensions of a concept are clearly specified to raters. To avoid ambiguity when surveying experts about party positions, for example, researchers might specify whether experts should provide the “formal position of the party” or the position of “party leaders” (Whitefield et al. 2007). This type of specificity is important to ensure comparability of answers across experts; however, it is not always clear during the questionnaire design phase how or whether questions may be interpreted in different ways by different experts. Pretesting is an essential step in reducing errors that arise from ambiguity in questions and must be undertaken in multiple target-units.

One approach to explore how experts interpret survey questions is to use cognitive interviewing, a set of procedures to probe for and understand errors respondents make when answering survey questions (Beatty and Willis 2007). The procedures are usually performed as part of a pretest of an instrument, in which interviewers ask subjects open-ended questions about their understanding of the question and the reasons for answering the way they did. Although this technique was initially developed to be administered verbally following a survey, cognitive interviewing has been successfully applied in online survey settings (Behr et al. 2014). This type of pretest probing can be particularly useful in cross-national contexts, in which surveys are translated into different languages and question wording may elicit different cultural referent points (Lee 2014). To get the most from a pretest utilizing cognitive interviewing, researchers should seek to identify the variation in the expert pool most likely to create divergent responses to identical survey items and make sure that members from relevant subgroups are included in the pretest.

Use Anchoring Vignettes When Possible

A second area in which survey design can reduce error is through the use of anchoring vignettes to reducing the errors associated with differential item functioning (DIF) (Hopkins and King 2010; King et al. 2004; King and Wand 2007; Wand 2013). Anchoring vignettes are short, concrete examples of a concept of interest (e.g., ideological placement) that are included in the survey to assess how different individuals apply a scale to the same example. This information can be used to construct a common scale that is comparable across individuals in the analysis (King et al. 2004). This approach has been applied to a number of substantive issues in cross-national survey research and has undergone a number of refinements over the past decade (see Hopkins and King 2010; King and Wand 2007).

One example of the successful use of anchoring vignettes can be found in the CHES, in which they were used to improve the quality of expert measures of European parties on an economic left-right scale (Bakker et al. 2014).12 In the CHES, experts were first asked to place the general position, economic position, and social position of parties on a left-right scale. After providing positioning information, they were given three anchoring vignettes—concrete examples of hypothetical parties—and asked to place them on the same eleven-point scale used in the earlier evaluations (Bakker et al. 2014). Since all respondents rated the same three vignettes, the responses could be used as bridging information in the generalized “black box” scaling techniques developed by Poole (1998). The country-party level measures that result from this approach permit cross-national comparisons of parties on the left-right scale and also offer a measure of level of uncertainty about the placements (Bakker et al. 2014).

Vignettes offer an option to improve the quality of expert surveys, but like all techniques, they involve trade-offs that must be carefully weighed. Issues researchers must consider include determining the number of vignettes to add to a survey, the content of vignettes, and the ordering of vignettes relative to the observations of interest. In terms of survey ordering, experimental research by Hopkins and King (2010) strongly suggests placing vignettes prior to the observations of interest so that the vignettes serve as prime and reduce DIF. Respondents, after answering several vignette questions, are more likely to use a common conceptualization of the scale when reporting their own attitudes. While this has not been tried in expert surveys, the approach seems promising.

Responses to the vignettes provide a point of comparison for the observations of interest; more vignettes provide greater precision by increasing the common scale points of comparison (King et al. 2004). However, there are costs to adding vignettes in terms of survey time and respondent attentiveness. To address this, vignettes might be given to only a subset of respondents or given during a pretest to reduce such costs (see King et al. 2004). Development of content and evaluating vignettes for discriminatory power is also essential to ensure that the corrections employed are, in fact, correcting response category DIF and not introducing other forms of error into the process (see King and Wand 2007).13

Include Survey Measures to Evaluate Expertise

Finally, in addition to carefully refining measures and including anchoring vignettes, researchers can also build into the surveys mechanisms for assessing the quality of responses received from experts. Some researchers advocate asking experts to express their level of certainty about their assessments, then incorporating expert certainty into the aggregation procedures to produce the target-unit scores (e.g., Coppedge et al. 2014; Van Bruggen, Lilien, and Kacker 2002). Van Bruggen and colleagues compared certainty-weighted averages of target-unit scores to unweighted averages on a measure for which they had factual data to validate the measures and found that the certainty-weighted averages were more accurate. Coppedge and colleagues (2014) suggest incorporating certainty assessments into measurement models used to produce the point estimates for democracy items.

While the use of certainty measures has some advantages, there are potential problems with this approach. First, including certainty measures for each question can lengthen the survey considerably, thereby taxing respondents and increasing errors that result from respondent fatigue. With that in mind, a short scale certainty question, on which respondents are asked if they are “very,” “somewhat,” or “not at all” certain of their response, might be preferable to a longer scale and has worked well in public opinion surveys (Alvarez 1996; Alvarez and Franklin 1994). Survey length is not the only problem, however. Self-reports of certainty may reflect individual-level characteristics unrelated to knowledge or expertise and thus may introduce unexpected biases into the aggregation process. For example, women are more likely to express uncertainty than men when placing incumbents on an ideological scale (Alvarez and Franklin 1994), and “experts” are prone to greater overconfidence than novices (Tetlock 2005).

An alternative approach is to include questions designed to evaluate the expertise of raters: a set of questions about target-units that can be validated against factual data or other well-established criterion variables. In essence, including such measures permits researchers to “grade” the knowledge the rater has about the target of interest. The underlying assumption is that raters who perform poorly at rating target-units on known quantities are unlikely to perform well at rating them on less obvious qualities. Stone and colleagues (2010) used this approach in constructing and validating the target measures for U.S. House incumbents’ prospects of winning and valence. They assigned lower aggregation weights to raters who exhibited little knowledge of their district incumbent’s ideological position (compared to DW-NOMINATE). In comparing weighted and unweighted target measures, they found that raters who did well at reporting their incumbents’ ideology tended to hold more similar views of the valence characteristics of the incumbent. However, it is worth noting that in a more controlled comparison, Maestas, Buttice, and Stone (2014, 368) found that expertise weighting yields gains only for the smallest pools of experts. The greater value of adding expertise questions is to demonstrate that experts accurately rate target-units on concepts for which a criterion variable exists. By doing so, researchers can make a more convincing case that the same raters are likely to perform well at rating target-units on concepts that lack a measure to establish criterion validity.

COMBINING THE WISDOM OF EXPERTS: WHAT WORKS BEST?

Minimizing error at the target-unit level involves a two-step process: first mitigating error when eliciting information from experts and second mitigating error when combining expert observations into target-unit measures (Maestas, Buttice, and Stone 2014). How information from raters is combined into a single measure per target-unit varies considerably across study designs. Some take simple unweighted means of observers per target (Norris et al. 2015), others advocate dropping outlying raters before aggregating to the mean (Ray 1999; Wagner and Onderco 2014), still others weight raters by expertise (Stone et. al. 2010; Van Bruggen, Lilien, and Kacker 2002), and some use sophisticated multi-rater latent variable models (Clinton and Lewis 2008; Jackman 2004).

There are essentially two schools of thought about how best to combine data for multiple raters into a single measure: the “mean aggregation” approach and the “measurement model” approach. The conclusions from the former arise mostly from research into forecast accuracy, where researchers can compare the forecasts that arise from different aggregation strategies against realized outcomes. Numerous studies show that computing an unweighted mean of all forecasts produces a consensus forecast that typically performs as well as or sometimes better than consensus forecasts produced by more complicated aggregation schemes (Clemen 1989; Genre et al. 2013; Graefe et al. 2014; Smith and Wallis 2009). Although complicated weighting algorithms or measurement models can, in some circumstances, produce improvements over equally weighted combined forecasts, the potential for improvement comes with a risk of introducing additional error through the weighting scheme (Graefe et al. 2014; Jose and Winkler 2008). Genre and colleagues (2013) compared unweighted means to a number of different combination strategies, including principle components, performance-based weights, and Bayesian shrinkage models, and concluded that the more complicated strategies offered only modest improvements over unweighted aggregation to the mean, and that no single alternative approach consistently beat unweighted means over a range of variables. The finding across many studies that alternative procedures offer little or no improvement has created a consensus among forecast researchers that simple is best, particularly if combining larger pools of forecasters whose errors serve to offset one another (Graefe et al. 2014).

It is more challenging to assess the performance of different aggregation schemes for studies in which experts are rating latent traits, because there is no criterion variable for comparison. When differences arise between measures of complex concepts such as “democracy” or “candidate quality,” it is difficult to determine which of the measures is most accurate, expert assessments or alternative proxies for the concept. As a result, scholars who use experts as measuring tools sometimes select aggregation strategies with an eye toward eliminating or down-weighting raters who seem atypical. Ray (1999), for example, drops outlying raters in each unit when constructing measures of party positions on European integration. The logic behind dropping outliers is that their scores are more likely to be fraught with individual-level measurement error.

Van Bruggen, Lilien, and Kacker (2002) highlight several approaches to minimizing errors when aggregating to the mean by incorporating information about the experts and their ratings, all of which, they argue, are both computationally simple and similar in effectiveness to more complicated and costly strategies such as Bayesian estimation. They employ “accuracy weights,” where accuracy is measured either by (1) distance from the group mean or (2) respondents’ self-reported confidence in their ratings. The problem with the first strategy, of course, is that the group outliers are already incorporated into the group mean, which forms the reference point for judging evaluator accuracy. This is particularly problematic when working with small pools of raters, where a single error-prone evaluator can make a tremendous difference in the group mean, thus biasing the weight measure as well as the aggregate measure. The approach is a better choice, provided that certainty questions for each item can be included in the survey and the biases associated with self-reports of certainty are addressed in weighting. Stone and colleagues (2010) offer a third option, which involves weighting experts by their performance at scoring target-units on dimensions that can be easily validated against external information, although as discussed above, the gains from this type of expertise weighting are most significant when working with very small pools of raters.

The model-based approach is a different strategy for addressing systematic errors that arise at the level of both the rater and the unit. In this approach, target-unit score estimates are produced through latent variable models, and the model selected varies from researcher to researcher. Some use Aldrich-McKelvey (1977) scaling procedures to correct for differences in item scaling across expert respondents (Bakker et al. 2014; Saiegh 2009), while others turn to Bayesian Item Response Theory models (Clinton and Lewis 2008; Coppedge et al. 2015; Jackman 2004).

A particularly clear explanation of a multi-rater latent variable model appears in Jackman’s (2004) article, in which he estimates graduate program applicant quality based on multiple raters on a graduate admissions committee. This article highlights the different types of errors that typically crop up in any type of expert rater data. The raw data show evidence that committee members apply the quality rating differently from one another, and that systematic biases likely contaminate their ratings of applicants. Further, not all committee members reviewed all files, so the mapping of experts to target-units contains some overlap for each target-unit, but the overlap is incomplete, making simpler approaches for extracting latent scores inapplicable.

Jackman’s concern is not only to produce estimates of graduate applicant quality, but to provide an estimate of uncertainty about the latent trait and permit meaningful comparisons across applicants while taking uncertainty into account. To do so, he utilizes a Bayesian item response model derived from education, but he extends it to apply to a multi-rater setting. The model utilizes data about the applicants (their scores, fields of study, gender, etc.) and data about the committee members (which files they read, their applicant ratings) to estimate via Markov chain Monte Carlo methods a large number of unknown parameters, including the latent applicant trait “quality” (posterior mean), which, crucially, is purged of systematic rater bias.

The strength in this type of model lies in the flexibility to produce estimates for a wide range of quantities of interest, including those that permit direct comparison of target-units to one another (i.e., rankings with uncertainties) and estimates of systematic biases and differential reliability of individual experts, in this case committee members. Clinton and Lewis (2008) provide an example of this type of a model applied to ratings of bureaucratic agencies. Coppedge and colleagues (2015) draw on this technique in estimating latent traits of democracies. In future iterations, they plan to extend their model to incorporate a wider range of information about the characteristics of raters, target-units, and temporal dynamics.

Regardless of which model is chosen, researchers should strive for transparency, which means that they should provide full details about the aggregation procedures selected to combine expert observations into target-unit scores. Included in this is the disclosure of any criteria for excluding raters from the aggregation procedure and any mathematical formula for weighting individuals when aggregating to the target-unit level. As discussed previously, full reports should also include an estimate of uncertainty about the score at the level of the target-unit.

SUMMARY AND SUGGESTIONS

This chapter provided an overview of a number of studies from different fields that draw on experts as a tool of measurement. Taken together, they offer exciting possibilities for exploring factors that shape the quality of governance through improved measures of democracy; election quality; and the qualities and positions of candidates, parties, legislators, executives, and bureaucratic agencies. Expert surveys hold promise of expanding our ability to measure a wide range of theoretical constructs that are important but difficult to observe through observational data or document sources. They provide scholars with flexibility in the timing and frequency of data collection. This flexibility reduces errors that occur when measuring constructs that are temporally distant from the temporal domain of the construct. The methodological toolkit for creating and evaluating measures built from expert survey responses is evolving rapidly, and the core goal of those advancing this field is to identify strategies to minimize error at both the individual and target-unit levels of analysis to enhance the validity and reliability of target measures.

The various sections in this chapter have highlighted four specific areas researchers should think about carefully as they design projects that draw on experts. The first step is to define the domain of the theoretical concepts of interest and identify the target-units appropriate to study. Once target-units are defined, researchers must identify pools of individuals to serve as expert raters and consider how they map onto target-units. Single-rater-per-unit designs should be avoided, because multi-rater designs produce measures that are both more valid and reliable. When possible, raters should take advantage of the additional information gained from fully crossed or partially crossed designs, in which at least some raters provide overlapping ratings for at least some units. Crossed designs offer the greatest leverage to recover information about differential application of scales across raters.

Central to the design task is defining who qualifies as an “expert.” It is important to define expertise broadly and not set the bar overly high; larger rater pools are better, even if the average expertise is lower. It is also important to identify pools of raters with diverse perspectives rather than to draw from pools of individuals likely to hold similar biases or who draw from common information sources. Aggregate error is reduced when a wider range of individuals with differing perspectives and stores of information contribute to the aggregate.

Although survey response error is unavoidable, it can be minimized by paying careful attention to the construction of the survey instrument. Pretesting is a must and ideally should include open-ended response opportunities to learn how raters with different characteristics or in different contexts perceive the meaning of questions. To help reduce the variance in how raters apply scales, researchers might include anchoring vignettes and place them toward the front of the instrument to encourage subjects to apply the scale in a similar fashion across the entire survey. Finally, it is important to encourage raters to feel comfortable opting out of rating a target-unit on one or more items or taking the option of saying “don’t know” to reduce the errors that arise from guessing when they lack knowledge.

The quality of data from raters will certainty vary based on factors such as their attentiveness to the rating task, their level of knowledge about target-units, and their understanding of the meaning of the questions or scale. Researchers can benefit from including survey items to help them evaluate the quality of expert responses, such as measures of respondent certainty about their answers or questions that ask raters to score items that have verifiable referents. This information can be incorporated into the design of aggregation weights or included in measurement models to help reduce error in the construction of target-unit scores. Perhaps most important is that researchers should strive to provide full and transparent information about how they arrived at the estimates of target-unit scores and their uncertainty about the scores. At a minimum, measures based on expert surveys should report the number of raters per unit along with a clear description of the procedures used to combine their data. This description should include any procedures used to preprocess the data before combining them, including things like purging bias from individual observations, imputing data, excluding items or observations from the aggregation set, or anything else that transforms the raw data prior to aggregation. It should also include full mathematical specification of the aggregation process, including details of weighting individual experts. Ideally, the replication data sets posted would include the raw expert data as well as the aggregated measures. In some cases, confidentiality makes this impossible; in those cases, full transparency in describing procedures associated with creating the target-unit measures is especially important. Finally, researchers should report measures of inter-rater reliability or other measures of uncertainty for the aggregated unit scores. By providing full transparency, researchers empower others with an interest in using their measures to assess their quality. In addition, transparency in reporting provides a roadmap to others developing studies that draw on expert surveys as a measurement tool.

NOTES

1. Data sets and the details of the study can be found at Electoral Integrity Project, https://sites.google.com/site/electoralintegrityproject4/home. Martinez i Coma and Van Ham (2015) provide validity analysis for the 2012–2013 survey responses.

2. The Varieties of Democracy Project, https://v-dem.net/en/.

3. See Albright and Mair (2011) for a concise review of the history of using expert surveys for ideological placement of European parties. See also Bakker, Jolly, Polk, and Poole (2014), Benoit and Laver (2006), Marks et. al. (2007), Ray (2007) for discussions of the validity of this approach relative to other measurement strategies.

4. Information about the Candidate Emergence Study can be found at http://ces.iga.ucdavis.edu/. The expert survey approach was extended and refined in the UCD-Congressional Election Study in 2010. Data and general information about this project are available at http://electionstudy.ucdavis.edu/.

5. Aggregating cannot offset biases that arise from question wording or other factors that create a similar CMV bias across all respondents. See Podsakoff et al. (2003) for a full discussion of the problem of CMV biases and potential research design and statistical solutions.

6. See AAPOR’s list of Best Practices at http://www.aapor.org/AAPORKentico/Standards-Ethics/Best-Practices.aspx#best12.

7. A number of journals in social sciences have adopted standards that require cited data in published works to be posted in a public repository, which potentially creates challenges for researchers using confidential expert assessment data. Authors using data with unusual access restrictions due to confidentiality or other reasons must notify editors at the time of submission of their limits. For a discussion of research data access and transparency issues in political science, see Lupia and Elman (2014) and related articles in the same issue of PS: Political Science and Politics.

8. The PEI data can be found at https://dataverse.harvard.edu/dataverse/PEI.

9. If the assumed null is a uniform distribution, this value is (c-1)2/12, the moments of a discrete distribution with c categories. In a case where a survey question has a seven-point scale, such as a seven point Likert scale, the snull2 is 4.9 There are other possible assumptions about the shape of the null variance, but this is an easy starting place.

10. The pooled measure designed for use in studies in which individual raters assess a single trait (survey question) for a single unit is calculated as follows:

[image: image]



In this case, MS(a) is the variance of the mean across all districts and can be estimated from the “between” mean square error from an ANOVA. The MS(r : a) captures the variance of individual responses around the means within districts, estimated as the “within” mean sum of squares (Jones and Norrander 1996, 301–302). The measure is more complicated when raters observe more than one target unit, but O’Brien (1990) also derives the variance components necessary to calculate generalizability coefficients for measures created when two or more raters assesses all units of a target (fully crossed designs). In this case, the variance components are drawn from a two-way ANOVA. However, he notes that the coefficient does not work well for calculating reliability situations in which two or more raters assess multiple units but not all units (1990, 480–490). In such cases, a better alternative might be to calculate summary statistics from the inter-rater agreement scores such as Steenbergen’s (2001) scale reliability score or the rwg statistic.

11. The study used data from the Cooperative Congressional Election Study Common Content survey. We compared the reliability and validity of ratings of expertise screened respondents for pools of raters from two to thirty raters. We also compared the expertise-screened rater pools to randomly selected rater pools of identical size. See Maestas, Buttice, and Stone (2014) for full details of the study.

12. Details of the methodology of the CHES can be found in Hooughe et al. (2010) and Bakker, Jolly, Polk, and Poole (2014).

13. A full review of the methodology of anchoring vignettes is beyond the scope of this chapter, but Gary King has developed extensive Web resources for scholars at http://gking.harvard.edu/vign.
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CHAPTER 26

THE RISE OF POLL AGGREGATION AND ELECTION FORECASTING

NATALIE JACKSON

INTRODUCTION

THE public face of polls and elections fundamentally changed in 2008 when a statistician named Nate Silver, who had been busy forecasting the performance of Major League Baseball players up to that point, created a mostly poll-based forecast of the presidential election on a blog he called FiveThirtyEight. The attempt to forecast elections was not in itself a new idea; academic political scientists had been producing electoral forecasts for quite some time. But how Silver presented it to the public generated tons of attention from nonacademic audiences and changed how elections and polls are covered in the media.

In only a few years, election forecasts became highly valued and a necessary component of election coverage for some media outlets. By 2012 academics were publicizing their forecasts on blogs and websites, the New York Times was hosting FiveThirtyEight, and the Huffington Post Pollster added a forecast to its repertoire. In 2014 five media outlets produced forecasts for the Senate elections that calculated the probability that Republicans would gain the Senate majority.

Silver’s popularity may have seemed to come out of nowhere, but the groundwork for his success had been laid by other developments. Advances in polling methodology and technology had resulted in a large increase in the number of election polls, especially since 2000, leaving media and the public wondering how to sort through all the information from various polls which often showed different results. In response, websites providing polling averages, or “aggregations,” began to pop up, most prominently Pollster (now part of the Huffington Post) and RealClearPolitics, providing a single estimate for an electoral contest. These aggregations show where the electoral contest stands at the current moment in time, but before long Silver and others added complex statistical techniques to poll aggregations to generate forecasts of the later electoral outcomes.

This chapter begins by tracking the developments in polling technology that allowed more and more polls to be conducted, how aggregators attempted to condense all the polls for consumers and media, and the development of forecasting techniques that used poll aggregation to create election forecasts. Following that is a technical discussion of how poll aggregation and forecasting are done and the statistical challenges specific to each. The last section focuses on how consumers can evaluate aggregations and forecasts and how analysts can build and communicate better about their models. The forecasts are typically fairly advanced statistical models, and it is difficult both for analysts to communicate about them and for consumers to know what to look for in deciding how much faith to put in a forecast, or even which forecast to trust.

POLLING DEVELOPMENTS, AGGREGATION, AND FORECASTING

Election polling methods were developed throughout the 1930s and 1940s, and some of the first efforts were complete failures (Gallup 1951). The process of obtaining a representative sample of voters for any contest was complicated and expensive and required face-to-face interviewing, in which a trained interviewer had to go to randomly selected households and administer the survey. Eventually household telephones became ubiquitous enough that instead of face-to-face interviews, pollsters could have interviewers call house phones and do an interview without leaving the office.

In the 1960s and 1970s telephone interviewing became the standard. By the 1980s nearly 100% of American households had at least one phone line, which was great news for pollsters, since face-to-face surveys were very reliable but also very expensive and time-consuming. Getting a good sample of phone numbers was simple, and the race to improve calling efficiency and data collection speed was on. In the 1990s computer-assisted telephone interviewing became the norm, as software developers created systems that would dial phone numbers and record data from an interview.

Computer technology continued to improve the efficiency of polling operations. Autodialers, which automatically place calls, and predictive dialers, programs that automatically dial a phone number but only connect the call to a live interviewer if a person answers the call, greatly increased efficiency and reduced costs by eliminating the need for interviewers to sit in silence listening to phones ring endlessly. Some pollsters went even further: To circumvent the costs of employing interviewers to conduct the polls, automated voice technology was adapted for polling purposes. A recording would read respondents questions, and they would answer using buttons on a touch-tone phone.

Polling was getting easier and cheaper, which meant more companies wanted to get in the game, and more individuals, campaigns, and organizations wanted—and could afford—polling data. The number of national-level presidential election trial-heat polls skyrocketed by as much as 900% between 1984 and 2000 and continued to expand in the 2000s, when Internet polls came on the scene (Hillygus 2011). The industry suddenly had an entirely new mode of interviewing people that was fast and cheap, making it desirable despite its considerable coverage issues. But telephone surveys were facing coverage issues of their own as cell phone use expanded and response rates declined.

As the volume of polling, number of pollsters, and methods of conducting polling grew, poll watchers faced a problem: When several polls all have different estimates, which set of numbers is right? How could a consumer even find all of the available polls? Poll aggregation and averaging offered some answers.

Aggregation

The Internet not only offered a new mode of collecting information, it offered a place to store and display that information. Early in the 2000s a handful of websites emerged dedicated to collecting available polling data and attempting to help consumers make sense of those data. RealClearPolitics came online in 2000, and Pollster (originally Mystery Pollster, and now part of the Huffington Post) began collecting polls in 2004.

The goals of these sites were simple: create a one-stop shop for information about pre-election polling and the polls themselves, and provide a simple explanation of what the polls say about the electoral contest. The key difference was that RealClearPolitics tended to focus its analysis on the campaigns and political side, whereas Pollster focused its analysis on the polling and methodology used to collect the data. Both sites eventually began to produce poll averages as parsimonious indicators of what was happening in the race. These averages offered a single set of numbers that took multiple polls into account, a simpler prospect than consumers trying to figure out pollster ratings (Silver, 2016) or measures of poll accuracy (Martin, Traugott, and Kennedy 2005). Averages provided an easier way for the general public and media to look at the polls—particularly since media resources tightened during the same period in which polling expanded, leaving newsrooms with less expertise and leaning more on polls to frame election coverage (Rosenstiel 2005).

The sites took different approaches to averaging. RealClearPolitics used a simple average of the last five polls for that particular electoral contest in its database to generate overall estimates. Pollster created charts using all of the polls, plotted by the dates they were conducted, and then used a regression technique to estimate a poll average—illustrated as a line on the chart—to show what the estimated average was over time. The statistical implications of each averaging technique are discussed in the next section. Although these methods differed significantly in execution, the end result was a way to look at many different polls and make sense of the information.

In recent years more websites have begun collecting and aggregating polls. FiveThirtyEight and the Daily Kos track polls, although mostly for use in their forecasting models, and other sites often emerge during election seasons. The methods for aggregation have become more complex (although the simple ones described above are still used), to calculate confidence intervals and the probability of a candidate winning. But the first polling averages paved the way for poll-based forecasts by developing the concept of pooling all of the polls into a “model” of sorts that would use the power of all the available polling information to estimate where public opinion stands.

Forecasting

The inevitable question that emerged from poll aggregation was this: If all of the polls put together say x, then what does that say about the future election outcome? Academic political scientists had been using various data sources—some including polls, some not—for many years to forecast electoral outcomes by the time Nate Silver’s forecast attracted public interest in 2008 (Lewis-Beck and Stegmaier 2014). Some of the academic forecasts were cited in blogs and news sources, but most had remained confined to the meeting rooms of the American Political Science Association and its smaller affiliates. Scholars were doing tremendous work, but the forecasts were typically static—the forecast was calculated once. Silver not only packaged his forecast well on his blog, but made it a continuously updating forecast that practically demanded constant attention from political junkies.

Silver benefited from great timing. There was no shortage of polling data by 2008, and new polls were released at least every week, sometimes every day close to Election Day. Combined with the information political scientists had honed about the “fundamentals” that affect presidential election outcomes, such as economic indicators and the sitting president’s approval ratings, there was a lot of quantitative information about the election to utilize in a forecast.

It probably helped that the 2008 presidential contest commanded more attention than other recent elections, in part due to Democratic nominee Barack Obama’s popularity with young and minority voters. People were willing to log onto a website to see if the projections supported the enthusiastic “hope and change” campaign. The model correctly projected Obama’s win and predicted the election’s outcome in forty-nine of fifty states (Clifford 2008). The forecast was viewed as a huge success.

As with any successful venture that generates a lot of Internet traffic, people began to look for ways to replicate that success. The New York Times took over hosting FiveThirtyEight, and Silver became a full-time writer and forecaster. By the 2012 election, two other independent blogs, run by Princeton University professor Sam Wang and Emory University professor Drew Linzer, were running forecasts, and Stanford University political scientist Simon Jackman produced a forecast for Pollster, by then part of the Huffington Post. Most of these forecasts were very accurate; Silver, Jackman, and Linzer correctly predicted all fifty states. Wang only missed Florida, which had a razor-thin margin and couldn’t be called on election night (Jackman 2012c).

In 2014 the expansion continued, and more media outlets got into the forecasting game for the midterm Senate elections. The big national question this time was whether the Republicans would take the majority in the Senate away from the Democrats. Five separate national media outlets had their own forecasts. The Washington Post got into the game via an academic blog called The Monkey Cage, led by George Washington University professor John Sides; FiveThirtyEight became its own data journalism website under the auspices of ESPN and ABC; and Linzer worked with the Daily Kos. The New York Times and he Huffington Post (Pollster) hired data scientists to work on their forecasts. Wang ran his forecast again at the Princeton Election Consortium.

Most of these forecasts depend heavily on polls, and there are usually more polls for higher offices. Combined with a desire to appeal to as broad an audience as possible, that means there is a bias toward forecasting races at the national level. Forecasting presidential elections is the most obvious choice for getting attention and using lots of polls, but Senate elections can also garner attention. In 2014 there might have been little national appeal in an individual Senate race, but the possibility of an overall majority swing attracted national interest. So forecasters projected individual races to get to the bigger forecast: how likely it was that Republicans would take over the Senate. Not all Senate contests were heavily polled, but the races identified as close and likely to affect the national majority had plenty of polls with which to construct a forecast.

By contrast, fewer outlets covered the 2014 gubernatorial contests, for which there was less national attention, than covered the Senate races. The Huffington Post, the Daily Kos, and FiveThirtyEight produced forecasts for the thirty-six individual gubernatorial elections, and only the Daily Kos released its gubernatorial projections at the same time as its Senate projections. Both Huffington Post and FiveThirtyEight debuted their gubernatorial forecasts closer to Election Day than their Senate forecasts. In addition to less expected attention from a national audience, there were fewer polls in many of the gubernatorial races than in the Senate races. Since the forecasting methods depend mostly on polls (and some depend completely on polls), this meant that the gubernatorial outcomes were more difficult to forecast.

For the same reasons, elections for the House of Representatives are difficult to forecast. The polls problem is much larger here; House races are rarely polled often enough to generate a forecast for any individual races. The best option for getting an idea of where House contests stand is to use questions from national polls that ask generically whether respondents plan to vote for the Republican or the Democratic candidate in their local congressional election, although this does not produce enough information to determine any single district’s status. The result is that House elections get little focus in forecasting, but Senate and presidential elections are popular.

In the future, more media outlets and more academics could get into the public forecasting game. There might not be much utility for consumers in increasing the number of forecasts, a point discussed in the section on controversies, but the technology needed to do the statistics required for these forecasts is becoming easier and easier to access even as the methods of aggregating and forecasting have become more complex.

THE STATISTICS OF AGGREGATION AND FORECASTING

Using polls to produce aggregated estimates and forecasts is a complex task, because no two polls are alike. In theory, by pooling the polls the sample size is effectively increased and uncertainty about the estimates decreased, but polls cannot be simply pooled together, because most pollsters do not release the raw data sets when they release the poll numbers. Even if a pollster does deposit the raw data into an archive, typically the data are not immediately available for aggregators and forecasters producing in-the-moment estimates. Without raw data available, aggregators and forecasters have to work with the aggregated numbers the pollsters do release—usually the “toplines” that show what proportion of the sample answered the question a certain way. In a horse-race pre-election poll, aggregators work with the poll’s estimate of support for each candidate. Forecasters typically rely on poll toplines when they incorporate polling data as well.

Instead of working with individual-level data, as the pollsters do in their raw data, aggregators and forecasters work with poll-level data. This distinction has substantial implications for working with the data. Treating each poll as a unit of analysis means there are far fewer units to analyze and restricts the type of statistical analysis that can be done. Aggregators tend to use simpler methods that frequently resemble (or are) simple averages of the poll estimates. Forecasters typically use advanced models that include information about the polls and produce estimates of uncertainty in the aggregated polls and the entire forecast model. The next sections discuss common statistical methods for aggregating polls and forecasting election results based on polling data.

Aggregation

The simplest way to aggregate polls is to average the estimates of recent polls. RealClearPolitics calculates poll averages by reporting the arithmetic mean of the most recent four to eight polls. If a lot of polls have been done on a contest within the last few weeks, the time range covered by the average will be shorter (and if several polls were conducted on the same dates, they are all usually included in the average), whereas if only a few polls were done over several months, the average will cover a much longer period of time.

For example, if President Barack Obama’s approval rating in the last five polls was 42, 45, 45, 43, and 42, the polling average would be (42 + 45 + 45 + 43 + 42)/5, or 43.4. Sometimes called “rolling” or “moving” averages, these numbers are updated each time a new poll is released, creating a series of averages over time that can be plotted on a chart. Multiple averages can be plotted on the same chart to show how multiple candidates or different answer options compare. Figure 26.1 shows the RealClearPolitics chart of moving averages for national polls on the 2016 Republican presidential primary races, with each line representing a different candidate (RealClearPolitics 2015). Since a new number is calculated each time a poll is released, the estimates move abruptly from one number to the next in straight lines along the time series.
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FIGURE 26.1 Real Clear Politics Polling Averages, National 2016 Republican Primary.



The Huffington Post Pollster aggregations use locally weighted scatterplot smoothing (LOESS) to produce poll estimates. In this method, the chart comes first. Poll estimates are plotted on a chart in which the x-axis is the date the poll was conducted and the y-axis is the proportion of poll respondents answering with a specific option or candidate. Once all the polls are plotted over time, LOESS plots a smooth line representing the best estimate of candidate support (or whatever is being measured) over time, based on the data nearest the point in time the line is estimating. Multiple estimates or candidates can be shown on the same chart, but the LOESS line is calculated for each candidate or option individually. Figure 26.2 shows the HuffPost Pollster chart using this method for the national polls on the 2016 Republican presidential primary races (Huffpost Pollster 2015).

The math behind a LOESS line is more complex than a simple average. The LOESS is a nonparametric technique, meaning it does not assume that the data will follow a specific distribution; for example, typical regression analysis assumes that the data being estimated are normally distributed. Nonparametric regression relaxes that assumption so that the data can be fit as they are without a distributional assumption (Gibbons 1993). The locally weighted part means that the estimate produced by the regression is weighted to the values of the data points closest to it. That means the value of the LOESS line at a certain point is more representative of the points immediately surrounding it than it is of the data farther away.



[image: image]

FIGURE 26.2 Huffington Post Pollster Polling Averages, National 2016 Republican Primary.



The number of polls prior to May 1 that LOESS will use to estimate the proportion for May 1 depends on a user-defined “span,” which in this case would be a number of days, because the x-axis is based on dates. The certainty of the LOESS estimate for any given day depends on the number of polls within that date span. For example, the LOESS line estimate for May 1, 2015, in figure 26.2 is forced to reflect the result of a regression on the polling data closest to May 1 for that candidate. If there were many polls conducted just before May 1, the LOESS calculation would be more reliable and certain than it would be if there were not many polls conducted around May 1. If May 1 is the end of the time series, meaning that is the last estimate, obviously only polls before that date can be used in the estimate. As time moves on, however, span will include both polls before and after that date.

However, even with the different methods of averaging, there are not many differences between figures 26.1 and 26.2, illustrating the fact that the methods often produce similar results. The advantage of LOESS is that it uses the weighting to treat more recent poll results as more important and can therefore pick up trends faster when a candidate’s support is moving up or down than a simple average that treats the last n polls equally.

Once there is a critical mass of polls for two- or three-candidate electoral contests, Pollster moves to an even more advanced model, based on a Bayesian Kalman filter, to combine the polls and plot the averages on the chart (Jackman 2012b). The model calculates an average for each day based on the polls available prior to that date and a user-defined number of simulations (typically a large number, 100,000 or more) in what are called Markov chains. Markov chains use data to simulate what the outcome might be as more data come in, as well as the probability that the current “state” of the outcome might change. The Markov chains require starting values, or “initial” points, to begin, as well as information telling the simulations how to work. There are many different shapes data can take, called “distributions,” and it is necessary to specify what shape the data in simulations are taking. For the poll averaging model, the initial points are randomly selected by the computer along normal distributions.

The model uses these parameters to begin running the simulations with the Markov chain Monte Carlo (MCMC) method to calculate the point estimate for each candidate on each date of the time series—typically from the date of the first poll until the current date. The model incorporates the polls that were available for each day, pulling in the relevant polls as it continues toward the current date, at which time all of the polls are being considered. More recent polls are more influential in the average than older polls. When it is done with the MCMC simulations, the model generates point estimates for each candidate on each date, as well as estimates of how certain that outcome is, plus estimates of undecided proportions and the margin between the candidates (Jackman 2005; 2012b). The information is plotted onto a chart, with a line summarizing the daily poll averages and shaded bands representing the range within which the poll estimate landed in 95% of the simulations. If these bands overlap, it illustrates that a leading candidate might not actually be ahead. The more polls there are to average, the smaller the shaded error bands are, since more information leads to more certainty about the average. Figure 26.3 shows what this looked like for national polls asking respondents which party’s candidate they intended to vote for in the 2014 House of Representatives elections (Huffpost Pollster 2014).

The lines and shaded error bands illustrate the advantages of aggregating polls using this Kalman filter model. When there are fewer polls, as there were in May through September 2013, the error bands are wider and overlap despite a general consensus in the polls that were conducted during those months that Republicans were ahead. When there were more polls in the fall of 2014 leading up to the election, the error bands got very small, since more polls clustering together reduces the uncertainty of the average estimates.

Forecasting

Forecasting requires substantially more complex methods, which demand more statistical expertise and computing power. This section takes a very broad look at the techniques used to produce forecasts, primarily using examples from Senate and presidential election forecasts.
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FIGURE 26.3 Huffington Post Pollster Polling Averages, 2014 House Race National Party Preference.



Although the Senate is a series of several state-level contests and the presidential race is usually regarded as a national-level election, the forecasting techniques are similar: (1) estimate the contest at the state level, then (2) combine state-level results to determine the national-level forecast. Presidential forecasts need the first part at the state level because the Electoral College system allocates votes by state, essentially making the national election a series of state-level elections, which are then combined to generate the probability of someone winning at the national level. Senate forecasts start as state-level elections, but become national by putting all the state-level estimates together to estimate a probability of whether Republicans or Democrats will hold the majority after the election.

It is very difficult to summarize the methods behind forecasts since, because is different, the detail of methodological explanations published about the models varies substantially, and not all of the code used to organize the data and generate predictions is posted publicly. However, there are some basic parts of forecasting models that can be generally summarized: Bayesian models versus non-Bayesian models, models that include election “fundamentals” versus polls-only models, options for adjusting the data, and simulating outcomes.


Bayesian vs. non-Bayesian modeling

The fundamental difference between a Bayesian forecast model and a non-Bayesian forecast model is the ability to incorporate “priors,” or prior information, into the model. The theory behind a Bayesian model is that the modeler knows certain things about the question—in this case, we know a few things about the election coming up—but there are also data available to update the preexisting knowledge. Both the prior knowledge (or beliefs) and data are used to generate the “posterior,” or what is known about the question after it is modeled (Gill 2007). Unlike non-Bayesian, or “frequentist,” methods, the posterior is a distribution of possible values rather than a single estimate. The mean of that distribution serves as the point estimate, and the distribution itself provides information about the uncertainty of that estimate.

In the case of an election, prior information could be what has happened in past elections; what others think will happen in the election; or “fundamentals” such as economic indicators, incumbency, or approval ratings. The 2014 Huffington Post model created priors based on ratings produced by the Cook Political Report, quantified by analyzing the proportion of times that the Cook Report predictions were correct in the past (Jackson 2014). The 2014 New York Times model and Linzer’s 2012 model use prior estimates from fundamentals, quantified by putting the various measures into a regression model (Cox and Katz 2014; Linzer 2012).

The priors are combined with the polling data in a time series model to produce the posterior estimates for each electoral contest. The mean of the posterior distribution is typically used as the estimate, with the rest of the distribution serving as the credible intervals for the estimate. When the question is how likely one candidate is to defeat another candidate, the posterior is calculated for each candidate and for the margin between the candidates. If the posterior distributions for the candidates overlap, or the distribution for the margin between the candidates crosses 0, there is a chance the candidates are tied. The probability of one candidate leading another, or one candidate winning, is calculated out of these posterior distributions and the likelihood that they overlap (Jackman 2012a; Jackson 2014).

Non-Bayesian modeling eliminates the priors and works with traditional regression techniques. The basic procedure is similar, however. Polling averages are calculated using some form of time series model or LOESS procedure, similar to the Pollster aggregation techniques just described (Silver 2008a). If fundamentals are used, they are combined or modeled to get a fundamentals estimate. Then the polls and fundamentals are put together to generate a single outcome (Silver 2014a). These outcomes can still be expressed in probabilistic terms using the confidence intervals and standard errors that the models produce, so that both the Bayesian and frequentist models are reported similarly. It is only in reading the details of each model that the difference in techniques becomes clear.

There have not been enough models yet to say whether Bayesian or frequentist models do a better job of forecasting the election. In theory, the Bayesian setup, which makes use of prior information seems better suited to forecasting an election in which prior beliefs and information abound, but in practice in 2014, the differences between the model types were minute (Sides 2014b).

Fundamentals vs. Polls-Only

The other major methodological difference between forecast models is whether the model includes “fundamentals” about the election or is polls-only. Polls-only models are exactly what they sound like: the only data used to predict the outcome are polls. Models that include fundamentals pull in a wide variety of nonpolling data to help predict the outcome. In 2014 the New York Times, FiveThirtyEight, and Washington Post models all incorporated various fundamentals about the election (Cox and Katz 2014; Sides 2014c; Silver 2014a).

Fundamentals are generally anything besides horse-race polls that contains information about how the election might turn out. Each of the 2014 models that used fundamentals incorporated some combination of indicators about how Americans were feeling about the president, the political parties, and the candidates, as well as economic and financial indicators. The New York Times model used polling data on presidential approval and the generic congressional ballot question (the proportion of voters planning to vote for the Republican or Democratic congressional candidate), FiveThirtyEight used the congressional ballot question and congressional approval ratings, and the Washington Post used presidential approval ratings and economic performance (change in the gross domestic product). The Washington Post and FiveThirtyEight incorporated measures of the partisan makeup of the district or state, incumbents’ previous win margins, and measures of political experience for each candidate. FiveThirtyEight went even further, adding fundraising information and ideology scores for the candidates.

This is not an exhaustive list of the possible fundamentals that could be included in a forecast model, or even of all the nuances of the 2014 models that used fundamentals. Election fundamentals are subjective, and anything that relates to the partisan makeup of the electorate, the mood of the electorate, or any aspect of the candidates themselves could be considered a “fundamental.”

How these fundamentals are used in the models depends on what they measure. Senate majority and presidential forecasting models generally have two stages: in the first outcomes for individual contests within each state are estimated, and in the second those outcomes are aggregated to produce the probability that a party will get the Senate majority or a candidate will win a sufficient number of electoral votes to become president. In practice the stages are not completely separate, as results will correlate across states, especially in the presidential election, but in order to simplify the process to understand how the fundamentals work, it can be thought of in this way. In the Senate models, individual candidate characteristics such as incumbency and fundraising, and state-level estimates of partisanship or previous election results, will factor into the first stage. National measures would be included in the second stage to calculate the overall chances of the party getting a majority in the Senate. In a presidential model, the candidate information moves to the second stage, since the candidates are the same nationally (unless of course there is state-level fundraising information that could be used in the first stage), and the national information is used to help determine the candidate’s chances of getting at least 270 electoral votes.

As with Bayesian versus non-Bayesian models, though, there seems to be little difference in the models’ ultimate performance between the polls-only models and the ones that include fundamentals. Models that include fundamentals do have an advantage over polls-only models in the months preceding the election, however. Polls are known to be ineffective at predicting election outcomes more than a couple of months prior to the election (Erikson and Wlezien 2012). Fundamentals are able to provide more information about the electorate and the general election atmosphere and therefore act as a stabilizing force in the model, since fundamentals do not change frequently, when early polls are not necessarily indicative of what will happen. Figure 26.3 illustrates how unpredictable early polls can be; during the fifteen-month span prior to the election starting in September 2013, the lead changed from Republican to Democrat, or vice versa, no fewer than eight times. Fundamentals had steadily indicated that Republican candidates would get the majority of votes for the House of Representatives for most of that time (Sides 2014a).

Most of the models for the 2014 Senate forecasts debuted on their media websites in the spring and summer prior to the election, and presidential forecasts have followed the same pattern. Interest in the forecasts grows as the election gets closer, but releasing the forecasts several months before the election is wise; Pew research data show that over the last several presidential election cycles, between 25% and 40% of Americans said they were paying close attention to the election nine months out (Jackson 2015b).

Generally the forecasts that rely on fundamentals heavily several months prior to the election will slowly lean more and more on the polls, assuming that as the election gets closer, poll respondents pay more attention to the electoral atmosphere, and the fundamentals are absorbed into polling preferences (Cox and Katz 2014; Sides 2014c). Once the election is only a few weeks away, even models that use fundamentals are leaning primarily on polling data, meaning that there are few differences between the polls-only models and the fundamentals and polls models by the end of the cycle (Sides 2014b).

Other Options for Adjusting Data

Some models take other steps to adjust the polling data beyond simply modeling what the polls say. The primary reason for this is that not all polls are created equal, and a significant question forecasters face is which polls to include and how to account for differences between polling methods and populations—some polls report registered voter populations and some report likely voters. Undecided proportions in polls are another issue that requires attention.

Most forecasts incorporate all or almost all of the available polls, but FiveThirtyEight makes a notable adjustment for pollster quality based on its internally calculated pollster ratings (Silver 2014a; Silver, 2016). Pollsters are ranked based on how accurate they have been in the past and their transparency. The 2014 Huffington Post model also adjusted estimates by pollster quality, measured by how pollsters had performed in the 2012 model (Blumenthal and Jackson 2014). Other poll adjustments addressed differences between likely voter polls and registered voter polls: both FiveThirtyEight and the New York Times tweaked registered voter polls by shifting them in the expected direction of likely voter polls—toward Republicans (Cox and Katz 2014).

Undecided poll respondents are a problem for forecasters; poll results inevitably report some proportion of the sample that was undecided about their vote choice, but on Election Day there are no undecideds. The Daily Kos forecast completely removed the undecided proportions from the calculations and recalculated the proportions for each candidate to equal 100% in all of the polls (Daily Kos 2014). The Huffington Post forecast added more uncertainty in the estimates based on the proportion of undecideds in the polling averages (Blumenthal and Jackson 2014).

Finally, because many polls are conducted at the state level, simply forecasting based on each state’s polls creates an assumption that every election is completely unconnected to the election happening in other states. For Senate elections, this is not a completely unreasonable assumption, since candidates and issues vary across states. But for presidential elections, it is safe to assume that the election in one state is closely related to the election in the next state. Allowing the states’ polling results to correlate, particularly when there are few polls in a state, will alleviate this problem (Jackman 2012b; Silver 2014a).

Beyond the polls, some forecasts tweaked the overall results to account for the possibility of unknown events. The principle here is that there is always a chance of an unknown event shaking up the election right before it happens, when there is not time for the polls to react, or that the polls could simply be wrong. FiveThirtyEight’s forecasts typically include some random noise to lower certainty of outcomes, and the Huffington Post’s 2012 and 2014 forecasts included this as well (Blumenthal and Jackson 2014; Jackman 2012b; Silver 2014a).

Final Estimates

Most models use Monte Carlo simulations to estimate the final probabilities of a presidential candidate winning an election across the various states, or as in the 2014 models, to estimate the likelihood that a party will maintain or take over control of the Senate. For example, a Monte Carlo simulation would pick a random number between 0 and 100 for each state, then compare that number to the probability of the Republican candidate winning in that state. If the number is lower than the probability of the candidate winning in that state, it counts as a Republican win; if it is higher, it is a Democratic win. If a Republican in a given state has a 35% chance of winning according to the model, a random number from 0 to 35 would count as a Republican win, but a number from 36 to 100 would be a Democratic win.

The process is repeated for every state, counting the number of Republican-won states or Senate seats. In a presidential election forecast, winning a state is converted to the number of electoral votes the winner would receive for that state; in a Senate forecast the election in each state is counted as one seat. The process is repeated many times to simulate many different random elections—often a million or more—and the proportion of times a presidential candidate gets more than 270 electoral votes or a party has 51 or more seats in the Senate is the final probability for the outcome of the contests (Jackman 2012a; Jackson 2014).

Assessing Forecast Models

Despite leaning heavily on polls for data input, forecast models typically do not focus on estimating candidates’ vote shares as their primary output. Instead, they focus on the probability of a candidate winning the contest. Many forecasts do not even report the point estimates for candidates’ vote shares at all. The point of the forecast is not to accurately represent the polling data—a key difference from aggregations, where that is the primary goal—but to predict how likely someone, or a party, is to win. The probabilities do provide some information about how a vote is likely to come out, though: If there are two candidates, a probability close to .5 means a very close vote, and as the probabilities approach 0 or 1, the vote is more likely to be one-sided.

Brier scores, the most commonly-reported metric for assessing the 2014 Senate models, does take the probabilities into account, but primarily focuses on whether the forecast got the winner right (Bialik 2014; Katz 2014; Sides 2014b). If candidate A wins, the scoring takes the forecast’s probability of candidate A winning, say .68, subtracts it from 1—the actual probability of the candidate winning now that the result is known—and squares the difference. So 1 minus .68 equals .32, and .32 squared equals .1024. If candidate B had won, and the forecast said candidate A had a .68 probability of winning, the calculation would be 1 minus the forecast’s probability of candidate B winning—so 1 minus .32—squared, which equals .4624. To get a total score for an entire forecast, the Brier score for each individual state-level race is calculated, then all the scores are added together. Higher numbers mean the forecast had more error, so a lower Brier score means the forecast did better by that metric. The Brier scores for the 2014 Senate forecasts were very close together, clustered between .02 and .045 (Sides 2014b), since most had identified the same most likely outcomes.

CHALLENGES IN AGGREGATION AND FORECASTING

Explaining models, “priors,” and Markov chains to a nontechnical audience is no small feat, but from the beginning Silver and other forecasters have prided themselves on transparency about their methods (Silver 2008b). Some of the forecasters active in 2014 posted their code and data in public online repositories so that others could replicate the models. Most provided detailed descriptions of their methods so that those with the requisite statistics background could understand how the forecasts worked. However, for those without a statistics background, the details of a complex forecasting model are mostly incomprehensible. The nuances of statistical modeling, and especially the uncertainty associated with statistics, can easily get lost in the race to say “Obama will win in 2012” or “Republicans will take over the Senate in 2014.” How to effectively communicate about the statistics and uncertainty of the models to a lay public has become a considerable challenge in election forecasting. The first part of this section identifies a few ways audiences can identify reliable aggregations and forecasts, but the bulk focuses on how aggregators and forecasters can communicate with their audiences and tackle the challenges inherent in this type of work.

The Audience’s Perspective

There are several things forecast readers can look for, even if they lack the statistical training to know the technical aspects of what the forecast is showing. These are the basic elements that any aggregator or forecaster should disclose to readers (Jackson 2015a).

Data Source

The source of the data going into poll aggregations and poll-based forecasts should not be a mystery. If sites or developers have their own database of polls, that should be publicly available. If they are using someone else’s database, that should be discussed. If the forecast includes “fundamentals,” the source of that information should be explicitly discussed.

Data Collection

Data collection processes can be fairly boring to read about, even if they are simple. However, it is important that some information is available about how the data were collected so readers know what is included and what could be excluded. The primary question for poll aggregation and forecasting is whether any polls were excluded; polls might be excluded if there are questions about their reliability or credibility. Any time the polls included in the forecast change, the estimates themselves are subject to change.

Describing the Statistics

Regardless of whether the audience is expected to understand the mechanics of a LOESS line, Kalman filter model, or Monte Carlo simulations, in the interest of transparency, the procedures should be explained. As mentioned previously, many forecasters promote transparency in their methods and at least give detailed descriptions of their methods. A lack of transparency does not necessarily mean the forecast or aggregation should be ignored, but the best practices for any scientific field encourage transparency and the ability to replicate findings. Everyone should have access to the information on how models were built.

The “Smell” Test

Results from poll aggregation and forecasting should pass a common-sense test. Given the polling numbers and information going into the model, does the outcome make sense? The question is not whether the outcome aligns with the audience’s beliefs or preferences, but rather whether it makes sense for a polling average to show a candidate at 45% support when the last five polls estimated that candidate’s support at 43, 48, 46, 44, and 42%. If the outcome changes a lot from day to day, or the result doesn’t look anything like what the polls say, readers should know to be cautious.

Discussion of Uncertainty

It is extremely rare that a single analysis would show a definitive conclusion without any room for question. Virtually every time someone analyzes data or calculates any type of statistics using data, there is some flaw or shortcoming, and there is always uncertainty about any conclusion when statistics are involved. These things should be acknowledged, particularly in the case of probabilistic forecasts. The challenge in getting an audience to understand uncertainty in probability-based forecasts is that people tend to want certain outcomes, and a forecast that says there is an 80% chance Republicans will take over the Senate is not certain. If, as would be expected 20% of the time, the Republicans did not take over the Senate, the audience is likely to think the forecast was incorrect or failed to predict the outcome. That is not necessarily true; what is true is that the less likely event happened rather than the favored event.

The Analyst’s Perspective

Communicating Uncertainty

Since the analyst has the job of communicating accurately about uncertainty in polls and forecasts, the discussion becomes considerably more complex from that person’s perspective. Explaining the uncertainty of probability-based forecasting to the general public is a task that has flummoxed scientists, and particularly weather scientists, for many years. Social scientists moving their work into a more public domain are seeing the difficulties firsthand. It seems no matter how many times a political pollster, aggregator, or forecaster reminds the public that polls have margins of error and forecasts are based on uncertain probabilities, the media and the public want to read the numbers as completely certain, and they then castigate the analysts if the outcome is different from their expectations—or even if some other pollster or analyst says something different.

Despite these misunderstandings, which may seem impossible to overcome, aggregators and forecasters still have the responsibility to communicate as clearly and effectively as possible about their estimates. The margin of error is probably the most misunderstood concept that aggregators have to deal with, and the process of averaging or smoothing multiple polls makes it even more complex. Forecasters mostly deal with misunderstandings about probability and precisely what it means to say a given event has a certain probability of occurring.

Margin of error is difficult because it is often used as the catch-all for polling error, assumed to stand for all possible error in polls, but it is actually only one specific type of error. It is a measure of only the error produced by interviewing a random sample rather than the entire population whose opinion one wants to know. Other types of error—if the entire population was not available to be sampled, if the measures were not quite right, if there are systematic differences between the people who answered and the people who did not answer the survey, or if there were mistakes in weighting the data or identifying likely voters—are completely unaccounted for by the margin of error. If a poll does not use a random sample, as Internet-based panel surveys do not, some question whether the margin of error is a valid measure of uncertainty at all (Blumenthal and Jackson 2015).

Despite the controversy, most pollsters provide a margin of error with their polls, but these apply only to those specific polls. When aggregators begin putting polls together in order to estimate a poll average, the margins of error for the individual polls become largely meaningless, yet there is still uncertainty in the aggregated estimate. Pooling polls does not eliminate uncertainty, although it should reduce uncertainty in theory. The aggregated estimates at RealClearPolitics do not report any measure of uncertainty, because they use a simple average of the last few polls. The simplest way to discuss uncertainty would be to calculate, report, and explain the standard deviation of each poll from the average.

The Huffington Post Pollster charts that rely on LOESS techniques do not show measures of certainty, but their Kalman filter model–based averages do illustrate the uncertainty of the estimate, as described in the technical section of this chapter. The model-based averages pool the polls in a way that incorporates sample sizes for each poll and its respective margin of error, so polls with larger samples and more certainty have more influence over the average. The average itself, then, has error from the individual polls and the simulation process. However, users looking at the charts would not necessarily know that; it is not indicated anywhere, and the explanation of how the model-based averaging works is buried in the archives.

Forecasters, on the other hand, do not necessarily need their audience to understand the intricacies of polls and margins of error, unless the forecast is completely poll-based, but they do need to effectively communicate what probabilities mean. All of the major media forecasts for 2014 measured the outcome in terms of the probability that the Republicans would take over the majority in the Senate. Some, like the New York Times forecast, included qualitative terms with the numbers indicating how strong the chances were of a Republican takeover. Many simply reported the probabilities in percentage format and left the audience to determine what a 65% chance of a Republican takeover meant. There was a lot of Internet ink spilled explaining that a 60% chance of winning is not substantially different from a 50% chance of winning (Gelman 2014; Silver 2014b).

Most forecasters did explain the uncertainty of the forecasts, often in great detail. However, these discussions of uncertainty were typically buried in long discussions of the methods used to generate the estimates—which most people will not read all the way through—and the message was easily lost. For example, the methods explanation for FiveThirtyEight’s 2014 Senate model was around ten thousand words long and requires a commitment of about an hour to read (Silver 2014a). The Huffington Post’s 2014 forecast model explanation was shorter, around twenty-five hundred words, but still required more time than most casual news consumers are likely to spend (Jackson 2014). The (probably large) portion of the audience who went directly to the forecast pages, ignoring the methods explanations, saw numbers that declared how likely the Republicans were to take over the Senate without any explanation of what an 80% likelihood actually means. Presenting the numbers with the appropriate explanation of uncertainty, without requiring the audience to spend an hour reading model details, is something public forecasters need to work on in the future.

There is a big opportunity to educate the public about statistics and probability; political aggregation and forecasting is a huge connection between the public and political science that happens every two years, and in a bigger way every four years. The difficult part of the task is figuring out how to do that in a clear and concise way, then get audiences to read the explanations.

Single Polls vs. Aggregation

There is some tension between pollsters and aggregators. Aggregation can seem to render individual polls moot in promoting an average instead of any single pollster’s estimates. Pollsters rely on their branding to attract business, and aggregation removes that branding and replaces it with an average of several brands. The pollster is still recognized as part of the average, but the average can seem to diminish the importance of the individual poll. In addition, the claim that aggregation results in a more precise estimate of where public opinion stands than individual polls can seem like an attack on the accuracy of individual polls. Each of these criticisms deserves attention.

The obvious answer to the notion that aggregation renders individual polls moot is that aggregation could not exist without individual polls. Aggregation is only possible when there are multiple pollsters measuring the same question; without the pollsters, aggregators have no job. Beyond the obvious, though, individual polls have an advantage over aggregation in showing actual change in opinion over time. Aggregation will, of course, show change in estimates over time, but the change could be due to which polls were in the past five polls average, or which were most recent and therefore weighted most heavily. When aggregations combine polls with sometimes very different methods, it becomes difficult to say which changes in the estimates are due to actual opinion change and which are due to polling method differences.

With individual polls, change in opinion over time is easier to detect. Two polls produced by the same pollster with the same methods that differ only in when they were conducted will offer a much clearer idea of how opinion has changed. If it is not a panel—that is, the samples in the two polls are different—some of the difference in numbers between the polls could be sampling error, but sampling error has known estimates and can be accounted for with simple statistical testing. If opinion in the second poll has changed from the first poll, and that change is statistically significant after accounting for sampling error, there has probably been an actual opinion shift in the population. The equivalent tests for aggregated estimates would be much more difficult, meaning that it is less clear that opinion has actually changed. Aggregation will pick up opinion change patterns over the long term, but individual polls conducted by the same pollster are much better for identifying opinion change as it is happening.

The idea that aggregation is a more precise estimate of opinion than individual polls, and that this assertion attacks the accuracy of individual polls, is warranted but a bit misguided. Aggregators are not claiming that individual polls are inaccurate by combining the polls; rather, they are leveraging large amounts of information to improve statistical precision. It is statistical fact that a single poll with a fixed sample size of approximately one thousand respondents has a 95% confidence interval margin of error around 3.4 percentage points (without including any design effect in the margin of error). The margin of error cannot be reduced in this poll once it is completed, meaning that in 95% of all possible samples, the estimates will vary by up to 3.4% above or below the estimate obtained with the poll’s sample. In the other 5% of cases, estimates would exceed that 3.4% error (Pew Research Center 2016).

The only way to improve precision is to increase the sample size. Aggregators are able to effectively increase the sample size by combining several polls, thus decreasing the margin of error. Other sources of error can be introduced in the process, as discussed in the technical section, so the error of the aggregated estimates might not look exactly like a margin of error for a sample size equal to all of the polls’ combined sample sizes, but the statistical fact is that more information increases the precision of the estimates. This is not an attack on pollsters’ accuracy or a comment on the methods they use to get individual estimates. As just noted, aggregators are completely dependent on the pollsters to produce data that can then be aggregated, but aggregators are trying to leverage that information to provide an easy-to-comprehend summary of opinion. In doing that, combining polls does statistically increase the precision of estimates.

Polls as Forecast Tools: Expecting Too Much?

Pollsters are fond of noting that polls are “snapshots” of what opinion looks like at the time the poll was conducted, particularly when electoral results do not quite match what polls said the week (or weeks) prior to the election. They are correct to make that assertion. When polls ask respondents for their opinions, what they get is the opinion that comes to mind at the moment that person is answering the question. Lots of different factors go into how a respondent will answer a question, but the single biggest determinant seems to be what is at the top of a respondent’s mind when the pollster calls (or emails, or knocks on the door) (Tourangeau, Rips, and Rasinski 2000; Zaller 1992). We do know that polls are highly predictive of electoral outcomes when the polls are conducted within a few weeks of the election, but the farther out from the election the polls were conducted, the lower the correlation is between outcome and poll estimate (Erikson and Wlezien 2012).

Polls inherently measure public opinion in the past, since they can only estimate opinion at the time the questions are asked; by the time they are released, the data are at least a few days old. Forecasts are attempting to do exactly the opposite: estimate vote choices in the future. The measurement goals of polls and forecasts are fundamentally at odds, and forecasts make it seem that polls should be predictive of the ultimate outcome in order to have any value. It is critical to keep the goals of polling and forecasting separate, even though polls are almost always a primary data source for forecasts. Polls alone are not forecasts; expecting polls to always predict electoral outcomes is expecting too much.

Polls are, however, appropriate data to use for forecasting. By the end of an election cycle, poll outcomes correlate very highly with outcomes, according to Erikson and Wlezien (2012). Most forecasts that begin more than a few months before the election do not actually rely solely on the polls. These models start with the “fundamentals” of the election—economic factors and presidential approval ratings are the most commonly used fundamentals—and blend the polls in as another source of information. As the election gets closer, forecasters assume that people answering the polls begin paying more attention to the campaigns and political environment, so that the poll numbers align with what the fundamentals would expect. That reduces the need to include fundamentals, so the forecasts can rely more and more heavily on the polls as the election gets closer. As discussed in the technical section, the New York Times, Washington Post, and FiveThirtyEight models have used this type of setup, gradually leaning more on polls for their forecasts (Cox and Katz 2014; Sides 2014c; Silver 2014a).

Models that rely only on polls, such as the 2014 models produced by HuffPost Pollster and the Daily Kos, are probably more like poll aggregation if they are calculated more than a few months before the election. However, in 2014 these models were released later in the cycle (Daily Kos 2014; Jackson 2014). By the time these models debuted in late summer, there were only minor differences between their estimates and the hybrid model estimates that included fundamentals. Since these models were released later and made adjustments to account for the uncertainty of relying solely on polls, the expectation that the polls could produce accurate forecasts was appropriate. But more than a few months prior to the election, polls-only forecasts are probably demanding too much from polls, which are only meant to measure opinion at the time they are conducted.

THE FUTURE OF POLL AGGREGATION AND FORECASTING

Aggregation is likely to continue as long as there are plenty of polls to aggregate. There is not a ton of competition for audiences, since only two websites produce aggregated estimates and charts of these estimates over time. The idea of doing a “poll of polls” to provide one estimate of where opinion stands remains useful, unless the volume of polling slows down drastically in the future.

Forecasts could have a shakier future. In 2014 the concept of aggregation was extended to election forecasts: Vox, a new Internet media source, did not produce its own election forecast, but instead aggregated the other forecasts into one meta-forecast (Vox 2014). At the point when forecasts are being aggregated, a logical question is whether having so many forecasts is worthwhile, especially if the forecasts mostly say the same thing they did in 2014. Political scientists will likely continue to forecast elections for journals and academic purposes, but media-produced forecasts that need to appeal to a broader audience could face problems.

Presumably there is a finite audience that these media forecasts can appeal to because of their complexity, so too many forecasts would divide the audience and make it less worthwhile for outlets to spend resources on them. Polls can continue to proliferate, since there are different sources of sponsorship and different audiences—campaigns, parties, and a multitude of news sources will continue to need polls—but it is less clear that forecasts are necessary to those groups. It is possible that more forecasts would flood the market and the “bubble” of election forecasting popularity could burst, particularly if forecasts are not as accurate as they were in 2008, 2012, and 2014.

While the U.S. election polls and forecasts have performed fairly well since 2008, forecasts are only as good as the polls that go into them. Even forecasts that use fundamentals end up relying very heavily on the polls, so if the polls are wrong, forecasts will be wrong. Polls and forecasts performed very poorly in the 2015 United Kingdom Parliamentary and Israeli Knesset elections. In Israel, the exit polls and fourteen polls taken the week before the election pointed to a different outcome than what emerged once the ballots were counted. Late shifts in opinion could have accounted for the poll discrepancies, but there is no consensus on what caused the exit poll problems (Nardelli 2015; Blumenthal, Edwards-Levy, and Velencia 2015a). To the surprise of the polling community, much the same thing happened two months later when polls and forecasts missed the landslide Conservative Party victory (Blumenthal, Edwards-Levy, and Velencia 2015b). As the tallies were coming in and it was clear the polls were wrong, Nate Silver wrote that “the world may have a polling problem” (Silver 2015). If the world does have a polling problem, then it also has a forecasting problem.

The futures of aggregation and forecasting are similar in one crucial way: they will always depend on the availability of quality polling data. If poll data quality wanes, aggregation cannot fix it, and forecasts will be wrong when the polls are wrong, no matter how complex or cautious the forecasting model. Without quality data, we are not able to measure opinion accurately enough to predict anything. The future of aggregation and forecasting is completely dependent on the future of polling.
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