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			Whether you are a fan of technology or simply a fan of great storytelling, you will be captivated by Beyond Everywhere, the heretofore untold story of how the fundamental Wi-Fi connectivity we all rely on came to be. Because of his unique and longstanding position at the very center of the Wi-Fi world, there is no one better than Greg Ennis to tell this dramatic tale, from the very beginnings of Wi-Fi to its surprising explosion across the globe. In this marvelous book, Ennis portrays in captivating detail the pivotal episodes that brought Wi-Fi into our lives and brings to life the key players in the technical and political battles that determined its ultimate victory. Now synonymous with the Internet itself, and with billions of users, the Wi-Fi story has finally been told.

			– Edgar Figueroa, President and CEO, Wi-Fi Alliance, 2007–2022

			 

			In Beyond Everywhere, Greg Ennis eloquently presents the complete story of Wi-Fi–how it developed from a relatively small-scale project to the now ubiquitous technology that enables modern life in the form of streaming video, connected appliances, and Zoom calls with distant coworkers and family members. Ennis was not a detached observer of this drama. He was one of the original developers of wireless LAN technology and for sixteen years served in the chief technical leadership position for the Wi-Fi Alliance. From this ringside seat, Ennis details the many potential minefields that nearly blocked the creation of a worldwide standard. If not for the efforts of Ennis and his colleagues, there would not be the seamless connection we now experience across various devices, localities, and nation states. Greg Ennis narrates this harrowing journey in a way that will reward everyone, from those who have a casual interest in technology to the more serious historians of science.

			– Barry M. Staw, Distinguished Professor Emeritus, Lorraine Tyson Mitchell Chair in Leadership and Communication, Haas School of Business, University of California, Berkeley
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Prologue

			There are over eighteen billion Wi-Fi devices in operation right now, supporting over half of all Internet traffic.

			Each year another four billion are sold.

			It has become the world’s most beloved technology and is so pervasive in our lives it seems to be beyond everywhere.

			This is its story.

			A friend of mine in Santa Monica surprised me several years ago by asking me to participate in what sounded like an eighteenth century salon for Paris intellectuals. Her idea was to gather a group of “creatives” from various disciplines, including artists, architects, and film makers, to talk about the various tools that were important in their creative process. “Are you sure?” I asked her. “You do know I’m an engineer, right?” I was amazed that she included me, as I’ve many times had to stoically listen to disparagements of engineers by those in the arts. But fancying myself a twenty-first century Voltaire, I agreed.

			For a full afternoon, we all met in a conference room of one of LA’s hippest PR agencies. To kick off the conversations, our assignment was to bring some physical object that was a representative tool within our creative process—something the others could focus on as we presented our individual stories to the group. One of the graphic artists brought a color wheel to discuss. When it was my turn to speak, I placed a simple whiteboard marker on the table. “Engineers have this reputation of having no social skills, sitting isolated in their little cubicle.” As I said this, I noticed some heads nodding in agreement. “But in fact, engineering is a highly collaborative activity. And the whiteboard is where the creative juices of the group come together to surface a new idea.”

			Indeed, engineering is a very social, very human pursuit, filled with all the human emotions and frailties—pride, anger, embarrassment, sadness, joy—and this will certainly be true in our story of Wi-Fi, from its inception through its explosive growth. Like an uncontrollable, living wildfire, Wi-Fi burst upon the world, where it is now one of the most massive, most successful, and most significant engineering projects ever accomplished. Today it involves thousands of developers and billions of devices all seamlessly working together, enabling billions of people to engage with each other across the globe while contributing trillions of dollars to the world’s economy.

			The collaborative engineering behind Wi-Fi has taken many forms: individual engineers arguing over the best design approach; competitive companies forming loose alliances to promote a mutually beneficial idea; international standards bodies formalizing a specification; government regulatory agencies trying to do what’s best for their country; and industry trade associations working to ensure that the promise of a specific technology is realized in the marketplace. Yes, the Wi-Fi story is about a technology, but it’s not a dry, technical story—it’s really about the people and their organizations, the characters in the play, major and minor, who drive the plot forward.

			Of course, this is my personal narrative. But I can claim to have been privileged with a unique and central vantage point with Wi-Fi throughout the thirty years of this story. In 1993, it was my proposal—along with two collaborators—that was adopted as the foundation technology for the international standard that was to ultimately become Wi-Fi. In my subsequent role as technical editor of that standard, I developed text for that initial specification and was a key participant during the techno-political battles that eventually yielded the complete Wi-Fi standard. In 1999, I was a central player in the creation of Wi-Fi itself along with the creation of the Wi-Fi Alliance, and then, for the next sixteen years, served in the lead technical position for that key organization as we ignited the Wi-Fi spark and fanned the flames of its explosive global growth. In 2016, serving as Vice President, Technology for the Wi-Fi Alliance, I retired to write this book.

			So I believe my personal story here is a core thread in the history of Wi-Fi. It’s a fun tale—along the way we will be witnessing FBI sting operations, Chinese ping pong matches, Hedy Lamarr, Florida hurricanes, corrupt commodity exchanges, Steve Jobs’s showmanship, the Quebec independence movement, the Sistine Chapel, Olympic torchbearers, hackers, the Chinese Vice Premier, accusations of voting manipulations, and jazz at the Blue Note. But more seriously, I hope that this exposition will prove useful to general historians of technology, because the backstory behind the Wi-Fi explosion is a prime example of how a new technology becomes viral and then ubiquitous—through the intelligence, struggles, arguments, and collaborations of many, many talented people.

			Our genesis story centers on four key dates—when the Wi-Fi wildfire was first ignited and the flames slowly fanned until the conflagration exploded around the planet in 1999:

			May 5, 1985—in the US, the FCC issues a new ruling that designates certain frequency bands for “unlicensed” wireless usage (Chapter 3)

			November 11, 1993—the international standards body responsible for wireless Local Area Networks (the “IEEE 802.11” committee1) votes to adopt a specific proposal as the foundation protocol for the wireless LAN standard (Chapter 13)

			July 9, 1998—the IEEE 802.11 committee adopts a proposal for a new higher-speed variant of the standard, giving us a completed blueprint for what will become known as Wi-Fi (Chapter 17)

			September 15, 1999—Wi-Fi is introduced to the world, along with the Wi-Fi Alliance, at the Networld/Interop trade show in Atlanta, Georgia (Chapter 22)

			The subsequent remarkable growth story—the explosion of the Wi-Fi wildfire across the globe and the challenges that both the IEEE and the Wi-Fi Alliance had to overcome for that growth to continue its acceleration are then covered in the succeeding chapters.

			At various key points in the story, we’ll see that had things gone a different way, Wi-Fi may never have become a reality. Of course, it’s likely that various wireless technologies would still have been developed and used. But the Wi-Fi that we have come to love has a universality that likely would never have emerged in a non-Wi-Fi world. It’s a single standard implemented in tablets, smartphones, laptops, thermostats, printers, TVs, lightbulbs, automobiles, game consoles, and toys; the same protocol is used within homes, shops, offices, restaurants, businesses, factories, airplanes, buses, trains, and public hot spots; your devices connect the same way whether you’re in Beijing, Nairobi, Warsaw, Lima, Alice Springs, or Fargo. Had our Wi-Fi story not progressed the way that it did, the wireless world could very well have fragmented into multiple incompatible domains along any of these dimensions. One of my goals with this book is to convey the amazing amount of dedication and hard work that was required on the part of many talented people to ensure Wi-Fi achieved this universality. But there was also some serendipitous good fortune along the way.

			Allow me a quick apology to my Wi-Fi friends. I haven’t had a chance to consult with everyone with whom perhaps I should have. There will be some with different recollections, and there will be gaps in my story that hopefully someone else can fill someday. The dialogs I’ve inserted are, of course, not absolutely 100 percent accurate; although my personal records are astonishingly complete, I somehow neglected to surreptitiously record all these conversations as they happened. Yet, no one could ever deny that, as they say with so many current films, this book is “based on true events.”

			The names of my many collaborators are scattered throughout the following chapters, and it has been an honor to work with them all. My colleagues in Holland—including Vic Hayes, Bruce Tuch, Angela Champness, and Cees Links—will be seen to play an important role. But I want to especially acknowledge Ken Biba, Wim Diepstraten, Phil Belanger, Sarosh Vesuna, Jeff Abramowitz, Jim Zyren, Qiumin Hu, and Edgar Figueroa. I’ve had many pleasant whiteboard arguments with each of them, and they are all major heroes in the Wi-Fi story.

			And to my lovely wife Michalene—thank you for never tiring of telling me, “You should be working on your book.”

			 

			Mariposa, California

			November 2022





PART ONE

			Pork Bellies and Yen Futures

			in which an FBI sting operation begins our Wi-Fi story





CHAPTER 1

			A Wireless Net for Commodity Traders

			There’s corruption in Chicago, so Ken gives me a call

			It started with a crime. And here I am, at the scene of the crime, being told to keep my arms down or I might end up with a truckload of pork bellies delivered onto my driveway.

			It’s May 23, 1990, and we’ve been granted special permission to tour the commodities trading floor of the Chicago Board of Trade—affectionately known as CBOT. It’s absolute chaos; the noise is deafening. There must be a thousand people in this cavernous room. Scattered around are the various trading pits—actually not sunken pits but raised octagonal areas in the floor—inside of which the traders shout at each other for no apparent reason, since it’s impossible for them to hear themselves. Their real communication seems to be via hand signals—they wave their hands in coordination with their yelling, a special language that establishes pricing offers to buy or sell. Pork bellies, orange juice futures, corn options, cotton…yes, all the commodities you’d expect, but also Swiss franc securities, yen futures, billions in world currencies transferred in an instant from account to account, traded just like soybeans.

			The crime? Well, it happened a year before my visit. And now that I’m witnessing this chaos, it’s obvious to me how easily such a crime could have gone down. In this den of greed, hiding within the cacophony, fraudulent traders had been skimming from their client accounts, until 1988 when the FBI set up a sting operation called Operation Sourmash. And on August 2, 1989, United States Attorney General Richard Thornburgh announced forty-six individual indictments on counts including racketeering, fraud, and lying to federal agents.

			But it wasn’t just the corrupt traders who got stung by the Feds. The Chicago Board of Trade itself and its sister trading floor, the Chicago Mercantile Exchange,2 were both hit with huge financial penalties, and a requirement that they clean up their act. According to the indictments, the pervasive fraud on the trading floor was enabled by the exchanges’ messy manual trading practices—a way of doing business that had evolved over a hundred fifty years. These trading practices were so ingrained in the traders’ neurology that, if not handled properly, this mandate for change from the Feds could threaten the whole commodities trading system, and thereby the stability of the US economy. Still, the Feds insisted: the commodities trading floor must be automated to incorporate wireless, handheld trading terminals—a project given the name of AUDIT (Automated Data Input Terminal) when it was announced just days after the indictments.

			So this is why I’m here, to get a sense of what we’ll have to do in our wireless system design. Essentially, I’m part of the punishment that has been meted out to this corrupt world of commodity traders, and I’m feeling a bit overwhelmed.

			Forty-seven potential bidders responded on the CBOT program—with thousands of  handheld terminals and a complete wireless network system, the total cost of the program was anticipated to be around $40 million, so the level of interest was obviously high. But by March of 1990, they had trimmed the list of potential developers down to thirteen, with the intent of financing prototype development prior to the final selection. I was part of a team put together by a small company named Synerdyne, a Santa Monica custom development company that had partnered with Seiko, the Japanese consumer electronics company. Texas Instruments was also on the list, as was a small company named Spectrix, who was partnered with Panasonic. As it turned out, this would not be my last technical competition with Spectrix, as we would later battle each other with competing proposals for the Wi-Fi foundation protocol, but that’s a later part of our story.

			For an outsider like me, it’s hard to believe CBOT’s original way of managing trades could ever have worked; it’s crazier than I possibly could have imagined. Traders are crammed into the various pits, madly flashing their hand signals. I feel like I’m on a spinning carnival tilt-a-whirl, with sweaty guys in color-coded jackets running all around me, red, yellow, green…. It’s almost psychedelic. Some of them seem to be boys dressed in their own jacket style, picking paper cards up off the floor. The floor is a mess, and along with everyone else, I’m just stepping on the little cards that are strewn about. Then one of the boys rushes towards me, barely taking a break in his trot, and scoops up the card I just stepped on.

			I’m told later that these cards on the floor are, in fact, not rubbish. They’re actually the handwritten, formal records of trade deals made in the pits. If the shouts and hand signals between two traders end up in a deal, like “500 cotton for delivery next Tuesday at twelve-and-a-half,” they’ll both write on a card what they think the deal is. But a misinterpreted hand signal can result in the seller thinking he sold 450 while the buyer thinks he bought 500. After documenting their possibly incorrect assumptions on their cards, it looks to me like they simply toss them on the floor for the boys to pick up. Perhaps after I’ve stepped on them.

			The cards are taken to a back room where data entry operators type the numbers into a central computer. The following morning, each trader receives a printout of his trades from the previous day—perhaps it’s better to call them provisional trades. Because, not surprisingly, something like 20 percent of the trades will be flagged as a mismatch, where the cards submitted by seller and buyer disagreed on the details. It’s then up to the traders to find each other—many hours after the trade was ostensibly made—and work out on behalf of their clients what the trade actually was supposed to be. And by the time the traders have gotten together to settle up their differences, the market for that commodity has, of course, moved on—maybe up, maybe down. No opportunity for fraud here, right?

			So the Feds have stepped in, and this is now our challenge. We’re a team of engineers with a contract to prototype a new system that will be forced upon these traders by the Feds because of their past criminal behavior. This AUDIT3 project requires us to provide a handheld terminal, wirelessly connected to a central computer, to capture the trades in real time. And since this project will fail if the traders won’t use it, we must replicate as far as possible, in look and feel and in the way it operates, the crazy handwritten cards that they’re used to. Except, of course, for the tossing on the floor part.

			I’m responsible for our wireless network design. But I have no idea that the concepts I’m about to develop will eventually find their way into something used by billions of people all over the planet. Wi-Fi was coming—but who could have known that? The story of its development and subsequent explosion into a ubiquitous worldwide presence will take us through many zigzags over the course of the coming years. But this crime-ridden Chicago trading floor is where our story begins.

			We were being asked to create a handheld trading terminal, with stylus-based data entry and a graphic touchscreen, along with an associated wireless network connecting thousands of these devices, without the benefit of readily available technology to tap into. This was a very tall order. Sophisticated handheld devices like cell phones really didn’t become generally available until many years later, so we needed our own custom hardware design. In addition, the core elements of the wireless network—the so-called protocols governing how the devices would communicate—needed to be designed from scratch. This was my assignment.

			Fortunately I had some experience in network protocol design, as did some of the other members of our team. First, there was Ken Biba. He had been my boss—and my mentor—at a company called Sytek, my first job after graduate school. He had founded Sytek in 1979 with a group of four others who had all come out of the defense contracting world, and the initial focus of the company was contract systems design for government and commercial clients. It’s a typical Silicon Valley story—when I first interviewed with these guys, they were operating out of a garage. Well, not really a garage, but it did have big roll-up doors to the outside, and so I liked to think we were just like HP or Apple starting up. They talked a big game, and they were the smartest people I had interviewed with, so I was motivated to join them.

			Ken was the archetype serial entrepreneur, moving quickly from idea to idea as he started various companies. Sytek was his first venture, and when he and the four other founders took me on as the company’s second employee, I had just finished at Stanford with my master’s in computer engineering. A few months before, my wife, Sally, and I had welcomed Amy as our first child, so it was risky for me to join a startup as my initial job. But I had developed an interest in computer networks at Stanford, I had a feeling that this technology would explode, and Sytek’s plans in that area were too enticing for me to pass up. Fortunately, I was able to convince Sally that it was worth the risk.

			Among Sytek’s founders, Ken was the technical visionary. He didn’t start out as my boss, but from the very beginning, he was my mentor, and we both realized quickly that I should be working directly under him. Though I was young, he wasn’t that much older, so he couldn’t have had that many years more experience than me. But in the fast pace of Silicon Valley high-tech, a few years of experience can mature a person rapidly. His full beard managed to signal both gravitas and counterculture, and his casual style was right in line with what we all expected from the high-tech rock stars of the day. He had chutzpah, but he also had the technical chops, and so he was deservedly respected.

			At my interview with him, after I apparently passed a series of technical brainteasers about the internals of the Unix operating system, Ken went into sales mode on me. “Xerox wants us to design the protocol architecture for a nationwide multiuser microwave network.” That certainly excited me—in the seventies, Xerox was at the absolute forefront of computing technology, with their Palo Alto Research Center inventing graphic user interfaces, Ethernet, and laser printing. “We’ll be getting contracts with the Department of Defense to work on the evolution of Arpanet.” Wow! “We’ll design local area networks like Ethernet except using cable TV transmission technology.” I’m hooked! “Metropolitan area data networks.” Sign me up!

			We worked together for seven years at Sytek. I ended up as director of engineering for network architecture as Sytek became one of the leading companies in the Local Area Network (LAN) market.4 But by 1986, both of us had left for other opportunities. I started “Ennis Associates,” a fancy name for a consulting company with no real associates other than me, and Ken gave me a call. “I think you can help us here; come on by.” Ken’s new company was called Agilis, and they were working on a wireless networking product. Sounded just like Ken, I thought; the bleeding edge yet again, and right up my alley. When Agilis soon thereafter became involved in the Chicago Board of Trade project, we knew it was a big opportunity to do something great.





CHAPTER 2

			Experience Is Required

			What a crazy environment—can we tame this chaos?

			Peter Vogel was obviously a convincing liar. He had lied on his application to be a floor broker at the Chicago Board of Trade when it asked if he had ever used a different name. And he had lied to his CBOT trading floor cohorts as they jockeyed for deals in the Japanese yen pit, telling them that he was the nephew of a rich investor in South America. They didn’t realize his name wasn’t really Peter Vogel—it was actually Dietrich Volk, and he was an FBI undercover agent.

			Vogel’s personal commodities transaction cards have become treasured pieces of memorabilia, and images of them can be found today on the Internet. Apparently, when the news of the FBI sting broke, and Vogel’s real identity became known, the other traders scooped his cards up as souvenirs. These cards, like the ones I stepped on as I walked the floor, provided our Synerdyne team with a challenging requirement: the wireless terminal must look just like the card. The tradition-bound traders wouldn’t settle for any deviation.

			“Tradition-bound” is putting it mildly. On the card face, the units traded were marked down by the trader in a column called “CARS.” Whether it’s currency futures, pork bellies, orange juice, or soybeans, what gets traded is in units of cars.

			“What does ‘cars’ mean?” I asked during our meeting with the CBOT project managers. “It means cars,” was the response. We were all perplexed. “Automobiles?” But our confusion just seemed to confuse our hosts.

			Finally, they told us: “No no—train cars. Cattle cars.” It seems that since the 1800s, when the trading floor had cattle cars parked on rails outside, with the traders bidding on whole carloads of cows for delivery, the unit of trade has been a car. It’s certainly hard to imagine train cars full of Japanese yen futures, but that’s what they say they’re trading. It’s their tradition.

			Fortunately, this part of our system design would not be my responsibility. The graphic touchscreen with a stylus interface pretending to be a trading card—complete with a CARS column—was Synerdyne’s job. But this fancy electronic device would require an intensely battery-consuming design, with major implications for our wireless protocols. Along with the rest of the system, our network needed to consume as little power as possible, and this would be a real straightjacket on the protocol design.

			We were planning to use Ken Biba’s Agilis wireless transceiver in the terminal, but the protocols—and the software implementing the protocols—would be custom designed, so Ken brought in another small company to help out. We were both very familiar with this company because it had its origins as our Los Angeles-based development group back in our Sytek days and was headed by a bright engineer friend named David Kaufman. In 1988, David had founded a small software development company named DeskTalk. I was doing consulting for him simultaneously with my consulting for Ken at Agilis, so it seemed natural to me that DeskTalk would be brought into our Chicago project for the software development. Basically, their software engineers would implement the protocol designs that I was tasked to develop.

			The head of our project team was Synerdyne’s CEO, Mark Knighton. To me, Mark seemed more like a Hollywood star than an engineer—after all, he was from LA, his company’s office was right on Wilshire in Santa Monica, and he had the right look, but he was also a brilliant engineer. I’m still not sure what his background was exactly, but somehow, he managed to get CBOT to approve his proposal for this program, and he put together a development team that ultimately involved his company (Synerdyne), Ken’s company (Agilis), David’s (DeskTalk), and finally, to build the graphic handheld terminal itself, the Japanese consumer electronics company Seiko.

			And, since the task of actually designing the wireless protocols fell to me, I needed to go on-site at CBOT to find out how this crazy commodities world really operated.

			Wandering along the madcap CBOT trading floor while dodging the elbows of screaming traders, my goal was to get a sense of how the wireless network might handle the vagaries of activity during the course of the day. I noticed that some pits were relatively calm, while others were like a whirlpool sucking everyone into its maw. I moved over to where the craziest action seemed to be, though I couldn’t even see the actual pit through the colored jackets of all those gyrating bodies.

			I cupped my hands around my mouth and yelled a question to my CBOT guide: “What’s going on over there?”

			“That’s the Canadian dollar pit,” he yelled back. “Something must have happened.”

			I found out later that a key member of Prime Minister Brian Mulroney’s cabinet had resigned right in the middle of some complex negotiations regarding the status of Quebec, and he was now declaring himself in favor of Quebec independence. This was big news in all the Canadian papers, and it appeared to weaken the public’s perception of Canada’s future as a united country. The Canadian dollar was falling fast, and the traders were going berserk.

			Yikes, I said to myself, this will be a challenge. There was no predictable pattern to the data traffic from the pits. Any given pit might suddenly switch from quiet to crazy all because of some uncontrollable event out there in the real world. We wouldn’t be able to count on an even distribution of trades coming from the various pits, and neither could we count on a predictable time distribution of trades throughout the day. My wireless system design would need to handle an extremely chaotic data traffic picture.

			This wild trading-floor environment wasn’t just a challenge for my wireless network design. In an interview with Bloomberg, Mark Knighton described some of the complications that we faced with the physical design of the terminal. For example, during a prototype testing session, traders would drop the electronic stylus on the floor, where it would be repeatedly stomped. “It was excruciating to watch,” according to Mark, and the stylus was redesigned to be encased in a steel tube. To accommodate the gyrating arms and hand signals, the terminal needed to be lightweight but still secure in the traders’ hands, necessitating a custom molded case with finger cutouts and a Velcro strap. The commodities floor is basically a battlefield—complete with paramedics on call—and essentially the handheld terminal needed to be a fully ruggedized computer.

			Yes, that’s a legitimate verb in computerese—ruggedize. It’s what you must do when providing equipment to the military, or the police, or to fire fighters, or in any situation where the device may be dropped, stepped on, spilled on, whether in a dust storm or salt spray. And ruggedizing was something Ken Biba was also very familiar with, as his company, Agilis, was specifically in that business.

			Agilis had developed a novel portable workstation concept targeting the military and emergency services market involving a set of modular ruggedized components that snapped together into various configurations. These portable workstations would all communicate via a packet radio network developed by Agilis, on which I had consulted. The Agilis radio was one of the first products specifically designed for short-distance, wireless local area network applications—exactly what we needed for CBOT—and it was probably this Agilis wireless expertise in addition to their ruggedized product experience that brought them into the team with Synerdyne. As I would be working again with the Agilis wireless hardware as the basis for my custom network protocol design, that gave me a certain comfort level in the face of our extreme challenges.

			It wasn’t surprising to me that Ken was at the forefront of the wireless LAN revolution. At Sytek, we engineers would always joke that for Ken, dreaming up some new idea was the same as actually doing it—and he had plenty of ideas. For example, starting around 1980 under Ken’s technical direction, we were building radio-based data communications products, using cable television cables as the transmission medium rather than the airwaves. We were basically developing the first cable modems, like those used in millions of homes today for Internet access.5

			Although not truly wireless, the Sytek product (called LocalNet) could rightfully be viewed as a very early pioneering wireless LAN system—with radio transmitters used in a local network configuration, and even using the same basic protocol methods as Wi-Fi would many years later. In fact, we had heard rumors that one of our customers had successfully used antennas in place of the cable to make LocalNet run wirelessly, which would have violated government regulations. But, of course, our normal radio-over-cable configuration was perfectly legal, and LocalNet became one of the most successful LAN products on the market.

			Our competition back then was the more established technology known as Ethernet. It was invented in 1973 by Robert Metcalfe and David Boggs at the Xerox Palo Alto Research Center, and it eventually became standardized by the IEEE (Institute of Electrical and Electronic Engineers). The real heart of the Ethernet invention was the use of a specific protocol governing the way that multiple transmitters could share a common medium (in this case, the shared Ethernet cable) without their transmissions interfering with each other. This method was called Carrier Sense Multiple Access with Collision Detection, commonly abbreviated as CSMA/CD. It’s simpler than it sounds, because it’s basically the protocol we humans use when we’re talking around the dinner table, at least when we’re being polite. CS (Carrier Sense) means “listen first before talking to make sure no one else is already speaking”, MA (Multiple Access) means “there are multiple possible talkers participating”, and CD (Collision Detection) means “if you start talking and you hear your voice colliding with someone else’s, stop talking.”

			The use of the CSMA concept, and in particular the manner of handling transmission collisions, needs to be adjusted depending on the characteristics of the underlying medium. Later in our story, we’ll see that this would be particularly true for our adaptation of CSMA for Wi-Fi,6 but at Sytek, we first faced this issue with the use of radio transmission over cable television cabling (so-called broadband transmission) as opposed to Ethernet’s non-radio (so-called baseband) technology. Our Sytek adaptation of CSMA to radio-based broadband systems required the development of a slew of associated protocols, and it was through this effort that I developed my initial expertise as an architect of protocols for radio systems under Ken’s mentorship. In the mid-eighties, these Sytek proprietary protocols were incorporated into IBM’s “PC Network” products for the IBM personal computer and formed the original foundation for the “NetBIOS” standard that is still in use today.

			For our CBOT protocols to successfully handle financial trades, we obviously needed to ensure reliable delivery of the data packets. Fortunately, we could draw on our experience with so-called “higher level” protocols, in which acknowledgments, sequencing, and retransmission mechanisms are incorporated. For example, both David and I had participated as consultants to the “Protocol Standards Technical Panel” of the Defense Communications Agency, which had just taken over responsibility for the management of ARPANET’s Internet protocol development, including the higher-level protocols called TCP and IP.7

			In the early 1980s, TCP and IP were becoming established as the long-term protocols for the Internet, but back then there were still naysayers, and there were competing protocol architectures aplenty. For example, Xerox had developed their own protocols that they were promoting, and the UN-associated International Standards Organization was pushing a competing protocol called TP4. One of the roles David and I played in the Protocol Technical Standards Panel was to help the Defense Department convince other agencies in the Federal government that TCP/IP was superior to these competing protocols. Of course, TCP/IP ultimately won out over all the competition worldwide to become the basis of the Internet today.

			So our team certainly had the right experience, I felt comfortable with my protocol design assignment, and we felt strongly that we would be a leading contender to win the entire CBOT procurement. But with thirteen other bidders still in the running, we also realized it would not be a slam dunk.





CHAPTER 3

			No License Needed

			O’Neill, Agilis, Telesystems—the FCC entices some visionaries

			Our work developing the Chicago Board of Trade’s network was not happening in a vacuum. The enabling event that made our radio-based network possible was a ruling by the Federal Communications Commission that had happened five years earlier. Championed by an FCC engineer named Michael Marcus, and formally announced on May 5, 1985, this radical FCC decision for the first time allowed for certain kinds of low-power radio transmissions within specific frequency bands—without requiring a license.

			To explore what that means, we need to look at how the FCC operates.8 The role of the FCC within the United States is similar to that of their counterpart agencies in other countries around the world—for our story here, it’s their regulation of the airwaves spectrum within the national boundaries that is their key responsibility. The airwaves are a public resource, and national governments typically strive to ensure that they are being used for the maximum benefit of their citizenry. This public-benefit goal precludes a pure laissez-faire approach, since a simple free-for-all would lead to a chaotic situation, with transmitters interfering with each other to such an extent that no successful communications could be achieved by anyone. So regulation is necessary, and to this end, the FCC and their counterparts in other nations allocate specific frequencies dedicated for various uses like radio, television, satellite, and cellular. Other requirements, such as the maximum power levels that may be transmitted within the various frequency bands, are also specified by the FCC. But this general allocation of frequency bands only provides a basic framework for the FCC’s key chaos-aversion method: licensing.

			Licensing typically works as follows: the FCC grants to an individual company the exclusive right to use particular frequencies within a designated limited geographic region. Such licenses are familiar in the case of radio stations—a local station may be granted a license for a particular frequency (say, 88.1 megahertz on the FM dial), and another station on the opposite coast may be granted a license to that same frequency. This grant of exclusive use protects each from the other’s interference because of the distance involved, so long as the licensed stations abide by the rules governing the power levels at which they transmit.

			But in addition to the licensing requirement, the actual transmission equipment must be approved by the FCC to ensure that it abides by the general rules for its band (such as power levels). This is called “type approval.” Generally, FCC type approvals are done via testing with a specific example of the equipment model, which, if successful, allows identical equipment to then be manufactured and deployed—basically, all equipment of the same model as that which was tested and certified is thereby authorized.

			The FCC’s 1985 rule change allowing unlicensed use of certain frequencies was a radical experiment, which has ended up succeeding beyond their wildest dreams. Imagine what it would have been like if your retail purchase of a Wi-Fi security camera required you to personally apply for an FCC license before you could use it within your home or business. By allowing unlicensed use of certain frequencies, the FCC enabled a consumer market for low-power radio devices that would never have been viable under the usual licensing requirements. So long as the devices transmitted at a low enough power level, interference wouldn’t be an issue, provided that the devices themselves would to be able to tolerate a certain amount of interference. And “low power” really meant low—the FCC’s mandated maximum power levels would only allow for ranges of up to several hundred feet. But the FCC felt there just might be a market for new applications that could operate in such an environment. With tens of billions of Wi-Fi devices now having shipped, I guess they were right.

			The trick was finding the right frequencies to allocate for these new devices, because the incumbent users of any existing frequency bands would not look kindly on the arrival of new, unlicensed interferers. Fortunately, there were bands that the FCC had already allocated for so-called “Industrial, Scientific, and Medical” equipment, known as the ISM bands. ISM products generate radio transmissions, but their transmissions aren’t really “signals” that are used for communications. Instead, such equipment typically uses its transmitted radio waves for purposes such as heating—microwave ovens are a good example of the type of equipment that generate power in these bands. Importantly, such equipment isn’t sensitive to any interference that might be generated by other transmitters, hence the FCC identified these frequency bands as a good place for these new unlicensed data communication applications. Three such bands were eventually identified, generally referred to as the 900-megahertz, 2.4-gigahertz, and 5-gigahertz bands. In essence, these three bands were deregulated by the new FCC ruling to now allow transmissions that were previously prohibited.

			A final aspect of the new regulations presented a technology challenge for any company looking to build equipment: the FCC required that the transmitters must use a specific technique called spread spectrum. Spread spectrum is a method of transmitting a data signal via radio waves that evens out its power over a wider set of frequencies than it would otherwise occupy (thereby spreading its spectrum), making it a less disruptive interferer. This technology was originally developed for military applications, primarily because it also makes the signal harder to jam. By requiring its use for commercial applications within these now deregulated bands, the FCC was taking another step towards minimizing the problems of interference from unlicensed transmitters. But the downside of requiring spread spectrum, in addition to its complexity, was that it has the effect of lowering the maximum data rate that could be transmitted.

			There are two different spread spectrum techniques that will play a role in our story: frequency hopping and direct sequence. Frequency hopping9 involves a transmitter and a receiver that synchronize themselves to both hop rapidly (following a fixed pattern) from channel to channel. Direct sequence encodes data bits into longer sequences of bits (called “chips”) prior to transmission. Both techniques were allowed by the FCC’s spread spectrum requirement in their new regulations for unlicensed transmitters.

			These various components of the FCC’s 1985 ruling collectively became called Part 15, named after the specific section of the federal rulebook. The devices would be colloquially called Part 15 devices—namely, those operating in the specific ISM bands that transmitted using spread spectrum techniques at low power levels. Although there are many different Part 15 applications, Wi-Fi and Bluetooth are today, by far, the most common. Importantly, other countries in coordination with the FCC adopted nearly identical regulations for essentially the same frequency bands—the worldwide nature of these common regulations has enabled these technologies to literally cover the globe.

			The FCC deregulated these Part 15 bands in the hope that someone would put them to use. “If you build it, they will come”—so they say—but if you open up an opportunity for unlicensed spread spectrum products, does that mean they will be built? No one really knew; the technology was challenging. The first indication that the FCC’s experiment might succeed occurred when companies started to submit products for FCC type approval under the Part 15 rules. As it turned out, it would be several years after the 1985 ruling before the first such products were ready for submission.

			And one of the very first products came from the brain of a space colonization visionary.

			Back in the 1970s, Princeton physicist Gerard O’Neill’s book The High Frontier was a favorite for all the hippie-influenced space advocates (myself included) with its utopian vision of moonbases, asteroid mining, and orbiting solar energy farms. Like all good gurus, his most famous pronouncement was in the form of a question: “Is the surface of a planet really the right place for an expanding technological civilization?” His answer was “obviously no”; he felt the right place is space itself, freed from the restrictions of gravity.

			In those days of OPEC oil embargos and talk of the population bomb, and with the world’s first picture of the jewel-like earth surrounded by the blackness of space forming the dramatic cover of Stewart Brand’s Whole Earth Catalog,10 Gerard O’Neill’s vision was a natural attractant for the counterculturally but scientifically inclined. But he wasn’t just a space visionary—he was also the founder of one of the very first wireless LAN companies, one of our Wi-Fi pioneers.

			In 1986, after his famous book, his Johnny Carson television appearances, his congressional testimony, and his various space exploration conference keynotes, O’Neill started a company called O’Neill Communications. He had been following the FCC’s deliberations as the new rules allowing unlicensed transmissions became finalized in 1985, and in 1989 his product was one of the first to be submitted to the FCC for approval. Called LAWN (Local Area Wireless Network), it was a sixteen-ounce shoebox-sized unit with a power cord and a serial port to which you could attach a PC, printer, or modem. Inside was a spread spectrum radio capable of data transmissions at a speed on the order of 100 kilobits per second. The price was $495.

			I first read about O’Neill’s LAWN product in a special PC Magazine article on wireless LANs published in May 1990, the same month I was touring the Chicago trading floor while planning a network based on the Agilis radio, and we were excited to see they mentioned Agilis as well. Agilis had been FCC approved in December 1989, but even by May, PC Magazine wasn’t able to get their hands on it because of its unique configuration. The article stated that “Agilis has a patented version of spread spectrum technology that is said to permit a rate of 230 kilobits per second. We were unable to test the Agilis product because it is currently available only as part of a line of modular handheld PC workstations.” But they were able to get their hand on O’Neill’s LAWN system for a full review:

			Freedom from all cabling is a lofty goal, and LAWN almost achieves it…the only one you’ll need is the one that supplies the power. Unfortunately, the PC Labs crew discovered that LAWN may conflict with other radio frequency sources, most notably a burglar alarm system’s motion detector.

			Yes, there’s the interference problem that the FCC worried about rearing its head, right in these first products.

			There was a third product the magazine reviewed—one that deserves a prominent spot in the Wi-Fi history museum—from a company that was to play a much more significant long-term role than O’Neill Communications: the ARLAN 450 from a Canadian company called Telesystems SLW.

			O’Neill’s LAWN radio had been approved by the FCC in July 1989, and the Agilis radio that following December—both among the first handful of companies to successfully create a spread spectrum Part 15 product.11 But the Telesystems product was the very first, achieving its approval in September 1988. Significantly faster than LAWN, it was also much more expensive—$1,500 versus $495. But the PC Magazine reviewer found that it did not suffer from the interference problem that they had identified in their LAWN testing.

			Agilis, O’Neill, and Telesystems—these three companies each had wireless products on the market in May 1990, showing that the industry had crossed the technology hurdles necessary for conformance with the FCC’s Part 15 ruling five years prior. These products can all legitimately be called ancestors of Wi-Fi, but none are even close to actual Wi-Fi. Wi-Fi was still nearly ten years in the future, and only two of these companies would see their technology concepts have a real impact on its development.

			Telesystems would eventually be bought by Telxon, a manufacturer of handheld barcode scanners, which would subsequently spin off their wireless division to create Aironet, which would later be acquired by Cisco, a major Wi-Fi success story. The Agilis expertise, in the person of Ken Biba, would end up at a new company called Xircom, destined to play a role in the definition of the fundamental Wi-Fi protocols. But Gerard O’Neill would pass away in 1992, and LAWN did not end up having a significant impact. Whether his vision for space colonization will come to fruition is hard to predict, but he was certainly spot-on with his vision for wireless networks.

			The International Space Station uses Wi-Fi, and it will be used on the moon to communicate with rovers, so I like to imagine that O’Neill is smiling from somewhere up there in the beyond everywhere.





CHAPTER 4

			NCR Starts Making Waves

			While we face off with Spectrix to save the batteries

			None of these early commercially available wireless products would completely fit the bill for the Chicago Board of Trade’s project. We knew we could probably use these products’ underlying radio hardware—namely, their spread spectrum transceivers—and in fact, unsurprisingly, we chose to use the Agilis radio. But we were convinced that the protocols—basically the software that governs the way the devices communicate—would have to be custom designed. For example, the scale of our network, possibly a thousand devices, went way beyond anything that the Agilis, Telesystems, or O’Neill products were designed for. Performance would, of course, be an issue, particularly with such a large population of terminals. But the biggest issue would prove to be battery conservation.

			We tackled these issues in typical engineering-team fashion, developing the designs for our Chicago Board of Trade network in front of a whiteboard. I would usually stand with the marker and the eraser (I’ve always believed in the power inherent in the holding of the pen, like the old mantra of the Egyptian scribes—“thus it shall be written, thus it shall be done”), and David Kaufman would usually sit. Sometimes it would be just him and me; sometimes the software engineers implementing our designs would join in. We’d stare at our abstract scribblings diagramming the CBOT environment on the board, using the various colors for different trading pits, with arrows indicating data packets flying around the cavernous room, and we’d argue about the best approach. Then I would go write things up in our protocol specification document.

			CBOT had given us a basic set of parameters, like the number of traders, the average number of transactions per minute, and the physical dimensions of the trading floor. But we were given complete freedom on the internal details of the protocol’s design, so long as we met their basic requirements. We were being asked to develop quite an advanced handheld terminal, with a graphic display and handwriting recognition via stylus, plus, of course, wireless communications. Advanced technology like this is hungry for power. But using a big battery was out because these terminals would be carried by the traders throughout the day while waving their hands around to signal transaction offers to buy or sell. Traders refused to wear a separate battery belt with replacement batteries, so the battery would need to be small and light. And yet, the unit would need to work for a full trading day. Ensuring sufficient battery duration became our biggest challenge.

			The protocol that I was tasked to design would need to ensure that power consumption was minimized, and this would require that the wireless transceivers be turned off most of the time. We were faced with a conundrum—how can we keep the transceivers off most of the time yet still manage to exchange the necessary data with the terminals?

			Our basic architecture would come to involve a central unit called the base station (in Wi-Fi terminology such a device is called an access point or sometimes a router). Data would be communicated from the terminals to the trading floor’s main computer through this base station, and in addition, the base station would play a role managing the authentication and other control aspects of the terminals. In thinking through the battery conservation issue, I realized that I could take advantage of our base station architecture to design a protocol in which the wireless transceiver within the terminals could remain off most of the time. The trick was to somehow signal to a terminal, in a power-minimized way, that it needed to turn on its transceiver in order to receive a message. Fortunately, our protocol already incorporated a periodic beacon generated by the base station, and I saw I could take advantage of that.

			In our system design, beacons were infrequent but regularly scheduled broadcast messages sent by the base station out to all the terminals. Since system-wide management messages were sometimes communicated in the beacons, the terminals needed to periodically power up their radio receivers in order to receive them. So, to satisfy our power conservation requirement, the protocol that I ultimately developed included within the beacon a signal indicating which individual terminals needed to keep their receiver on to receive a subsequent message. This approach allowed the terminals to rarely power on their receivers (in order to receive a beacon), yet be notified if there was additional data that they also needed to receive. Thus, our power conservation conundrum was solved.

			The power conservation requirement in the Chicago Board of Trade’s network was perhaps more extreme than other networks might require, but any wireless network incorporating mobile devices of any kind would benefit from a similar scheme. While our CBOT scheme was not exactly the same as the one we ended up putting in the Wi-Fi protocol specification, it is clearly the ancestor. And of course, the ability to support mobile battery-powered devices is one of the primary reasons why we want a wireless network in the first place.

			As I was finalizing these protocol designs, our Synerdyne team was not the only one attempting to develop a wireless network for CBOT. In March of 1990, they had already eliminated most of the forty-seven original bidders, but there were still thirteen different teams like ours who were asked to develop prototypes. We knew Texas Instruments was a potential threat to our success, but they were eliminated in early 1991 when CBOT announced that they were going to proceed with an eighteen-month trial period involving just two bidders—our Synerdyne team and a team consisting of Spectrix and Panasonic.

			I wasn’t too familiar with Spectrix—apparently the wireless portion of their system would be infrared rather than radio—but it would turn out that my technical proposals would be in competition with theirs again just a couple of years later as we both vied to be selected as the foundation protocol for Wi-Fi. During those later battles, I came to know the Spectrix husband-and-wife technical team, Tom Baumgartner and Carolyn Heide.

			Spoiler alert—Carolyn will end up playing a surprise role at the apex of those crucial deliberations for the Wi-Fi foundation protocol.12

			Around the same time as our Chicago project, a small group of engineers in the Netherlands were working on their own wireless development. We would end up referring to them as “the Dutch guys,” since they seemed to change their business cards on a yearly basis as their organization went through various mergers and spinoffs, becoming AT&T employees for a while, then Lucent. But initially, their lab outside of Utrecht was part of NCR, and in my mind they are always the NCR team.

			National Cash Register was founded in 1884 in Dayton, Ohio, making, not surprisingly, cash registers—but by the 1980s, NCR had expanded their focus to become a significant force in the computer industry, and it was their development group based in a suburb of Utrecht in the Netherlands that would become a major player in our Wi-Fi story. In the late 1980s, like O’Neill, Telesystems, and Agilis, NCR was monitoring the new FCC regulations for unlicensed low-power radio communications. But there were two aspects of the NCR project that made their effort different—and ultimately more significant—than the others.

			The first difference was in the speed that NCR was able to achieve. The spread spectrum requirement in the FCC’s regulations had the effect of essentially throttling the achievable speed in favor of a more robust interference resistance. Every developer was struggling to achieve the fastest speed while meeting that spread spectrum requirement, and the best that seemed to be achievable was the Agilis radio at two hundred kilobits per second. So in September 1990, when NCR announced their “WaveLAN” product at the Networld trade show in Dallas, their 2-megabit-per-second spread spectrum data rate was noteworthy.

			But it was a second aspect of the NCR development program that would prove to be more significant for the history of Wi-Fi, and it didn’t pertain to their technology—rather, it was their political stance towards standardization. NCR’s decision in 1990 to support and promote the creation of a standard for wireless local-area networks would have a critical and lasting impact.

			We’re all familiar with standards (though perhaps only subconsciously)—and it’s not hard to recognize how they simplify our use of technology. A simple example is the lowly electrical power outlet. Try to imagine if every house had a different type of outlet, and every lamp had a different kind of plug. Fortunately, the interface between a device and the wall’s power outlet has been standardized within the United States, meaning that they all conform to the same specifications for both the physical connection and the electrical circuitry. This allows us to plug in lamps and computers and TVs without ever worrying about who the manufacturer was or what type of electrical socket we have in the house. But it’s important to note also that different countries have different national standards for electrical outlets, which complicates our travels and forces us to bring along various adapters. This exemplifies the country-specific nature of many standards. However, some standards—like Wi-Fi—are truly worldwide, where the same standard applies in Cairo, Seoul, and Amarillo.

			Our high-tech world depends on the myriads of standards that define how all the disparate products interact with each other. For example, USB is a standard for cabled interconnections. Android is a standard software platform for cell phones. There are standards for displaying video streams, for communicating over the Internet, for encrypting bank transactions. Without standards, the technology economy would be a tiny fraction of what it is today, as every product would basically be an island unto itself.

			Communications technologies, like television, radio, and Internet, fundamentally involve interaction between two or more different devices that might be separated by long distances, so here, the elements that need to be standardized are the ways devices communicate with each other—their “protocols.” For wireless LANs, these protocols define the specifics of the underlying radio transmissions (frequencies, modulation techniques), as well as “higher level” aspects such as data formats and the rules for how and when different devices are allowed to transmit.

			Whether we’re talking about electrical outlets or communications protocols, the physical form that a standard takes is that of an ordinary document—namely, a specification that lays out precisely how a product must be designed and built in order to conform with the standard. Such standards documents are typically developed through a long techno-political process in which competing ideas are presented, analyzed, argued, and ultimately thrashed out into an agreed-upon specification. This process plays out within standards organizations, which are sometimes government-supported (or even UN-sponsored), but can also be voluntary trade associations within specific industries. The participants in the development of a specific technology standard are predominately the various companies involved in that particular market—in general it’s senior engineers from those companies who come to debate competing approaches for the nascent standard. Compromises are a common outcome, although it also can happen that a particular company’s promoted technology gets adopted wholesale into a standard.

			Once a standard is finalized, multiple companies are then able to build products that meet the specification. The goal is that all those standard-conformant products will be compatible with each other—they will interoperate, so that (for example) your lamp’s power plug will fit properly into the wall’s socket and the light will indeed turn on. Or, more germane to our story: ensuring that your laptop will successfully connect with every hotel’s Wi-Fi network, anywhere in the world.

			In 1990, such interoperability for wireless local-area networks was still years in the future. To achieve this would require that, somehow, the wireless vendors agree upon a single protocol, which would then need to be precisely specified in a standards document with some assurance that devices conforming to the standard indeed would work smoothly together. The initial phase of wireless LANs—the proprietary, non-interoperable phase—would thereby transition to the next phase of interoperability via the creation of the standard. Such was the hope that eventually led to the Wi-Fi standard—and kudos to NCR for leading the way.

			The creation of any standard requires cooperation among competitors, which isn’t a natural state of affairs and must be strictly regulated by anti-trust laws. There are obvious reasons why a company would decide not to cooperate with its competitors, and not so many reasons for cooperating. Companies often spend millions of dollars developing their own proprietary technology—obtaining patents along the way—all in the hope that this will give their products an edge in the market. So why do companies decide to participate in a standards process? If a company has a promising proprietary technology, it seems that it would be counterproductive for them to work with others towards a potentially open specification that all could implement. Yet companies commonly do participate, even when they have a jump-start over their competition with their specific technology. Why do they do this?

			First, there’s the adage: “It’s better to have a smaller piece of a bigger pie than vice versa.” Once a standard is finalized and multiple companies are promoting the standard and producing conformant products, the likelihood is that the market will grow, perhaps substantially. Whereas humans may get an egotistical thrill out of crushing the competition, a corporation (being focused solely on the bottom line) has no such emotions, and if the existence of a standard improves the bottom line, that’s a net positive, even if it means other companies may also succeed. This is particularly true of computer networking standards. Metcalfe’s law13 (basically, “the value of a networking technology is proportional to the square of the number of connected devices”) implies that the bigger standardized pie may end up being quite valuable indeed for all the competitors.

			Secondly, if a company can get its particular technology embodied within a standard, it will have a head start on the introduction of products to the market. Ideally the now-standardized market will grow, and the company will become one of the first successful players in that market.

			A final reason why a company may choose to join in the development of a standard is simply that there may be no realistic choice but to participate. If other companies band together towards standardization, a company that sits on the sideline runs the risk of ultimately losing out, even if it starts out in an advantageous competitive position with an early proprietary technology. And by having its engineers participate during the development of a standard, the company’s eventual development of standard-conforming products will be accelerated.

			So, it shouldn’t be surprising that different companies have different strategies regarding their participation in standards development, and a single company may adopt a different strategy depending on the specific topic of a given standard. Apple is a good example of a company that has often focused on its proprietary technologies rather than standards. For example, their products incorporate the proprietary Lightning connector rather than using the USB format favored by other companies. However, Apple also supports standards in certain technology areas whenever they see it works to their advantage—like Wi-Fi.

			NCR’s decision in 1990 to support the creation of a wireless LAN standard is in retrospect a key moment in the history of Wi-Fi. They could have decided to go the proprietary route and marketed their WaveLAN technology as a closed, NCR-only solution—after all, they seemed to have had a technology lead with their 2-megabit data rate. But despite that technology advantage, they decided not only to support the concept of a standard but to actively push for the creation of an appropriate standards committee within the IEEE. And in the person of Vic Hayes, a soft-spoken Dutch citizen originally from Indonesia, they offered up one of their key NCR employees to lead that IEEE standardization effort, which ultimately resulted in Wi-Fi. Vic is one of the heroes of our story.





CHAPTER 5

			A Win in Chicago

			Though not yet our nemesis, Proxim appears

			Our final player in the earliest days of wireless LAN history took the opposite approach from NCR with regard to standardization, pursuing a proprietary strategy and thereby hoping to achieve a dominant position in the market before an alternate standard could gain traction. Ultimately, their strategy was a failure, but it would take over ten years and many battles within the industry before this part of the play reached its conclusion.

			Proxim, founded in 1984, was a bit later than the other early companies in achieving their FCC type approval. Agilis, O’Neill, and Telesystems all had their products approved before Proxim finally got their first FCC approval in 1991. Nonetheless, Proxim succeeded in marketing their product significantly beyond what the other companies were able to achieve. Very quickly, they became a dominant force during the infancy of the wireless LAN market, and they worked towards capitalizing on their success throughout the 1990s via a succession of initiatives aimed at establishing their proprietary technology as a “de facto” standard.14 These efforts were counter to the IEEE standardization effort initiated by NCR.

			My first exposure to Proxim was towards the end of my protocol development work for the Chicago Board of Trade. I don’t recall now the reasons why we had to abandon the Agilis wireless hardware, but by late 1991, our team was actively looking for an alternative. It wasn’t for technical reasons—perhaps their development had run into production problems, perhaps it was simply a schedule mismatch on our required prototype units. In any event, we ultimately decided to replace the Agilis radio with the Proxim radio.

			Fortunately, this switch had minimal impact on the protocols that I had designed. Proxim was offering a wireless LAN product called “RangeLAN” incorporating their own protocols, but for our Chicago network with its very stringent requirements (particularly its requirements on battery conservation), we didn’t want or need the Proxim protocol software. Instead, we simply wanted to obtain their raw radio hardware, on top of which we then would run our own CBOT-specific protocol software.

			It will soon be apparent that Proxim will be a major player in our story—in fact, it’s not too much of a stretch to say that throughout the 1990s, they played the role of Wi-Fi’s nemesis, as they actively promoted themselves as an alternative to the developing IEEE standard during that period.

			Upton Sinclair is the most famous of the muckraking journalists from the American “Progressive Era” of the early 1900s—his novel The Jungle was instrumental in establishing the first regulations on the meatpacking industry. But there were other writers during those years also working to expose corruption within the monopolies that dominated the US economy in those days. In 1903, several years before The Jungle appeared, Sinclair’s progressive cohort Frank Norris published The Pit—a novel about power and greed among the wheat speculators at the Chicago Board of Trade. First serialized in the Saturday Evening Post, The Pit was so popular that it was turned into a board game in 1904.

			When we toured the Chicago trading floor that May afternoon in 1990, I was unfamiliar with Norris’s depiction of the commodity pits. But years later, as I was researching this book, I was enticed to purchase a copy. His language is a bit overwrought for contemporary tastes, but it’s striking how closely his 1903 experience of the chaotic Chicago exchange matches my own experience almost a century later:

			And all these sounds, the chatter of the telegraph, the intoning of the messenger boys, the shouts and cries of clerks and traders, the shuffle and trampling of hundreds of feet, the whirring of telephone signals rose into the troubled air, and mingled overhead to form a vast note, prolonged, sustained, that reverberated from vault to vault of that airy roof, and issued from every doorway, every opened window in one long roll of uninterrupted thunder. In the Wheat Pit the bids, no longer obedient of restraint, began one by one to burst out, like the first isolated shots of a skirmish line. Then suddenly, cutting squarely athwart the vague crescendo of the floor came the single incisive stroke of a great gong. Arms were flung upward in strenuous gestures, and from above the crowding heads in the Wheat Pit a multitude of hands, eager, the fingers extended, leaped into the air. All articulate expression was lost in the single explosion of sound as the traders surged downwards to the center of the pit, grabbing each other, struggling towards each other, tramping, stamping, charging through with might and main.15

			Wow! It sounds just like the CBOT of my own experience. An institution so hidebound in tradition that a 1903 description is eerily still appropriate in 1990. An institution so hidebound in tradition that our wireless trading terminals needed to precisely emulate their handwritten transaction cards right down to the use of fictitious railroad “cars” as the units of trade for currency options. Infected by corruption throughout its hundred-year-plus history and forced into adopting a new technology by an FBI sting operation, the Chicago Board of Trade was an unlikely venue to host a major progenitor of Wi-Fi—a technological revolution that would positively impact billions.

			As a result of the FBI’s Operation Sourmash sting, convictions were obtained for eighteen traders in the Soybean Pit, three in the Treasury Bond pit, four in the Swiss Franc pit, and eight in the Japanese Yen pit, on charges ranging from racketeering, mail fraud, wire fraud, and violations of the Commodity Exchange Act. But it would be the Feds’ insistence that the Chicago Board of Trade implement a wireless trading system that would have a more lasting impact.

			With my protocol design work on this project having been completed by the beginning of 1992, I had already moved on to the next chapter in the development of Wi-Fi when I learned that they had selected our system for full implementation.

			Chicago Tribune, June 4, 1993: “In a joint announcement, the Chicago Board of Trade and the Chicago Mercantile Exchange said they had chosen Synerdyne Corp. of California and Seiko Instruments Inc. of Japan to develop the card, after about 18 months of testing their prototype against a model designed jointly by Spectrix Corp. of Evanston and Panasonic Inc.”

			We had bested the original forty-seven bidders, we had outlasted the thirteen companies selected for prototyping, and now we had been selected over Spectrix after the eighteen-month trial runs. With major networks like CBOT’s now being developed and with commercial efforts underway by NCR, Proxim, and others, this new reality of wireless LANs increasingly captured people’s attention, and conflicting ideas started to emerge for the best design approaches. Intense battles in the technology wars lay ahead. Again, I would be saddled up with Ken Biba on my team, and again we would battle Spectrix—but this next time we’d find that IBM was also joining the fray.

			With our wireless design experience for the crazed Chicago trading pits now behind us, it was time for the Wi-Fi wildfire to be ignited.

			 





PART TWO

			Double, Then Triple—the First Alliance

			in which we bounce between continents and I refuse to order the ostrich





CHAPTER 6

			Symbol and NCR Decide to Play Nice

			Fred wants us to get strategic

			Dog eat dog. That’s the classic picture of the business world. It probably goes all the way back to Adam Smith’s 1776 book The Wealth of Nations, in which he identified capitalism as the up-and-coming economic system. And in the high-tech ecosystem, it’s certainly true, as far as it goes—Apple competes fiercely with Google and vice versa. But Apple is also undoubtedly a customer of Google and vice versa. Unfortunately, Adam Smith did not analyze such a world in which competitors are also customers of each other—and there’s no word to describe this, other than maybe “compestomers.”

			While popular press stories about battles within the technology sector focus on company-versus-company competition, it’s a well-known fact within the industry that it’s the battles among competitive alliances of companies that often determine which technologies succeed in the market. And these alliances typically are made up of competing companies who are also customers of each other and who band together in a common cause to develop and promote a particular technology in the hope that it will be advantageous.

			This game is commonly played out within the arena of international standards. This is now how our Wi-Fi story continues.

			Fate was busy mixing things up, getting us ready for the next chapter. By the end of 1991, my work on the network protocols for the Chicago Board of Trade was essentially complete, having handed off the protocol specification over to the software engineers for their implementation. When a colleague called me in early 1992 saying I should get in touch with Symbol Technologies, I was ready for my next project.

			At about the same time, Ken Biba decided to move on from Agilis to join Xircom, a company producing small modem and Ethernet cards for laptop computers. It was obvious to me that Ken’s interest in wireless that he had developed at Agilis wouldn’t disappear, and now at Xircom he could pursue this for the general laptop market. As the two of us started our work at Xircom and Symbol, we were heading towards another partnership, one that yet again would involve the development of wireless LAN technology.

			Symbol Technologies held some key patents on barcodes, and they were a dominant player in the barcode scanner market. Inventory monitoring, package delivery, warehouse and retail store management—these barcode-intensive applications could clearly benefit from the introduction of wireless handheld scanners, so Symbol was also a pioneer in the development of wireless technology. Their interest in wireless wasn’t because it was their main business focus—it was simply viewed as an important component of their overall product offering.

			This general picture was all I knew about Symbol in April 1992 when I interviewed with them in their San Jose offices for a possible consulting contract. Among others, I met with Fred Heiman, an intense, elegant, lanky East Coaster—perhaps a bit out of place among the various Californians—who was the head of their wireless development group. I gradually learned he had a somewhat wild and impressive high-tech background, having developed the world’s very first metal-oxide-silicon integrated circuit at RCA back in the sixties before becoming president of Mars Money Systems, the electronics division of candy manufacturer Mars Incorporated.

			Electronics and Snickers bars? Not as weird as it sounds. For example, one of Fred’s patents is entitled Phase sensitive coin discrimination method and apparatus, in which high frequency signals are used “in discriminating between two different coin denominations having quite similar physical characteristics”—presumably for candy vending machines. Mars Inc. was an important early customer for Intel (contracting for custom chips implementing Fred’s patent16), and Fred subsequently took a high-level position at Intel during the 1980s. Now in 1992 he was heading the Symbol wireless development division, although as far as I could tell he had no specific background in wireless. But he had great technical and political instincts, and he and I developed an immediate rapport.

			At the time of this initial interview with Fred, my resume said nothing about the Chicago Board of Trade, but I knew it was something I was going to want to bring up in our conversation. In fact, I had just learned that from the thirteen remaining candidates, they had just announced the two final candidates to compete with dueling prototypes over an eighteen-month trial period: our Synerdyne-Seiko team, and Spectrix-Panasonic. I was sure this would catch Fred’s attention.

			Fred started out by describing Symbol’s target customers for their wireless barcode scanners. “UPS, for example…tracking packages. And department stores like Mervyn’s for their inventory. But this is critical—they all want the scanners to last a full eight-hour shift.” Bingo! Right then, I knew Symbol would give me a consulting contract—battery conservation had been a major focus of my CBOT design. “Well,” I replied, “I just developed a wireless trading terminal network for the Chicago Board of Trade with a similar requirement. I think the key is to incorporate power-saving mechanisms directly in the protocol.”

			Fred smiled. I quickly came to understand that Symbol had been one of the early CBOT bidders, which of course meant that that our team had beat them out. This presumably impressed Fred during my interview. I had plenty of other relevant protocol design experience on my resume that I’m sure was attractive to them, including my design of the original NetBIOS protocols for the IBM PC Network, my work chairing IEEE 802.3’s broadband subcommittee, and my earlier work with the Department of Defense Internet standards. But undoubtedly, my Chicago Board of Trade experience was the clincher, making it obvious to them that I was the right person at that moment for Symbol, and we immediately signed a consulting contract.

			As the outside hired gun brought in by Fred to lead Symbol’s protocol architecture development, I worried about gaining the trust of the staff engineers. This worry was quickly put to rest. I felt like I had Fred’s complete trust and respect, and likewise that of the Symbol engineers. My first meeting with the engineers was on April 10, 1992, and it went better than I could have hoped for.

			Twelve participants in a darkened, crowded, windowless conference room, made even stuffier with the overhead projector emanating heat. I sat in the back of the room and tried to absorb as much as I could while the Symbol engineers presented various aspects of the new direction they wanted to pursue. Their current wireless product used frequency hopping, but now they were interested in creating a direct sequence17 product. This change meant that their current protocols could not be used verbatim; it would be necessary to develop a new set of protocols. And importantly, this opened up the opportunity for a major do-over. Symbol wanted to revamp the whole architecture, and this was where they wanted my ideas. As I listened to the various presentations that afternoon, my thoughts zeroed in on the power management problem that Fred and I had discussed at our first meeting: Can a handheld barcode scanner support an eight-hour shift without recharging its batteries?

			Battery power is obviously consumed when a radio transmits, but also important is the power consumed when the radio is simply turned on in a ready-to-receive mode, even if it’s not actually receiving anything. The maximum power conservation can obviously be achieved by literally turning off the radio for as much time as possible, so that it consumes power only when it is either transmitting or receiving a packet. But the problem is this: How does the terminal know that a packet is about to be received? Such an “unsolicited” packet from the base station will go unreceived if the radio is off. And how can we indicate “turn your receiver on” when the terminal’s radio is off and there’s no way for it to even receive the indication? Clearly there must be certain times when the station turns on its radio, but this must be done in a way that minimizes the total drain on the battery.18

			With the whirr of the overhead projector dominating the darkened room, we started to discuss the battery conservation issue, and the eight-hour shift goal. Thus far, I had only been asking questions of the other engineers—after all, this was my very first meeting as a consultant for Symbol—but at this point in our discussion, I made a suggestion. Thinking of my background with the CBOT battery management protocols, I asked, “Maybe the base station can inform the station via some kind of short indicator that it has a packet to send. In fact, the ‘data packet pending’ indications for all stations could be encoded in a single message and broadcast to everyone in the same message.”

			This seemed to pique everyone’s interest, and when the meeting ended, I had my first work assignment—to write up my ideas about how the new protocols should be designed to improve battery power conservation. It turned out that my first simple little writeup was the start of what would become a sequence of increasingly influential design and specification assignments for me: first, to design the next-generation Symbol protocols; then to develop a joint NCR/Symbol protocol specification; and then to write up the three-company Symbol/Xircom/NCR foundation proposal to IEEE; and finally, once our proposal was voted in as the foundation for the IEEE standard, I became technical editor of the whole standard—which was named “802.11” after the numeric designator of the specific IEEE committee.19

			So my real Wi-Fi journey began at that meeting on April 10, 1992. And very quickly, the project turned into something much more complicated and much more challenging: we decided to get engaged in the nascent IEEE standardization activity, in particular to partner with NCR to develop a joint proposal. Suddenly I was no longer just designing a wireless protocol for Symbol. I was designing one for the whole world.

			Pearl Jam and Nirvana, Wayne’s World and Aladdin, Microsoft Windows 3.1, Ross Perot and Bill Clinton…1992 was in full swing, and the wireless LAN world was ready to move on to its next phase. Networks that were developed in the first phase, like our network for the Chicago Board of Trade, were based on custom and/or proprietary designs and consequently required that all devices on the network come from a single supplier. The next phase of “intervendor interoperability” would require that the wireless protocols be standardized—and as we’ll see, even that may not be sufficient.

			NCR had, from the beginning, been a promoter of wireless LAN standardization, and in particular, Vic Hayes was chairing the newly formed IEEE 802.11 committee. Fred surprised us in the summer of 1992 by telling us he had been discussing possible collaboration arrangements with NCR. “They’re a competitor, of course,” he said, “but maybe we can work out a partnership where they’re also a customer. And vice versa. I guess that would make us compestomers.” Fred loved this kind of big-concept strategic initiative, but it threw the technical team for a loop. We all respected what NCR was doing—we were aware of their WaveLAN project and their efforts to push the world towards a wireless LAN standard—so we just saluted and hoped that some interesting things might come out of this.

			In mid-August of 1992, Fred told us he had reached an agreement with NCR and that their technical team from Holland would visit us at Symbol’s San Jose lab in early September. Our first exposure to NCR’s technical details came in the form of a fax from a guy named Bruce Tuch. Bruce was the head of the Dutch wireless development group at NCR, and he sent us a forty-one-page specification of the wireless chip they were developing, called “Daedalus.” “This will help us with our discussions in September,” Bruce wrote on the cover sheet. By that time, I had already written up a fairly decent draft of the next-generation wireless protocols for Symbol, so in early September, we similarly sent to NCR the latest draft of my protocol document. All this information exchange, of course, was managed under tight confidentiality restrictions.

			We could tell from the Daedalus document that our two teams were thinking along similar lines. It wasn’t a detailed protocol specification like ours, but it had enough information in it that we could see we were both using a distributed approach to the medium access (namely CSMA) and both using direct sequence spread spectrum (although theirs was operating at 2 megabits per second, still twice as fast as Symbol’s). There was nothing about a power management scheme in the Daedalus document, so we figured that our approach may be of interest to them—although I suspected that they must also be working on that themselves.

			When Bruce arrived for our meeting on September 10, I was surprised to find that he was an American. Apparently, after doing his undergraduate work in the States, he had gone on to get a graduate degree in engineering from Eindhoven University in Holland and had never left. While he was the technical lead for the entirety of NCR’s wireless development, his personal focus seemed to be on the spread spectrum part of the design, so we didn’t really discuss protocol issues in that first meeting. But we all felt it was a great start, and we agreed that we would fly out to Holland in October to meet with the rest of their team—and, in particular, to meet with their main protocol expert, Wim Diepstraten.

			Fred wrote up a summary memo of the meeting:

			The atmosphere was open, cordial, and cooperative. Operating under a mutual nondisclosure agreement, both sides explained their present and future direction for spread spectrum wireless LANs. The objective of the meeting was to come to a common architecture and airwaves protocol to allow complete interoperability of the next-generation 2.4 GHz systems from both companies. That objective was achieved, pending approval from top management at both companies.

			But it turned out that Fred’s memo was way too optimistic. He went on to write, strikingly, “Symbol’s protocol will be used.” As I read this memo, I wasn’t sure if Fred was just being aggressive or if he really believed they had agreed that the protocol design I had developed would be adopted by both companies.

			I was pretty sure that wasn’t necessarily the case—and as things played out, it would take several more months of intense discussions with Wim Diepstraten before we could even begin developing a joint specification. I guess I’d say that Wim turned out to be “one tough compestomer.”

			 





CHAPTER 7

			Old Friends, New Friends

			Ken, Wim, and Phil

			Nieuwegein. We never could quite get the hang of its pronunciation. The “w” is like an English “v.” That’s easy enough, but apparently the “g” is supposed to be pronounced like a throat-clearing. NCR’s facility was located in this small suburb of Utrecht, and although my colleagues and I would make many pilgrimages to Nieuwegein, we would always say that we were going to Utrecht, as it was so much easier to pronounce.

			I like to read about the history of my travel destination while on a plane, so once we were airborne, I took out my book on European history and scanned my finger down the index to find something on Utrecht. Page 283, The Treaty of Utrecht. That sounded promising. “The Treaty of Utrecht was actually a series of treaties signed in 1713 by the belligerents in the War of the Spanish Succession.” This was a good omen!

			We were heading to Utrecht to negotiate a technical treaty between NCR and Symbol, and it sounded like Utrecht had some relevant experience facilitating the peaceful coming together of belligerents. Closing the book to doze off, I now felt more comfortable that our collaboration with NCR would succeed. I wasn’t so presumptuous as to believe that our Symbol/NCR treaty would help to bring about world peace—but maybe it would lead to the betterment of people’s lives all over the world?

			This trip to Holland was a bit of a homecoming for me. When I was seventeen, I had spent a week camping near the German border with an entire class of Dutch high-school students. I had taught them all the proper way to throw a frisbee, they showed me how to serve hot tea from a bucket while sitting around a campfire, and I had briefly fallen in love with a girl who gave me tours through the surrounding countryside on the back of her scooter. Then I spent two more weeks with a Dutch family in Switzerland, getting pleasantly drunk on vermouth while we sat on a deck watching the sun set blood-red over the Alps. And Amsterdam in 1969? Well, you can imagine what that was like. I hadn’t been back to Holland since that summer, but upon my arrival at Schiphol Airport, I immediately felt my fondness for the Dutch coming back again, and I looked forward to our meetings the next day.

			It was a crisp October morning when we took a cab from our Utrecht hotel to the Nieuwegein NCR facility. One of the Symbol engineers who had come with us was Chris Zegelin; he had participated in our first discussion with NCR in September and had already provided valuable input to my protocol specification.20 Chris was a sharp, cheery Australian who came from a diplomat’s family, growing up all over the world. He apparently spent part of his childhood in Karachi, Pakistan, as well as Kenya, and his conversation would amusingly include casual sentences that started out something like, “So I was on the train to Mombasa when this weird guy came up to me and said…” Chris would come to be a key contributor over the next several months as we worked out our ideas.

			Chris and I had already met some of the NCR people at our San Jose meeting the previous month, including Bruce Tuch, but this was our first meeting with Wim Diepstraten. We were standing outside the conference room when first introduced. Wim looked to me like a linebacker for the Green Bay Packers—well, maybe not tall enough, but he had the right kind of stocky, solid build, plus that intense awareness of everything going on that all good linebackers need to have. I could easily picture him in one of those 1950s leather helmets before they used facemasks or even chin guards. Someone told me he came from a farming background—whether that’s true or not, it certainly seemed possible to me that he could be firing up his agricultural equipment at 4:00 a.m. every morning before coming into the lab to design world-class wireless networks.

			I would soon come to recognize Wim as one of the finest engineers I’d ever worked with.

			This would be the first of my four trips to Holland over the course of the next year, each an intense, multi-day working session with Wim as we bounced ideas off each other and developed our joint specification. Combined with Wim’s similar trips to Symbol in San Jose (four times) plus getting together at IEEE meetings in San Diego, Baltimore, Wilmington, Denver, and Atlanta, plus numerous phone calls, emails, and faxes—it’s clear that the management of Symbol and NCR both saw the importance of our work and were supportive of the amount of time and effort Wim and I were putting into it.

			We spent time during this first visit establishing our technological common ground—like using CSMA for the medium access method and the need for power management—but we all recognized it was probably just as important that we develop a good working relationship. So, it wasn’t surprising that our Dutch hosts offered to take us out to dinner. It was surprising, however, when they suggested we all go eat some ostrich.

			“The Ostrich” was a quaint restaurant in the old section of Utrecht, tucked among the canals amid hundreds of very used bicycles parked along the brick alleyways. Although it should have been obvious when they first suggested the place, it wasn’t until I stepped through the restaurant’s front entrance that it hit me—oh right, Dutch South Africa. With Zulu mask motifs on the cover of the menu and with posters of Transvaal wildlife on the walls, it was easy to imagine we had stepped into a Pretoria bistro.

			As we were shown to our table, I couldn’t help but think of the politics. It was October of 1992, and South Africa finally had a white government willing to work towards an accommodation with the black majority. Nelson Mandela had recently been released from prison, and he and President de Klerk were at that moment negotiating the end of apartheid.21 Another promising omen for our technical negotiations with NCR, I said to myself as I scanned the dinner menu and decided not to order the ostrich steak, hoping my refusal wouldn’t be an insult.

			We were all relaxed and happy, our conversation weaving in and out of business talk and personal stories and, of course, the universal traveler anecdotes about airports and airplanes. Wim would be coming to California in November, and we agreed that in the interim we should focus on finalizing the power management scheme. Without the high-speed Internet access that we today take for granted (and, of course, without Wi-Fi), this meant Wim and I would need to exchange faxes. Back in San Jose, this process involved what now had emerged as our three-person core Symbol protocol team—with Sarosh Vesuna joining Chris and me.

			Sarosh, like Chris, was a relatively new hire at Symbol. He also came from a chip development background—experience that certainly helped as we worked up protocol ideas that eventually would be implemented directly within a chip. Sarosh was a very friendly soul—I’d almost describe him as infectiously happy-go-lucky—who came from an Indian Parsi background and had gone to graduate school at Penn State. He was a talented electrical engineer, although even in those early days working with him, I could see he was headed towards a technical executive career, and later in our story he would become a founding board member of the Wi-Fi Alliance. But in 1992, we were simply focused on our technical work, and as the three of us reviewed Wim’s faxes, we became increasingly convinced we had the right power management approach. We just needed to convince Wim.

			And then, just before our next face-to-face meeting with Wim, the picture started to get even more interesting. For as the calendar ticked forward into January of 1993, I would again meet up with my old friend Ken Biba—and I discovered, not surprisingly, that in the months since our project with the Chicago Board of Trade, he had also been busy developing some new wireless LAN ideas.

			Agoura Hills is plopped along that pretty western stretch of the 101 freeway between the San Fernando Valley and the Ventura coastline. Roads to the south lead to Malibu and the wealthy hippie enclave of Topanga; to the north, the Ronald Reagan Library. On a typical day, the brilliant sunshine splashes down on the hillside’s scattered oaks and the manicured retail parking lots. But during that second week of January 1993, it was raining hard.

			The area around Calabasas, Thousand Oaks, and Agoura Hills had become a mini-Silicon Valley, and Xircom—Ken’s new company—was based there. Apparently, Ken had volunteered Xircom to host this particular IEEE 802.11 meeting, so that’s why I was sitting in a nondescript Sheraton conference room listening to presentations, while the rain dumped down outside.

			Ken was one of the presenters, and I quickly came to understand that over the past year, he had been putting forward various concepts to this committee, giving his thoughts on what the new wireless LAN standard should look like. Since Ken had previously designed radio-based CSMA products for both Sytek and Agilis, it didn’t surprise me that he was strongly advocating for a similar approach in the standard—a position that was not without its opponents, and the arguments that day were a preview of our future battles. After his presentation we searched each other out at the break.

			“Good to see you, Greg. Who’s paying your invoices here?” Ken recognized that I likely wouldn’t be attending these meetings just for fun.

			“Symbol Technologies,” I said. “Looks like I’ll be their primary representative going forward.” Naturally, I didn’t mention our nascent partnership with NCR.

			As we chatted, one of the meeting attendees came over to us from the coffee stand—tall, dark-haired, with an insistent grin—and stood next to Ken. I reached out to shake his hand and introduce myself, and he quickly said, “Greg, I think we may have met before, back when you were at Sytek—I’m Phil Belanger. I work for Ken now, but I used to work at Corvus and maybe we had a meeting? Actually, I think we were both using the same software contractors back then, and maybe that’s why I recognize your name.”

			I didn’t remember having met him, but I’m not all that good with names and faces, so it’s possible. Looking at his nametag, I thought maybe he was French Canadian (shouldn’t it be pronounced Phil Bay-Lawn-Jay?), but he just laughed me off. A few years later, he told me he used to be a late-night radio DJ on a college station, and when I came upon of a picture of him in an old trade journal, I noticed his hair used to be quite a bit longer. A bit of a high-tech hipster, engaging and personable, and very, very smart—obviously Ken had found a simpatico cohort to help further his wireless plans.

			This brief introduction was a very fortuitous one. Phil and I had an immediate rapport, our personalities meshing along with our shared technology attitude. If we had gone to a fortune teller that day, we would have found out that the two of us were destined to have intertwined futures over the next ten years. But Ken, Phil, and I simply took our coffees, moaned about the rain, and went back to the meeting room.

			I was both disappointed and encouraged by the state of the discussions—disappointed as an engineer looking to enjoy rollicking technical debates but encouraged to find out that our partnership with NCR still had plenty of time to formulate our joint proposal. When I returned to San Jose to meet with Fred, Sarosh, and my other Symbol colleagues, they were more than curious to hear how close the IEEE committee was to agreement on an approach.

			“They’re confused,” I replied. “There doesn’t seem to be a clear path forward.” I knew that my reporting would strike a happy chord. “And there were no presentations given of a full protocol.”

			Fred lit up. “In other words, our opportunity is very much alive?” None of us even had a chance to respond as Fred answered his own question. “So, it should be full steam ahead with our NCR/Symbol collaboration.”

			That following weekend, Chris and I were back on a plane to Europe for our next set of working sessions with Wim and his colleagues. For two days we debated in front of a whiteboard, taking turns with the marker pens, and all the while, I would be struggling like a typical American to down those minuscule Euro-cups of espresso that NCR offered to their guests. In retrospect, I guess these cups served their energizing purpose, because we made some good progress this time around—although, as usual, we finished up our sessions still hung up on the details for a power management scheme.

			The differences between the Symbol and the NCR approaches for power management were subtle, but this was an extremely important topic, and we were all passionately engaged. Both of our approaches allowed the devices to have their receivers turned off most of the time, and both involved ways for the central access point to indicate when a particular device needed to turn on to receive a packet. Our differences centered on the way that a device would receive such a packet while in power-save mode.

			Symbol’s approach required the access point to wait for the device to send a small packet called a “poll” in order to receive the packet, whereas the NCR scheme required the device to simply leave its receiver on (without polling) until the access point transmitted the packet. These two schemes came to be called “Power-Save Polling” and “Power-Save Non-Polling.” I came to our meetings armed with simulations that showed our approach was over two times more efficient than theirs, but like all such simulations, my analysis depended upon assumptions about the data traffic patterns, and Wim wasn’t convinced. That’s the way things were left as we wrapped up, and Chris and I headed back to the airport, somewhat disillusioned.

			Friday evening, January 22, 1993: As Chris and I sat in the Schiphol airport bar getting ready to board our flight back home, we tried to analyze our situation. We still felt that ours was the superior approach for power management. But Wim had also incorporated into his scheme a way of synchronizing the devices with the access point, and we started thinking that this might be a separable, independent part of his design. Finally, with beers in both our bellies, Chris sighed. “Maybe Wim’s synchronization idea will help with our scheme as well.” We both stared at the bar’s TV as we waited for a boarding announcement to complete before we could talk again. That gave me just enough time to do a quick analysis in my head, and I started to smile. I looked back at Chris and replied, “I think it would actually improve our protocol’s efficiency.”

			In retrospect, this little moment at the Amsterdam airport bar was a key step in the development of Wi-Fi. When I got home, I faxed a memo to Wim telling him that we now felt we could adopt the NCR synchronization mechanism and that the resulting system could support both our Power-Save-Polling scheme and NCR’s Power-Save-Nonpolling scheme. A classic compromise—we could do both!22 I also included a draft outline of our joint specification, together with proposed section assignments divvied up between NCR and Symbol. Wim quickly responded back: “I’m glad that our meeting last week resulted in so much progress.”

			Our collaboration was finally on a sound footing. We were now ready to start writing up our joint proposal—and to figure out where Ken, Phil, and Xircom might fit into the picture.

			We were back in Holland before another month had passed. In the interim, Wim and I had made progress on the specification. With our breakthroughs from our last face-to-face now behind us, we could focus on writing up actual text in our assigned sections. But with the Agoura Hills IEEE meeting still fresh in our minds, it was time to talk about a coalition-building strategy. Our strategy would need to take into consideration the way the standard was ultimately going to be structured.

			The eventual IEEE standard would be partitioned into two major divisions, called “layers.” This layering approach followed the architecture laid down for Ethernet and all subsequent LAN standards by our protocol ancestors, in which the operation of the system was most easily specified as a “higher layer” component that used the services provided by a more primitive “lower layer” component. Working in concert, these two layers together provide a complete local area network communication capability.23

			At the time of our work in 1992 and 1993, the lower layer in a radio-based wireless implementation, called the Physical Layer (or more colloquially the “PHY”24) could perhaps be best visualized as the actual radio transceiver’s hardware. This hardware would implement not just the modulation of a signal into radio waves and its transmission via an antenna, but also some necessary formatting prior to modulation—in our particular case, the “spreading” of the signal according to the FCC’s spread spectrum (Part 15) requirements. At the receiver, a similar PHY implementation would correspondingly handle the reverse operations—receiving, demodulating, and de-spreading.

			The higher-level layer within the IEEE architecture is called the Medium Access Control Layer, or “the MAC.” Visualized as sitting “on top of” the PHY layer, the MAC is where functions such as error detection, authentication, and encryption reside. The power management schemes we were developing would also be implemented within there. But perhaps most importantly (and the reason for this layer’s name) are the functions that devices must perform in order to access the medium—the essential rules of the game determining at each point in time whose turn it is to transmit and who must remain silent.

			It was in this medium access aspect of the protocol that the various proposals could be categorized into two philosophies: centralized versus distributed. A centralized MAC approach incorporates a special device that acts as a central controller, commanding when the other devices are allowed to transmit. In contrast, if a distributed approach is used, there would be no central controller. Instead, rules would be specified for the devices by which they work out among themselves—in a distributed fashion—whose turn it is to transmit.

			Since the PHY and MAC layers would be separate sections of the document, and since the expertise of individual engineers was typically focused on one layer or the other, the IEEE 802.11 committee had structured itself into separate PHY and MAC subcommittees. But the PHY subcommittee was then further divided, because the anticipation was that multiple PHY layers would be allowed by the standard. Infrared was a different PHY than radio, and in fact, the expectation was that there would be two different and incompatible radio PHYs as well. But very importantly, there needed to be just a single MAC capable of being used with all three PHYs. One MAC on top of three PHYs: this was both the structure of the system design and of the IEEE committee itself, and the ultimate design of this single MAC protocol—the goal that Wim and I were pursuing—was considered to be foundational to the whole standard.

			The goal of a single MAC foundation protocol thus formed the background to our Utrecht strategy discussions in February 1993. IEEE was still several months away from having a real set of properly documented foundation proposals ready for consideration. It looked like some of them would have a centralized philosophy, while others would take a distributed approach like our NCR/Symbol proposal. We would improve our political chances if we could unify the distributed proponents behind a single proposal. We were also worried about the possibility that the centralized philosophy proponents would unite first.

			Xircom was our obvious target partner. Ken’s series of presentations clearly placed them in our distributed camp—Wim liked to describe them as “family.” But we suspected they would not want to join forces until they’d had a chance to fully present their work as an independent proposal. Also, with some thorny issues still outstanding, we weren’t quite ready to publicize our joint effort. Wim and I concluded that our best strategy was to stay the course, continue to develop our NCR/Symbol specification, and wait for the right opportunity to approach Xircom.





CHAPTER 8

			Phil Presents WHAT?

			But Wim and I are not quite convinced

			Ken passed the Xircom presentation baton to Phil at the next IEEE meeting in Baltimore. Sure enough, as we predicted, they were developing a full proposal, and in Phil’s presentation they had given it a new name—WHAT.

			“What?” We all laughed. “Yes, WHAT,” he replied. “The Wireless Hybrid Asynchronous Time-Bounded Protocol.” It was a joint paper with both Ken and Phil’s name on it—so did Ken come up with this acronym or did Phil? In any event, they obviously needed help with their acronyms, I thought, not knowing that in a few months, Phil, Wim, and I would be jointly responsible for an even worse one.

			Phil’s presentation was great—he was a gifted speaker and very entertaining, on top of his material, and always on point. But it was one concept in particular that grabbed everyone’s attention. We were all very familiar with this so-called “hidden terminal” issue, and even somewhat familiar with Xircom’s proposed solution since Ken had provided an outline of the idea in an earlier presentation. But now it appeared that Phil had fleshed this out into a more fully defined protocol, and it looked very promising.

			The “hidden terminal” issue that Phil’s presentation addressed is one that’s unique to wireless, as opposed to wired networks like Ethernet. I can explain it best using an analogy involving a husband and a wife, say, Joe and Jane. Joe is in the kitchen listening to the stereo quietly while he does the dishes. Jane is in the bedroom, and she has an idea for a vacation. Since she can’t hear that Joe is listening to the stereo, she says, in a voice not much louder than her standard speaking voice, “Honey, let’s go to Argentina this winter.” Joe doesn’t hear her because the music is playing. Well, actually he hears her but can’t make out what she is saying. He can’t even tell whether she’s speaking to him or to the dog, so he continues to do the dishes. Jane repeats this again. This time, Joe wipes his soapy hands on the towel, walks through the living room to the bedroom, and asks, “Were you talking to me?” Jane’s miffed that he took so long to respond. Joe explains that he had the music on in the kitchen so he couldn’t make out what she was saying or even if she was talking to him. They decide to go to Argentina on vacation, and they live happily ever after.

			This scenario is exactly analogous to the hidden terminal problem in wireless LANs. The issue is that the proper reception of a message depends on the presence or absence of interference in the immediate vicinity of the receiver, not the transmitter. The transmitter (Jane) has no idea that the intended receiver (Joe) might not be able to receive the message due to interference (the music) that only the receiver can hear. Such an interferer is called a hidden terminal—it’s an interfering terminal that is hidden from the transmitter (just by virtue of being distant), although it is not hidden from the receiver. When there’s a hidden terminal, the transmitter has no idea whether it might be best to wait for a more opportune time to transmit.

			A wired network like Ethernet doesn’t suffer from the hidden terminal problem because the wired medium allows every attached device to hear all potential interferers equally. In wireless networks, however, this is an inherent issue. This can be mitigated to a certain extent in a wireless LAN based on the centralized philosophy, because the central controller can be placed, more or less, in the center of the network, thereby being in a somewhat privileged position to hear any interference. But for distributed wireless LANs—like our budding NCR/Symbol proposal—the hidden terminal problem was very real.

			The Xircom solution that Phil presented in their WHAT protocol was to have the transmitter and receiver first do a quick exchange of short initial status messages, in which the receiver, in essence, informs the transmitter regarding the presence of any nearby interference. The first message (from transmitter to receiver) was called “Request-To-Send” or RTS. With this message, the transmitter is asking the receiver if it is capable of receiving. If the receiver indeed hears the RTS, it responds back with a “Clear-To-Send” (CTS) message. By receiving the clear-to-send message, the transmitter now knows that the receiver can hear it—that there’s no interference getting in the way—and it can then proceed with the full transmission. If, however, there is interference, this little message exchange won’t succeed, and the transmitter will know to wait for a more opportune time.

			This was an ingenious trick.25 But it had the drawback of prepending an additional two-message exchange in front of every normal transmission. That reduces the total throughput of the system. Also, while it solves the problem when interference is indeed present, it’s a waste of time when interference is absent. So, the efficacy of this RTS/CTS scheme would depend on the nature of the interference environment and on the pattern of the data traffic between the various devices. These two factors are very difficult to quantify and will vary wildly depending on the specifics of a given installation. Consequently, reaching consensus on this topic within a group of engineers was going to be difficult. This Xircom proposal, while attractive, would not be a slam dunk.

			That evening, Wim and I talked briefly. Yes, we agreed Xircom was “family,” but they seemed to be vigorously putting forward their own proposal. Were we sure Xircom’s RTS/CTS idea was a good solution? Wim was planning to come to Symbol the first week of April, so we decided to sleep on it and agreed to make it an agenda topic when we got together again in San Jose.

			Preparing for Wim’s visit meant working overtime to make sure we had a good draft ready for review. Copying and adjusting text from my Symbol protocol document as appropriate, writing up new sections, and merging in text I received from Wim, I had the pleasure of seeing our draft NCR/Symbol document come together. Finally, on March 31, I was able to complete the first full version of our “WMAC” (Wireless MAC) specification just in time for Wim’s visit—and with this sixty-five-page draft document, the foundation protocol for Wi-Fi began to take shape.

			Wim arrived the following week, and with him was another NCR digital engineer, Henk van Bokhorst. Chris and I had met Henk at our first meeting in Holland, and we knew he was part of the NCR protocol brain trust helping Wim with their designs. Sarosh, Chris, Henk, Wim, and I went over our draft methodically, ensconced in a small, windowless Symbol conference room. We debated, we argued, we took turns convincing each other, we changed our minds multiple times, and we all dug in our heels whenever that felt right. And we laughed, and we joked, we had coffee and sandwiches, we talked lazily about our lives and the news. At the end of the second day, we had a whiteboard covered in multi-colored marks and erasures, inked notes written all over our specification copies, and we happily congratulated each other for a remarkable spirit of collaboration.

			But it turned out we weren’t done for the week. While the five of us had been working on the details of our technical specification, Fred had been meeting with Cees Links (pronounced “Case”), NCR’s product manager for their wireless development. Cees was like a light-haired, Dutch version of Fred—tall, lanky, elegant, urbane, and obviously a very sharp and technically astute marketeer. While we had been meeting to hash out our technical issues, the two of them had apparently squirrelled themselves away to talk through a strategy for the future of our partnership, and they had surprisingly set up a meeting for us at Xircom for that afternoon.

			Wim and I were called in to meet with Cees in Fred’s office prior to heading over to Xircom. Fred asked us if we thought they’d be willing to simply join our coalition and adopt our specification.

			“Probably not yet,” we both said, and I added, “but they’ve presented no power management scheme, so that’s one area where we’re probably more advanced in our thinking. That might be attractive for them.”

			Wim looked pensive. “They’ve got their own ideas, pretty good ideas, actually, but I’m not sure about their RTS/CTS scheme. And besides, right now, they’re one of the most prominent proposals in front of the committee, so why would they abandon it?”

			Cees seemed to think that was probably right, so he asked, “Well, could you guys work together with them, merge the proposals somehow?”  “Probably at some point,” we said, “but probably not yet.”

			We all headed out to the parking lot and got into our cars. The others followed me since I knew the way—I had been to Xircom’s Silicon Valley facility over a year before, having done some consulting for Ken when he first got there. My mind was buzzing as I drove. This was going to be interesting.





CHAPTER 9

			Some Unwanted Offers of Compromise

			Xircom gets wooed, but not just by us

			Not Invented Here—NIH—is a very familiar phrase in engineering circles. The unspoken but always understood full context is: That idea was not invented here, so it must not be a good idea. In other words: My idea, invented within my brain, is inherently better than your idea, invented in your brain. So I won’t budge. You’ll never convince me.

			Was NIH going on here? Did Wim and I and Ken and Phil all have some NIH? Of course. But that’s not the whole story. Xircom’s proposal certainly had strong points. We recognized that, and it had been well received within the standards committee. But we were unsure about one of its major elements. Also, our joint NCR/Symbol proposal had not yet been fully presented, so to some extent, Ken and Phil were at a disadvantage in understanding what our proposal entailed. It was probably simply too early to attempt a more ambitious collaboration.

			Our Xircom meeting was friendly, informative, and uneventful. As Wim and I had predicted, Ken and Phil were happy with their proposal’s position within the committee, had confidence in the specifics of their approach, and were in no rush to modify their strategy. With a similar level of confidence in our Symbol/NCR protocol, there was no reason for us to try to push a relationship with Xircom that just wasn’t quite there yet. The room was certainly full of mutual respect—Ken and I knew each other well, as over the past fourteen years, he had hired me to help him at three different companies—and both Wim and Phil were now well-known and admired forces within the IEEE committee. Plus, importantly, our distributed foundation philosophies were perfectly aligned. But was it time for a three-company alliance?

			Fred could tell we weren’t going to make any further progress at this meeting. “I think we’re probably done for today, right?” and both Cees and Ken quickly agreed. I think the six of us parted that day suspecting that we might all join together at some point—just not yet.

			Wim and I had a good rhythm going with our work on the NCR/Symbol specification, and since it appeared no other contributors would be joining us, our path forward was clear—we’d simply continue to refine our ideas and write them up in our joint document. Our strategy going forward with IEEE was more complicated, as there were some concepts within our work that hadn’t really been discussed yet within their meetings. It was time for some “warm-up presentations,” as Wim called them, so we worked up a plan to have Wim present details on the CSMA scheme at the IEEE meeting in May, and I would present details on our synchronization and power management protocols at the July meeting.

			The May meeting was in Wilmington, Delaware, which seemed odd to me since the prior Baltimore meeting was only seventy miles away from Wilmington, but I figured that the scheduling of venues was handled by a special cabal with privileged insight, so I withheld my judgment. The most dramatic event that week was the theft of Wim’s laptop. During our lunch breaks, some of us would take our laptops with us, and some would leave them in the conference room and hope for the best. Apparently, Wim hoped for the best that day.

			Fortunately, that wasn’t a setback, at least for my specific project with Wim. But there were other dramatic events, something we didn’t quite expect. Among the presentations of the various proposals that week, two different companies presented “mergers” or “hybrids” incorporating the Xircom proposal along with their own previous proposals as a compromise. This was alarming. Was Xircom planning to partner with somebody besides us?

			I was starting to feel nervous, but gradually I began to realize that our opponents might have made a political blunder.

			Politics—oh, what a dirty word. Shouldn’t the development of an international technical standard be immune from politics? Weren’t we supposed to be engaged in scientific, dispassionate discussions, full of graphs and charts, where the mathematics would win the day? Yes, and I will always maintain that our technical concepts were objectively superior to the other proposals. But without a doubt, we had the right political strategy as well, and that certainly was a factor in how things would play out.

			It was always going to come down to a winning vote—and one that inherently would be difficult to achieve. Our MAC subcommittee was working towards the selection of a foundation protocol for the standard, but at the Wilmington meeting, it seemed to me like some of the presenters had forgotten that the endgame of these deliberations would be a vote requiring a 75 percent supermajority. The winning proposal would need to be technically superior, naturally, but it also would need the support of the voters.26

			As the meeting got ready to begin, I grabbed a second cup of coffee, settled into my seat, and perused the agenda. One paper, by Jim Schuessler from National Semiconductor, was entitled “A Compromise MAC Protocol Concept.” Pulling it out from among the stack of submissions I had gathered from my pigeonhole, I glanced at his abstract, which read:

			An effective compromise is offered using major elements of both the Reservation Based Protocol proposed by IBM and the Hybrid CSMA/CA based protocol proposed by Xircom.

			A compromise? With Xircom? And then I saw that a similar paper was also scheduled for presentation, this time to be given by Carolyn Heide from Spectrix, our old competitor on the Chicago Board of Trade project:

			This protocol stems from a merging of two very different protocols, each of which is ideally suited for a particular wireless LAN scenario. The first protocol is the Spectrix Reservation/Polling Protocol…the second is the WHAT protocol proposed by Xircom.

			Again, incorporating Xircom? Were Ken and Phil supportive of these efforts, and maybe even actively encouraging them? I grabbed both papers, scanned the room for Wim, and found him engaged in a conversation that I barged into to interrupt. We walked to the back of the room as the meeting was being called to order, and I quickly showed him both papers. He first looked a bit worried until I whispered that neither Ken’s nor Phil’s name was on the paper as a joint author. Ever the stoic, he whispered back, “We’ll just have to see how Ken and Phil react during the presentation,” and we both went back to take our seats.

			In both “compromise” presentations, the first of the two protocols being merged followed a centralized access philosophy, while the Xircom protocol—like ours—was based on CSMA distributed access. The common idea that both Jim and Carolyn put forward was that more diverse scenarios could be supported by allowing the system to have both centralized and distributed methods at its disposal, and that, I had to admit, was not an unreasonable supposition. If these ideas became the orthodox belief within the committee, and if Xircom agreed, we would end up being the lone pure-CSMA proposal.

			Like Wim had suggested, during the discussion I paid close attention to our Xircom friends. Ken was particularly animated, questioning and commenting more than was typical for him. It wasn’t surprising that he would enjoy having Xircom’s protocol as the center of attention in not just one, but two independent proposals. It was also a bit disturbing to see how Phil engaged with Jim and Carolyn—his open-book personality didn’t grant him a natural poker face, so his pride was very apparent as he tried to maintain a serious demeanor.

			But it still struck me that neither Phil nor Ken had agreed to be a joint author of either paper. Had Jim or Carolyn discussed this with Xircom beforehand? Did they try to get Xircom to endorse and fail? Or did they not even try? It seemed to me that they had perhaps blown their opportunity to engage with our Xircom friends and hook them into an alliance.

			After the week’s meetings had concluded, Wim and I stayed an extra day to meet with each other, taking stock of where things stood. None of the proposals put forward thus far had the stamp of a multi-company alliance on it—ours would be the first.27 At this point, we needed to avoid being distracted by Xircom and simply put as much of our proposal as possible in front of the committee. It was time to unveil our alliance, so July’s meeting in Denver would be the public launching of our joint effort. This task would fall to me; Wim had already presented at previous meetings on the access method, so now it would be my turn to present our synchronization and power management schemes as our first joint NCR/Symbol submission.

			Colorado is beautiful in July, so I was happy to be headed there, hoping I might get a chance to leave the conference hotel at some point and enjoy some Rocky Mountain air. But because this would be our public disclosure of an NCR/Symbol collaboration, Fred Heiman had decided to come to the meeting, so there’d be no playing hooky for me this week.

			It turned out that Wim couldn’t make the Denver meeting, so I was feeling some increased pressure about my presentation. Sarosh and I flew out together, and we talked quietly through some possible questions that might come up, taking care to make sure none of our colleagues were sitting near our row. At breakfast on Tuesday, Fred reminded me to mention that Symbol would be filing the standard IEEE submission regarding intellectual property, indicating that Symbol had a patent on the material (namely, one of mine) but that it would be contributed to the standard as was common practice. I was scheduled to be first on the agenda, so Fred, Sarosh, and I quickly finished off our plates and hurried over to the meeting room.

			I’m sure I’ve given well over a thousand presentations over the course of my career—I’ve been comfortable with public speaking since an early age. But only a few of my performances have stuck in my memory. I still remember my very first speaking engagement, when as an eighth-grader, I ran for treasurer of the student body at Oak Knoll Elementary School. My speech went great, but I lost anyway to the more popular Beth McClure. While in the debate society in high school, I had the opportunity to speak at the podium in the California State Assembly chambers; that was certainly a thrill. I once testified as a technical expert in front of a Texas jury, embarrassingly spilled a cup of water all over the witness stand so that the judge needed to wipe it up with his robe, and after I testified, my client was awarded $365 million—I definitely remember that. But the vast majority of my presentations are now just a faint blur back in the recesses of my mind.

			My presentation in Denver on July 13 is one I remember. I felt like it had gone well. It’s not so much the presentation that I remember now, but the small events that happened immediately afterwards.

			There had been questions and comments and discussion, but nothing too dramatic. It was now breaktime, and before I could head over to get a cup of coffee, I had two quick conversations. The first was with Michael Fischer, one of the most respected members of the committee. But the second conversation—with my old colleague Ken Biba—was to prove even more significant.

			Einstein once said of Mozart’s music that it was “so pure that it seemed to have been ever-present in the universe, waiting to be discovered by the master.” When Michael Fischer expressed his thoughts at our meetings, he would always stare up towards the ceiling as he spoke, and we used to joke that, just like Mozart, he was somehow peering into the heavens and then relaying to the rest of us what the ever-present natural order of the universe demanded. That’s how respected he was, so when he came up to me after my presentation, I was certainly curious to hear what he thought. “I’m so glad that you and Wim have thought through these battery conservation issues—that’s so critical, and I don’t see any of the other proposals really paying attention to this.” Well, thank you, Michael, and I thought to myself, That’s promising.

			Then I saw that Ken was waiting to talk to me. “OK, that’s a good piece of work.” He was smiling, but I wasn’t sure if he was being ironic. But then he went on: “I think it’s time for us to join up with you guys for real. Can we talk next week and set something up?”

			Finally, I thought to myself. It’s time for the triple alliance.





PART THREE

			The First Spark—Six Letters, Six Syllables

			in which our half-joke acronym becomes the wireless standard’s foundation





CHAPTER 10

			Starting Out Easy

			Our NCR/Symbol/Xircom alliance kicks off with Hedy Lamarr

			Our creation’s name was certainly a mouthful—D-F-W-MAC. But this gobbledygooky, six-lettered, six-syllabled naming was intentional, and only half-jokingly. In fact, Phil Belanger, Wim Diepstraten, and I had coined the acronym first and came up with what the letters stood for after the fact. And for a couple of years, this is how Wi-Fi’s progenitor was referred to, both in the press and in academic papers. When things got renamed as Wi-Fi in 1999, I think that was probably for the best.

			But we’re getting a little ahead of ourselves here. Before we can continue our heroic tale of how Symbol, NCR, and Xircom came to develop the foundation protocol for Wi-Fi, we first need to explain where Hedy Lamarr fits into our plot.

			French moviegoers knew the film as Extase, and Germans knew it as Ekstase. Originally filmed in Czech and then released in all three languages, it was the scandal of 1933. Featuring an unconsummated marriage, a nude swim, a secret affair, and perhaps the first depiction of actual sex on film, it was banned in the state of Pennsylvania, among others. Its young Austrian female star thus began her career in notoriety before fleeing to America and receiving a contract with MGM. And then, promoted as “the world’s most beautiful woman” and having played opposite Clark Gable and Charles Boyer, Hedy Lamarr would take a break from her stardom in 1940 to invent frequency hopping spread spectrum radio transmission.

			Lamarr liked to invent things in her spare time—don’t we all sometimes get tired of the tabloid photographers and relax by tinkering around? She was granted United States Patent 2,292,387 (“Secret Transmission System”) along with her inventing partner George Antheil. The patent begins as follows:

			This invention relates broadly to secret communication systems involving the use of carrier waves of different frequencies and is especially useful in the remote control of dirigible craft, such as torpedoes.

			She had read that the control signals for torpedoes were susceptible to jamming, and she came up with the idea that, if the radio transmissions used in the communication could jump in a predictable but secret way from frequency to frequency, any jammer would have difficulty tracking the signal. It was Antheil who figured out a way of implementing her idea using the roll mechanism of a player piano to control the frequency of both a transmitting radio and its corresponding receiver. Although not used by the military during World War II, their idea came to be called frequency hopping, and it eventually found application in numerous communications systems. In 1985, it was one of the allowed spread spectrum techniques in the FCC’s ruling that opened up the use of unlicensed frequency bands.28

			By 1993, Hedy Lamarr’s invention was being applied to wireless LANs, and within the IEEE 802.11 committee, both frequency hopping and the direct sequence method were being considered as options for the standard’s Physical Layer (PHY).29 Since an actual wireless LAN system would use one method or the other, but not both, different companies typically chose to focus their attention on just one of the two. Everyone recognized that this would mean not all devices conforming to the standard would be able to interoperate—their radios would be incompatible. But at that time, it was unclear which of the two methods would prove to be the most promising technology. The non-interoperability that this multiple PHY approach would create was viewed as the lesser of two evils, because prematurely mandating the wrong approach would likely destroy any hope for a wireless standard succeeding in the market.

			Actually, it was even more complicated. In addition to these two radio spread spectrum methods, there was a non-radio method under consideration as a third option for the PHY: infrared. This multiple-PHY approach to the standard created difficulties for the specification of the single MAC—each different PHY might need some unique MAC functions, and the best way to incorporate these differences into a single MAC wasn’t at all obvious.

			Since Xircom used frequency hopping while NCR and Symbol were using direct sequence, this was an issue we would need to face if we were to bring them into our alliance. How do we design a MAC protocol so that it accommodates all the different PHY layer options?

			After Ken’s request for a meeting back in Denver, we set something up quickly, and I went over to meet with them on July 28. Phil and Ken were waiting for me in a conference room when I showed up. They had clearly been having a meeting of their own.

			I smiled as I entered. “So, you guys ready to partner up with us? Or are you going to go partner with Spectrix? National Semi? Or even IBM?”

			Ken looked over at Phil and then turned back to me. “Look, Greg, we’ve always been CSMA proponents, so we’re way closer to you guys than to them. If Spectrix or National want to incorporate our ideas into their proposal, well, that’s their choice.”

			I went into sales mode. “But you see where NCR and Symbol are headed now, right? You saw my presentation in Denver. And we’ve got lots more that we’ve been working on. We could use your support.”

			I could tell from Phil’s expression that I had touched a nerve, and understandably, he barked back. “It’s not a question of us just supporting you.”

			I tried to apologize. “Right, right, sorry, that was a bit strong. But you seem to want to keep the Xircom proposal on the table. We know we need to work together and try to come out with something even better by combining our brains. The thing is, we’ve got a substantial spec already that we could maybe start with as a baseline.”

			“Well, Greg, why don’t you let us see it! We’ve put way more of our stuff in front of the committee than you have. Give us a copy.”

			I had to pass on that. “I don’t know what the biz discussions have been so far, and anyway, that would require nondisclosure agreements—above my pay grade. Remember, I’m a consultant to Symbol. I can’t sign off on anything for the company.”

			Ken jumped in. “OK, look, I’ll talk to Cees and Fred. We should get the nondisclosures done immediately. Because we truly want to start working with you guys. We can see you’re headed in a good direction, and we know we can contribute to make it even better. So can we talk here about what we need to do between now and the upcoming IEEE meeting in September? If we’re gonna join forces, we somehow should show the flag as soon as possible.”

			“Two things come to mind,” I said. “First, we—meaning we Symbol—aren’t convinced about RTS/CTS, and I know for a fact that Wim’s also skeptical. I suspect that any kind of three-company proposal is going to have to resolve that. And I don’t think Wim’s coming out to San Jose between now and the September meeting, so really, I don’t see a chance of a combined presentation on the CSMA stuff being pulled together in time for that.”

			They both reluctantly agreed, and Phil then looked at me with some irritation. “You said two things. What’s your second thought?”

			“My second thought is maybe we need to come up with a relatively straightforward three-company presentation on a topic that doesn’t hit on our current disagreements, and I think a good one might be the MAC/PHY functional partitioning. You guys are frequency hopping and we’re direct sequence. We need to figure out the right way to structure the MAC to support both.”

			“Good topic,” Ken replied. “Hedy Lamarr would approve. We’ve got things we need the MAC to do in support of our frequency-hopping scheme—like communicating the correct hopping sequence and synchronization. Your Denver presentation on the synchronization stuff for power management sounded like it could be adapted for this.”

			Phil seemed good with this idea but not convinced about the plan. “This is something you and I could just knock out in a day, Greg. With Wim stuck over in Utrecht, let’s forget about trying to put all three names on it. Sounds complicated. Not sure I see the point.”

			I had to admit that maybe he was right. My ulterior motive, of course, was to get Xircom locked into a relationship with us. Fortunately, we decided to go ahead with this as a provisional plan, and I volunteered to set up a conference call with Wim. “I’m sure he’ll agree with this.”

			But then Ken realized there was something strange about this strategy. “Since we won’t have any kind of three-way joint proposal ready at the September meeting, that means neither the Xircom nor the NCR/Symbol proposals will be taken off the table. We’ll be presenting a joint paper, but we won’t really be fully together. People will be confused.”

			Phil lit up into his big grin. “That’s good! That’s another reason why we should do this! Let’s confuse them!”

			Fred was starting to get frustrated—or at least that was my interpretation. It sounded like Fred might want us to cut bait with IEEE and instead just announce publicly that NCR and Symbol were forming a “retail coalition,” meaning a coalition among the wireless LAN providers to the retail and warehousing industries. He had recently been talking about the other international partners we’d bring in like Fujitsu and ICL. We’d get them to declare a mutual commitment to our NCR/Symbol protocol, ensuring interoperability within those markets worldwide irrespective of what the IEEE standard ended up being. Xircom, not being a player in the barcode/retail market, would not be part of this plan, but it sounded like Fred had discussed this, at least as a possibility, with NCR. This made me feel that Fred was drifting away from an IEEE strategy, and I felt I should try to make him more comfortable with Xircom. I asked him to meet to talk about this.

			“Fred,” I said, “we’ve come up with a plan to make this a triple alliance, including Xircom. We’re thinking of doing a three-way joint submission on a fairly straightforward topic, and hopefully that’ll take the wind out of the sails of both Spectrix and National Semiconductor. Or at least some of the wind.”

			Fred was puzzled. “Spectrix and National, working with Xircom? But Xircom’s with us philosophically, right? Distributed access—CSMA, like us? What’s with those companies—aren’t they both centralized proponents?”

			“Definitely, but those two companies have both put out proposal updates that now incorporate Xircom’s ideas. It’s like they’re compromising, or even trying to merge, with Xircom. I guess they’re figuring that improves their proposals, makes them more broadly attractive. Xircom’s not really partnering with them, at least not yet, but neither is Xircom showing a strong inclination to abandon their own proposal and join with us. We need to start working with Xircom, try to lock them up—and doing a non-controversial joint paper with them is the best way to ease everyone into it.”

			Happily, he liked the approach and promised to make sure all the business aspects were quickly resolved. But still, he said, “We need to be moving forward on the implementations. And,” he added warily, “please resolve this RTS/CTS issue.”

			I took that as more than just a casual remark, so I focused on that issue for the next few days. Wim had earlier done an analysis appearing to show that adding an acknowledgement and retransmission mechanism30 to ordinary CSMA would result in superior performance over that of Xircom’s scheme. But Wim’s analysis focused on the ad-hoc mode of operation, and it assumed the Xircom exchange of RTS and CTS messages would be used on every transmission. It seemed to me that if we could figure out a way to limit that exchange to only those situations where it was most likely going to be beneficial, then the system’s overall performance would be improved—in other words, don’t necessarily use it on every packet transfer.

			It wasn’t clear to me yet how to do this, but I convinced myself that we should probably combine Wim’s CSMA+Acknowledgement approach with some kind of modulated usage of RTS/CTS to achieve even better performance. In any event, when I later explained this to Fred, he agreed we needed to press forward with our triple alliance, and I was told to go full steam ahead working with Phil and Wim.

			Fred’s cold feet were now apparently warming back up. I never heard again about any push towards a separate alliance involving just the retail/barcode industry—all the focus was now on IEEE.

			The three of us agreed on the specifics of our MAC/PHY Functional Partition proposal. Phil and I had several face-to-face meetings, and we connected with Wim via emails and a conference call. I was chosen to be the one to present this at the IEEE Atlanta meeting.

			With our three names on the paper, but with our two different proposals still on the table, perhaps we did indeed confuse the crowd like Phil was hoping for. There was nothing earthshattering in our proposal—although, as usual for this group, there were some intense arguments during my presentation—but in the end, the committee voted to adopt our model for the partitioning between the MAC and PHY layers. Wim, Phil, and I were satisfied that our triple alliance seemed to be on the right track.

			There were other presentations that week, but everyone recognized there was a very fundamental issue that could no longer be ignored—namely, “Are we ever going to make a decision?” This was embarrassing. The committee had been going for three years, and to many, it appeared to be no closer to a standard than it was in 1990. At the beginning of the week, there were still eleven foundation proposals under active consideration.31 The group had tried at previous meetings to see if the list could be winnowed, without success. When we got into the final wrap-up session for the week, it was time for our MAC committee chair, Dave Bagby, to use all his persuasive, coercive, cajoling talents to move things forward. His most powerful trick would be to force a vote—but he’d first have to convince the committee that a vote was necessary.

			Mixing metaphors, this was the classic “herding cats” task that Dave now had as an albatross around his neck. Over thirty very opinionated, very bright engineers, and Dave’s challenge was to get some of them to back off from their pet proposals in the interest of the greater good. It takes considerable skill to chair such a highly technical committee. You need the intellectual respect of your engineering peers combined with a knowledge of Robert’s Rules of Order—or more precisely, a knowledge of when to invoke parliamentary procedure versus just letting things flow. I don’t know how Dave was chosen as the chair; this happened before I was participating, but he met these criteria and was certainly the right person at the right time.

			At the start of the week, Dave had asked the group two questions:

			If you had to choose a MAC proposal today, which one would you pick?

			Ignoring time-bounded service for the moment, which protocol would you pick from the basis of “moving data around efficiently?”

			A third, somewhat ominous question was then suggested by Tom Baumgartner from Spectrix:

			Which protocols would you find intolerable for any reason?

			Dave called for a “straw poll,” meaning that the results were just intended to be informative and wouldn’t have any formal weight—and sure enough, the formal minutes of this meeting captured the questions, but not the group’s responses. But in my personal notebook’s page dated that September 20, 1993, I wrote down the results, which were promising, but also very concerning.

			Our NCR/Symbol WMAC proposal got the most “if you had to pick one today” votes. IBM’s proposal came in second, Xircom’s WHAT came in third, Spectrix’s CODIAC came in fourth, and National Semiconductor came in fifth. The other six proposals just received a smattering of votes.

			This was just a straw poll, but Dave told the group that we’d need to do a formal winnowing of the list before the end of the week to focus on a final set of candidates. From these results, we were certainly assured of making that final cut. But looking ahead to the ultimate vote (possibly at the next meeting in November) I saw that even if you combined our votes with Xircom’s, we’d end up with a total count way less than the 75 percent supermajority needed for victory. Equally concerning was the high number of people who said our proposal was outright unacceptable. IBM, Spectrix, and the other centralized proponents wouldn’t give up easily. The road ahead was going to be challenging.

			Three days later, Dave indeed forced the group to make the formal down-selection decision. A motion was made to eliminate six of the proposals from further consideration, which would leave only the top five. As Dave displayed this motion on the screen, it was obvious he had been hoping for more substantial progress than this.

			The room argued (as usual) that “We shouldn’t do this here in the MAC subcommittee but up in the full plenary committee with all the other guys,” or “This motion is superfluous,” or “We’ve been talking for two and half years, let’s vote.”

			Dave was getting irritated. “I want to call the question.” I was happy to hear this but a bit confused—was the chair legitimately allowed to call the question? But there was no objection from the group, and the motion passed twenty-three to five, and the meeting was adjourned.

			   The stage was now set for the final showdown—West Palm Beach, second week of November. There would be proposals from IBM, Spectrix, National Semiconductor, and what everyone else figured would be two distinct proposals from Xircom and NCR/Symbol.

			As we all packed up our laptops, Dave stepped up to the microphone and made one final comment: “My fondest wish is that on their way home now, the various proposal proponents will meet up while making their connections at the Dallas/Fort Worth Airport and will figure out how to merge.”

			Glancing over at Phil and Wim, I could see they were trying to hide their amusement. We had already decided to merge our proposals, but keeping that a secret for now seemed like our best strategy. As Sun Tzu counselled over 2500 years ago: Mystify, mislead, and surprise the enemy.





CHAPTER 11

			The Foundation Proposal

			but first we need a memorable acronym

			Wim, Phil, and I decided immediately after the meeting ended to grab dinner in the hotel’s restaurant. We knew we still had tons of work in front of us over the next several weeks, with major disagreements still unresolved, but it was time to relax.

			Phil was smiling as he tried to cut into his rubbery steak. “Well, this place certainly doesn’t look like the Dallas/Fort Worth Airport, but the food here is probably just as bad.”

			Wim held up his beer. “Let’s toast our alliance,” and we all clinked. Then he raised the first major issue we needed to resolve. “What are we going to call our merged proposal? We can’t call it WHAT.”

			Phil chimed in. “We can’t call it WMAC either.” A joke popped into my head, and I blurted out, “Well, let’s pretend we ran into each other at DFW airport like Bagby said—let’s call it DFWMAC! Bagby will love it.” I wasn’t being serious, but Phil and Wim both jumped on it.

			“Whoa, yes!” Phil had stopped cutting his steak and held his knife like a pen, scribbling out the acronym on his salad plate. “Let’s figure out what that could stand for. I guess the D can stand for ‘Distributed.’”

			Wim finished Phil’s thought. “And the F is for ‘Foundation.’ Distributed Foundation Wireless MAC.”

			“I was joking, guys,” I replied. “That’s really an ugly mouthful. The full name would be Distributed Foundation Wireless Medium Access Control. Really? People will hate it.”

			Phil was now writing it on his napkin. “Well, Greg, I don’t care. I love it! We’ll say we met at DFW just like Dave was pushing for, and we merged our proposals. Except I guess no one will believe Wim’s connecting flight from Atlanta to Amsterdam was through Dallas.”

			Wim raised both of his hands like a preacher hitting the high point of his sermon. “It’s perfect. It means exactly what it says. Distributed Foundation—that’s exactly our proposal. So be it.”

			A year later, Byte Magazine bestowed DFWMAC with the dubious distinction of being one of the worst acronyms of the past twenty years.

			Back in San Jose the following week, Phil and I got together three days in a row. Wim and I had recently completed a revised draft of our NCR/Symbol specification, and since the business side of our triple alliance was now set, we had all the proper confidentiality agreements in place. Xircom also made their documents available to both NCR and Symbol, and we methodically reviewed everything, getting Wim’s thoughts via emails and conference calls. Because we had so much of the necessary text already written, we quickly went from outline to rough initial draft. DFWMAC was starting to take shape.

			But there were still disagreements and holes we needed to fill. Whether or not to use RTS/CTS was still a big sticking point, and there were details to work out about how mobile devices find and associate themselves with an appropriate access point. Equally important were the specifics of how to provide “Time Bounded Service” to support streaming services such as voice and video, since the purported unsuitability of CSMA for such applications was a major argument by our opponents.

			Resolving these issues would require the three of us to get together, so we agreed that Phil and I would travel to Utrecht towards the end of October. With that plan settled, we worked towards resolving as many disagreements as we could prior to our trip. Things were going very smoothly when we suddenly smashed into a big, ugly log laying across our otherwise wide-open road. On October 12, we discovered that NCR had sent out a promotional letter to other companies, and Xircom and Symbol were both furious.

			“Dear [Company Name]” the letter began—someone had surreptitiously faxed Phil a copy—“As we discussed previously, it is our intent to form an Alliance of interested parties with the objective of establishing the Wireless MAC (WMAC) protocol as the IEEE standard.”

			WMAC? Not DFWMAC? That was just the letter’s first objectionable item. WMAC was now an obsolete acronym that pertained to our prior NCR/Symbol proposal. But more ominously, there was no mention of NCR’s joint work with Symbol and Xircom. In fact, there was no mention at all of the two companies, so the letter could easily be mistaken as describing an NCR-centered initiative. Adding to the insult, it concluded with a schedule of planned events, including a “Press Announcement” taking place at the NCR facility in Fort Collins, Colorado.

			Phil, not one to mince words, fired off a nasty-gram to NCR:

			What’s going on? Today I received a second phone call from a customer asking why you’re contacting them…It appears you are promoting the original WMAC…Xircom is totally committed to the new combination protocol, and we have abandoned any efforts to promote the WHAT protocol. If NCR cannot make a similar commitment, then we must reconsider our position.

			In big, bold letters, Phil added:

			Please stop.

			I was shocked that this was happening. After all the effort we had put into this, the more than a year and a half of fruitful, collaborative work with Wim resulting in a promising expanded collaboration with Xircom…. We were so close to accomplishing a remarkable victory within IEEE, and suddenly it looked like NCR was pulling the plug to go it alone. I was sure Wim had nothing to do with this, but was Cees Links involved? Who at NCR was responsible for this decision?

			We very quickly found out how this happened, and neither Cees nor Wim were responsible. In a fax sent to Ken Biba and Fred Heiman, the general manager of NCR’s Utrecht center profusely apologized:

			Following the flood of correspondence that has come to my attention today on this subject, including Fred’s call to myself earlier this afternoon, this is an attempt to initiate damage control caused by our recent uncoordinated actions…. We clearly made a series of judgmental and administrative errors…. Despite any impressions you may have to the contrary as a result of our actions, we have every intention to continue operating on the basis that Cees and Wim have been following with you both….

			My only encouragement is that I understand that Greg, Phil, and Wim have mutually agreed that this unfortunate accident should not hinder their highly effective cooperation.

			So, we chalked this up to confusion within NCR, and we figured it was probably easily explained. Things were moving fast, and it wasn’t surprising that some people within NCR might be out of the loop.

			This was a tremendous relief, but we still needed to do damage control by explaining the true situation to the recipients of the original NCR letter. Phil wrote up a draft and sent it to me to review with the note saying, “I think this is a bit terse. I also think we can make it sound more positive.”

			I guess Phil figured I was more diplomatic than he, and I took this as a request. I wrote up a less terse, more positive letter, including a full description of the collaborative work that Xircom, Symbol, and NCR were now engaged in. Cees responded back for NCR: “This is an excellent memo that hopefully eliminates any problems that might have been created,” and the letter went out to the various companies under the signatures of Phil, Wim, and me.

			Boom! We had thereby announced our triple alliance, though not at all in the way we would have liked. It would no longer be a surprise at the upcoming West Palm Beach meeting that we were putting forward a three-company proposal for the foundation of the wireless LAN standard.

			But we hoped our joke acronym would still be a surprise.

			We completed Draft 2 of our DFWMAC specification just in time for Phil and I to fly out to Holland. This was my fourth trip, and I believe it was Phil’s first. So, being a veteran of Utrecht hotspots, I suggested to Wim that we all go have dinner at the Ostrich. “In a few days. Not until after we’re done,” he said, as if that was going to motivate us any more than we already were.

			I’ve had many intense engineering design sessions over the course of many years. Few can compare to the excitement and pleasure of those several days that Wim, Phil, and I spent cooped up in that tiny conference room. We weren’t merging proposals—we were merging brains. The three of us had been steeping together for months now in the swirl of IEEE debates, we had solid teams of engineers from three companies feeding us ideas, we had the trust of top executives within the nascent wireless LAN industry, and now we had been turned loose to do what we thought best. We took turns at the whiteboard, we argued, we listened, we learned from each other. It seemed like one by one, the correct solution for any issue would eventually fall into our hands; we were picking ripe peaches off a bounteous tree. We all sensed that we were doing something important, and as it turned out, these sketches and notes taking shape on our whiteboard would end up impacting billions all over the globe.

			One major breakthrough allowed us to finally resolve our long-standing disagreement regarding the efficacy of Xircom’s RTS/CTS. We all agreed it was beneficial in certain situations, but we also all agreed it was detrimental in others. Happily, we hit upon a solution in which the RTS/CTS exchange wouldn’t necessarily be used with short packets and could be controlled differently within each individual device. This ensured that it would be invoked only in those situations in which it was most likely beneficial.

			This new integration of Xircom’s RTS/CTS into our scheme had an important side benefit. One critical aspect of RTS/CTS was the use of a “virtual carrier sense” mechanism, which ensured that a device would refrain from transmitting even if had sensed that the medium was free—this was primarily to address the “hidden terminal” problem. The welcome side benefit: we realized that this virtual carrier sense concept could also be used effectively in support of time-bounded applications.

			This was typical of the way our issue resolutions progressed that week—we’d find that the various pieces of the protocol we had defined hung together nicely into a coherent whole. For example, our single synchronization scheme was found to be applicable to power management, time-bounded services, and frequency hopping. Also, our core CSMA “multiplicity of interframe spaces” concept found application in a new fast scanning operation using “probe” packets. These integrated solutions to disparate problems reinforced our growing sense that there was something very natural about our now-beloved DFWMAC.

			We ended our week with dinner at the Ostrich. While we ordered cautiously from the menu, Phil, Wim, and I again toasted our alliance—and this time we could also offer a toast to our new protocol, with a hopeful optimism for success in the coming foundation battle.

			The flight home seemed to go quicker than usual, as I fell into an exhausted but blissful hours-long sleep. When the bump of the landing gear jerked me awake, I knew that might be my last bit of relaxation for a while, with my to-do list rattling through my brain. Yes, we were over the hump now, but there was still work for the three of us—text that needed to be written, diagrams still to create. But it was clear we would be ready in time for West Palm Beach.

			Thursday, November 4, 1993, Los Gatos, California. We were just about ready to button up our DFWMAC proposal, so Phil came over to my home office for the final tweaks. I’m sure he must have been very impressed with my office setup—after all, I was the cutting-edge, work-at-home 1990s pioneering techno-consultant with all the hottest enabling electronic gear taking up half of our twelve-by-twelve master bedroom (Sally was very forgiving).

			My fax machine was, of course, black to match our black IKEA furniture. My trusty 9600 baud modem connected to my Compaq computer, on which I embarrassingly had an AOL account. My printer could render a decent graphic image, so our DFWMAC proposal would look professional. But when Phil arrived, I realized he had me beat on one front. He had a cell phone. Bulky and clumsy and a full fourteen years before the iPhone would be introduced, but it was right in character for Phil to have a very, very cool toy.

			That meant we had to figure out a reason to call Wim. As we sat together at my computer to do a final editing pass, we hit some minor issues, and that was our excuse to place the call. It must have been evening in the Netherlands, but we had already been faxing and emailing Wim, so we knew he was awake. Sally had walked in; she was very amused by the whirring machines, and now Phil would get to entertain both of us with his new phone.

			Many seconds passed after he dialed. “Come on, Europe. Please pick up!” And then, “Hey, Wim! I’m calling you from Greg’s house.” Phil was simultaneously shouting and laughing into his phone. The whole bedroom seemed to be buzzing.

			We had nothing particularly critical to discuss with Wim, so the call lasted only a few minutes. But Phil and I both had an unspoken feeling that it was important for us to connect with Wim like this one more time. The DFWMAC specification was now complete—a significant milestone. The three of us were all experienced, competent engineers, and we recognized that our design was a good piece of work. We also knew that our Symbol/NCR/Xircom alliance was going to have a strong political impact. People would be pleased to see that our active consensus building had succeeded, and we’d probably be able to attract other like-minded members at the following week’s IEEE meeting. But we still weren’t assured of a positive vote within the committee, so we were proud but anxious, our minds anticipating the battles that the next week would hold for us, like filmmakers awaiting the crowd’s reaction on opening night. Finally, after a brief flurry of technical talk, Wim’s distant voice called out, “See you guys next week!” and Phil hung up the phone.

			We grabbed our seventy-page master of the specification off the printer and headed to the Los Gatos Kinko’s to make copies for the committee. Next time we’d meet up would be Sunday in West Palm Beach.

			It’s showtime!





CHAPTER 12

			The Battle Is Joined, but Victory Is Elusive

			Will the winner be “not ready to decide”?

			Sunday was a gorgeous November day as I left the Palm Beach airport in my rental car, so I drove around a bit before heading to the conference hotel. Yellow sunlight glinting off the water, rows of palms and more palms along the boulevards, and so many birds—the average bird wingspan looked to be about three feet. Yachts mounted on the decks of even larger yachts—were they just for show? Or were the smaller yachts winched down into the water for late afternoon cocktail cruising?

			Controlling my envy, I turned around to head back to the conference hotel, which I feared would have that moldy atmosphere so common in Florida public interiors, the legacy of rusty, overworked air conditioners. But instead, it was bright and airy—and with an active jazz-themed lobby bar.

			Wim was checking in as I entered the lobby. I waved to him. He smiled back and pointed across the room where I saw Phil and Ken already in the bar. Well, I thought, I’ve barely arrived, and here’s my first meeting already. It was going to be a long week.

			When Wim eventually came over to join us, Phil was laughing about all the paper we had brought. “Not just the DFWMAC spec but three separate presentations? It’s like we’ve saturation bombed the agenda. Is Dave Bagby going to allow this?”

			“But there’s so much new material,” Wim replied. “We’ve got to present it all.”

			We had come prepared with one presentation describing the overall architecture of the protocol, a second on the access method details, and a third on scanning and synchronization. As we took them out for a final review, it was Phil’s turn to take charge. “Greg, you should kick it off with the architecture presentation, Wim should do the access method, and I’ll do the scanning. OK?”

			We both quickly agreed, and we felt we were now ready for the week. Ken laughed. “Let’s hope all the meetings go as smoothly as this one.” Wim started to raise his beer glass as if to toast, but he quickly remembered something he wanted to show us, digging into his bag to pull out the list of presentations that were scheduled.

			“WHO?” I asked after looking it over. “What’s WHO? Who’s going to present WHO?”

			Phil joined in. “When do we hear WHO and where?”

			Jim Schuessler had apparently updated his National Semiconductor proposal and had renamed it WHO—“Wireless Hybrid Operation.”

			Phil was amused. “Won’t he be thrilled when he learns that we took Xircom’s WHAT off the table. He’ll be the only interrogative pronoun.”

			But Wim was focused on something else. “That’s not what I’m pointing to. Look. There’s no updated proposal from either IBM or Spectrix.”

			Ken leaned over and looked at the list. “That’s good. More time for you guys. That means we already know from their earlier presentations exactly what their proposals are. There will be no surprises.”

			IBM’s decision to put forward a wireless LAN proposal gave me a case of déjà vu all over again, except this time IBM and I were on opposing sides. My previous standards work with IBM was in the 1980s as their partner in promoting the Sytek/IBM technology for a broadband Ethernet standard (based on IBM’s “PC Network”). That broadband standardization effort had ultimately failed, perhaps in part because of the industry’s general fear of IBM’s market power.32 Consequently, this time around I was encouraged by IBM’s prior record of failure with IEEE standardization. They (we!) had failed to standardize our previous broadband technology, and they also had failed to establish their Token Ring standard as a viable marketplace alternative to Ethernet. This time around, I was competing against IBM and was, of course, hoping that they would fail again. Still, there was reason to worry. Perhaps IBM was betting that the third time would be the charm.

			Today, nearly thirty years later, it may be hard to think of IBM as a dominant technology player, but for decades back in the twentieth century, “Big Blue” was an overwhelming market force in the computer industry. Based on their early dominance in the mainframe market, they expanded their product lines into minicomputers, networking, and—in the early eighties—personal computers. Their market strength gave them the ability to dictate de facto standards—namely, IBM-proprietary protocols and interfaces that other companies would need to conform with if they were to play any role at all in what was an IBM-based world. IBM could set these rules of the game without having to hassle with the complications of the formal international “de jure” standards bodies like IEEE. As late as the 1980s, they were still a tremendous force, with the IBM PC itself defining major de facto standards like the DOS operating system and the PC’s plug-in card attachment interface. However, in the LAN marketplace, Ethernet was so successful as a multi-vendor network that IBM consistently struggled to establish any kind of an IBM de facto standard, and they were consequently forced into a strategy of trying to influence the IEEE standards. Their wireless proposal was essentially IBM’s final attempt to put an IBM stamp on the LAN standards.

			As a proponent of the centralized philosophy, the IBM wireless LAN proposal was radically different from our distributed access approach. National Semiconductor’s WHO proposal and the Spectrix CODIAC proposal were both similar in that respect to IBM’s, although they also incorporated some elements of distributed access drawn from Xircom’s protocol. All three emphasized that a centralized approach could better support time-bounded services like voice and video, primarily, they believed, because a central controller could manage the transmissions in a way that guaranteed regular, periodic access to devices that needed it. Such a mechanism was called a “point coordination function,” and their three proposals all relied on strict centralized control to provide this function. We needed our proposal to do something similar, but since we did not believe in such strict centralized control, it somehow needed to be based on our distributed philosophy.

			In DFWMAC, we accomplished this by utilizing the inter-packet gaps that were enforced in our protocol, which were a key aspect of our distributed CSMA.33 This would allow an access point to have priority over the other stations, and hence act in many ways like a centralized controller, even though the underlying protocol was still based on CSMA. We believed our approach could support time-bounded services and large networks just as well as IBM and Spectrix, without the unwarranted assumption that a centralized controller would be able to completely control the airwaves in the presence of other interfering networks.

			In addition, we had a thoroughly defined scheme for power management, plus we had synchronization, scanning, probes, an ad hoc mode, and a flexible solution for hidden terminals. We were proud of our creation. We felt it was complete, and we were ready to unveil it to the world. We just needed to convince 75 percent of the IEEE voters—and that wouldn’t be so easy.

			On Tuesday morning, we were called up for our presentations, and I rose to speak. One of the advantages of developing ideas within a team is that your teammates try to hit you with all the potential objections, but still there’s no way of knowing what questions might arise. Luckily, the first one was a softball.

			Carolyn Heide asked, “For clarification before we start, is this intended to replace the WHAT and WMAC protocols?” I was ready with my response. “Well, back in Atlanta, Dave said he hoped people would run into each other on their way home while waiting for their connecting flights at DFW, and they would decide to merge their proposals. So, we called this DFWMAC.”

			Fortunately, our “Distributed Foundation Wireless” naming also made sense, so when the groans died down, I launched into the first of our three presentations. My piece covered the architecture of the entirety of DFWMAC—our distributed foundation, the way we supported multiple transmission layers, infrastructure and ad hoc modes, the use of RTS/CTS, and power management. Wim then went into more detail on the specifics of the access algorithm, the fairness assurances we built into it, and the provision of time-bounded services for streaming applications. Finally, Phil covered synchronization, our beacon concept in both infrastructure and ad hoc mode, and how devices scan their environment prior to joining a new network.

			I must have sensed that this would be a day worth remembering, for I recently discovered I had stashed away in a time capsule some keepsakes, like souvenirs of a pleasant voyage I was sure we’d want to revisit. Buried within my garage ephemera sits a dusty cardboard box with the original overhead transparencies we had printed at my neighborhood Kinko’s that week before Palm Beach. Looking at them now, I can see that we were certainly prepared, perhaps even over-prepared.

			But on that day, we were unsure of our performance. Were we convincing? Or at least, convincing enough?

			Wednesday morning, November 10, 1993. Like the day before, we were all sitting in a generic conference room. It could have been the same room as the day before. I never could tell; they all looked the same to me even though hotel management gives them sparkly names like “Everglades” or “Key West,” trying their best to give each room a unique personality.

			Engineers from different parts of the world always seem to wear the same engineer uniform—namely, a short-sleeved button-down shirt with slacks—but as I surveyed the room, I pictured us all dressed as Vatican cardinals, in floor-length cassocks and tight scarlet skullcaps, gathering in the Sistine Chapel34 to choose a new pope. After all, we were about to select the foundation protocol for the IEEE 802.11 Wireless LAN standard. It may have been my imagination, but the atmosphere seemed considerably more solemn than usual.

			With Dave Bagby chairing the session, there were four proposals remaining on the table: Spectrix (CODIAC), IBM (Wireless LAN MAC), National Semiconductor (WHO), and, of course, our DFWMAC proposal. The voting would be by hand-written, anonymous ballots. There would be multiple rounds, each round eliminating the proposal that had received the least votes. A winner would be declared only upon receiving 75 percent of the vote. At which point, in my fantasy, white smoke would emerge from the chimney over St. Peter’s Basilica as the crowd in the plaza below cheered the new protocol.

			Wim, Phil, and I felt we were in a good position. We were pleased with our presentations, and many of the voters we spoke with were positive. But then a motion came up from the floor, calling for a twist in the balloting that I hadn’t expected. In addition to the four proposals, each voter would have a fifth option: “Not ready to decide.” Whoops.

			Glancing over to Phil and Wim, I saw in their faces that they also understood the impact of this—a backdoor giving the group the option of postponing the decision by choosing not to choose. Although this would go against the group’s self-imposed schedule, it was a very possible outcome. And a decision to postpone the decision would mean time for alternate proposals to be developed and presented at the next meeting in January.

			Dave called the motion out of order. “We’ve already decided we’re going to make a decision at this meeting. A not-ready-to-decide vote allows that decision not to happen.”

			Somebody shouted, “I appeal the ruling of the chair!”

			My heart sank. This was going to be a battle.

			Dave asked if there was a second to the motion to appeal, and a voice came from the back of the room: “Second!”

			I spun my head to see who it was. Holy expletive, it’s David King, Proxim’s CEO!

			In Chapter 5, we were introduced to Proxim, where I wrote that “Throughout the 1990s, they played the role of Wi-Fi’s nemesis, as they actively promoted themselves as an alternative to the developing IEEE standard during that period,” and this may be our first example. Proxim was an early market leader in the emerging wireless LAN market, but they had not been significantly participating in the IEEE’s MAC committee. They hadn’t sent anyone at all to the previous Atlanta meeting, and David King wasn’t even a voting member. Now, on our day of decision, he shows up and argues in favor of a delay. I was very suspicious.

			The arguing grew heated. Dave Bagby put a slide on the projector: “A plea for rational behavior…This is our twentieth meeting…more than three years…We need forward progress!”

			Others were equally vehement: “If we don’t get down to doing something, we might as well disband.”

			But David King was adamant. “There isn’t enough data on the protocols proposed yet.”

			More confrontations ensued along with all sorts of emotion. Someone in the back called out, “I’m confused whether to speak or just go home…. This perpetuates a filibuster.” But the motion to appeal was upheld, and the motion to add a “not ready to decide” option was narrowly approved.

			This did not bode well. Wim and Phil both looked dejected. As Wednesday finally ended, I sat exhausted in the hotel restaurant, rehashing all the who-said-what-when with Fred and Ken. “I’ve got to go,” I told them. “No dessert for me. See you tomorrow.” Fortunately, I’ve always been blessed with the gift of easy sleep. As I sunk into the pillow, I dearly hoped that Phil and Wim would get some good sleep as well.

			The voting had been pushed back to Thursday. We had one more day ahead of us.





CHAPTER 13

			Decision

			Will DFWMAC be selected as the foundation for the standard?

			Thursday, November 11, 1993, 8:00 a.m. It’s election day for the foundation protocol, and nothing was clear as we gathered for another meeting. Our beloved DFWMAC could lose to a competing proposal. Or we could lose to the “not ready to decide” option. Or we could win. The importance of this decision was not lost on the participants. There were over eighty people in the room, twice as many as in a normal MAC committee meeting. Clearly, a large group who ordinarily didn’t participate had come to weigh in on this momentous decision, in addition to those infrequent observers like Proxim who had decided that this was the one week they needed to be present.

			Dave Bagby recapped the agenda—first, the proposal proponents would be allowed a final round of short summary presentations with subsequent rebuttals. This would give Spectrix and IBM their chance to advocate one more time before the vote, even though they hadn’t submitted revised specifications. The various proposals’ pro and con arguments were well known by now, but this time, the proponents came out directly attacking each other’s proposals, and the atmosphere in the room became electrified. It was suddenly a booming sports arena with fans in their colors standing in the bleachers, shouting and drunk with devotion to the home team. Well, that’s a bit of an exaggeration, but truly the tempo was sufficiently elevated that Wim’s usual no-nonsense, stony-faced demeanor was transformed, and he punctuated the end of our pitch with a raised fist and a “DFWMAC!” cheer. Had he just kicked the winning World Cup goal? Perhaps, but we couldn’t be sure.

			Finally, the first ballots were handed out—blank slips of paper for people to write their choice on. No one spoke. There was only the sound of pens and pencils scribbling on the ballots. After a few minutes, the ballots were gathered and counted, and the room fell back into a portentous silence as we waited to hear the results.

			Dave finally made his announcement:

			First Ballot Results:

			
				
					
					
				
				
					
							
							Spectrix CODIAC

						
							
							8

						
					

					
							
							Symbol/NCR/Xircom DFWMAC

						
							
							37

						
					

					
							
							National Semiconductor WHO

						
							
							12

						
					

					
							
							IBM Wireless LAN

						
							
							7

						
					

					
							
							Not ready to decide

						
							
							19

						
					

					
							
							Abstain

						
							
							4

						
					

				
			

			 

			Well, we hadn’t reached 75 percent for an outright victory, but initially, this looked good to me. We were clearly the leading candidate. IBM, having received the fewest votes, would be eliminated from the next round of voting. Yet again, just like their Token Ring and PC Network efforts, it looked like IBM would fail to establish their technology as a successful LAN standard.

			But then I realized it was actually an ominous result. The high number of “Not ready to decide” votes would ensure that our opponents would come to an obvious conclusion: Their best strategy would be to vote for postponement.

			Dave moved immediately into the second round of voting. Again that solemn atmosphere, which was very uncharacteristic for this group. Everyone remained in their seats, their laptops open. Ordinarily, everyone would have had their faces glued to their screens, but instead, it looked like the entire room was focused on the balloting. The ballots were handed out, followed by the same scribbling sounds as before. Eventually the ballots were gathered up again, and we all waited for Dave’s announcement:

			Second Ballot Results:

			
				
					
					
				
				
					
							
							Spectrix CODIAC

						
							
							5

						
					

					
							
							Symbol/NCR/Xircom DFWMAC

						
							
							31

						
					

					
							
							National Semiconductor WHO

						
							
							7

						
					

					
							
							Not ready to decide

						
							
							25

						
					

					
							
							Abstain

						
							
							4

						
					

				
			

			 

			Aaachh! Exactly as I predicted. It was time to worry now—not only had the “Not ready” count increased, but we had actually lost votes. Weirdly, there were fifteen fewer total votes than the first time. Had people gone to the restroom? Why hadn’t they just abstained? Were people leaving for dinner? It was getting harder to predict what would happen next.

			But again, without missing a beat, Dave moved us into the next round of balloting, with Spectrix now eliminated. I was feeling a bit sorry for Carolyn and her Spectrix team—first they had lost to my team in the CBOT procurement, and now this. I couldn’t have known that she still had a crucial role to play later that day. I scribbled DFWMAC on my third-round ballot and passed it back to Dave.

			Third Ballot Results:

			
				
					
					
				
				
					
							
							Symbol/NCR/Xircom DFWMAC

						
							
							42

						
					

					
							
							National Semiconductor WHO

						
							
							3

						
					

					
							
							Not ready to decide

						
							
							33

						
					

					
							
							Abstain

						
							
							7

						
					

				
			

			 

			The missing votes had returned, but it looked like several of them voted to postpone the decision. A gloomy air surrounded Wim and Phil as we realized that achieving 75 percent was unlikely. The way things were heading, it appeared that, despite our hard work, we would end up having to compete with yet another set of new proposals come January. Dave passed the ballots out for the fourth round, with National Semiconductor eliminated.

			Fourth Ballot Results:

			
				
					
					
				
				
					
							
							Symbol/NCR/Xircom DFWMAC

						
							
							35

						
					

					
							
							Not ready to decide: 

						
							
							30

						
					

					
							
							Abstain

						
							
							7

						
					

				
			

			 

			We were all confused. What did that result mean? Dave was now on the spot. With this vote, the group had identified DFWMAC as the lead proposal but not by the necessary supermajority. His MAC subcommittee would need to report that afternoon to the full 802.11 working group, including all the PHY subcommittee participants. What should Dave’s report say? What kind of recommendation could the MAC group give in its report?

			The atmosphere in the room grew extremely heated. My fantasy picture of our esteemed group as a conclave of serene cardinals deliberating within St. Peter’s had disappeared into black smoke. The decision was being kicked upstairs to the afternoon plenary meeting of the full committee, and we had no idea what might happen there.

			After much yelling and finger pointing, while Dave struggled to maintain the group’s cordiality, Kerry Lynn from Apple tried to get the group to ratify DFWMAC, with the proviso that if it failed to get 75 percent, we would start over in January. This idea was shot down in flames. Surprisingly, Fred decided to speak—I believe for the first time within this committee—and he wasn’t exactly diplomatic. “Let’s not have any more motions so we can proceed…. Let’s abort the obstructionists and move forward.”

			Exasperated, Dave asked the group if our recommendation to the plenary should be to accept the top two protocols as our direction—namely, DFWMAC and National Semiconductor’s WHO proposal—even though WHO had received only three votes to DFWMAC’s forty-two. Phil glanced over at me, his eyes appearing to say, “This might be good,” or at least that’s how I interpreted his expression. This would eliminate both IBM and Spectrix, which was probably the best outcome we could hope for at this point. Surprising even myself, I decided to second the motion, and it was very narrowly approved. I could only let out a long, sad sigh. After all that, our MAC committee had basically decided not to decide.

			We adjourned in this very inconclusive state. Were we really down to just two proposals? Were the “not-ready” advocates going to accept that? Might the afternoon’s plenary voters pick a single winner? Or would the whole process get restarted, allowing new proposals to come in? Maybe IBM and Spectrix would live on to fight another day. Everything was still possible.

			Our hoped-for election had ended up with hanging chads on the ballots. The Supreme Court of the full 802.11 committee would now need to make the decision.

			Thursday, November 11, 1993, 1:00 p.m. We now gathered in the plenary meeting of the full committee. As I wandered into the meeting room and tried to find a seat, I saw Wim and asked him sarcastically, “So what’s in store for us this afternoon? Further backward steps?”

			It would now be Vic’s turn to be the “let’s select a foundation” circus ringleader. I’m somewhat ashamed to admit that this made me a bit worried. Burnt out from the indecision of the morning’s MAC committee meeting, I couldn’t help but hope for Vic’s thumb on the scale. Well, of course, that would be wrong, I knew that, and I also knew that he would never do such a thing. As chair of the full IEEE 802.11 committee, Vic was never “Vic Hayes, NCR”—he was always simply “Vic Hayes, IEEE.” Completely fair, true to proper procedure, calm and dignified—no one ever questioned his unbiased leadership. But still, this was going to be a different kind of day for him. Previously, with most of the technical work happening within the MAC and PHY subcommittees, his role had typically been to manage various procedural matters. Now, a critical technical decision was being dumped into his lap.

			Sure enough, the meeting started out on a procedural note, and it was a very 1993 issue. Vic raised the topic of the upcoming meeting in Vancouver and specifically whether people wanted a boat cruise to be included in the meeting fee. This triggered a discussion on the quality of the hotels that had been chosen in the past—a sore point for many—and a suggestion was made that we spend more time evaluating and selecting hotels.

			I wasn’t really listening, but my ears perked up when someone pointed out that, while our hotels weren’t as nice as we’d like, it was because the set of hotels that were possibilities for us was limited by our requirement that all rooms have separate phone jacks for a data connection. Of course, everyone understood. That made sense. We definitely needed to have separate phone jacks; otherwise, how would we plug in our dial-up modems for email access?

			If I had been a time traveler from the future that day, I might have said the following at that moment: “Can we please get on with the matter at hand and select the foundation protocol for the IEEE wireless standard? Because if we don’t do that, Wi-Fi may never happen, and it’s Wi-Fi that will solve the hotel Internet access issue. In fact, in ten years, surveys of business travelers will show that the number one amenity desired in a hotel is good Wi-Fi. So, let’s get on with it.”

			Of course, I didn’t say that, and in fact, since it was 1993, I was very glad to hear that all our future meetings would have phone jacks for our dial-up modems in the hotel rooms. With that critical issue resolved, Vic moved on to the reports from the subcommittees. The report from the PHY subcommittee was quickly dispatched, and it would now be Dave’s turn to give the MAC report. Everyone sat up a little bit straighter, and the side conversations all died down. As Dave walked up to the front of the group, Vic handed him the microphone.

			“Our stated objective for this meeting was to select a foundation protocol. We made some progress, but we fell short of the goal.” Dave then recounted the sequence of votes, including the final inconclusive vote we were all familiar with: DFWMAC 35, Not Ready to Decide 30.

			Phil and Wim were sitting together in front of me, and when I reached out to poke them both, they turned around. Wim smiled and whispered sarcastically, “Doesn’t that mean we won?”

			“No,” Phil whispered back. “It just means we should have won.”

			We knew what was coming next. Dave put a transparency on the projector stating the conclusion: “This morning the MAC subcommittee decided to recommend that we accept the top two protocols, WHO and DFWMAC, as the direction of this group, with work to continue in January.”

			And then, just to prove to everyone that maybe there is a God, one of DFWMAC’s most insistent critics offered an amendment.

			“I propose we amend the motion to read that we accept the top proposal as the direction of the group. That we accept DFWMAC as the foundation.”

			Bob Crowder was a respected long-time IEEE veteran and an expert on industrial automation with his own small consulting company. It was easy to visualize him in a hard hat and orange vest, strolling deliberately along a concrete factory floor, casually ducking a robotic welder’s swinging arm as he checked out the best placement for some cables. For months, he had consistently argued for the centralized philosophy and had specifically stated his belief that for control of robots and other machinery, we needed a wireless standard based on something other than CSMA. He was, to me, a feared opponent, gruff and bear-like, and unfortunately for us, often very convincing. His sudden interjection into these parliamentary proceedings was a shock to everyone.

			Bob continued, “Despite being strongly and publicly in favor of a centralized foundation protocol, I’m making this motion to advance progress.”

			“This motion is not in order!” shouted someone deep in the room. “This was voted by the MAC group. It cannot be amended.” But Vic made it clear that Bob’s motion to amend was certainly in order.

			Kerry Lynn from Apple called the question on Bob’s motion to amend, which surprisingly passed, and my heart suddenly stopped beating.

			Whoa! We were now about to vote on an amended motion that explicitly called for DFWMAC as the foundation protocol. I poked Wim and Phil again, but this time they just waved me off. Things were happening way too fast—no time for chit-chat, so I spun around to scan the room.

			There, towards the back was Fred, who had been directing my work for eighteen months. He had entrusted me to design a next-generation wireless network for Symbol and put me together with NCR. Now he was watching eagerly as we perhaps approached a climactic conclusion. Sarosh and Chris—my valued technical comrades during our early battles with Wim, my whiteboard compatriots—were seated together in the next row. And on the other side of the room was Ken. I caught his eye. I’d been working with Ken for fourteen years, initially as my mentor, and then my boss, and then my client, and now my colleague. As we looked at each other, I’m sure he was also thinking of those years of our relationship, all about to culminate in this coming vote.

			Vic asked, “Is there any discussion on the motion?” And, of course, there was. Some argued that this went against the almost 50 percent of the voters who said they weren’t ready to decide. Others argued that we needed to make progress, and selecting DFWMAC was the way to achieve that. This discussion went back and forth for so long that Vic had to limit everyone’s speaking time to two minutes apiece. Finally, I felt that I needed to speak, and when Vic recognized me, I stood up and faced the room.

			“Remember the myth of Sisyphus?” I said. “He was condemned to push a large boulder to the top of a mountain, yet every time he got near the top, it fell back down. It’s not clear what crime we as a group have committed to end up in this similar situation.”35

			Dave called the question. Vic repeated the motion to accept DFWMAC as the foundation. We were voting this time not by secret written ballot, but by holding up our personal “voter” cards that we had received at the start of the week. Vic asked for a show of votes; the “aye” cards rose in the air, then dropped back down, and then arose the “nays.”

			Vic announced the result: 43 ayes, 14 nays—and he fiddled with his calculator. “75.44 percent. The motion passes.”

			It felt like a dream. But then, like a cold splash in the face, we discovered we were still not done, as one final obstacle was raised. A voice called out from behind me: “I counted fifteen nays, not fourteen. That’s only seventy-four percent in favor.”

			It was Frédéric Bauchot from IBM, shooting yet another arrow into my heart. I had no doubt that Frédéric thought he had counted fifteen, but had he miscounted? If he was right, we’d be delayed yet again with no decision. All proposals, including IBM’s, would be back on the table again come January—and perhaps with additional new ones introduced.

			Vic, as always, was calm. “We had two vote counters. I was the first counter, and as the secretary of the committee, Carolyn Heide was the second counter. I counted fourteen. Carolyn?”

			We had arrived at The Moment. All eyes were on Carolyn. She didn’t hesitate for a second: “I also counted fourteen.”

			Oh, Carolyn, thank you, thank you. I respected her tremendously; she and her Spectrix team had been worthy competitors, in the Chicago Board of Trade’s procurement as well as in our IEEE deliberations. And here she was now, making the final announcement to us all that confirmed DFWMAC’s selection as the foundation protocol for the IEEE wireless LAN standard. I’m sure it wasn’t a happy moment for her.

			As the room erupted, a voice screamed out over the din, “I move to adjourn,” and I found it was my fate to make one more contribution. As Vic yelled out, “Is there a second to the motion to adjourn?” I immediately shouted, “I second the motion!” Voice vote, the ayes had it, meeting adjourned.

			That was it. We did it. Phil stood up and whirled around, Wim followed, and the three of us high-fived as the rest of the crowd started to pack up and head out the doors. For once, Wim’s grin was even wider than Phil’s.

			The week after I got home from the West Palm Beach meeting, I received the following letter from NCR in the mail. It certainly felt good to be appreciated. I don’t recall now what the gift box contained, but it was not ostrich-related, of that I’m pretty sure.36
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			THANKS, AND CONGRATULATIONS

			Greg, and Phil,

			We would just like to express our appreciation for the exceptional efforts and teamwork that you both displayed, together with Wim Diepstraten from our own Organization, in achieving the key DFWMAC milestone in the IEEE 802.11 Meetings last week.

			As always in such situations, there are, of course, many others in each of our organizations that have contributed towards this success. However, we believe that it is the hard work, persistence in putting the proposal together, and energy in leading the proposal through the assemblies as a unified team that has earned you both, and Wim, special recognition for your achievements.

			As a token of our appreciation, we are sending you under separate cover a small, typically Dutch gift. Since windmills do not come in kit form here, we settled on a seasonal gift box, which we hope you will enjoy with those nearest you. The items in this box have been hand-selected by our office here in Utrecht.

			Thank you again for your fine cooperation. We look forward to continued success together in the future.

			 

			Best regards,
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							Charles Mahaddie, WCND

						
							
							Al Loftus, AVP, MPD
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PART FOUR

			An Accusation Fans the Flames

			in which we first take a breather before breaking the 10-megabit barrier





CHAPTER 14

			Interlude

			And you thought Menlo Park was just an ordinary suburb?

			True art, it’s often said, arises not from unrestricted freedom, but from freedom within boundaries. Somehow the limitations encourage creativity: writing a poem while constrained by a metric scheme, painting within the conventions of a specific genre, structuring a musical idea into a twelve-bar blues. And, in our story: achieving faster wireless speeds while staying within the limits imposed by the FCC’s spread spectrum requirements.

			In the mid-nineties, no one expected wireless to be as fast as Ethernet, with its built-in advantage of an interference-free, wired environment. With Ethernet running at a speed of 10-megabits per second, the 2-megabit speed of our draft wireless standard was initially considered acceptable. But the Ethernet developers were working on a 100-megabit version called “Fast Ethernet,” so to be able to compete at all, the wireless world would need a similar boost. 100-megabits might be out of reach, but 10-megabits was perhaps possible, and this became the focus of the industry for the next several years. That would put wireless on par with standard Ethernet. Breaking the 10-megabit barrier while still meeting the FCC requirements was the industry’s Holy Grail.

			This wouldn’t be easy. Technically, the spread spectrum requirement was a difficult constraint that would require some creativity to resolve. But equally important was the political constraint—our time-honored standards development process within IEEE—and as a set of approaches eventually surfaced, the competition grew vivid. In fact, it grew accusatory.

			But I’ve been told that now might be a good time to take a breather, so let’s put the Wi-Fi story on pause for a moment, and I’ll try to introduce myself.

			My father’s library was a treasure chest for his ten-year-old boy. Some books were on topics still opaque to me, but I could find others that were easier to read which resonated for me even with my limited experience of the world. I couldn’t necessarily decipher all the words, but by just staring at the pages while sitting in the big stuffed living room chair, I could “go into my own world,” as my mother would often say whenever she’d get irritated by my ability to ignore her. One book in particular caught my attention—Harold Gilliam’s geography lesson entitled San Francisco Bay, where Chapter 13 opens with the following incident:

			The last car to cross the Golden Gate Bridge on the historic afternoon of December 1, 1951, was driven by a young woman named Nancy Kent. The twilight sky was clouded, and a strong wind was blowing as she and a girlfriend drove up the mile-long approach ramp and paused at the tollgate; they noticed nothing unusual, however, until they were well out on the bridge itself. The two exchanged glances. Then, peering forward and to the rear, they became aware of a terrifying fact: they were alone on the heaving deck. The thought struck them with a sudden impact: if the bridge gave way, there would be a dizzy, spinning fall through space…37

			The first time I hit upon this page I was simultaneously amused and frightened by this description of “the historic afternoon of December 1, 1951.” What Gilliam felt was historic was that this massive Pacific storm, which caused power outages all over the Bay Area, had necessitated the very first closure of the Golden Gate Bridge. But for me, what was historic was my own birth that same afternoon while Stanford Hospital ran on emergency power.

			Had it not been for the proper operation of whatever emergency power technology the hospital was using back in 1951, my appearance in our Wi-Fi story might have been indefinitely postponed. But fortunately, my mother and I made it through the storm, and my father brought the two of us home to Menlo Park two days later.

			Menlo Park in the late 1940s was a classic California post-war suburb, its modest new houses having been snapped up by the families of returning veterans. Sandwiched between San Francisco Bay and the Santa Cruz mountains, with the Stanford campus to the south and the very wealthy Atherton to the north, it was a haven of middle-class normalcy in the 1950s. By the 1970s it had become the home of Silicon Valley’s venture capitalists along Sand Hill Road, where office space now rents for more per square foot than in Manhattan, and today, Menlo Park is known as the home of Facebook and multi-million-dollar, two-bedroom fixer-uppers. But in between its earlier “Main Street America” phase and its later high-tech finance phase was the Menlo Park of the 1960s. These were my coming-of-age years, and while I was growing up, my town had a different set of pretentions—as an LSD epicenter.

			In the early 1960s, while living in a small bungalow right behind my elementary school, Ken Kesey volunteered to be a guinea pig in the CIA’s psychedelic experiments at the Menlo Park Veterans Hospital, an experience that was ultimately documented both in his One Flew Over the Cuckoo’s Nest and Tom Wolfe’s Electric Kool-Aid Acid Test. There were other like-minded crazies living in that bohemian, unincorporated part of Menlo Park—including parents of my classmates from our sixth-grade math class, where we’d swap rumors about whose mother or father might be dropping acid. Before the rest of the world had ever heard of Timothy Leary, a schoolmate’s father named Myron Stolaroff started up a psychiatric LSD research institute in downtown Menlo Park. One might expect that even the town’s pre-teens during those years were taking LSD, and that expectation would not be wrong.

			The atmosphere in our little toy town grew increasingly fun and freaked as I got to high school: Jerry Garcia teaching at the local music store, with the early Grateful Dead playing at our favorite pizza-parlor-slash-pinball hangout; a “Free University” offering courses in non-violent resistance and Buddhist philosophy to high school students; Stewart Brand’s Whole Earth Truck Store—a favorite destination just a short walk from our school. In other words, while we were still too young to drive, we were proto-hippie before it was cool to be proto-hippie.

			Then America’s racial tensions got thrown into this stew. My high school, Menlo-Atherton,38 drew its students from a remarkably mixed set of neighborhoods, ranging from rich and white Atherton to poor and black East Menlo Park, which sat across the freeway, accessible by foot only across an inconvenient pedestrian bridge. So in 1966, when the school district decided to increase the radius that determined which neighborhoods would be served by a school bus—and then measured that radius as the crow flies rather than actual walking distance—our black schoolmates rioted, resulting in a destroyed bus and a full-sized metal garbage can tossed through the windows of our World Geography classroom.

			Perhaps this was just the attitude among my enlightened friends, but I remember the opinion of the students to be “this is a righteous issue”—nothing could be more clear than that the outrage of the black students was justified. They were basically being penalized for having to walk a circuitous route to school. The reaction wasn’t universally compassionate, but by and large, the community pulled together to help the school improve. The parents—black and white—joined forces to mutually patrol the corridors to prevent any further violence.

			But the action that was to have a lasting impact on me was the decision by the high school to hire more black teachers. I am forever in the debt of one Robert Clemons, a young Stanford grad, with his modest afro and dashiki shirts, whose brilliant teaching in my senior physics class convinced me to major in that subject when I got to Berkeley.

			I always expected to go to college, but I wasn’t necessarily looking at science as a career. Of course, I was good at math (I think it’s fair to say I was good at all subjects). My slouchy hippie friends loved to take me home to show their parents: “See Dad, I’m friends with Greg Ennis.” My resistance to the hair and clothing fetishes common in those days, along with my reputation for good grades, made me the companion that parents wanted for their troublesome teenagers. But I was occupied with subjects other than physics and math at that time.

			The nation in 1968 was convulsed by anti-war and civil rights conflict, with the Martin Luther King and Robert Kennedy assassinations just eight weeks apart, and I was caught up in the swirl. This was the age of celebrity radical lawyers like William Kunstler who defended Black Panthers and the Chicago 7, and my direction at the time seemed clear—law school, politics, and the coming social revolution. A career in physics, math, or computer science was nowhere on my radar. But Mr. Robert Clemons changed my attitude,39 and I entered Berkeley as a physics major.

			This was somewhat confusing to my parents. My father, Elwood Ennis, came from a hard-scrabble farming background—he grew up literally milking cows at 4:00 a.m., along with his sisters Mildred, Edna, and Ruby, on a ranch in California’s Central Valley. But he escaped that life; he was the first member of his family to go to college, served in MacArthur’s headquarters as a lieutenant during World War II, spent a year in Tokyo after the war helping to establish the new democratic Japanese government, and came back to join a management consulting firm in San Francisco specializing in hospital administration and public policy. So, although he readily understood the concept of his son becoming a lawyer, physics was a foreign language to him.40 My mother, Elvira (yes, my parents’ names were actually Elwood and Elvira), came from a family of urban sophisticates in the St. Louis German community—her father was a violinist in the St. Louis Symphony—but similarly, science and math were not part of her very devout worldview. Still, both my parents were always very supportive—they had given me plenty of science books for Christmas, and I believe they were proud of their son the physics major, even though it wasn’t exactly what they had pictured for me.

			As I entered college, I started dating a girl who was a senior at my old high school, and she also ended up at Berkeley along with some of our other friends. Sally was artistic in ways I could never be, very sensitive to the good things in nature, empathetic to other human beings despite their foibles, and she had a biting, sarcastic wit that amused me to no end. She would become my first wife and eventually the mother of our two daughters, Amy and Judy. Sally came from a radically different family than mine—contentious, scientific, atheistic, and on the edge of being beatnik, a stark contrast to my family’s simple, comforting Presbyterianism. Being slightly rebellious, my psyche resonated with her family more than with mine, and her father in particular—an alcoholic and a brilliant engineer—would have a large influence on me.

			Berkeley in the early seventies was a bubbling volcano of smells. Our noses were bathed in incense, tear gas, garbage, eucalyptus, dog shit, marijuana, and spicy street food, all periodically swept clear by the embrace of a welcome cold, salty breeze that would climb up to the campus from the bay. Telegraph Avenue was my walking path every morning—past shops boarded up from the previous night’s riot as I stepped carefully around strung-out addicts sleeping in the alcoves. But this was the glory days of Berkeley bookstores, and with Sally living with her friends just up the street, plus with my intense coursework pleasure, I was in heaven.

			On April 30, 1970, the US military started to bomb Cambodia in a major escalation of the Vietnam War. Berkeley exploded, along with the rest of the student communities around the nation, especially after four students were killed by National Guard troops at Kent State. I was hit with pepper gas as it wafted throughout the center of Berkeley—there were concentrated protests centered on the Atomic Energy Commission facility right next to campus,41 with members of the math and physics faculty out front leading the demonstrations. The university shut down for the rest of the year, and I was granted automatic A grades for courses I never completed, including some math and physics classes whose subject matter would remain forever a strange blank spot in my understanding.

			It didn’t take me long to move from physics to math at Berkeley. The rigor of a pristine mathematical proof impressed my soul far more deeply than the offhand formula derivations scratched onto the physics blackboards. Along with my roommate, Ron Allen, I gravitated to the most abstract of subjects: mathematical logic (or so-called “foundations of mathematics”) and set theory, and as precocious undergrads we both started taking the Berkeley graduate-level set theory courses. Kurt Gödel’s incompleteness theorems, infinities beyond infinity, set theoretic universes so large their existence can’t be proved by ordinary axioms—although intuitively they indeed exist—I entered dreamily into this gorgeous world and quickly recognized my future would be working towards a math PhD.

			After Sally and I both graduated from Berkeley and got married, we first lived in Madison as I started at the University of Wisconsin. She was an artist, I was a math graduate student, and we would throw much-anticipated parties mixing our two crowds, where each population would enjoy the other while describing them as “really weird.” In January, we’d walk onto the iced-over lake next to our little rented house, only to discover that the way back to the frozen shore was a trial—the winter gods were determined to test our mettle, with bitterly hard winds pushing right into our faces. Frozen fog would attach to the windshield of our VW Bug, and the wipers would glide over the surface as though that fuzzy glaze were glued on tight. Sally would say to me, “We’re not in California anymore.”

			It wasn’t a good time to be a budding mathematician. Universities were cutting budgets, and tenure track positions were getting scarcer. I watched sadly as my brilliant math friends would need to take lectureships at colleges way down on their list of preferences. The mathematics department at the University of Wisconsin recognized this and required that even graduate students declare a minor, hoping this would help us get jobs. I reluctantly signed up for Computer Science—and hated it—not realizing how important this decision was going to prove to be.

			My thesis advisor42 was a star mathematician, and right in the middle of my Wisconsin graduate studies, he got a special one-year visiting professorship at UCLA. He promised to come back to Madison when that appointment concluded. But after that year, he went instead to Stanford, and since, by that point, my research interests had migrated away from his, he arranged for me to continue my PhD at Caltech, the California Institute of Technology. Sally and I packed up our VW in July 1976—our last event in Madison was the bicentennial fireworks display over the lake—and we moved across the country to Pasadena. It was certainly good to have Sally’s support trekking around the continent while I pursued my mathematics dream, but we both looked forward to moving back to California and being closer to our families.

			My year and a half as a PhD student at Caltech was unquestionably the intellectual peak of my life. Cloistered with Nobel Prize winners in an environment where professors outnumbered students, I had to walk special hidden pathways to avoid running into someone who might embarrassingly ask me what groundbreaking theorem I’d proved the previous night. It was a time of rapid advancement in set theory. The group of mathematicians I was associated with were calling themselves “The Cabal”43 as they pushed the boundaries of our subject into areas that verged on the metaphysical. But something incredible was starting to happen in the region around our Menlo Park hometown, and I came to a hard decision—to drop my math dream and pursue a different one.

			The microprocessor had just been created, and I realized this might be the opportunity of a lifetime.

			Menlo Park back then was considered the north edge of Silicon Valley, cradled next to Stanford and Palo Alto, with Mountain View, Cupertino, and Sunnyvale further south. Beyond Sunnyvale lay Santa Clara—the home of Intel. There had been some earlier, less capable chips, but Intel’s introduction of the 8080 in 1974 represented the first broadly successful microprocessor. Other microprocessor designs soon followed—Steve Wozniak used a MOS Technology 6502 chip in his hand-built Apple I in 1975, and the Zilog Z-80 came out in 1976. While perusing a Pasadena bookstore, I happened upon a cheaply-produced, very dense, 300-page paperback entitled An Introduction to Microcomputers: Volume 1, Basic Concepts by Adam Osborne.44 This book fascinated me, and I guess it changed my life because I decided to become an engineer.

			I had a real-life example of an electrical engineer in our family at that moment—Sally’s father, Dick Sinnott, still living in Menlo Park. He had been a science wunderkind in high school and had been adopted by the physicists at the Berkeley Lawrence Radiation Laboratory for special instruction. They guided him through the construction of the first (and perhaps the only) cyclotron ever built by a high school student,45 an achievement subsequently written up in a 1948 Physics Today journal as well as Scientific American—and even as an adult, he maintained that demeanor of a pampered boy genius.

			After completing a physics degree from Berkeley and having worked as Luis Alvarez’s assistant,46 Dick became a magnetics expert, developing the first videotape recording heads while working at Ampex. By the time he entered my life, he had his own company and was doing some very crazy projects, like designing magnetic heads for massive high-speed counterfeit currency detectors to be used by the US Treasury Department—the purpose of which wasn’t to catch criminals but to make sure bad money wasn’t subsequently recirculated into the money supply. For this work, he needed top-secret access to the detailed magnetic signatures embedded within our bills. “Sorry, I’m not allowed to tell you that,” he would enjoy telling us while puffing on his tenth after-dinner cigarette.

			Sally’s mother, Pat, was also scientifically inclined, and she returned to college as her children grew older to get a degree in biology. Their friends seemed to all be ex-Ampex, which ties us back to an earlier part of my story. Ampex was an early technology pioneer in the region, long before the term “Silicon Valley” came into vogue. They were world-renowned in the recording industry as an innovator in both audio and video-tape technology and attracted the finest engineering talent of the day. Myron Stolaroff, that father from our neighborhood who started an LSD research institute in Menlo Park, was a long time Ampex employee. In the 1950s, he had been introduced to LSD while at Ampex, along with other employees, and reportedly had weekly executive meetings proselytizing his experience. Sally’s parents had been part of Stolaroff’s Ampex social circle. I don’t believe they had participated in any of Stolaroff’s “research,” nor do I have any reason to believe that any of their other Ampex friends had either, though it wouldn’t be surprising. But for me, the attitude among their friends of openness and experimentation was appealing. Dick and his friends gave me a picture that life as an engineer might be more interesting than I had previously thought.

			Of course, I wasn’t a total neophyte in computer science—the subject had reluctantly been my minor while doing my graduate math work at Madison. Also, my research in mathematical logic was closely intertwined with “recursion theory,” a subject pioneered by Gödel and Turing that connected logic directly with computations. So, when I found Osborne’s Introduction to Microcomputers, it suddenly became more compelling to me than my current thesis topic. I informed my Caltech professors, and I was pleased to find they were both surprised and saddened that I was going to transfer to Stanford to pursue computer engineering. And, of course, that would bring with it the very real benefit that Sally and I would be able to move back to the Bay Area where both our families lived, since we were looking to start a family of our own.

			The beautiful campus of Stanford University had been my childhood playground. We’d sneak our bikes into the grassy amphitheater to bounce joyously down the terraces; we’d play in the creek that ran alongside the hospital; we’d hang out at the Student Union even though we were only sixth graders. So I wasn’t exactly thrilled to be now going to graduate school there—been there, done that—but Stanford had the finest computer science program in the country, and that’s what I wanted.

			I wasn’t interested in starting up another PhD program. This would now be my third graduate school. My plan was to complete the master’s program in computer engineering as quickly as I could, and then I’d be able to join the excitement that was rapidly building up in Silicon Valley as the personal computer revolution picked up speed.

			Sally and I rented a small Palo Alto house. She worked in the hospital, and I focused on my Stanford studies.47 But in January 1979, two life-altering events happened just days apart—my brother Randy was killed in an automobile accident, and our daughter Amy was born.

			Tucked among the redwoods and the fragrant bay trees near the crest of the Santa Cruz Mountains, the little community of La Honda had long been a bohemian haven (Kesey, for example, had moved there with the Merry Pranksters after he left Menlo Park). La Honda Road continues west from there to the grey-skied beach at San Gregorio, while to the east, it traverses back down the mountains to connect with Sand Hill Road. In both directions, it’s a winding, dangerous highway. My brother Randy was renting a cabin way out there and commuting daily to his job with NASA Ames Research Center thirty miles down in the valley. We all worried about him making this daily drive.

			Randy was a geographer working at NASA’s Ames Research Center on the LANDSAT program, one of the very first satellite-based Earth resources programs. In the summer of 1978, his job was to do field monitoring in the tundra north of Alaska’s Brooks Range, along with calibration of the vegetation images from the satellite. They would drop him off by helicopter with a notepad and a shotgun—polar bears!—swinging back hours later to transport him to the next location. But in January 1979, he was back in the Mountain View office, working with computer printouts of raw LANDSAT data.

			We were the two youngest brothers in a family of four children. All the families on our block had three or four children; it was the height of the baby boom. My sister Sally Jeanne was the oldest, nine years older than me, and then five years older than me was my brother Kirk. Like Randy, Kirk was also drawn into the world of electronics before I had my first job in the industry. He had been an early employee of  Fairchild Semiconductor, whose principals would go on to found Intel. Kirk worked in a lab with their integrated circuits—I remember him coming home once with a digital clock he had put together. So, in retrospect I can see that computers and electronics were flowing through the veins of both my two brothers before I recognized my path lay in that direction as well.

			Sally was the one who had to call me on the phone and break the news. “It’s Randy.” She was barely able to summon enough breath to speak. On the morning of January 11, in the rain, driving a VW Bug he had bought from Sally’s father, on four bald tires he should have long ago replaced, he spun into the oncoming lane and was hit by a truck. His death was instantaneous, and that, at least, was a blessing.

			Two years younger than I, Randy had gotten a real job involving computers while I was still doing classroom programming exercises. Over Christmas 1978, he had borrowed one of NASA’s printing terminals (basically like a big teletype machine) and lugged it into our parents’ living room. We sat it on the floor right in front of the Christmas tree, brought a phone over, and pressed its handset into the open rubber cups of its bulky acoustic coupler. Randy typed in some commands to dial up the computer at NASA Ames, and we laughed at our parents grinning incomprehensibly as we all watched it hum into life. He connected us to the “Adventure” game, mysterious and oddly compelling, the text slowly printing across the inserted paper roll:

			YOU ARE STANDING AT THE END OF A ROAD BEFORE A SMALL BRICK BUILDING. AROUND YOU IS A FOREST.

			“Go ahead, Mom.” Randy was pointing to the keys. “Type in a direction, like north or west. That’s what you’re supposed to do.” She was happy to see the keys were just like a typewriter’s. But still, she typed very, very slowly, confused by the strange delay between her key press and the appearance of the letter:

			E  A  S  T

			Several seconds of nothing. Then the terminal came back to life.

			YOU ARE INSIDE A BUILDING.

			THERE ARE KEYS ON THE GROUND HERE.

			And we would go deeper and deeper, and it would get darker, the cave would feel colder, as we took turns trying to find our way…to where? There wasn’t an apparent goal. But still we were compelled to keep going.

			I don’t remember anything else about that Christmas; it would be our last with Randy. The fumbling amazement of our parents was so much fun to witness. Like all of their generation, having lived through the advent of radio, television, airplanes, and spaceflight, they certainly weren’t blind to technology. But this weird little game, magically coming from some computer many miles away, was a different kind of experience. It was something psychological—it was the ghost in the machine. That Christmas morning, Randy had introduced our parents to the future.

			The memorial service for Randy was heartbreaking. A young man not yet in the prime of his life, my closest companion from the time I was two, the person who appears with me in all our family photos—here we are as toddlers in chaps, holsters, and cowboy hats, and then, in another picture, we’re a pair of cocky teens on skis in the Sierras—and now he’s gone. It’s nighttime in the church, and Sally and I are with all his friends—our friends—and no one can make sense of what had happened.

			But then, the next day, Sally’s water broke, and hours later, beautiful little Amy was born.

			Getting married is supposedly a sign of maturity. But it’s the bursting of a baby right into your arms that really shifts your entire universe like an earthquake: We’re now responsible for this little life? Does anyone really trust us to do this?

			Amy’s appearance under ordinary circumstances would have been, like all births, a miracle. Coming right after Randy’s memorial service, it was more than miraculous, more stunning than the gentle hum of bees on a flowering bush, more astonishing than a cloudless sunrise. We were home alone with her, as she lay in a little blanketed basket, with new thoughts and new worries, but thankfully joy had replaced the grief of the past few days. Or, at least, tempered the grief with happier thoughts.

			I now had more reasons to finish up my Stanford degree as quickly as possible. Sally would be home for a while, but at some point, she would need to return to work, and we would soon be facing the standard childcare tribulations of our generation. I could no longer be a student; I needed to become a true adult. I managed to convince the department administration that some of my prior Wisconsin work should apply to my Stanford requirements. I signed up for extra classes. Most importantly I was able to use my now well-worn experience as a graduate student to persuade my professors that I should be doing independent study, which allowed me more time at home. And, since one of my independent study projects was on computer networking, I was unknowingly laying a foundation for my entire career.

			By June I had finished up my Stanford master’s degree, and I started my interviews, including with Ken Biba, at a small, new company called Sytek. Six years later, still at Sytek and now more financially secure, our little family bought a house in San Jose, and Sally gave birth to our second daughter, Judy, who came out two weeks late at ten pounds, eleven ounces, babbling so beautifully we knew immediately she would someday be a prolific public speaker. Amy and Judy will both have cameos in our Wi-Fi story over the coming years.

			Our interlude is over. We’ve now caught up with the earlier chapters of our story: my work with Ken Biba at Sytek, then for the Chicago Board of Trade, and the development of the DFWMAC proposal with Wim and Phil. We’ve arrived once again to the beginning of 1994, with the IEEE 802.11 committee having voted for our proposal to be the foundation for the standard.

			But there’s plenty of work still to do before we have Wi-Fi, and the atmosphere will again get very, very hot.





CHAPTER 15

			3Com Demands Ethernet Speeds, Of Course

			Bob Metcalfe’s company ignores his pronouncements

			With our DFWMAC foundation now chosen, the work for the IEEE committee calmed down into a deliberate process for approving the actual text language for the standard. There were still some big gaps that needed to be filled in—most important being an encryption scheme—but the committee settled into a routine of developing draft versions of the MAC sections of the ultimate standard document. At the January 1994 meeting in San Jose, I was selected to be Technical Editor of the entire (MAC+PHY) standard along with Bob O’Hara, and the two of us would continue to serve as editors through the first publication of the final standard in 1997.

			The first draft of the MAC sections was basically our DFWMAC specification reformatted into the IEEE template. The development of the text was a well-established process within IEEE standards committees: as Bob and I would complete a draft, the members of the committee would submit comments, and at the subsequent meeting, there would be debates and decisions on improvements to the text. There were changes made to the packet formats, and detailed algorithmic language was developed for the operations of the protocol, but by and large, the conceptual framework of DFWMAC was left intact.48 In fact, nearly thirty years after DFWMAC was first proposed, its core ideas continue to form the foundation for Wi-Fi.

			While this text-finalization process was going on, the technology refused to stand still. Advances in both radio communications theory and circuit design meant that higher speeds might be possible beyond the 2-megabit maximum in the draft standard. Many companies within the industry were starting to look at higher speeds even before the original standard was finally formally adopted in 1997. Achieving a speed greater than 10 megabits—comparable to standard Ethernet—had become the wireless LAN industry’s Holy Grail. The challenge was to do this while staying within the FCC’s requirements—something that would require both science and art.

			Faster is always better, of course, but what was driving the push for 10 megabits? What wireless applications were really going to require 10-megabit speeds? The dominant applications for wireless LANs in the 1990s were the so-called “verticals”—for example, Symbol’s installations that involved handheld barcode scanners for inventory management. Such specialized wireless networks were installed by vertically integrated system providers offering a complete service package, including hardware, software, applications, training, and support, hence the “vertical” nomenclature. While 10-megabit speeds would be nice for these vertical applications, it probably wasn’t necessary, and if the cost were to go up, such speeds wouldn’t be justifiable. So instead, it would be the so-called “horizontal” market—wireless connectivity for general purpose computers—that drove this need for speed. In particular, the predominantly Ethernet-based office automation market, with PCs connected to shared printers and file servers, was seen as requiring faster speeds than the IEEE standard’s 2 megabits.

			Our story will soon focus on one of the lead companies in that market, in fact, the company founded by Ethernet’s inventor: 3Com. But in the meantime, a development was underway that, while involving wires, would end up have a major impact on our nascent wireless universe—DSL.

			IN 1995, a particular chirping electronic melody was sampled and inserted by Björk as a slow rhythmic introduction to one of her electronica art songs. This might end up being one of the few places future historians will be able to recreate the experience that was so comforting to my generation and that of my daughters—the connection tones of a dial-up modem. It’s impossible to capture in text, but for my readers who never had the pleasure of those twenty seconds of anticipation, here’s my attempt:

			Brrrr…beep. Brrr…beep. ZzzingZzzingZzzingZzzingZzzing. SPLAAAT,

			followed by the peaceful, zen-like silence of successful connectivity. This marvelous little story-in-sound started to disappear from our lives in 1995, as phone companies around the world began to introduce DSL.

			Digital Subscriber Line technologies eliminated the need for dial-up modems and significantly increased the data rates available to homes and small businesses. DSL was in existence prior to 1995, but it wasn’t until that year that the “asymmetric” version of DSL was introduced. Asymmetric DSL optimally supported the typical pattern of data flows by using more of the line’s available bandwidth for the downlink direction and less for uplink, hence the term “asymmetric.” Another important feature was the ability to install this service over a standard phone line while maintaining “plain old telephone service” in the industry jargon. This decreased the cost of installation and resulted in significant customer adoption.

			When DSL first became available in our neighborhood, I wasn’t the only family member looking forward to its always-on, faster-than-dial-up features. We had bought computers for my daughters, so those needed to be connected as well. With Wi-Fi still just a gleam in my eye, that meant stringing Ethernet cable under the house. Those who have never experienced the joy of wiring an old house with Ethernet will never be able to fully appreciate Wi-Fi.

			While I laid on the rocky dirt surface down in our cramped, black-widowed crawlspace, the girls would feed Ethernet cable to me through holes I had drilled in our hardwood floors—to this day, I can’t believe Sally agreed to let me do this. I’d hear their muffled shouts come through the floorboards—“We’re over here, now, Dad!”—as I pointed the flashlight towards the hole they were crouching over. Then, creeping on my hands and knees—first to Judy’s room, then to Amy’s—I poked the connector at the end of the cable back up through another hole to be grabbed by the girls. Mission accomplished, we’d now be able to hook our computers into our new DSL modem. My clothes were filthy, but I’d managed with no deadly spider bites, and oh, how I longed for something wireless that day.

			It was widely recognized by the late 1990s that a shared wireless network to a DSL modem would be a major application for wireless LANs, eliminating the need to string Ethernet cable through a house. Since the initial wireless LAN products supported only 2-megabit-per-second data rates, one might think that this new “shared Internet access” killer-app for wireless was the driver necessitating higher wireless speeds. But in fact, that probably was not the primary application pushing us to higher speeds.

			The bottleneck in a shared Internet connection back in the nineties was the wired DSL connection to the Internet, since even the fastest DSL connections available hit only 256 kilobits per second—just one-eighth of a 1997 2-megabit wireless link speed. So, while this shared DSL application could benefit from higher wireless speeds, it was not the major driving force leading this push within the wireless LAN industry. Instead, it was the more traditional office automation applications, such as sharing files and printers among multiple co-located users.

			With its 10-megabit speed, Ethernet hit the sweet spot for small networks of personal computers running file service and other office automation applications, and this is where the need for speed would become crucial if wireless LANs were to compete with Ethernet. If 10-megabit wireless could be accomplished—so-called “Wireless Ethernet”—then even the Ethernet-centric companies might switch to wireless for the office market. And no company was more Ethernet-centric than 3Com, the company founded by its inventor, Bob Metcalfe, and in the late nineties, all eyes within the brand-new wireless LAN industry were focused on what 3Com’s wireless strategy might be.

			Bob Metcalfe is famous in the computer industry for three things: Ethernet, Metcalfe’s Law, and 3Com. He co-invented Ethernet; that’s simple enough and would be grounds for his fame all by itself. Metcalfe’s Law—which, of course, is not actually a law of physics but nonetheless seems to have real explanatory power—states that the value of a communication technology is proportional to the square of the number of connected devices. This intuitively plausible “law” explains the viral snowball effect that can result from the growing popularity of a network technology.49 But it would be Metcalfe’s 3Com that enters into our Wi-Fi story at this moment.

			Metcalfe invented Ethernet while working at PARC, the Xerox Palo Alto Research Center. PARC played a key role in developing many of the most important technologies of today, including window-based graphic computer interfaces and laser printing, in addition to Ethernet. But Xerox is famous for “Fumbling the Future,” also the title of a 1999 book50 documenting how “Xerox invented, then ignored, the first personal computer,” since the innovations developed at PARC generally ended up being commercialized not by Xerox but by Apple and others. Not surprisingly, Metcalfe decided he needed a different company to take his Ethernet invention to the market, and in 1979, he formed 3Com with some partners.

			   This was the same year I joined Sytek, which had been founded just a couple of months prior. Like 3Com, Sytek focused on LAN products, although based on broadband cable television technology in contrast to 3Com’s Ethernet. But whereas Sytek concentrated on hardware, 3Com decided to also develop their own software supporting new LAN-based office applications for shared PC access to data files and printers. With these software products in combination with their Ethernet technology, 3Com became a dominant player in the booming office automation market during the nineties that followed the introduction of personal computers.

			Bob Metcalfe was famously skeptical about wireless LANs. In the August 16, 1993, issue of InfoWorld, he wrote up his opinion in a piece entitled “Wireless computing will flop—permanently”:

			This isn’t to say there won’t be any wireless computing. Wireless mobile computers will eventually be as common as today’s pipeless mobile bathrooms. Porta-potties are found on planes and boats, on construction sites, at rock concerts, and other places where it is very inconvenient to run pipes. But bathrooms are still predominantly plumbed. For more or less the same reasons, computers will stay wired.51

			Was his comparison of wireless to porta-potties just sour grapes? After all, this is coming from the inventor of Ethernet, the very archetype of a wired network. In any event, we were fortunate that Metcalfe was no longer involved with 3Com management in 1996—because 3Com now enters our story as a major catalyst for the development of Wi-Fi.

			3Com’s strategy for wireless LANs was naturally a subject of great interest, as whatever direction they decided to take was going to be a significant factor in the market. As the premier Ethernet company with a customer base that was accustomed to 10-megabit speeds, it was clear that they wouldn’t take any steps unless the wireless speeds increased beyond the 2 megabits of the draft IEEE standard. But might they decide to stay out of wireless completely, like Bob Metcalfe counselled, to focus on their strong market position with wired Ethernet? And if they did decide to join the wireless world, would they develop their own technology to accomplish this? Or would they partner with an existing wireless developer? The task of navigating 3Com through this twisted path would fall to a disarmingly boyish business development whiz named Jeff Abramowitz, who approached me one afternoon quite unexpectedly.

			Jeff tapped me on the shoulder at an IEEE meeting. “Hey, Greg, can I talk with you for a sec?” he whispered, and we both snuck quietly out of the meeting room. “Just wondering if you have any time available to take on a new project.” He didn’t even give me a chance to respond before continuing with a smile: “10 megabits. Wireless Ethernet.” The idea of working with the foremost Ethernet company on a high-speed version of 802.11 obviously enticed me, and I quickly said, “Let’s get together next week.”

			He told me that they had already made some progress towards an internally developed implementation, but that in his opinion, it was more promising for them to partner with one of the major active players. 3Com wanted to procure a complete system of  wireless LAN products that they could offer to their customer base, comprising access points and plug-in adapters (“client devices”) for both laptops and desktops. There would need to be a Request for Proposal developed, which would, of course, include both technical and business requirements, and Jeff looked to me to help formulate the technical requirements. The potential partners included Symbol, Lucent, Aironet, InTalk, and Harris Semiconductor, among others, and our first task was to develop this RFP to send out to these companies.

			Symbol should need no introduction, having been my client and having played a major role in the development of the DFWMAC protocol that was selected as the foundation for the 802.11 standard. Lucent may sound like a new player, but in fact, this is simply our NCR Dutch colleagues from Utrecht—including Wim, Cees, Vic, and Bruce—under a new corporate name, NCR having been first bought by AT&T and then spun off into Lucent. Aironet is similarly an old friend under a new name—back at the start of our story, we saw that the very first wireless LAN product approved by the FCC was from a Canadian company called Telesystems, which eventually was merged into Telxon, with Aironet then being the result of a 1994 spinoff focusing on the wireless LAN business.52 And in another sign of the small-world nature of the wireless LAN industry at this time, my DFWMAC co-author, Phil Belanger, had moved from Xircom to Aironet in early 1996.

			The two companies here who are truly new to our story are InTalk and Harris. InTalk was a small startup founded in 1996 in Cambridge, England (and then subsequently acquired by Nokia), whose engineers were significant contributors to the development of the final text within the 802.11 standard. Harris Corporation was a major defense contractor headquartered in Melbourne, Florida, who leveraged their radio system design experience into an early wireless LAN chip development project. Since they were focused on being a chip supplier rather than an equipment manufacturer, we didn’t expect them to submit their own proposal, but it was likely that other responders would incorporate their chips, so we certainly viewed them as an important player.

			Over the first couple of months in 1997, Jeff and I worked up a Request for Proposal for 3Com to send out, along with a 3Com engineer named David Fisher, and by March we were able to provide the final version to various candidate partners. Given 3Com’s position in the general LAN market, the level of interest was high, and we indeed got a good set of proposals back from the companies we expected, including Symbol, Lucent, InTalk, and Aironet. These companies, along with Harris, quickly became our focus, and we began a process of intense engagement with all of them over the next several months, building relationships in the process that a year later would ultimately lead to the formation of the Wi-Fi Alliance.

			Bob Metcalfe’s wireless skepticism had been soundly rejected by the very company he founded, with 3Com instead adopting the mantle of wireless evangelism. And Wireless Ethernet, soon to be christened Wi-Fi, was destined to outshine its wired LAN ancestor.





CHAPTER 16

			Greg and Jeff’s Excellent Adventure

			3Com interrogates Aironet, Harris, Lucent, InTalk, and Symbol

			It wasn’t really a true world tour, although that’s always how I’ve referred to it in my recollections. The more accurate description would be “wireless LAN world tour.” When Jeff Abramowitz and I went on our trip to Ohio, Florida, England, and the Netherlands, we were indeed hitting the wireless hotspots of the day—with, of course, our home base of San Jose. The purpose of our tour was to kick the tires of our leading candidate wireless LAN partners, and I guess that explains Akron.

			By 1997, Akron had already faded from its glory days as the “Rubber Capital of the World.” Firestone’s headquarters had moved to Tennessee, BF Goodrich had been taken over by Michelin, and the increasingly global tire industry left Goodyear as the only remaining real Akron operation. As our flight approached the Akron vicinity, I peered out the window expecting to see dead smokestacks on abandoned factories and oddly colored toxic foam staining the sides of concrete drainage channels. Instead, what I saw were miles of geometric cornfields, punctuated by islands of hardwood forest traced by graceful creek beds. It was shockingly beautiful.

			Still, Akron seemed to be a weird place for a high-tech company like Aironet, and the next day when we met in their lobby, I was curious to hear how Phil Belanger had convinced his family to move here from California. He didn’t hesitate for a second.

			“We have a baseball field in our backyard. A full diamond—backstop, outfield, the whole thing.” I figured he was talking about a school playground behind his house. “No, no, it’s literally inside our backyard. The kids love it. I love it.”

			That quickly, Phil forced me to face the limitations of my Silicon Valley provincialism. As he went on to describe the woods surrounding his obviously spacious property, the great schools, and the size of their house, I thought about how he had previously been partaking in our great California life. Hadn’t we both been giddily laughing as we rode on the Silicon Valley thrill-ride? Weren’t we Bay Area tech brothers? And since I could never envision myself leaving California, I guess I had mindlessly transferred that attitude to him. But a full backyard baseball field sounded idyllic, and I thought to myself, OK, I get it. Good for Phil.

			We sauntered into the conference room, where Phil and his Aironet colleagues gave us the pitch. We had already received their proposal, so we knew they were developing their own MAC implementation and their own high-speed PHY implementation, although they were also looking at the Harris chipset as a possible backup strategy. They had other product plans in the works, including a 4-megabit version that wouldn’t meet 3Com’s requirements, but which might compete for resources internally to Aironet. In addition, they were trying to simultaneously support new product developments in both frequency hopping and direct sequence.

			It sure seemed like our Aironet friends were overcommitted with their plans, and that could prevent them from being a reliable partner for 3Com. So, despite their strong position as one of the leading wireless LAN companies, my memo to Jeff summarizing my impressions of our meeting concluded: “It is not clear how strongly they want our business. Their proposal effort, response to our written questions, and preparation for our meeting all indicated that this is not a high priority for them.”

			It’s obvious now that on that day of our meeting, Aironet indeed had other priorities besides the 3Com RFP that they were focusing on. In retrospect, they were clearly correct to do so, since they would eventually be acquired by Cisco in a transaction viewed at the time as a major validation of the wireless LAN industry’s business potential. Cisco/Aironet would end up being a founding member of the Wi-Fi Alliance and a major Wi-Fi player over the following years. But in July of 1997, a partnership with 3Com didn’t look very promising.

			Our meeting in Florida with Harris couldn’t have made a sharper contrast to our disheartening Aironet experience. Melbourne is one of the anchor cities on the Space Coast, just a few miles from Cape Canaveral and hence has a long-established concentration of technology companies. Harris was originally a manufacturer of printing presses, but by 1967, they were making antennas and other radio components for NASA. At the time of our visit thirty years later, they were leading the wireless LAN industry with their integrated circuit development focused on supporting the new 802.11 standard. We knew that Aironet, InTalk, and Symbol were all considering using Harris chips within their products, so it was obviously important that Jeff and I understand the state of their 10-megabit plans.

			As we were ushered by the lobby receptionist into a large, empty conference room, I felt like we were walking through the ghostly echoes of their previous meetings, where bigwigs from the Department of Defense had been seduced by Harris executives with a Vegas-caliber multimedia spectacle pitching some billion-dollar radar contract. This room seemed weirdly inappropriate for our relatively modest wireless LAN project. Would we be getting the same treatment as those Air Force generals? Taking our seats, Jeff and I looked quietly at each other and waited, nursing our coffees. Finally, into the room waltzed at least twenty Harris engineers and senior marketing executives, all taking up their positions in the room; their seating assignments must have been pre-arranged. I turned to Jeff and whispered, “It looks like they want 3Com’s business.”

			We indeed got the full VIP show—flashy corporate brochures, a parade of presenters with colorful PowerPoints covering every detail of corporate strategy, their technical designs, product schedules, the whole shebang. Harris had multiple potential partners who had responded to the 3Com RFP, including InTalk, Symbol, and Aironet, but Harris themselves hadn’t sent in a proposal, so this was their single opportunity to present a convincing case to 3Com that we should partner with one of their customers, and that we should require of them that the Harris technology be used. But unfortunately, there was a potential showstopper.

			Harris’s technical approach to achieving 10-megabit speeds was aggressive, with a concomitant risk that the FCC may not approve. The original 802.11 2-megabit direct sequence PHY satisfied the FCC’s spread spectrum requirement by spreading each data bit into eleven “chips,” and multiple products had already been approved even prior to the formal adoption of the standard. For a high-rate version, Harris was proposing to increase the effective data rate by (among other things) decreasing the spreading factor from eleven chips to eight chips. (By using fewer chips per bit, the bits-per-second transmission rate can be faster). Would this still be able to meet the FCC’s requirements?53 There had been some promising indications from the FCC that such an approach might be allowed, but at the time of our Harris meeting, success wasn’t guaranteed. We felt we needed to take a wait-and-see attitude. We understood fully why Symbol and Aironet weren’t banking on Harris and instead were pursuing their own designs. If Harris were to convince the FCC that their approach didn’t lead to unacceptable interference levels, the game would change, but as we boarded our flight from Orlando to Amsterdam, it wasn’t clear that Harris would be able to play a role in 3Com’s product plans.

			Our next tour stop would be Lucent’s Utrecht facility in the Netherlands, my old stomping grounds from the early nineties, where I frequently met with Wim Diepstraten and his NCR colleagues while we developed our DFWMAC specification. The date of our meeting was extremely auspicious—because on that very day, June 26, 1997, the “IEEE Standard 802.11 for Wireless LAN Medium Access Control MAC and Physical Layer PHY Specifications” was formally ratified.

			The technical specifications—all 528 pages—had been completed months before this date, but the slow and legalistic process necessary to receive top-level approval (and thereby to be designated an actual IEEE standard) simply needed to play out its course. When the approved standard was finally published, I was pleased to see the color they had chosen for the cover was a very beautiful blue-green, just barely on the green side of teal. It still occupies a prominent spot in my office library.

			Bob O’Hara and I are listed in the document as “Chief Technical Editors,” but of course, we had been integrating the contributions of the seventy-odd members of the committee. I think it’s fair to say the emotion we felt with the formal ratification was primarily one of relief—all of us were happy to congratulate Vic Hayes on the accomplishment of the goal he had been targeting for years, but everyone was already deep into the high-rate battles.

			Although the Utrecht office was Vic’s home base, he wouldn’t be participating in our meetings. As chair of 802.11, he continued to studiously avoid getting roped into Lucent’s commercial interests. Still, it felt like a homecoming to me, with Wim, Cees, and Bruce all continuing to be very much involved. Their pitch was impressive, as expected, and as Jeff and I left for our flight to England, we knew that Lucent would be near the top of our list.

			Cambridge was something of a pilgrimage for me. Isaac Newton had walked along these same mossed paths. Here, Wittgenstein argued with Bertrand Russell. Over in that building, Alan Turing had proved that the halting problem for his “universal computing machine” was undecidable, and in the process, he had basically invented the field of computer science. But most germane to our current focus on this trip, James Clerk Maxwell had learned his mathematics here, heading towards his discovery of those electromagnetic wave equations still so dreaded by physics undergrads around the world. If DFWMAC was the foundation of IEEE 802.11, Maxwell’s equations were certainly the concrete, and Cambridge University was the quarry.

			It wasn’t surprising that such a science center would be surrounded by high-tech companies. InTalk had only recently been spun out of Symbionics, a Cambridge firm that had been participating in IEEE 802.11. That’s where I had originally come to know InTalk’s founders, Jon Edney and Simon Black. Simon and I had worked closely together as we finalized the IEEE specification text. I used to say at those meetings that only ten people in the world really understood what we were doing, and Simon was one of those I had in mind. He would intertwine his wry and very English humor with his solid technical arguments, and he was quite influential. Although InTalk was just a small, brand-new startup and consequently not an obvious partner for 3Com, they were being backed both financially and technically by Harris. It seemed they were well positioned to potentially become a major player.54 We took them seriously.

			Jeff, David Fisher, and I met with them in their Cambridge facility, where they clearly had room for staff expansion in what I recall as a pleasantly churchlike space. As expected, their pitch was impressive, but as the newest and the smallest of our prospective partners for 3Com, they were a long shot, and they knew it.

			Back in California from our trip, we continued to hit our potential partners with questions about various technical and business issues. Symbol was local, so it was easy to meet up with them at their San Jose facility. Jon Edney from InTalk came to 3Com for some more discussions, and from Lucent we had Wim Diepstraten come to visit us. By August it was clear that Lucent was our best bet, and my work shifted to helping 3Com determine what enhancements to their products could be developed beyond what Lucent was going to provide.

			It wasn’t surprising that this would be a complicated contract, but it did surprise me how long the negotiations seemed to be taking. Months after we had decided to strike a deal, 3Com and Lucent were still dickering about a draft contract in January 1998. I wasn’t privy to whatever hang-ups were happening on the business side of things—perhaps it had to do with pricing, or delivery schedules, or licensing—but during those months, things were starting to heat up technically within IEEE, and it appeared that Harris might be gaining an edge over Lucent.

			We had had concerns earlier regarding the FCC’s potential disapproval of Harris’s “MBOK” modulation method.55 Back in June when we visited them in Florida, they had not yet received any written response from the FCC that might allay these fears. Symbol, InTalk, and Aironet had all pitched the potential use of the Harris technology to 3Com, but they had hedged their bets with alternatives in their proposals. And then, during those latter months of 1997, while we had been trying to finalize the deal with Lucent, Aironet surprised everyone by receiving FCC approval for a Harris-based product. The game had changed.

			Jeff called me up with an announcement. “We’re cutting off our contract negotiations with Lucent.” Given that Harris had received FCC approval with their technology, this wasn’t a huge surprise. I knew 3Com wouldn’t abandon their entire wireless project, so I waited for him to tell me what our next steps would be. Presumably, we would now try to partner up with one of the companies using the Harris chip. Given our lukewarm attitude towards both Aironet and InTalk, this left only one remaining possibility, but still it was very strange for me to hear these words coming out of his mouth.

			“Symbol. We’re going to do a deal with Symbol.” Yet again, it looked like my previous personal relationships were destined to re-emerge as elements of our Wi-Fi development drama.





CHAPTER 17

			The Grenade Is Tossed

			And when the smoke clears: the full blueprint for Wi-Fi emerges

			Trilogy would be our codename for this project—three companies working together to develop a new high-speed 802.11 wireless LAN product family. Harris would provide the key source technology, which Symbol would integrate into complete products to be sold under the 3Com label through 3Com’s distribution system.

			Harris was now confident that they could lead the industry in the race for a high-speed version of 802.11. In July, Harris had proposed to IEEE that a new task group be formed to develop a high-rate version of the standard that would be compatible with the original direct sequence standard, operating in the same 2.4-gigahertz channels, and by the fall, “Task Group b” was formed—TGb—with John Fakatselis from Harris as chair.56 Lucent appeared to be falling behind now, and like a finicky lover, 3Com dumped them as Symbol’s Harris-based design suddenly became more attractive. This time, a contract was negotiated relatively quickly.

			We started having regular Trilogy project review sessions—with many of my old Symbol colleagues participating—while I was now sitting on the 3Com side of the table. John Fakatselis flew in from Florida to help me analyze the real-life performance of the Harris designs as we rolled a laptop on a wheeled cart all around Symbol’s facility, monitoring signal strength and error statistics. Things looked promising.

			John’s TGb committee started their sequence of meetings towards defining the eventual higher-speed 802.11b variant of the standard: accepting proposals, debating the alternatives, scheduling votes. Harris seemed to have the inside track, but Lucent wasn’t out of the picture yet, and they submitted a proposal detailing why their scheme should be selected for the high-rate standard.

			But a new player emerged that threatened to be even more of a challenger to Harris, and hence to both Symbol and 3Com—a small company named Micrilor.

			Lincoln Laboratories is an MIT-affiliated research institute that historically has focused on federal contracts for the development of defense technology. Indeed, they describe their mission as the development of “advanced technologies to meet critical national security needs.” I was familiar with them from my days at Sytek in the 1980s, as they had funded our project supporting the seismographic monitoring of foreign country nuclear explosions. So, it wasn’t surprising to me that as a Lincoln Labs spinoff, Micrilor would propose a wireless LAN approach that clearly had a defense pedigree.

			The Micrilor approach was based on the same modulation that Harris had chosen, but instead of using 8-chip codes they were using 16-chip codes. This greatly expanded the set of codes available for transmission (from 256 to 65,536) and allowed their scheme to use the codes not only for signal robustness but for signal security as well, similar to many defense communications systems. However, there was a major downside to their approach: achieving compatibility with the “legacy” 2-megabit IEEE standard was not going to be possible. Harris’s approach, in contrast, was directly compatible, and the Harris proponents argued that this was an absolute requirement.

			It seems that the wireless gods had set things up to ensure that the key vote would take place in Utrecht. Ah, yes, the hometown of my NCR/Lucent friends, my frequent destination during my DFWMAC development days with Wim Diepstraten, the location of the Ostrich restaurant where we had spent some convivial evenings drinking wine and dining on the non-Ostrich offerings. The week of May 4, 1998, Jeff and I travelled to Utrecht for yet another IEEE meeting. This meeting, unlike so many of the others, would be very, very memorable. It was time for the TGb committee to select a winning proposal to serve as the basis for a new higher-speed version of the standard to be called 802.11b.

			As the TGb chair, John Fakatselis managed the voting process, with Vic Hayes in the wings in case any parliamentary questions came up. It would turn out that no simple parliamentary question would arise for Vic to adjudicate—instead, it would be a bombshell. But the first few rounds of voting were relatively uneventful.

			Round One

			
				
					
					
				
				
					
							
							Harris

						
							
							25

						
					

					
							
							Lucent

						
							
							14

						
					

					
							
							Micrilor

						
							
							12

						
					

					
							
							Raytheon

						
							
							3

						
					

					
							
							Alantro

						
							
							1

						
					

					
							
							None

						
							
							1

						
					

				
			

			 

			Jeff and I were encouraged. This was good news, validating—at least so far—our decision to abandon the Lucent negotiations and switch over to a partnership with Harris and Symbol. This vote meant that Alantro was voted off the island. But it was time for the group to adjourn, and the next ballot would have to wait until the next day.

			We didn’t expect much drama from round two, since only a single Alantro vote would be switching to another candidate, and sure enough the results were basically the same for Harris, Lucent, and Micrilor, and as expected, Raytheon’s proposal was eliminated.

			I was certainly expecting the final vote to end up as a Lucent versus Harris showdown, and my mind was busy trying to guess how the Micrilor supporters would split their votes once they were eliminated. But alarmingly, round three had a surprise:

			Round Three

			 

			
				
					
					
				
				
					
							
							Harris

						
							
							28

						
					

					
							
							Lucent

						
							
							16

						
					

					
							
							Micrilor

						
							
							17

						
					

					
							
							None

						
							
							1

						
					

				
			

			 

			 

			The whole room sat in shocked silence. Micrilor edged out Lucent? Although I was supporting the Harris proposal, I can’t say I was pleased to see this happen to my Lucent friends—after all, they had been my colleagues in this nascent wireless LAN industry since our 1993 work together on DFWMAC. And now I was seeing despair in their faces as they realized they were being eliminated in favor of Micrilor. Harris was still on top—that was good for team 3Com—but this selection had now taken a strange, unpredictable turn. It was now going to be Micrilor versus Harris.

			But, putting aside my personal feelings, there was a specific aspect of Micrilor’s proposal that bothered me, and I’m sure it bothered many others in the room. We were supposedly selecting a new high-rate technology to augment the existing 802.11 standard, which would operate in the same 2.4-gigahertz frequency spectrum as the current 2-megabit transceivers. Unfortunately, the Micrilor technology required a partitioning of that frequency spectrum into only two nonoverlapping channels, as opposed to the three channels in the existing standard. This could significantly complicate any mixed-mode installations in which both legacy and high-rate devices needed to be simultaneously supported. As a new player with no existing devices on the market, perhaps this wasn’t a major concern to Micrilor, but both Harris and Lucent made sure that their proposals were easily backwards compatible57 with the existing standard.

			In my mind, this was a major problem with the Micrilor proposal, and now I was not only worried that Harris might be eliminated, but also that we might end up voting in an approach that could unnecessarily cripple the standard’s success in the marketplace. With some real trepidation, I awaited the next round of voting.

			When things get animated in a crowded meeting room, I frequently will choose to stand, and I’ll walk to the back of the room pretending that my purpose is to make myself a cup of tea from the pot of just-barely-warm water set up next to the coffee urn. But it’s really just one of my nervous habits—I sometimes simply need to move. Nonetheless, often when I do this, I find that, from this slightly higher vantage point, I’m able to get a better sense of the room’s true atmosphere. I can survey the entire set of participants; I can see who’s agitated, who’s calm, who’s inattentive. And if I ever do need to speak while standing in the back, the crowd will all turn around to face me, adding a nice dramatic flourish to whatever pearl of wisdom I might be offering. But here in Utrecht on this Wednesday afternoon, I truly was just going back to get some tea. I wasn’t planning to be a major participant in this discussion, so there’d be no drama from me. On this day, it would be Jeff’s turn to be dramatic, with a sudden and astonishing interjection.

			Micrilor was clearly the dark horse. Since Harris had received the most votes in each of the previous rounds, the expectation was that they would win this final round. But the earlier voting had already been a surprise, so perhaps we were in for another shock? I suspect everyone’s heart was pounding. I could feel mine deep in my chest. Finally, the result was announced:

			Round Four

			
				
					
					
				
				
					
							
							Harris

						
							
							28

						
					

					
							
							Micrilor

						
							
							29

						
					

					
							
							None

						
							
							1

						
					

				
			

			 

			My heart sank. Micrilor was going to win the day? Both Lucent and Harris were eliminated? Would Micrilor’s proposal become the high-rate 802.11 standard?

			That seemed to be the case…except…except! That single vote for “none” meant Micrilor got exactly 50 percent of the vote. It gradually dawned on us all that they hadn’t achieved the required greater than 50 percent. For many of the long-term participants, myself included, this jerked our memory back to West Palm Beach, with the wild voting prior to DFWMAC’s selection as the foundation protocol—a clear case of déjà-vu. And again, like that distant day in November of 1993, the room erupted into equal parts confusion, anger, elation, and discouragement. Eventually, the chair ruled that there would be one more vote: Micrilor versus “none.”

			But suddenly, with all the assured calmness of a patriotic anarchist, Jeff Abramowitz lobbed a live grenade into the center of the room. “Point of order! I question the validity of the voting due to voting irregularities that would be explained by block voting.”

			What? A sea of dumbstruck faces turned to look at Jeff, and the room went dead silent. Not everyone understood Jeff’s accusation, but I was sure that Cees Links, Bruce Tuch, and the other Lucent participants did, because this accusation was directed at them. Without explicitly naming them, Jeff had just accused Lucent of improperly organizing their participants to vote as a block for Micrilor rather than Harris—perhaps intending to eliminate Harris as their primary competitor. If such a voting strategy had been coordinated, it would violate an important IEEE policy58 governing the standards process.

			I was still in the back with my tepid tea, as shocked by Jeff as everyone else, until suddenly the room came alive again with disparate voices reverberating into a jumble of noise. I moved up closer to the front and stood alongside the bulky accordioned partition that the hotel used to divide the meeting room. Someone was standing in front of me, and as he turned around, I was startled to see it was Cees Links from Lucent.

			Cees looked at me and whispered, “You put Jeff up to this, didn’t you?” I thought I saw he was wearing a little smile, but this might have just been wishful thinking. I quickly tried to defuse this with a laugh, “No, no, not me. I was as surprised as anyone.” I was trying to joke about it, but we both knew Jeff’s accusation wasn’t a joke.

			All eyes now were focused on Vic and Jeff. Vic was in a quandary. How should we proceed? Was there actual evidence of block voting in this case? In his role as the 802.11 chair, Vic was probably the most knowledgeable person in the room regarding IEEE procedures and parliamentary rules, yet because this kind of a situation was so rare, even he was unsure how to proceed. “Can we ask the group to adjourn until 9:00 p.m. to allow me and the other parliamentarians to review the rules?” This was readily agreed to. It was going to be a long night—and possibly a long fight as well.

			When we reconvened, Vic read to the group the relevant passages from the IEEE operating rules and then asked for a written, anonymous poll to determine how many participants believed there were voting improprieties. The answer came back with a significant number of affirmative responses, and Vic indicated that our correct course of action should be for him to report the block voting concern to the IEEE Executive Committee—but that the current voting process should continue with the next step being a “Micrilor-versus-none” ballot. This, of course, satisfied nobody.

			Jeff was now put on the spot by Vic. “Will you withdraw your point of order?”

			In retrospect, it’s easy to recognize this moment as one of the key inflection points in the history of Wi-Fi. At this point in our story, the initial IEEE 802.11 standard had already been completed, but it was clear to all that only the MAC layer of that initial standard was going to be suitable going forward, and that the initial PHY specifications would need to be augmented with a higher-speed version. The Lucent-Harris-Micrilor battle would determine the technology for the higher-speed PHY. And peeking ahead in this movie’s script, it will be the combination of the victorious high-speed PHY with the existing 802.11 MAC that will be designated as “Wi-Fi” and that will subsequently explode around the world. And just like that 1993 DFWMAC battle, we were yet again embroiled in a contentious stalemate, which, courtesy of Jeff Abramowitz, was shrouded in accusations of voting irregularities.

			I had been working closely with Jeff for the past eighteen months, and our professional relationship had developed into an honest friendship. That’s not surprising—I’m sure he struck all who knew him as a very easy-going, engaging, and personable character. So it’s possible that some in that room may have thought Jeff could be pressured to back down from his block voting accusation. But I knew he wouldn’t back down—and sure enough he didn’t.

			With Jeff’s point of order still standing in the midst of the continuing uproar, Al Petrick from Harris shouted out suddenly, “I move to adjourn!” Given the elevated emotional temperature of the group, it was likely that even a motion to adjourn would be contentious, and sure enough, the vote to adjourn was almost evenly split: 23 to 19, so at 10:15 p.m. we adjourned, leaving many in the room shellshocked yet again.59

			With the high-speed TGb subcommittee adjourned, on Thursday the action passed to the plenary meeting of the full IEEE 802.11 committee. Undoubtedly, there had been intense private discussions overnight, and after a number of false starts, the group ultimately adopted the following motion:

			Motion: to halt the current TGb voting process, to discard the result of the voting this week, to allow the presentation of merged proposals, and to instruct TGb to find a consensus proposal.

			This motion essentially cancelled out all previous voting, and it passed 41 to 11. This was a significantly different result from the previous day’s deliberation within Task Group b, when just prior to Jeff’s block voting accusation, Micrilor had been on the cusp of having their technology selected as the basis for the 802.11b high-speed standard. Unfortunately for Micrilor, the “Micrilor versus none” vote was no longer on the agenda. The course was set for the next meeting, with Lucent and Harris both still alive. Jeff’s point-of-order grenade had rearranged the battlefield.

			It must have been clear to Harris and Lucent that their best option was to work together towards a joint proposal, since their bitter rivalry had ended up opening an opportunity for Micrilor to steal the show. So, at the next meeting in July, in La Jolla, California, Harris and Lucent indeed presented a merged proposal60 based on a modulation technique called CCK (Complementary Code Keying). Micrilor was still putting forward their proposal, with a third from Alantro, and of course, the dreaded “none of the above” option was also a possible ballot choice. After a now well-established balloting procedure, the Lucent-Harris proposal was selected on the third ballot as the PHY layer for the IEEE 802.11b higher-speed standard. Our already standardized MAC layer based on DFWMAC could now be paired with an 11-megabit PHY layer based on the Lucent/Harris CCK design.

			Thus, on July 9, 1998, the blueprint for Wi-Fi was now complete.

			With the merged proposal from Lucent and Harris being adopted for the high-speed standard, Jeff and I saw a new universe of possibilities dawning. 3Com’s products would now definitely be compliant with the IEEE standard—as would Symbol’s and Lucent’s as well. The makings of a true multi-vendor standard with the support of powerful market players was now in the works. Had things gone differently—say, had Micrilor won the battle—3Com potentially could have used their market power to stay on their current development path, pushing a Harris-based proprietary wireless solution, and Lucent may have done the same with their technology. Whatever standard came out of IEEE in such a situation would have had a very tough time getting established as a commercial reality. In other words, Wi-Fi may have never happened.

			Another key element in Wi-Fi’s ultimate success was now taking shape, although we didn’t recognize it at the time. As the calendar pages flipped into 1999, our “Trilogy” joint development project between Symbol, 3Com, and Harris would become the progenitor of the Wi-Fi Alliance. The IEEE 802.11b standard was about to get a powerful new force organized behind it.

			We were happy. However, there was also a menacing cloud in the sky that July of 1998. Jeff, as usual more on top of industry gossip than I, was the person who brought this to my attention.

			“Hey, Greg, did you see this?” He had pulled me aside in the hallway with his laptop open, and I looked at the screen. It appeared to be an announcement of a new organization called “HomeRF’—the RF standing for “radio frequency,” the acronym being a standard term for radio-based wireless systems. We were all aware that the convoluted and drawn-out IEEE standards process was causing many pundits to doubt whether the 802.11 standard would ever succeed. It’s too complicated…it’s overkill…it’s too expensive…devices will never interoperate…there are too many political obstacles—so went the rap. But thus far, there had not been a serious challenger in the wireless LAN space. This HomeRF thing might be a real thorn. It appeared that this group was going to develop a simplified solution targeted solely at the home market. This would certainly kill our dream of a universal wireless LAN standard, and if successful, it would cripple our success in the market.

			I looked up at Jeff and asked, “Who’s involved?”

			He closed his laptop, and his face took on a grim demeanor: “Proxim. IBM.”

			“OK, the losers,” I said, trying to make light of the matter.

			But Jeff continued: “Microsoft. Intel. HP. This is serious.”

			So, our elation over the outcome of the 802.11b technology selection was tempered by our recognition that we would have yet another technical battle to fight—and yet another political one—and this time it would be outside our well-understood boxing ring of the IEEE. To ensure our standard’s success, we would have to somehow defeat HomeRF.

			This would not be easy. And like all good superhero origin stories, the flames of this conflict would give birth to a conquering champion.





PART FIVE

			The Fire Breaks Free

			in which we battle HomeRF, Wi-Fi is launched, and Steve Jobs applauds





CHAPTER 18

			Sarosh Gives Me a Strange New Assignment

			Symbol, Harris, and 3Com pester HomeRF

			Proxim, Proxim, Proxim. It seemed like with every advance towards a viable IEEE wireless LAN standard, Proxim was standing right next to us presenting the public with an alternative. I’m not saying this with a pejorative intent—Proxim was legitimately a wireless LAN pioneer, and they had solid technology and a strong marketing strategy throughout the 1990s. As is common with companies who establish themselves early within a new technology market, they had decided their best tactic was to capitalize on their early strength and promote their products as a “de facto” standard. A competitive “de jure” standard from a recognized international standards body like IEEE would not be helpful to them, so, through several incarnations, Proxim set up various multi-company alliances centered on their technology to compete with IEEE. In many ways, HomeRF was similar to Proxim’s earlier alliance-creation attempts. But with this new organization garnering significant big-name company support this time around, we saw it as a serious threat.

			Management consulting—that was how my father described his business to me back in the late fifties when I was a very young boy, and I had no idea what it meant. I remember the word “consultant” sounded to me like it had something to do with salt. All I knew was that he worked in a big building in San Francisco, and my brother Randy and I would get to drive with Mom to the Menlo Park train station every evening around six to pick him up. The excitement of the tracks and the rumble of the engines still resonates in my memory. But as I grew older, his work started to make sense to me, and in 1998, I was happily living the consultant life—like father, like son. And things were about to get a little weird on that front.

			I hadn’t done any consulting for Symbol since November of 1996—all my work related to IEEE 802 had been for 3Com since that date. My work with 3Com had evolved into supporting their Trilogy joint project with Symbol, so implicitly, I was doing work for both companies. But still, when my old pal Sarosh Vesuna approached me in August 1998 about a new consulting assignment for Symbol, I was confused.

			“I’m under contract with 3Com, so I’m not sure about this,” I told him.

			Sarosh was his usual upbeat self. “It’s fine, I’ve talked with them. This works for all of us.”

			“What exactly do you want me to do?”

			“We want you to be our representative at HomeRF.” I think Sarosh was getting a kick out of telling me this while he tried to keep a poker face; he knew this would shock me. But he couldn’t help breaking into a smile.

			This was strange to me, but also exciting. My understanding was that I’d be consulting simultaneously for both 3Com and Symbol. They’d split my time, with my work on IEEE issues (and the Trilogy project) done under my 3Com contract, and my work on HomeRF done under my Symbol contract. “I guess that sounds good to me,” I said, smiling back at Sarosh.

			I could tell back during our 1993 DFWMAC efforts that Sarosh wanted his career to evolve away from nuts-and-bolts engineering work towards more of a business development focus. So, it didn’t surprise me that he would eventually be given management responsibility for complex—and highly political—projects involving Symbol’s strategic relationships with external entities. This extremely convoluted project—involving Symbol, 3Com, Harris, HomeRF, and IEEE—seemed to be a perfect fit for him, and with the two of us having a years-long friendship, I was certainly pleased to have him managing this new consulting contract. We shook hands and both said to the other, “It’ll be fun working with you again.”

			Symbol and 3Com were both members of HomeRF already—as was Harris, the third member of our Trilogy project team—but like many of the companies in that alliance, their participation was mainly in a monitoring capacity. Of course, companies often covered their bets by participating in multiple simultaneous—and competitive—technology initiatives, providing them with a backup strategy in case something went wrong with their initial direction. This overlapping HomeRF and IEEE strategy was probably viewed as that kind of situation at both the Symbol and 3Com executive levels.

			But both Symbol and 3Com were well aware of my history and my sense of pride about the IEEE 802.11 standard—and at some level, I’m sure they figured that this arrangement would somehow help to promote our 3Com/Symbol/Harris Trilogy project. Perhaps our efforts might even allow 802.11 to gain a foothold as a technology option within HomeRF.

			And sure enough, in very short order, I found myself at a HomeRF meeting, standing in front of an overhead projector, pitching the impossible dream: a truce between IEEE 802.11 and HomeRF.

			HomeRF was a consortium of around eighty companies, and they had developed their own wireless LAN technology with the intent of servicing the home market. Their system was based on frequency hopping—the Hedy Lamarr technology we described back in Chapter 10. Of the two spread spectrum approaches allowed by the FCC, frequency hopping was, in many respects, easier to implement than direct sequence, and in addition, its proponents felt it had superior interference mitigation characteristics. However, with its 1998 ruling allowing products based on the Harris chip, the FCC essentially granted a distinct speed advantage to direct sequence, an advantage that was being used within the nascent 802.11b effort to achieve 11 megabits per second. HomeRF products would operate at the much lower speed of 1.6 megabits per second—a significant disparity—but still, its proponents argued that this was sufficient for home applications, and the simpler technology would yield less expensive products that would be attractive to consumers.

			With an additional focus on providing voice functions similar to cordless phone systems, it did appear that HomeRF products might indeed be well suited for the price-conscious home market. The very name of both the organization and the technology implied that HomeRF was strictly for the home—presumably leaving the business market to 802.11. This would ultimately become a key point in the battle, with HomeRF contending that there should be multiple wireless LAN technologies, each optimized to service a particular segment of the market, while we 802.11 proponents argued for a universal standard.

			When HomeRF was first starting out, many of us within the 802.11 camp weren’t convinced that it was going to be a truly multi-vendor standard. It looked like Proxim would initially be the only silicon supplier for HomeRF technology, and though that situation could change in the future, we were very familiar with Proxim’s prior attempts to brand their proprietary technology as a “standard.” For example, back in 1996, a new organization called “Wireless LAN Interoperability Forum” (WLIF) had been announced, with Proxim as one of its founding members. The name of that organization certainly sounded promising—perhaps they would be a sister organization to IEEE, promoting interoperability for 802.11? But the details in their initial press release laid bare the new group’s intent:

			 The WLI Forum’s charter to establish wide-spread interoperability in the wireless LAN industry will be accomplished via publication of a complete, robust open interface specification targeted for release in summer 1996.

			The specification will document the Radio Frequency (RF) interface used by WLI Forum members’ products, allowing independent parties to develop compatible networking products. The WLI Forum specification is based on the RangeLAN2 interface developed by Proxim and used today in many products by both WLI Forum member companies and other wireless LAN vendors.

			So, the companies in this “interoperability forum” were really just customers of Proxim! We had all chuckled when we read this press release—after all, achieving interoperability among a bunch of products using the exact same Proxim components is not much of a challenge. But Proxim’s RangeLAN2 product line was certainly successful in the market, and they had a powerful PR presence that was able to use this new WLIF organization to not only promote Proxim’s technology as a supposed de facto standard—which they rebranded as “OpenAir”—but at the same time, to denigrate the 802.11 community’s lack of demonstrated interoperability.

			The HomeRF organization, however, seemed to be a very different beast from WLIF. They had over eighty member companies, with many of the big technology names like Intel, HP, and Microsoft playing active roles. Although Proxim was a key source technology provider for the early HomeRF implementations, it seemed they were more of a true multi-company alliance than was WLIF and, thus, were more of a threat to 802.11.

			By August 1998, the HomeRF members were on track with a schedule for early product introductions happening in 1999. But as the 802.11b high-rate standard effort gained momentum, the HomeRF members were increasingly concerned that given IEEE’s higher 11-megabit data rate, they might start to see an erosion of support for their lower speed technology. An effort was kicked off to create a higher-speed version of HomeRF to support video and other demanding applications, called “HomeRF MM,” the MM standing for multimedia. Their hope was to base it on a higher-speed version of their existing frequency-hopping approach, but that would require an authorization decision from the FCC similar to the one that had already been granted to allow IEEE’s higher-speed direct sequence.

			This “Wideband FH” proposal to the FCC could make HomeRF’s speed more competitive with that of the coming 802.11b high-rate standard. The basic request to the FCC was for the authorization of wider bandwidth frequency-hopping channels than the current rules allowed, thereby allowing higher data rates. This was a direct challenge to the FCC’s spread spectrum requirements for transmitters in the unlicensed 2.4-gigahertz band, but since the spreading requirements for direct sequence had already been relaxed, it wasn’t unrealistic for HomeRF to hope that the FCC would do the same for frequency hopping.

			A new wideband, higher-speed version of HomeRF would be a dangerous threat to 802.11b, with the likelihood of confusion for customers in both the home and business markets. It was feared this might significantly impact the interference situation within the 2.4-gigahertz frequency band, which would be detrimental to all users of the band, including IEEE 802.11 products. Being philosophically averse to what we saw as an unnecessary proliferation of incompatible standards, it became our hope that we could convince HomeRF to evolve their technology towards an accommodation with IEEE.

			Consequently, in September 1998, less than a month after being contracted by Symbol, I presented some ideas to HomeRF that I had worked out with Sarosh and Dean Kawaguchi.61 There were really two different aspects to this. First, we proposed that HomeRF and the 802.11 frequency-hopping systems should be combined in a way that would allow both to be effectively supported within a single Access Point (called a Control Point in HomeRF terminology). Secondly, we proposed that for the higher-rate “multimedia” version of HomeRF, they should simply adopt the coming 802.11 11-megabit high-rate standard rather than gamble on a favorable FCC ruling on Wideband FH.

			We recognized that this pitch would be controversial within HomeRF and that work would be required to flesh out what we were proposing. But the reaction was more intensely negative than we expected. In retrospect, I should have been wearing a Don Quixote costume, holding a lance, while I gamely gazed at that HomeRF windmill. Or maybe it would be more accurate to say I was Sancho Panza, with the role of Quixote played by a certain guy from Harris making his first appearance in our story—Jim Zyren.62

			Jim Zyren and I had met previously—both of us had been active within the IEEE committee, and I knew he had played a key role within Harris during the machinations leading up to the Harris/Lucent joint proposal that became adopted as 802.11b. But I don’t recall having had any detailed interaction with him prior to September 1998, when we had a short hallway conversation—not about 802.11 or HomeRF, but about Bluetooth.

			With our story’s focus right now on IEEE 802.11 and HomeRF, it might seem odd that Bluetooth rears its head at this moment, but in fact, all three technologies were on everyone’s mind. We were starting to see the fruition of the FCC’s 1980s dream after they opened up the 2.4-gigahertz frequency band for unlicensed use, with three major technologies all vying to share that common radio space. But this dream also had a nightmarish edge: the potential for these devices to generate so much interference with each other that none would be useable in practice. Within each of these three technologies, outright interoperability among devices was the goal—Bluetooth devices working properly with other Bluetooth devices, 802.11 with 802.11, and HomeRF with HomeRF. But in a mixed environment with all three operating in the same location, it was at least hoped that there could be peaceful coexistence.

			I had been asked by 3Com to perform an analysis of Bluetooth’s impact on 802.11b performance. They were concerned that their plans with Trilogy might be for naught if Bluetooth dominated the airwaves, so I developed a mathematical model of the interaction between these two different radio networks and presented my conclusions at the September 1998 IEEE 802.11 meeting in Westford, Massachusetts. I wasn’t predicting that the world would come to a crashing end—but my model showed that there could indeed be a significant negative impact on 802.11 throughput if Bluetooth devices were to become prevalent in the market. When I had finished presenting and we headed for our afternoon break, Jim approached me as I wandered towards the refreshments.

			“Hey, Greg, your model needs to be refined. There are some things you missed.” Over the next couple of years I would come to enjoy Jim’s bluntness, but that afternoon I’m not sure I appreciated it.

			“OK. I look forward to your analysis,” I responded, with just a touch of snark, figuring he was blowing smoke. But sure enough, at the very next meeting two months later, Jim presented his paper.

			Jim’s paper—explicitly presented as an “extension” of my original paper—concluded that “these results are in general agreement with results generated in the original model,” but he’d found that my model’s estimates for Bluetooth’s impact on 802.11b throughput were too high. I had to admit he was right, and though he was reminding me of a stern high-school teacher correcting my homework, I was also relieved that the results weren’t as bad as I had originally calculated.

			Our two technical brains had meshed nicely on this analysis. When I came to learn that Jim wasn’t Harris’s chief technology officer but was in fact a marketing guy, I was doubly impressed. But it turned out our tag-teaming on this Bluetooth coexistence issue was just a pregame warm-up. The real action was going to be over in the HomeRF arena.

			With Jim joining us as the Harris representative to HomeRF, we tried for those few months at the end of 1998 to get HomeRF to recognize that IEEE 802.11b products would also be showing up in the home, so perhaps there should be some accommodation between the two standards. Maybe we could facilitate the creation of combined IEEE/HomeRF products? Maybe we could ensure that the two systems wouldn’t unnecessarily interfere with each other? Maybe we could combine the systems in a mode where HomeRF’s multimedia support was based on IEEE 802.11b? Admittedly there were complexities in all this, and the reception we got was probably what we should have expected: “This is unnecessary.” “The changes required are too difficult.” “The specification is frozen and can’t be changed.” “There’s no time left in the schedule to do anything.” In other words: May the best technology win.

			In the meantime, of course, the locomotive of the coming 802.11b standard kept chugging along towards an anticipated formal approval date in the fall. Real products would soon hit the market, like those we were creating with our 3Com/Symbol/Harris Trilogy project. As we moved into the beginning months of 1999, this must have been an increasing concern within HomeRF. They needed to be able to counter our “802.11 is faster” argument, but unfortunately for them, their Wideband FH proposal was not progressing through the FCC process as quickly as they needed it to.

			Originally, HomeRF had believed that the FCC would grant their request by early 1999 as a simple “interpretation” of the existing rules. But it now appeared that FCC would instead be going through the full formal procedure—a process that could take over a year. It was looking like the 11-megabit 802.11b products would be well established on the market before HomeRF would even be able to point to a strategy for achieving higher data rates.

			With the complications in the FCC’s deliberations causing consternation in the HomeRF camp, they would need to do something dramatic to ensure that their products indeed would hit the market soon and in volume. And on March 9, we were informed what that dramatic something was going to be: HomeRF was suddenly changing their specification to allow the direct use of existing Proxim components.

			Jim and I were both at the IEEE 802.11 meeting in Austin when we received an email from the chair of HomeRF. He had sent it to the organization’s full member distribution list. In it, we read the following:

			The HomeRF Promoters are concerned about the availability of HomeRF radios to meet the market demand for HomeRF products this year. The technical tiger team has completed an update to the SWAP 1.0 provisional specification that:

			1)accelerates availability of SWAP end-user products sufficiently to enable HomeRF product availability to meet the end of year 99 target we have stated publicly

			2)lowers the BOM Physical layer costs by as much as 5 dollars estimate

			3)enables any manufacturer to more readily add interoperability with OpenAir, a significant installed base of 2.4 GHz FH, standard based wireless LAN devices.

			Perhaps this language appears to be couched in code…. SWAP is the name of their protocol, and BOM means Bill of Materials. We were able to quickly decipher it, and we weren’t happy. We had been proposing ways to make HomeRF and 802.11 products more compatible, and we had been hit with the response that it was too late to change the specification, and that it would require too much effort. And now—surprise, surprise—under the guise of improving their schedule, HomeRF was changing their specification to achieve compatibility with Proxim’s OpenAir “standard.”

			Jim and I could very clearly hear the sound of the gauntlet being thrown down. Our suspicions seemed to be confirmed that, like WLIF, HomeRF was just the latest incarnation of Proxim’s longstanding efforts to establish their technology as a de facto standard. We knew we would have to react.

			And, as if to underscore the coming storm, as we were all trying to get to our flights after the meeting, Austin was hit by a furious flurry of tornados.

			The rain was constant, the roads flooded, and the taxi drivers were afraid. Somehow, I managed to convince one to take me to the airport. “I know some back roads that should be clear,” he assured me, and tightening my seatbelt, I just had to trust his skill.

			We sloshed slowly through the dips in the roads, and eventually I could make out through the windshield that we were approaching the terminal. As we followed the signs for departures, the strange sight of hundreds of people came into view, moving slowly out of the building and seemingly being directed into another door. My cab driver was confused, so I told him to just let me out, and I ran with my bag through the rain to join this procession. Someone in the line finally clued me in: a tornado had passed right over the Austin airport’s runways, and they were moving everyone into the terminal’s basement storm shelter.

			We were corralled down the stairs and into a set of concrete-walled, poorly lit hallways in the basement, where we just had to wait. Suddenly I realized that standing near to me was one of the key players in HomeRF—their Technical Chair—a very capable senior engineer from Intel with a soft accent (maybe Oklahoman?) and a friendly manner. I was internally roiled up about the recent HomeRF/Proxim announcement, but I had always liked and respected Jim Lansford, and here he was now, together with me in a dank airport basement as we waited out the storm.

			Jim Lansford had come to the IEEE meeting that week to give a tutorial on HomeRF. I don’t recall if we had a conversation that afternoon—we acknowledged each other with smiles and nods, and that was about it. But I suspect that as soon as he saw me, his mind wandered into the same worries I was having about our intensifying conflict.63

			Back home in San Jose, it was time to digest what was happening. At this point, all we could do was express our frustration. Jim Zyren wrote a memo for Harris to the HomeRF Steering Committee stating that this “abandons two years of committee work and merely adopts an existing, single-vendor solution,” going on to say:

			It is interesting to note that an initiative by Symbol to make SWAP-CA radios interoperable with IEEE 802.11 radios was rejected by the Technical Committee in September. The reason given at that time was that it was too late to make changes of this magnitude to the SWAP specification, yet here are changes of much greater significance being introduced at a much later date.

			Dean and I wrote a similar response for Symbol: “The proposed changes represent technology choices whose only justification seems to be that this is what Proxim is doing today.” And 3Com, with newly hired David Cohen now as their lead, tried to get time on the HomeRF agenda to yet again promote the concept of using 802.11b as the high-speed version of HomeRF.

			But in retrospect, this was all just us blowing off some steam. The die was cast. It would be war, and to organize our army, we would have to form an industry consortium, just like HomeRF. They had learned from us with respect to their underlying wireless LAN technology, and now we would duplicate their organizational strategy and put the lessons they taught us to good use.

			Our plan was simple: beat HomeRF at their own game by forming a bigger, better, and more successful alliance of companies.





CHAPTER 19

			Our Trilogy Alliance Expands to Six

			The Wi-Fi Alliance is born—as WECA

			At the beginning of April 1999, the 802.11b specification was moving nicely through the usual balloting hoops towards its final approval as a standard, and 3Com, Symbol, and Harris were making good progress with the joint Trilogy 802.11b project. But it was clear that any products that resulted from Trilogy would have to swim upstream if HomeRF gained traction in the market, and one of their main arguments against us would be the lack of proven interoperability among 802.11b products. We needed a strategy to counter this assertion, and the first step would be to formalize our Trilogy alliance…and expand it.

			With Jim Zyren based in Florida, while Sarosh, Jeff, David Cohen, and I were all in San Jose, we started by necessity with some short conference calls, just trying to get some initial mutual understandings in place before everyone committed to a lengthy in-person meeting. Jeff, Sarosh, and Jim would work on getting buy-in from 3Com, Symbol, and Harris management. Setting up a formal multi-company alliance was going to cost some real money—legal fees, for example—and would require a fair amount of time and effort from each of us. Each company would need to commit resources and pony up the start-up funding for a new organization.

			But even at this early stage before anything was finalized, Sarosh and Jim turned to me on one of our conference calls with a request: “Greg, we need you to start developing the product certification program.” Our plan was to test products to make sure they worked together as they should. If the tests were passed successfully, we would then allow the product’s manufacturer to tout that it was “certified.” This would counter the arguments of naysayers like HomeRF, who were claiming that 802.11 products would never be interoperable.

			It looked like they wanted the task of creating this certification program to fall on my shoulders. “But shouldn’t we contract this testing out to an independent lab?” I asked. “Shouldn’t they be the ones to certify the products?”

			Jeff weighed in: “We—our new alliance, whatever we end up calling it—we need to own this. This must be our program.”

			I probably wasn’t understanding Jeff’s point, and I responded, “That’s not realistic. I think we need an independent lab to do this. Besides, that will lend credence to the resulting certifications. Doesn’t that make sense, Jeff?”

			“Right, right, of course. What I was saying is that whatever lab we contract with should do exactly what we tell them to do. We own the test plan and the certs come from us.”

			Everyone agreed that seemed like the right approach. But what I was now seeing was a ton of work ahead of me. “OK. I guess I can write up an outline of an interoperability testing strategy, something that can go into a Request for Proposal that we send out to prospective labs. Who’s going to help write the RFP?”

			David immediately volunteered. As the newest member of our team, I suspect he saw a way that he could quickly contribute. “I’ll work with you, Greg.”

			The Wi-Fi Alliance was being birthed before our very eyes. But since we had not yet picked the name “Wi-Fi,” we had to call ourselves something else. I’m not sure who came up with the ugly “Wireless Ethernet Compatibility Alliance,” but we would be known as WECA for the first couple of years.

			We initially called it the “test matrix.” I believe this term originated with Jim, and though, as a lapsed mathematician, this is not a term I would ever have used (what exactly are the rows and columns of this so-called matrix?), I agreed initially to call it that. But right from the start, I set up its structure to be a real test plan, defining requirements on the products and preparing for the detailed steps within individual test cases to be documented. I can tell by my old 1999 invoices to Symbol that I started working on this “test matrix” on April 18—marking the beginnings of what would evolve into the Wi-Fi Alliance’s “Wi-Fi CERTIFIED™ ” program64, which today ensures interoperability among the eighteen billion Wi-Fi devices across the globe.

			With my technical work already starting, we needed to finalize the organizational structure. Who else should we ask to join in as founding members? Although Harris, Symbol, and 3Com were major players in the wireless LAN world, we needed more heft in the group, particularly to counter the list of big-name companies like Intel and Microsoft within HomeRF.

			Jim flew out to San Jose for our first real in-person meeting about the new alliance, and the topic of possible invitees was a major focus. The decision wasn’t easy—after all, any additional companies who would be joining would likely be a direct competitor to at least one of Symbol, 3Com, and Harris. Some of the candidates were obvious but controversial, nonetheless. Lucent? Of course. Aironet? Yes. We ended up settling on six as the right number of “founding sponsors,” but who the sixth should be wasn’t yet obvious.

			I don’t know if Jeff was also thinking back to our “world tour” the previous year, but I certainly was. It struck me that the list of companies we had decided on so far, now to include Lucent and Aironet, was basically the set of final candidates among the companies who had responded with substantive proposals to 3Com and whom we had visited on our world tour. That effort had resulted in Symbol and Harris being selected by 3Com for our Trilogy project, so now there was only one company missing from this list—our InTalk friends from Cambridge. While we were all appreciative of InTalk’s technical prowess within the wireless LAN world, they were dinky. I couldn’t imagine them being asked to be a founding sponsor of what we hoped would become a major industry alliance.

			But this just shows that I hadn’t been keeping up with all the latest industry gossip. “Don’t we think InTalk is too weak a player to be a founding member?” I asked. “They’re bright guys, but compared with Lucent? Or Symbol? Or 3Com? They just have no name recognition.”

			Jeff once again needed to tutor me in the ways of the corporate world. “Greg, we’re not talking about InTalk. We’re talking about Nokia. Nokia has acquired InTalk.”

			Nokia! In 1998, they had surpassed Motorola to become the best-selling manufacturer of cell phones worldwide. Prior to Nokia’s InTalk acquisition, there didn’t seem to be any significant interest among the cell phone manufacturers regarding wireless LAN technology. As far as I could tell, Nokia didn’t have any internal wireless LAN expertise—for example, they hadn’t participated in the IEEE 802.11 standards activity. But they had certainly picked up a ton of 802.11 expertise with their InTalk acquisition, and presumably they planned on putting their substantial corporate resources behind the further development and promotion of wireless LANs. If we could convince Nokia to join as the sixth founding member of our alliance, that would be a real win for us.65 Besides, Nokia at the time had some sexy cachet—their phones were fashionable, which was one reason for their success in the market.

			We now needed to get Lucent, Aironet, and Nokia to agree to join, and we divvied up responsibility for contacting the major players at these companies to give them the pitch. Based on my long relationship with Phil Belanger, I volunteered to make the pitch to Aironet. It was, of course, an easy sale. Phil and I had a nice phone conversation, and very quickly Aironet said yes. Lucent and Nokia also agreed. By the middle of May, the final set of founding sponsors was in place.

			I suspect my colleagues felt the same rush of excitement that I did at this point. We were all passionate about the 802.11 technology. We believed its widespread introduction could be transformative—if the buzzword “disruptive” could have any legitimate usage, it certainly could apply to wireless LANs. We also knew that there were powerful forces arrayed against us—some merely skeptical, but others, like Proxim and HomeRF, were actually betting on our failure and actively working to ensure we failed. So, for all of us, there was a simultaneous pride in our mission and a sobering recognition of the many ways we could fall short.

			But beyond all that, this was a uniquely emotional experience for me. In many ways, I felt that I was the glue within this group. Symbol, 3Com, Harris, Aironet, Lucent…at this point I had a substantial history of working closely with all of them. With my strong personal relationships now gelling into this new alliance, it was the culmination of the decade for me. These weren’t just my colleagues—they were my friends.

			The wild card—certainly for me but probably for the others as well—was Nokia. Each company needed to designate a person to be their representative on the new alliance’s board of directors, and we all wondered who Nokia would name. I expected Jon Edney, who was one of the founders of InTalk and who had the right combination of solid technical smarts with a good business sense. But in late May, at our first face-to-face meeting, we were introduced to John Ferrari. I wasn’t sure if he came from Nokia corporate or from InTalk, but as far as I could tell he had no prior background in wireless LANs. John was a marketing guy par excellence who seemed to know how to launch products out into the world and how to create a buzz. That’s, of course, exactly what we were trying to do. It was almost like Nokia somehow had divined that what we needed right at that moment was someone like John Ferrari.

			For the most part, there were no surprises with the other board member designations. Sarosh would be the representative from Symbol; Jim would represent Harris; Phil would represent Aironet. Lucent named Angela Champness (like her colleague Bruce Tuch, an American expat now living in Holland). Angela wasn’t a surprise pick, I had met her before,66 and while I hadn’t worked closely with her, I knew she was a major part of the marketing and business development team at Lucent along with Cees Links. 3Com picked David to be their board representative, not a huge surprise although it could have just as easily been Jeff, who was David’s boss.

			As a consultant to both Symbol and 3Com rather than an employee, my role within the new group was different than that of the others. I was already taking the lead on the technical work ahead of us, and so very quickly this role was formalized. The group decided we needed to have a Technical Chair and a Marketing Chair. Sarosh immediately announced, “I think Greg should be Technical Chair,” and simple as that, everyone agreed. John and Jim were named Marketing Co-chairs. To finalize things, Phil was elected to be the new Chair, and David the Vice Chair.

			On May 9, I flew to Vancouver for the HomeRF meetings that week. On the meeting’s final day, David, Jim, Sarosh and I all went to a local sushi bar for lunch. With beers and wasabi, we toasted our new alliance.

			“We can do this,” I said, and there was not a single word of disagreement.

			David and I were scratching our heads. “What number should we put in here? They’ll need to know how many products will be going through the certification testing.” He and I were working on our test lab Request for Proposal, along with another consultant named Paul Frankel. We had no idea how many companies would submit their products or how many total products there would be over the course of a year.

			“Twenty?” I said, wondering if that might be too many.

			David felt we needed to make the business opportunity more attractive to our potential labs. “Let’s say thirty. What do you think Paul?”

			“Thirty-five?” Of course, Paul was the financial guy, so what would he really know? We decided to settle on that number, and it would turn out that Paul’s guess was the closest to being accurate, though still way off. We would end up certifying over a hundred different products just in that first year alone.67

			David and Paul were both relatively new to wireless LANs. Of course, I had been at this stuff for nearly ten years by this point, so I didn’t expect them to be experts, but they certainly brought the business smarts that I lacked to the development of our RFP. When I first had met David, my immediate thought was, I bet he’s a good dad. He was smart, even-tempered, quick to laugh, and easy to reason with. Since he was now one of the founding board members of WECA, it was good for the two of us to have a chance to develop our relationship, and working together on the test lab RFP served that purpose well.

			There were a handful of viable test lab candidates, each of whom had significant experience running product tests under contract with various companies. One was close by in Silicon Valley—appropriately named SVNL, for “Silicon Valley Network Laboratory,” and we went over to visit with Steve Bell, SVNL’s founder and CEO. They had a small facility, but we didn’t need a large operation (yet), and Steve’s obvious expertise in network testing was encouraging. We visited some other labs, and eventually our RFP went out to five candidates, but in the end, our choice would be SVNL.

			In the meantime, our battle with HomeRF continued to heat up as they now focused on their Wideband Frequency Hopping petition with the FCC. As HomeRF had feared, the FCC had decided that a full formal procedure would be necessary, and part of that process was the requirement that comments be solicited from interested parties. The knives were sharpened, pro versus con, with comments coming in both from HomeRF and 802.11b advocates. This came to a head at the Montreal IEEE meeting in July 1999. Jim Zyren wrote up some draft text for a proposed letter from IEEE 802 itself, with technical arguments against the authorization of Wideband FH, including concerns about the potential for increased interference. Surprisingly, this was approved and submitted to the FCC, so that—much to HomeRF’s chagrin—IEEE 802 itself was now on record opposing their only remaining avenue to achieving higher speeds.

			But this technology battle was not our only challenge. HomeRF had demonstrated significant PR prowess (including a cute consumer-friendly logo), successfully getting their story into the press. We might end up having the better technology but still losing. It was time to up our marketing game.





CHAPTER 20

			We Name Our Baby

			Dragonfly? Torchlight? What do the kids think?

			Time was starting to run out on us in early July 1999. Would we really be able to introduce the world to our new wireless brand in September? How could we do that when we didn’t even have a name for our precious baby? What would we call it?

			It has always bugged me that the marketing suits within the advertising world ostentatiously refer to themselves as “creatives.” But it was clear that letting the IEEE engineers come up with a brand name was a losing approach. “IEEE 802.11b High-Rate Wireless LAN” didn’t exactly flow off the tongue. We needed a better name, a friendlier name, something consumers would connect with. So, when we decided to hire some branding experts—some “creatives”—I was certainly curious how it would play out.

			We contracted with a firm called Interbrand to develop the name and a corresponding logo. Interbrand’s portfolio of successful naming projects included the branding of Sildenafil as Viagra. Amazingly, they had been able to make a drug treating erectile dysfunction sound masculine. So yes, these guys were good, and this sounded promising. Maybe they’d indeed be the right people to give our new wireless products some promotional oomph. But on July 13, when we met with Interbrand to hear them present their branding concepts, it didn’t start out too promising.

			They asked to have the meeting room darkened, presumably to enhance the dramatic effect. We took our seats—Jim, Jeff, David, Sarosh, Phil, Angela, John, and I were all there—and as I glanced at their faces I could tell no one was really sure what to expect. These Interbrand guys were the branding gurus, so how would they present this to us? With props? Or a movie? No, it looked like they would just be giving us a prosaic PowerPoint presentation. But still, Interbrand showed us they knew how to set up a stage, as they began slowly by giving us their philosophy of branding as a branch of human psychology. To my engineer’s brain, it was quite compelling. They gradually got more concrete, but still they were obviously holding something back—they were playing us, and we were enjoying it. We were getting primed for the big unveil.

			“We want to come up with something that conveys freedom. Something friendly and fun. Bright and airy, something that signals the opening up of new vistas.”

			And then, finally, one by one, the list of possibilities appeared on the screen:

			TorchLight

			We all looked at each other, whispering in unison. “Really?” We were all pretty clear about that one. Torchlight was a no.

			SkyRay

			OK, let’s keep going.

			Elevate

			A play on words: 802 dot eleven running at eleven megabits per second. Well, maybe too much of an in-joke.

			DragonFly

			I love dragonflies. Ancient, predaceous, brilliant metallic blues and greens. Sometimes, over a cold river in the spring you can witness an entire brood emerge to skim across the dark water. When I’m gardening, I love to stop and stand quietly while a big emerald darter helicopters through its complex flight pattern, returning to land at the same spot again and again. But I wasn’t sure what the connection was to a wireless LAN.

			Trapeze

			We all looked at each other, and I suspect each of us was visualizing how a bad connection could lead to disaster. Nope.

			Kinect

			Too generic, we all agreed. It could be any high-tech product.68 Someone waved a hand in the universal gesture for “Next,” and Interbrand moved on to a new slide. We weren’t sure how many suggestions they were going to give us, but hopefully there were still some to look at.

			Another insect appeared—Hornet (or maybe it would be HorNet?)—and then various attempts involving the words Sky or Fly, but by this point Interbrand could probably sense they weren’t yet hitting the mark with this audience.

			Wi-Fi

			OK, that’s cute—a historical reference to Hi-Fi, but was it too specific to a given generation? With that possible brand name displayed on the screen, I was thrown into childhood reverie, recalling with fondness the new-fangled long-play records (LPs), thirty-three-and-a-third revolutions per minute, the album cover displaying in big diagonal red letters: “In Glorious High Fidelity!” Music of course—Limbo Dance Party in Hi-Fi!—but also things like The Roar of the Racetrack, thrilling me with true-to-life sounds of Ferrari engines and screeching Goodyears. But would this brand name work? Hi-Fi was before stereo, before CDs—would the generations behind mine even know what Wi-Fi was alluding to?

			Someone called out, “We can call it the Standard for Wireless Fidelity!”

			“That doesn’t make sense,” was our universal retort, but still, Wi-Fi at least seemed like a possibility.

			There were some other ideas tossed out to us by Interbrand, but we didn’t want to decide that afternoon, so when they finished, we thanked them and told them we’d think things over. After they left, Jim seemed unimpressed.

			“We need something that implies speed. Faster than fast. Like maybe ‘Flankspeed.’”

			We all looked at each other, dumbfounded. “Jim, what on earth is flankspeed?”

			“It’s a Navy term. It’s as fast as you can go. Let’s consider it.”

			“How about Flank Steak? We could consider that as well.”

			I turned around in hysterics to see who’d said it. Maybe it had been David. Jim would never live this down.

			We decided to sleep on these possible names, though we knew we needed to decide quickly. We had also contracted Interbrand to come up with a logo for us, but that couldn’t happen until we’d decided on the name. We’d have to have a conference call as soon as possible and make our final choice.

			Back at home, I decided to try these potential names out on some representatives of the next generation—my girls: twenty-year-old Amy, and Judy, age fourteen. I put on a serious face, had them sit down at the dining room table, and I read them the names, pausing between each. DragonFly, Elevate, Hornet, Kinect, Torchlight, I read them all. They both liked Wi-Fi best. They couldn’t explain why. They just liked it.

			On our subsequent conference call, I reported the results of my poll of younger consumers. But everyone else apparently had also come to the same conclusion: the name would be Wi-Fi. We hoped that around the world it would at least be pronounced correctly.69

			Certification of Wi-Fi products was to become the foundation of our success. At this point in our story, it’s probably worthwhile to explain both the technological and market factors that make certification so much more important for Wi-Fi than for other types of communications systems.

			The IEEE 802.11 standards specification defines precisely what a product needs to implement in order to be “conformant” to the standard, and one might assume that the mere existence of this specification would be sufficient to guarantee that such products work together properly. This is indeed true for numerous other standards, especially those that are relatively uncomplicated. In such happy circumstances, no additional product certification program is required—manufacturers simply tell their engineers to read the standard then design the products accordingly, and that’s the end of the story. Ethernet, for example, succeeded in achieving adequate product interoperability for the most part without a formal certification program, at least in its early days. Since Wi-Fi is “wireless Ethernet,” why wouldn’t that work in our case as well?

			The basic answer is that Wi-Fi is way more complex than wired Ethernet. Wireless operation introduces unique obstacles that must be overcome and new requirements that must be satisfied. Wireless device mobility means that received signal levels will be highly variable as the devices roam around. This doesn’t happen in a wired network, and it complicates not only the design of the radios themselves, but also the design of the system’s operational protocol. On top of this mobility consideration, which is common to all mobile wireless networks, Wi-Fi devices face the additional complication that they are operating in unlicensed frequency bands. Hence, they must be able to work in the presence of significant interference—not just interference from other nearby Wi-Fi networks but from any other nearby device operating in the same band, such as Bluetooth speakers or baby monitors.

			Beyond these basic facts of unlicensed wireless operations, the intended usage scenarios present unique requirements on Wi-Fi devices, focused on the products’ marketability. For example, since many of the products would run on batteries, power conservation protocols needed to be included within the 802.11 specification. Also, since wireless is subject to eavesdropping, it was necessary to include security protocols within the specification—something that was not felt to be necessary in the Ethernet specification at the time. Finally, the adjacency of the available unlicensed frequency bands meant that multichannel operation was a viable product option. These features, while not strictly necessary for basic wireless operations, were universally viewed as necessary to include within the 802.11 specification.

			For these many reasons, the 802.11 Wireless LAN specification, even in its very first incarnations, was significantly more complex than the corresponding wired LAN specifications. Such document complexity opens up significant opportunities for outright mistakes in the text, oversights, contradictions, or vague language subject to conflicting interpretations.70 In fact, the early 802.11 naysayers didn’t shy away from pointing to the thickness of the specification as one reason for their predictions that the standard would fail in the marketplace. Consequently, a strategy of relying on the standards document to guarantee that products in the field would interoperate was not going to be a viable approach. We would need to actually test and certify products.

			The cellular industry faces many of the same wireless issues as Wi-Fi, and indeed, there is significant testing and (in essence) certification for cellular products. But there is a major difference in market structure between the cellular and Wi-Fi environments that again points to the absolute necessity we perceived for an industry-wide certification program. As opposed to the situation with Wi-Fi, for cellular there is no worldwide, universal market. Instead, there are multiple independent “islands,” each completely controlled by a specific cellular operator. Taking Verizon in the US as an example—you can’t use an arbitrary phone within a Verizon system. Verizon controls which phones can be used in their network—you need a Verizon account, and you likely purchased your phone directly from Verizon. Similarly, the only cell tower equipment—“base stations”—that are used in Verizon’s network are those that have been installed under Verizon’s control. Verizon indeed does significant testing of both phones and base stations, in essence, certifying the devices. But they are in complete control of the network and its authorized equipment. In fact, in contrast to Wi-Fi, they are in complete control of their network’s radio frequencies, having been granted an exclusive license by the FCC. In summary, Verizon’s product authorizations resulting from their testing are valid for Verizon only and are inapplicable within the AT&T cellular network—and vice versa.

			The Wi-Fi market environment from the outset was seen to be very different from that of cellular. There were no independent islands of service managed by individual operators. Instead, it was more like the Wild West, an uncontrolled free-for-all in which thousands of overlapping installations are set up by ordinary consumers, with equipment from hundreds of manufacturers constantly moving in and out of multiple networks without any prior vendor authorization required. Because of this universality aspect of the Wi-Fi market, we couldn’t rely on company-specific certifications like “Cisco certification” or “Apple certification” to guarantee product interoperability. We needed full-blown, industry-wide Wi-Fi certification. This was our challenge.

			The basic approach quickly became clear: we would establish a lab to test product models submitted by the manufacturers, whose WECA membership fees would fund the operation. They would also pay a per-test certification fee. Management of the test plan development fell into my lap, as I was the sole member of the organization’s technical staff. I knew this would require a significant group effort, and in my role as Technical Chair, I organized this development with our “Technical Committee,” made up of key engineers from the six WECA sponsor companies.

			There’s no better way to describe how this was intended to work than to simply display my original project kick-off memo that I sent to the six members of the original Technical Committee:

			July 15, 1999

			 

			To: WECA Technical Committee

			
				
					
					
				
				
					
							
							Harris: Mike Paljug

						
							
							Lucent: Leo Monteban

						
					

					
							
							Aironet: Doug Smith

						
							
							Nokia: Tom Tombler

						
					

					
							
							Symbol: Greg Ennis

						
							
							3Com: Albert Young

						
					

				
			

			 

			From: Greg Ennis, WECA Technical Chair

			Subject: And now we begin…

			Hello everyone. As you all are aware, you have been designated as the primary technical representative for your company within our new industry consortium, which is provisionally called “Wireless Ethernet Compatibility Alliance.” Our name will likely change within the next month, but for now we refer to ourselves as WECA.

			As the new WECA Technical Chairman, I look forward to working with you all on this important new industry initiative. Our goals are to ensure interoperability among 11 Mbps 802.11 High-Rate products from multiple manufacturers, and to promote this technology within both the business and consumer markets. To this end, we on the technical committee will be responsible for developing an interoperability test suite and working in conjunction with a commercial testing laboratory so as to grant a “seal of approval” to compatible products.

			First, some background and ground rules.

			•Our organization is still in the formative stage, and its existence is being kept a tight secret for the moment. Needless to say, not everyone in the wireless LAN industry will be thrilled with our appearance on the landscape. We are planning a major public unveiling with significant press involvement in the near future. As representatives of our respective companies, we must all keep this activity confidential until WECA is publicly launched.

			•WECA’s founding members are Lucent, Aironet, 3Com, Symbol, Harris, and Nokia. We anticipate signing up many more companies as we head towards our formal launch.

			•WECA’s new board of directors have been meeting regularly for the past several months, planning the organization and launch activities. For your information, this includes Phil Belanger (Aironet), David Cohen (3Com), John Ferrari (Nokia), Angela Champness (Lucent), Sarosh Vesuna (Symbol), and Jim Zyren (Harris). Phil Belanger is serving as chairman.

			•We are obviously all competitors. However, in the broader sense we are all partners, having already jointly developed the technology of 802.11 and now ready to do battle with competing wireless approaches in the marketplace. The spirit of cooperation has been strong within the WECA board of directors, and I trust that this will be equally true within the technical committee.

			•I already know some of you but have not had the pleasure of meeting all of you. So to introduce myself: I have been active in 802.11 for years and served as Technical Editor for two years. Along with Phil Belanger and Wim Diepstraten from Lucent, I was a co-author of the original “DFWMAC” proposal that was adopted by 802.11 as the foundation for the MAC protocol. I am very excited to see 802.11 products succeed in the market and look forward to WECA playing a strong role towards even greater success. Within WECA, I am a consultant to Symbol Technologies and am serving as their representative on the technical committee.

			Now, as to our actual work on the technical committee. We are an international group, which will complicate our ability for face-to-face meetings. My plan initially is to use email and telephone conference calls to our advantage. I will be arranging our first conference call for some time in the next week or two, with the possibility of a face-to-face in September. I recognize that the technical work required may in fact involve other engineers from your respective companies, and I certainly encourage their participation. However, I ask you to clearly communicate the confidential nature of our work to whomever works with you over the coming months.

			Our initial task will be to refine our test plan and work with the test lab to develop actual test procedures. Note that this is not 802.11 conformance testing, but multi-vendor interoperability testing. We have already generated a very general first draft of a test matrix, which was used in an RFP sent to various candidate test labs, and have selected a test lab based upon the proposals we received. I am sending you this draft test matrix for your review and comment.

			Before we begin formal interoperability testing, we will be organizing some informal interoperability trials among those vendors with an available 802.11 High Rate product. This will be occurring in the August-September timeframe, and I would like each of you to begin thinking about how your company may be able to participate. Note that 2-Mbps products may be included in such testing if 11 Mbps is not available. This informal testing will help us shake out the initial bugs before beginning formal tests. Also, we would like to include an interoperability demonstration at the WECA public launch event, currently planned for the mid-September timeframe.

			In the longer term, I see our organization as playing a key role in defining interoperability standards for wireless LANs that go beyond the MAC/PHY focus of 802.11. This could include issues such as security and multimedia support. We will obviously not replace 802.11 but in fact will work in conjunction with 802.11 in support of interoperability requirements at all protocol levels.

			This is probably enough for now—please review the attached test plan document and be prepared to discuss these issues over the coming weeks. I will be arranging a conference call shortly.

			 

			Thanks to all!

			 

			Greg Ennis, WECA Technical Chair





CHAPTER 21

			Steve Jobs Does His Thing

			And my life gets complicated

			We now had a brand name, and Interbrand quickly provided us with some logo proposals, ultimately resulting in the familiar black-and-white yin-yang symbol emblazoned with the Wi-Fi letters. But before we were able to launch this to the public we were challenged by an alternative branding, courtesy of none other than Steve Jobs.

			You can find a blurry video on the Internet: in his traditional black turtleneck and black jeans, he commands the stage in front of his audience. It’s July 21, 1999, at MACWORLD in New York, and Jobs is standing at a small podium with a laptop. He’s talking to the audience while he surfs the web—“Let’s connect to CNN Interactive”—with a cameraman behind him holding a huge, heavy professional video camera, seemingly bigger than necessary, and my guess is that it was chosen for showmanship purposes. The camera is focused down on his laptop, with the image displayed on the giant screen behind him. He pretends to complain that the lights on the stage are preventing a good image from being captured—a good excuse for him to pick up the laptop while telling the cameraman to follow him, and he walks towards the right of the stage.

			As soon as the crowd realizes that the screen behind him is showing he’s still connected to the Internet, they erupt in a sustained, roaring cheer. To punctuate their ovation, he grabs a hula hoop and passes the laptop through it. He’s laughing with the audience now as he lifts the laptop over his head. “No wires! What’s going on here?”

			A classic Steve Jobs performance and a major moment in the history of Wi-Fi. But unfortunately, this was just prior to our unveiling of the Wi-Fi name for this new technology, so Jobs wasn’t announcing Apple’s support for Wi-Fi. Instead, he announced that it was called “Airport.” Would Apple steal our thunder? Would we need to compete for the public’s mindshare, “Airport” versus “Wi-Fi”? More concerning was this question: Would Apple try to turn their implementation of Wi-Fi into a proprietary, Apple-only wireless network, just like they had done in the past with so many other technologies?

			Angela Champness, our new WECA board member from Lucent, filled us in on the details: Apple had contracted with Lucent to provide them with this newly branded “Airport” wireless LAN based on Lucent’s new implementation of IEEE 802.11b, and their commitment was to maintain and promote compatibility with the standard. This was certainly a relief—after all, no company could be more supportive of the IEEE standard than the Lucent team, going back to the earliest days of 802.11 ten years prior when they were still NCR. The Apple contract was a major coup for Cees Links, Bruce Tuch, and all our other friends in Utrecht, and thankfully, with Apple’s support for the standard, this was also a major coup for our nascent Wi-Fi launch.

			 I had had some previous experience negotiating with Steve Jobs—not a happy experience—so I was particularly impressed with what Lucent had accomplished. Back in the early eighties while I was at Sytek, Apple was interested in having us put together a joint project to integrate our Sytek-developed technology for the IBM PC Network with Apple’s AppleBus. This was viewed by Apple as a way to help them crack the IBM-dominated business market. After working intensely with the Apple team, it came time to present the draft contract to Jobs—whom Apple employees literally called “God” without any apparent sense of irony. We met with him in a small Apple conference room and set out to describe the terms of the deal. Before we had barely started, he picked up the draft contract and threw it against the wall. “Too big. My contract with Sony71 is three pages. This is just way too many pages.”

			We managed to calm him down, and he asked the Apple project lead, “Do these guys have a Mac? We should give Greg a Mac for him to work with,” and he suddenly left the meeting. So, I walked out that day with Steve Jobs having given me one of the very first Macs, but in the end, we never succeeded in streamlining the contract to his satisfaction, and the effort died. He was indeed mercurial and not an easy negotiating adversary. So, I admired Cees’s achievement—and now, many years later, I find out that he had a similarly disconcerting first meeting with Jobs, right down to the same sudden exit from the room.

			Cees tells his Steve Jobs story in a 2017 interview: “He knew what he wanted. As I put foils on the projector, he talked. After two or three foils, he said, ‘Is it clear what I want?’ I said yes, and he stood up and walked out of the room.72” And what Jobs wanted was shocking to Lucent—he wanted to sell the adapter card for ninety-nine dollars. This was less than it cost Lucent to make. In 1998, network cards in 1998 were selling for several hundred dollars. But nonetheless they signed up to this requirement—and when Lucent delivered and Apple announced that price a year later, it was a watershed for the Wi-Fi industry. If the other players could compete with that price and similarly break the hundred-dollar barrier, the Wi-Fi market might just explode.

			When Jobs took that stage in New York, did Apple know that the Wi-Fi Alliance was about to launch the Wi-Fi brand name, with a corresponding product certification program and a multi-company industry alliance? I believe the answer must be yes, since just seven weeks later, simultaneous with our announcement of the Wi-Fi brand and certification program, we also announced that Apple was one of eleven additional companies joining the original six in the new organization. Clearly Lucent had recruited them. The timing of Jobs’s hula hooped Airport unveiling was perhaps just a coincidence—but I think not. He knew other companies were about to publicly announce their commitment to the 802.11 standard, and he simply wanted Apple to be first.

			In any event, I was happy that it had been Lucent that got the Apple deal. If instead—picking a not-so-random example—Proxim had won the heart of Steve Jobs, the world probably would have ended up with multiple proprietary non-interoperable wireless LANs on the market. People today would have to constantly worry about how their devices would be able to connect with a multiplicity of incompatible networks out in the world. Our now-familiar Wi-Fi world of universal connectivity might never have gotten off the ground.

			By early August we were well along on our plan for the launch. We would be hosting a special event for press and analysts in mid-September during the large Networld+Interop Trade Show at Atlanta’s Omni Hotel. This would be the grand unveiling of Wi-Fi, where we would reveal the name and logo for the first time, introduce our new WECA organization, and divulge our plans for a product certification program. As we worked on the specifics of how we would do this, John Ferrari asked a very good question.

			“How savvy do we expect our attendees to be about the wireless LAN space? How much do we talk about our competition?”

			Immediately in my mind, John’s question triggered my own personal hot button: Did we really expect them to know all about our gyrations with HomeRF?

			Jim’s brain was apparently right there with me. Fresh from our battles and in a pugnacious mood, he wanted to take no prisoners. “We need to explain the context and hit HomeRF hard. Let’s make sure everyone understands their problems. And WLIF also. We need to hit on that one too.” Yes indeed: Proxim, Proxim, Proxim. We all understood that HomeRF and WLIF were both Proxim-centric, but since both organizations tried to paper over that fact, we couldn’t be sure what the various analysts knew.

			Suddenly Phil surprised us with a weird comment: “But don’t we want to appeal to Proxim as a potential member?”

			We weren’t initially sure if that was a joke, a rhetorical question, or a serious comment. Finally, after a bit of stunned silence, everyone decided Phil was being facetious.73

			Sarosh joined in the joke: “Yeah, right. Let’s invite them to become our seventh sponsor company!” and everyone followed along.

			“Let’s all vote right now to adopt Proxim’s technology as the standard!”

			“What a win-win that would be!”

			Our plan was to do pre-briefings with friendly analysts prior to our September 15 public launch event, and David pointed out that we should certainly hit Proxim hard in those private discussions, although maybe we could soften it a bit with our public presentation. That sounded like a plan, and we ended up pulling no punches in our pre-brief material, which read as follows:

			WLIF: Backs Proxim’s proprietary technology. Slow. Single vendor under guise of industry alliance. Niche verticals only. Time has come and gone. Doesn’t scale.

			HomeRF: Very slow. “Home”RF, not suitable for enterprise or small business. Creates non-interoperable standards for office and home networking. Large list of companies, but largely uninvolved and serving the needs of a few founders only.

			With that fun and cathartic text now off our chests, we moved on to discuss the rest of the presentation plan. When it came to my part, it was clear that for our audience to understand the real significance of the new Wi-Fi brand and logo, I would need to explain our planned certification program, including how we would allow the use of the logo only on products that successfully passed our tests.

			By this point this was all pretty straightforward, and they all trusted me to work up my slides. But still facing me was the more difficult task of continuing to make progress with the Technical Committee towards a test plan—because I knew that once the September announcement was completed, all eyes would turn on me to deliver the working certification program.

			But right in the middle of this circus, as if the universe were telling me to slow down—Hey Greg! Pay attention, goddammit!—my family life was heating up to a boil.

			She had first become exposed to French as a young girl taking ballet, and when she got to high school, she enjoyed the literature that her French teacher was assigning more than that in her English classes. So when Amy entered college, it wasn’t a big surprise that she wanted to spend a year abroad in Paris. She had the opportunity to spend a year at Institut d’études politiques de Paris, commonly called Sciences Po, the elite university on Boulevard Saint-Germain that, in 1999, counted Pompidou, Mitterand, and Chirac among its graduates—a presidential list that can now be expanded to include Macron.

			I was excited for her. My own solitary travel in Europe when I was seventeen had been life-transforming for me, but I think Sally had misgivings about Amy being gone for a year. When we found out that Sciences Po would not be providing her with housing, we were dismayed by the thought of Amy arriving in Paris by herself and facing the daunting task of first finding an apartment to rent. We decided that Judy and I would fly out with Amy to help her get settled. But: not with Sally.

			I knew why Sally decided to stay home on that trip, but I don’t think the girls were aware of this at the time. That August of 1999, we were right in the middle of dissolving our marriage. Although we hadn’t really been high-school sweethearts, it still felt like we had been together since we were kids. Twenty-five years is a long time for two people to keep it together—thirty counting our time before we married—and the story of Sally and Greg was slowly but firmly approaching its concluding chapter. Our long path had taken us from Menlo Park through Berkeley, Madison, Pasadena, San Jose, Los Gatos…. We had built a life together, wonderful in so many ways, but it clearly wasn’t as satisfying a life for Sally as it was for me. So, on August 14, without Sally, and hiding this new reality from Amy and Judy, the three of us took off for Paris.

			I had told Sarosh and the rest of the board that I needed to take this personal trip to Europe with my daughters. Since our Technical Committee conference calls had been filled with such goodwill and cooperation, I was confident about my commitment to the board for an interoperability demo at our September launch event. Still, I had some trepidation about leaving the country for a few days during our launch planning. But Amy, in my eyes still my little girl even as she was now heading for a year on another continent, was uppermost in my mind.

			As I’m writing this over twenty years later, Amy is still living in Paris, and I’ve taken many, many trips there since. But this August trip with Judy and Amy has imprinted itself right onto my brain. My memories seem to always be there, waiting to be involuntarily called up like a reflex. This was the start of an adventure for Amy in France that continues to this day, and if ever a trip could be called fateful, it was this one.

			Amy would need to find a room in a shared apartment, so we weren’t just trying to find a decent space for her. She needed to find a set of compatible roommates. And, of course, these potential roommates needed to make sure that they wanted her, which meant that, in practice, Amy needed to interview with ordinary French families, in what seemed like every Paris arrondissement. For days, we lived on the Metro and walked our feet into pain, visiting African couples, Arab families, French student hovels, working-class apartments, sixth-floor walkups in elegant Beaux-Arts shared residences, and in cheap 1960s housing projects. We were always afraid those tiny glass elevators would break down mid-flight. Could there be a more intense Paris experience? At each sit-down interview, Amy would converse with her potential roommates in perfect French. Judy and I knew she was fluent, but we were both still amazed.

			We were running out of time, and our nerves were starting to jangle, but finally she found a room to rent in an apartment owned by an older woman artist, right near Les Invalides, with Sciences Po within walking distance. Relieved, Judy and I flew back to California—and back to Sally. Judy figured out what was going on—she’s always been sensitive to the nuances of human interactions—but after a couple of months, we told Amy, via a difficult, staticky intercontinental phone call, that her parents were separating.

			Tolstoy’s observation about each unhappy family being unhappy in their own way probably doesn’t really apply here. Like many couples in long relationships, Sally and I had simply watched our lives diverge over those decades together, and so, in that sense, we were just unhappy in a very common way. But also, in most respects we were happy as a family (and fortunately still are), with Sally today sharing a warm friendship not just with me but also with my wife, Michalene—who will enter my life like a shaft of sunlight within the year. But that’s getting ahead of our story.

			Back in California, it was time for us to come out from behind the curtain and make our existence known to the public. We were pleased to find that our August 23 press release got better coverage than we had expected. It had even been picked up by CNN,74 whose reporting on our story managed to nail the problem statement nice and hard with a big hammer:

			CNN.com/Computing

			August 23, 1999

			 

			New group plans testing for wireless LANs

			by John Cox

			A new industry group of wireless LAN vendors is taking a novel approach to the market. It’s admitting there’s a problem that blocks corporate acceptance of wireless nets.

			The problem is that wireless Ethernet products rarely work with each other. The problem is expected to get even worse as vendors race to bring out new products based on the soon to be finalized IEEE 802.11 High Rate Direct Sequence standard.

			The Wireless Ethernet Compatibility Alliance (WECA), which officially makes its debut next week, wants to change all that. The group will craft a set of interoperability tests and hire an independent test lab to administer them. Products that pass the test, proving they work with other 802.11 products, will be branded with an Alliance mark…. At the Networld+Interop ’99 Atlanta show next month, WECA will disclose at least some of the technical details of the tests, name the testing lab, unveil a more complete web site, and announce additional members.75

			We were now publicly committed to our September launch. We had our Wi-Fi name and logo already selected and ready to announce. We hadn’t yet chosen our test lab, but we were close. I was working on incorporating the latest results from our Technical Committee conference calls into Draft 1.1 of the WECA Interoperability Test Plan, so we were confident of being ready with that. But there was a major piece of our N+I launch plan that we were too timid to announce in August for fear it might end up being disastrous: namely, an actual live demonstration of multi-vendor interoperability. Just like the CNN story had emphasized, non-interoperability was indeed a problem, and at this point, we were afraid a public demo might fail.

			We all agreed that a successful demo would give a nice flourish to our launch event, particularly given the bad press the 802.11 effort had received—and was continuing to receive—on this front. Eventually, we hoped to solve this problem for the whole industry, but right now, we only needed to solve it for a handful of products. So, should we ship equipment and have technical guys fly out to Atlanta? Should we really try to do this? The board gave the clear message that it was my call. And I thought to myself, Right, and if it fails?

			Sarosh told me that the go/no-go decision on a demo would be made at the board meeting on September 10 at Nokia’s facility in Santa Clara, just days before our N+I launch event on the fifteenth. I had just a couple of weeks to get an agreement among the technical guys regarding what we should recommend. But fortunately, we were getting some help from a bunch of graduate students way out in exotic New Hampshire.

			The University of New Hampshire had established an Interoperability Lab as an adjunct to their electrical engineering program. With this lab, financed via fees paid by participating companies, they could provide an opportunity for their graduate students to get some real-world experience by working with industry engineers. They had a good reputation based on their previous work testing various flavors of Ethernet, and because they wanted to expand into wireless LANs, they had submitted a proposal to be our Wi-Fi test lab. We didn’t select them, but still they played a particularly useful role just prior to our Wi-Fi launch. In mid-August—perhaps wanting to demonstrate their capabilities to us—they held an informal wireless LAN product testing session, attended by several of the WECA sponsor companies.

			We reviewed the results on our subsequent Technical Committee call: “Not perfect—but some real progress” was one response. “Maybe if we’d had a little bit more time…” was another. Someone else said, “We’re close.” Then I asked the big question: “Can we guarantee a successful public interop demo at our N+I launch event?”

			There was hesitation, but finally, somebody broke the silence with “Probably,” and I think I literally snorted my coffee over the conference call line. “Great, I’m going to tell the board that I can give them a probabilistic guarantee of success. Do you think they’ll understand what it means to probably guarantee something?”

			Someone interrupted me. “We have a few more days. I know we can’t get together again in person, but if we work together on some specific parameter settings, I think we can do it.” I couldn’t tell on the conference call who said this, but I thought it might be Mike Paljug from Harris. He continued after a pause, “I say we try.” We all agreed—grudgingly—and after several days’ worth of email exchanges, it looked like we had a plan.

			So, on September 10, we were all sitting there in some very comfortable chairs, enjoying Nokia’s slick conference room for the board meeting. We first finalized our slide presentation for the N+I launch event—Phil would kick things off with an overview of the WECA mission, David would talk about our membership structure and announce the eleven new members, John would do the grand unveiling of the Wi-Fi brand name and logo, and I would bat cleanup by presenting how the certification program would work, along with announcing our selection of SVNL as the certification lab. By now, we were well prepared, we all had our draft slides ready for the group to review, and everyone was happy that Atlanta was about to happen.

			Phil looked at me, smiled quizzically, and said, “Well, Greg?”

			Everyone knew what he was asking. David chimed in. “Go or no go? Do we buy tickets for our tech guys and have them come to Atlanta?”

			“Yes,” I replied. “The demo’s a go.” As predicted the conversation immediately turned to the risk, certainly a legitimate concern. Stupidly, I tried to make a joke. “If the demo fails, we’ll tell everyone that we’re demonstrating that none of these products interoperate yet, and that’s why we need to establish a testing and certification program. That’s why WECA is necessary.”

			The joke fell flat and ticked off the marketing guys. John and Jim both raised their voices in unison. “No! it can’t fail!” Phil joined them. “If we can’t even get a small number of handpicked units to interoperate, how are we going to convince the world that we’ll succeed in doing this on a global scale?”

			“I was joking guys,” I said. “It will work. I guarantee it.”





CHAPTER 22

			Launching in a Hurricane

			We have ignition, we have liftoff—Wi-Fi is unveiled to the world

			We had unfortunately scheduled our Wi-Fi launch event during hurricane season. Northern Georgia itself wasn’t hit by Hurricane Floyd, but as it approached the Florida and Carolina coastlines, over 2.5 million people had evacuated—one of the largest evacuations in US history—and it seemed like they were all trying to escape to Atlanta.

			Some of these evacuees had made it to our hotel, and that morning the hotel’s breakfast café was packed with exhausted parents and their anxious pajama-clad toddlers. You got the sense that their drive was long and dark and slow, passing gas stations out of gas and full motels. Somehow, these bedraggled families had managed to find vacancies in this big conference center hotel in the middle of the night.

			All eyes were on the noisy TV across from the waffle station, with scenes of the winds battering against boarded-up storefronts. The breakfast conversations were certainly unique: “I like to nail two-by-six boards mounted vertically over the east-facing windows,” said one father to another. “Better than plywood, that’s my experience.” I was asked if I had come from Savannah and got a surprised look when I said California—and then, of course, came the usual, “How do you like them earthquakes?” The waitresses were trying their best to avoid the boys scooting their toy cars along the tile floor.

			But although Floyd caused significant damage in the Bahamas, it ended up just skirting the US coast, and there was a palpable sense of relief as we all watched the news that morning. It looked like it would be possible for us to focus on our task and do our final prep for the event. On that morning of September 15, 1999, we were finally ready to launch Wi-Fi to the world.

			Sometimes I think that good marketeers just have a different kind of brain, and John Ferrari was no exception. At breakfast, he asked for more coffee and then looked over at me. “We really missed an opportunity. We should have printed up a bunch of Wi-Fi logo stick-on decals and bribed the airport baggage handlers to slap them on every piece of luggage that came in last night.”

			I was confused. “Yeah, but we’re not unveiling the name until later today. No one would know what those decals mean.”

			“But that’s exactly the point, Greg. It would have made everyone wonder what’s going on, until they read about it the next day. That’s just good guerilla marketing.”

			I still don’t know if he was joking. But as we were working that day to finalize our slides, we came up with another joke—or at least at the time we thought it was joke. Somebody grabbed a satellite color image of Hurricane Floyd, and we worked it into the presentation as our final edit. It’s a gorgeous image, showing the entire eastern half of North America, a deep blue Atlantic, the blackness of space above the curve of the earth, with massive white swirling bands of storm stretching from Florida to New England. Floyd’s eye is parked off the Georgia coast near Savannah, and at the top of the image is a timestamp: 9/15/99 10:16 a.m. EDT.

			The idea was for John to show this in his part of the presentation: “Here it is heading for Atlanta—Hurricane Wi-Fi is coming!” We all laughed at this idea and figured our press event attendees would laugh with us. Although we were joking, we did unleash an honest-to-God, high-tech hurricane on the world that day. Much to our later surprise, our joke turned out to be true.

			As we got ready for our presentation, we were very aware of the challenges ahead. For me, not the least of these was to guarantee interoperability with our certification testing. And whether companies would really pay to join WECA (and then pay more to get their products Wi-Fi certified), we could only hope. As chair of the Technical Committee, part of my presentation was to announce our selection of SVNL as our chosen testing lab, and as I looked at my slides that morning, I recalled that our contract with SVNL called for a total of only thirty-five certifications over the next year. If asked during the Q and A, that’s what I would say. Fortunately, the question never came up, but in any event, in the first year alone, we ended up certifying three times that many.

			My slides didn’t need any final edits, so I turned my attention to my primary task that day, which was to get the demonstration set up and organized. The other engineers had arrived, and I took them into the room where the event was going to be staged. Our plan was to demonstrate several laptops with plug-in wireless cards from different companies all communicating with each other. If successful, this would be the first public demonstration of multiple 802.11b implementations working together. And if it wasn’t successful…well, that would not be good.

			Of course, none of the devices we planned to use in the demonstration had gone through any kind of formal interoperability testing—that’s exactly the program we were about to launch. So, the likelihood of something going wrong was very much on our minds. But we didn’t expect the problem to be so prosaic, as I heard someone shout, “Where are the power strips?”

			Yikes! We had neglected to arrange for power strips. We were expecting thirty laptop-toting technology analysts and reporters from all the major business publications to witness our demo and the grand unveiling of Wi-Fi. We needed power strips, and fast.

			I checked with the hotel but had no luck with them. Repeating in my head was the classic scene from the Jeff Bridges movie Tucker, where the curtains are about to be drawn open to unveil Tucker’s new car model, and the car catches on fire backstage just before showtime. For engineers, this scene is the archetype illustration that demos always manage to find a way to go wrong. I did not want to be Tucker that day.

			I raced down the elevator and ran to my rental car in the hotel parking garage, then drove around frantically. I don’t know why I thought I’d find a hardware store in the heart of Atlanta’s downtown business district. Had this been several years in the future, I would have simply used Google Maps on my smartphone, but this was 1999. Amazingly, I was able to find them—$150 worth of power. It must have been about ten power strips.

			Finally, we had power. And after some typical tweaking, we got the demonstration to work. Now it just needed to stay stable, not necessarily a foregone conclusion. We were ready just in time for the arrival of our audience.

			Influencers. That’s what we’d call them now. Right on time, entering like a jury on the first day of a trial. We had several rows of tables set up. Some busied themselves turning on their laptops and looking for a power strip (Whew!) to plug into. Others chatted just outside the room’s open door. Phil went up to the podium and checked that the mike was on. “We’ve got refreshments right over there, but please take your seats. We’d like to get started.”

			Showtime!

			It had been about six years since Phil and I had shared the stage with Wim Diepstraten, pitching DFWMAC to the IEEE at that West Palm Beach meeting. Here we are again, I thought to myself. We have to nail this presentation just like before. Phil glanced over to me as he was about to begin. We both knew there were likely some skeptics in the crowd.

			Phil tapped the mike and started to speak. “Welcome everyone, and thanks for coming. Today we’re making some major announcements, and we’re hoping you’ll agree that this could be the start of a significant revolution both for business customers and for consumers.”

			My mind wandered during his presentation. I kept looking at the back of the room, trying to sense if the guys were having any issues with the demo. Unfortunately, their faces were inscrutable—engineers have a habit of having the same look of intense concentration whether they’re having a problem or not—so I just had to swallow my worries and assume everything was fine.

			Phil went through his overview of our new WECA organization, the role of the 802.11b High Rate standard, the importance of interoperability and why, in our case, it was critical for us to certify interoperability. David stepped up to describe our membership structure and made the first of our three announcements: eleven new companies were joining our organization, including Apple, Compaq, and Dell, showing that PC manufacturers were going to put up money and resources to help launch this technology.76 Of course, everyone already knew that Apple had announced their 802.11 Airport product line—but by our audience reaction, it was clear they recognized the importance of having these three competing PC companies support our mission of multi-vendor interoperability.

			John’s turn now, and I thought, Here’s where we bump up the pizzazz. He got more animated as he moved from each slide to the next, reveling in his Hurricane Floyd image—with an arrow representing our new website address pointing right to the storm’s eye, complete with sound effects. Then came his professor persona, calling on his class to remember the principles of effective branding—he called it Brand/Logo Selection 101: “Simple to say, easy to remember, cool, catchy, meaningful, groovy.” He laughed along with the room when he said “groovy,” but he was serious. They didn’t yet know the name he was about to reveal, but of course, I knew the name and I thought, Yes! Wi-Fi is groovy! I was sure of that. It was groovier than the Beatles in Hi-Fi, groovier than the coolest sci-fi flick. It was certainly groovier than our rejected names—DragonFly and Torchlight and Kinect and whatever—at that moment I couldn’t remember the others.

			And then, with a corny pre-recorded drumroll, John revealed the name, and our new Wi-Fi logo. We could hear our audience mumbling to themselves, trying it out inside their mouths—Wi-Fi, Wi-Fi…Wi-Fi—and it was very satisfying to see that they were smiling. Our now-baptized brand looked like it just might be a winner. Wi-Fi was now a real thing.

			John was a hard act for me to follow, but I did my best to make our certification program sexy. For the first time, my slides had the Wi-Fi logo in the footer. Since I could now talk about the Wi-Fi brand, it was easier than I expected to drive home the important point that only those products that passed our tests would be allowed to display the logo, and I could sense that my crowd understood this now concretely and not just in the abstract. The name and the logo were visceral. It felt so good to say Wi-Fi multiple times during my presentation. It helped me punctuate my points.

			I unveiled the third of our three announcements—the selection of SVNL as the Wi-Fi certification lab—and I was done. My final slide—our final slide—was simply a full-screen Wi-Fi logo. I nervously looked to the back of the room and was relieved to see the guys there nodding, so I happily finished up by saying, “Please go to the back of the room. We’ve set up the world’s very first public demonstration of Wi-Fi multi-vendor interoperability.”

			As the press and analysts grabbed more refreshments and went over to stare at the laptop screens and gawk at the datafiles wirelessly flinging from device to device, Sarosh gave me a thumbs up, and Phil was beaming at me with his familiar wide grin, just like that day back in West Palm Beach. David, Jim, Angela, Jeff, and John were busy chatting up our new Wi-Fi fanbase. And with the demo’s success, we now had an existence proof in hand—we had proved to ourselves and to the world that it was indeed possible to get independent implementations from multiple manufacturers to work together.

			I guess Amy would say that since this was our whole raison d’ être, we had cause to celebrate.





PART SIX

			Explosion and Crisis

			in which our Wi-Fi wildfire blazes into the open, and the crypto guys take notice





CHAPTER 23

			Extra, Extra, Read All About It—First Wi-Fi Certs!

			A Manhattan press tour, with jazz at the Blue Note

			I know wildfires. I can sense them even when they’re still miles from my property. Sometimes it will be the barely perceived smell of burning pine bark in a light breeze. Other times, it’s a faint sound, that dreaded big-prop rumbling of an airtanker in the distance.

			Living in the foothills of the Sierra Nevada gives one this heightened awareness. My neighbors and I all know the many ways a wildfire can start—a careless shooter aiming at cans, a chain dragging on the highway’s asphalt, a weed eater’s spark. We know they can start out small and obscure. They can smolder unknown until they burst into the open and explode.

			Maybe we should have recognized as we headed towards the end of 1999 that Wi-Fi was going to explode like a wildfire. We had a sense that we maybe had lit the spark of something big. But then again, sometimes a small flame just gets blown out by an unexpected wind—so nothing was certain.

			After our September launch of Wi-Fi, we now had seventeen member companies in WECA—still a far cry from the eighty companies who were participating in HomeRF. And of course, we had a grand total of zero Wi-Fi certified products. Our credibility required that we bump up both these numbers. We felt we had made quite a splash at our September launch event, but now we faced the real possibility of a subsequent sinking into obscurity.

			How to keep up the momentum? If we could quickly start certifying products, that would be a big boost. But setting up the test lab, completing the test plan, and validating that our program was confirming actual product interoperability was going to take months of effort. We’d get a quicker PR hit by increasing our membership, so our next step was the tried-and-true technique beloved throughout the business world—the All-Hands Meeting. By inviting prospective new members to join in a meeting with our current members, we could hopefully entice them to sign up as well.

			The Santa Clara Marriott is right in the center of Silicon Valley next to the 101 freeway, practically walking distance from Intel and other landmark tech firms, so it has long been a popular location for conferences. It was October 7, 1999—just three weeks after our Wi-Fi launch event—and sure enough, we ended up with nine more members for a total of twenty-six, now including Samsung and IBM. We divvied up our morning presentations in our now-standard partitioning—first Phil, then David, then John and Jim together, then me, while adding a financial report from Paul Frankel—but the real work happened in the afternoon as we broke into separate technical and marketing sessions.

			“Can someone take minutes?” I started out with the typical plea of every session chair, expecting the usual silence. Luckily, an Irish-inflected voice from the left called out, “Sure, Greg, I’ll do it,” and my eyes met those of Liam Quinn for the first time. I would come to be very familiar with those eyes whenever he would grill me in a meeting. Many years later, after Dell had become a sponsor company with Liam as their board representative, he always enjoyed putting me on the spot. But outside of our formal meetings, I would tease him frequently with a request: “Liam, you need to host a board meeting at your cattle ranch. Prove to us you’re not all-hat-no-cattle. We all want to see it.” He eventually consented, and sure enough, there were indeed cows. Liam was deeply attached to his Irish roots, but he had converted fully to the Texas religion, complete with cattle. He’ll end up being a major player within the Wi-Fi industry for years, but at that first WECA meeting, I simply appreciated him for volunteering to take notes.

			Liam’s notes show the concerns we had as we developed our certification program. Products will need to operate worldwide, so how do we manage at our US lab to test a device’s compliance with some other country’s regulatory requirements? How do we ensure confidentiality when our products are being tested? How do we guarantee products remain interoperable after they’re certified, even if they’ve been updated by the manufacturer? But most important to our immediate task at hand was this question: How do we select the golden devices?

			We eventually shunned using the term “golden devices,” but the concept was clear and controversial. To verify a product’s interoperability, we would have to test it against some other device that had been somehow picked previously to be the standard against which other devices are tested. We ended up calling these the “testbed devices,” and not surprisingly, we were immediately faced with intense competition among the member companies to have their devices selected for that honor. Being so chosen would give a company bragging rights: “Our Model XA7 access point is the standard against which other Wi-Fi devices must be tested, so you can be assured that it is the best on the market.”

			At that session in Santa Clara, the group decided—or maybe I just cajoled them into “consensus”—that the initial testbed would be limited to devices from the six founding sponsor companies, namely Aironet, 3Com, Symbol, Nokia, Lucent, and Harris. This made sense because these companies had already been working together to achieve interoperability during our creation of the demo for the Wi-Fi launch event in September. There was some grouching from the new members that the candidates would be so limited, but in the end, people agreed that the six founders deserved some credit for their initial work, and this approach would probably speed up the certification program development, to everyone’s benefit.77

			There were many unresolved questions still—the minutes read throughout with phrases like “no firm conclusion” and “needs to be addressed.” But it was a very successful kickoff. Our little Wireless Ethernet Compatibility Alliance was clearly going to keep expanding. We headed towards the end of 1999—the end of the millennium—with a clear plan in place. As New Year’s Day approached, we were in a mood to party.

			Was the world really going to crash? Power plants going dark, bank records disappearing, airplanes falling from the skies…. Was this our fate? Would those tiny seeds of potential destruction, evil zeroes and ones hidden within computers like terrorist sleeper cells, germinate and sprout? Do the nutty survivalists maybe have the right idea after all?

			As the clock ticked towards midnight on December 31, 1999, no one could be certain. In the US alone, over $100 billion had been spent to identify—and hopefully rectify—every Y2K software bug. But how many lurking problems had been missed? Maybe this was not the most opportune time for us to try and kickstart a brand-new Wi-Fi industry.

			Of course, the Y2K apocalypse ended up being a bust, other than some miscellaneous public transportation ticket machines displaying wrong dates, so perhaps that $100 billion was money well spent. With this potential disaster sputtering out, we were now happily forecasting clear skies ahead along with the rest of the tech world. The dotcom stock boom looked like it would continue, and indeed, for the first few months of 2000, the tech-heavy NASDAQ index continued to float skywards on its bubble. Although we were a nonprofit organization, this was good news since it meant our potential WECA member companies would be bullish on their future and flush with cash. With Y2K in the rearview mirror, the world would certainly want to jump on the next high-tech boom, and we were intent on making Wi-Fi the brightest of the new shiny objects.

			This euphoria lasted for barely two months before it suddenly crashed to the ground. On Friday, March 10, 2000, NASDAQ hit its peak—it had increased 400 percent in just five years—and the dotcom bubble burst. The crash started the following Monday, with NASDAQ eventually losing 80 percent of its value.78

			The companies we were trying to entice to join our Wi-Fi crusade weren’t the pure Internet companies whose stocks had been hit the hardest, but we were now heading into a generalized tech slump that would affect our members and, more importantly, our target members. Would companies be willing to invest their remaining development dollars towards this brand-new Wi-Fi thing? Would they be willing to pay our organizational fees to help us reach critical mass? Our hoped-for successful launch of Wi-Fi was suddenly facing some very significant headwinds. We would not be able to coast. We needed to execute.

			Our promised certification program was the keystone of our plan. Unless we demonstrated a commercially viable program that confirmed true interoperability among different manufacturers, we ran the risk of being denigrated as “vaporware.” If we failed, we’d be exposed as having hyped an overly complex technology that would never work as intended. We had seen such put-downs before, not just from HomeRF but also from the telecom “big boys” who saw themselves as the sole purveyors of properly engineered communications systems and who viewed unlicensed, low-power operations as unworthy of their attention.79

			Our initial test plan would turn out to be the progenitor of what would become a major way that WECA (later known as the Wi-Fi Alliance) drove the direction of the entire Wi-Fi industry: by defining exactly what a product needed to implement to be certified, WECA was in practice determining which elements within the IEEE 802.11 specification were important and which were not.

			Like any design-by-committee document, the IEEE specification was full of compromises, which for the most part took the form of optional features that may or may not be implemented in every product. Options had been voted into the IEEE standard whenever the competing sides couldn’t agree on whether to include something as mandatory—basically, the group would punt on the decision and simply make it an option. Picture the potential for a riotous free-for-all: dozens of available optional features, where each one might be incorporated into only a subset of products on the market. In fact, some of those options would never be implemented by any manufacturer whatsoever.

			Ensuring the interoperability of every optional feature would likely be a huge waste of time and effort, so our test plan identified the specific IEEE-defined options that we would include in our testing. In practice, the test plan defined what it meant for a product to truly be Wi-Fi rather than being just an implementation of selected portions of the IEEE standard.

			In early March of 2000, we were finally getting close to hitting our first major milestone. We could almost taste it, our soon-to-be-successful certification of the very first Wi-Fi products—the first products that really could call themselves Wi-Fi. It was time to do a little bit of PR, so Phil and I set out on a trip.

			This is one of the most vivid memories I have with Phil Belanger: sitting near the edge of the stage at the Blue Note in Greenwich Village, staring at each other with our mouths open in mutual disbelief. It’s certainly not my last memory with him—Phil and I continued to work in our respective positions within WECA, and even after Phil was no longer the chair, we would see each other at various industry events. But as the capstone to our intense eight-year-long effort to bring a wireless LAN to a thirsty world, nothing compares to that one magnificent jazz-bar-hopping night that Phil and I shared in Manhattan on March 13, 2000.

			The two of us had a music thing going. I don’t know if Phil is a musician, but we certainly had a shared musical interest. He was the first person to bring the iPod to my attention, out of the blue asking, “Have you gotten yours yet?” And I still give him the credit (though perhaps undeservedly) for recognizing that, with the word “fidelity” in our initial logo, we could hitch a ride on the oh-so-cool image of retro vinyl record culture. Phil had told me when we first met that earlier in life he had been a radio disk jockey, and ever since then, I can’t look at the black-and-white cover of Donald Fagen’s Nightfly album without picturing Phil. He’s there in the studio at 4:09 a.m., the DJ tragically sleep-deprived but still managing to entertain, sitting alone by the turntable and microphone in a soundproof booth with a very dirty ashtray next to him. And playing great music, of course. Undoubtedly, this doesn’t jive at all with the reality of Phil’s past DJ life, but still, this image sticks with me.

			For my part, I had been living a double life as a jazz musician for pretty much my entire existence. I began back in Berkeley as the lone white member of an otherwise all-black group called The Lost Pharaohs. The other guys would joke that I was the “lostest” of the lost pharaohs, and I’d try to hide my underage boy face as we’d play in dive Oakland clubs where the piano keys had been worn down to rough wood. From that point on, I was always in a band: electric fusion one year, sixties R&B the following year, jazz standards and avant-garde crazy…. I even backed hipster poets as they pontificated, punctuating their rhymes with angular piano chord crashes and discordant treble trills. This was my calling—my musical homage to my violinist grandfather, who’d played in string quartets and the St. Louis Symphony. His 1923 baby grand piano, in perfect condition, still graces our living room. Sally would graciously tolerate her husband’s 2:00 a.m. habit of coming home from his gigs smelling like the hundreds of cigarettes from that night’s crowded bar. At least I hoped she was tolerating it.

			Phil and I were in New York for our Wi-Fi press tour along with Brian Grimm. Soft-spoken, amiable, and more than competent, we had hired Brian as a contractor to handle our press relations, and as it turned out, he would stay on for several years spearheading our marketing efforts through those early days. We were preparing to announce our first Wi-Fi product certifications, and since it had been several months since our unveiling of the Wi-Fi logo and our announcement of WECA, it was time to put ourselves in front of the press again and get them re-excited about what we were doing.

			Brian had arranged it all, including our chauffeured black town car—I felt like a bigwig until I was told that this was a common thing to do in Manhattan. We hit up both the major national press like Time magazine80 and technical publications like PC Magazine. Phil pitched the background of our mission and talked about the market, and I described the technology, the certification program, and why testing was so critical. We were a well-rehearsed tag team. We were happy with our day, and we deserved a celebration.

			“So is there anything to do at night in this hick town?” Phil asked, putting on his ironic sophisticate-from-Akron face.

			“Probably not,” I replied, trying to be equally droll, “but maybe we should check out the local bands.”

			That, of course, meant opening the current issue of the Village Voice, luxuriating in its smell of bad newsprint, and flipping past its pages of adult personals to scan down the “Jazz Tonight” listings. It was apparently past Brian’s bedtime, so the two of us said goodnight to him and grabbed a cab. First stop: a pilgrimage to the Village Vanguard, its walls so thick with decades of smoke it could be scraped off like crayon, and its stale air still reverberating with the music of Bill Evans. And then on to the Blue Note—pricey but necessary—where we sat in awe at the feet of some of the world’s greatest musicians.81 Many times already, I’ve described Phil’s exuberant grin, and as we sat at the foot of that stage, I thought his face would bust wide open.

			I’ll never forget that night, and I assume Phil has not forgotten either. It was a glorious exclamation point to our seven-year partnership, and that night, it was the only possible way we could have properly celebrated our successful day hitting up the press in Manhattan—and the impending birth of our Wi-Fi baby.

			The birth announcement went out on April 17, 2000: “Wireless Ethernet Compatibility Alliance (WECA) Awards First Wi-Fi Interoperability Certifications.”

			The Wireless Ethernet Compatibility Alliance (WECA) announced today that it has awarded the first Wi-Fi certifications for wireless LAN product interoperability. This certification gives consumer and business buyers assurance that wireless LAN products bearing the Wi-Fi logo manufactured by different vendors will be compatible and work together right out of the box. Wi-Fi certified products are built on the IEEE 802.11b HR standard.

			Our press announcement went on to list the newly certified products from 3Com, Symbol, Aironet, and Lucent—the products forming the “testbed”—and additional products from Compaq, Zoom Telephonics, Intermec, and Enterasys. Sixteen products from eight different manufacturers, nine PC cards, and seven access points, all interoperable. It had taken nearly a year from my first draft of a test plan, six months from our Wi-Fi logo launch event, tons of hard work and collaborative engineering from my Technical Committee colleagues, and dedicated support from the SVNL staff. But we had done it, and it felt very, very good. This was our big shot across HomeRF’s bow, who at this time, still had more members than WECA and owned a large part of the trade press’s mindshare. Our certification program was targeted right at their primary argument against us, and we had now succeeded in countering the naysayers, proving our products could interoperate.

			The Wi-Fi industry—yes, I now no longer need to refer to it as the wireless LAN industry—started to move at an accelerated pace. Aironet was bought by Cisco for $800 million, viewed at the time as a major validation of the market potential for Wi-Fi. Symbol, Lucent, and 3Com all introduced their Wi-Fi product lines, as did Samsung. Apple’s Airport access point became Wi-Fi certified in May—a very significant announcement since this demonstrated that Apple’s products were indeed part of the Wi-Fi universe rather than a proprietary variant of 802.11. Within three months of our first certifications, we had certified twenty-five products from fifteen different manufacturers, and the WECA membership had grown to over fifty members, so we were starting to approach the scale of HomeRF. But most exciting was the increasing evidence in the market that Wi-Fi was truly a multi-vendor, mix-and-match technology. The reports we were receiving showed that the products in the field were indeed proving to be interoperable.

			With the success of our WECA members meeting in Santa Clara, it was clear that these should become a regular thing, and these meetings quickly became the premier watering hole at which the Wi-Fi world would gather, gossip, make deals, and chart the future of the technology. IEEE 802.11 meetings continued, of course, and there, the participating engineers worked on significant advancements to the Wi-Fi technology in many different directions, including speed increases, security refinements, and provisions for multimedia support. But the IEEE meetings were explicitly only technical—IEEE is structured as an organization of individual engineers—and consideration of issues like market requirements were generally off the table. In contrast, the WECA membership was made up of corporations, not individuals, and company interests were front and center in the discussions. Care was always given to ensuring that no boundary was crossed into areas that might be viewed by the Federal Trade Commission as collusion or restraint of trade—lawyers were always engaged to keep things on the up-and-up—but the WECA discussions could range into topics untouched by IEEE that were critical to the success of the standard in the marketplace.

			After the first Santa Clara WECA meeting, we went on to hold additional member meetings in Orlando and Sonoma that first year, each meeting drawing more participants than the last. And then came our very first European meeting, in Amsterdam, home turf of Lucent and various small Wi-Fi startups, as the Netherlands continued its centrality to the Wi-Fi story. With my daughter Amy in Paris, and with Sally and I now separated, fifteen-year-old Judy joined me on the trip to Amsterdam. She happily helped with reception duties as our attendees arrived, and even more happily snuck off to see the Van Gogh Museum, even though Dad had told her in no uncertain terms to stay in the hotel while he was engaged in meetings. But I was thrilled for Judy to be expanding her universe, and proud to have her meet my colleagues and witness the excitement of our very international Wi-Fi project. By the end of 2000, we were starting to sense that an explosion was indeed happening.

			But in January of 2001, something happened that we feared might stop our progress dead in its tracks. The Wi-Fi encryption scheme had been cracked, and this news was all over the press.

			Just when things were starting to take off, we were suddenly in a crisis. We feared our precious flame just might get snuffed out.





CHAPTER 24

			Cracked

			Broken encryption, bad press, and a summit in Seattle

			Borisov-Goldberg-Wagner—quite a mouthful. When this trio of cryptography researchers at UC Berkeley announced that they had broken Wi-Fi’s encryption scheme, we simply referred to this as “the Berkeley paper.” It was not a good result for us.

			Nikita Borisov was still a graduate student when he presented their findings on January 29, 2001, on the Apple campus in Cupertino, at a conference called “The Second Millennium Mac Crypto-Conference on Macintosh Cryptography and Internet Commerce.” Almost immediately, my phone started buzzing.

			I wasn’t going to have a chance to catch my breath. David Cohen called me, very worried. “New York Times wants to talk to us. Wall Street Journal wants to talk. We’re being inundated, Greg. You need to do some interviews, like now.”

			“What exactly do we say? Whoops?” This was a serious question. We were unprepared as an organization for any kind of crisis management, and on this particular topic, all we could say is that “the IEEE 802.11 committee is working on it.” While that was certainly true, we knew that IEEE’s target date for having a next-generation Wi-Fi security scheme in place was more than a year away. In the meantime, we had problems with existing products in the field—public perception problems certainly, but actual security holes as well.

			Our encryption method within Wi-Fi came right from the original 1997 IEEE standard, called “WEP,” an acronym for “Wired Equivalent Privacy.” That naming is a bit cryptic, but it made perfect sense to my colleagues, indicating that the goal was to provide an equivalent level of privacy protection as a wired Ethernet. Ethernet actually had no encryption whatsoever in its protocol, instead relying on the physical security of buildings and cables to prevent hackers from tapping into it. The joke within the wireless LAN community was that Ethernet’s security depended on the moral character of very bribe-able security guards. So with WEP, the IEEE 802.11 committee had the modest intent of replicating Ethernet’s very modest level of privacy protection. But since Wi-Fi (in contrast to Ethernet) could be attacked from outside a facility, the breaking of the WEP encryption was a serious issue, and the frenzied press reporting was certainly justified.

			The February 5 article resulting from my interview with the Wall Street Journal was typical of how this story was being covered. Big headline: “Hackers Can Penetrate Wireless Network.” Then the article quotes from Borisov: “We found ways to modify transmissions as they’re sent. And we found ways to access the network even if it’s restricted.” And then, after paragraphs detailing the “intractable difficulties in implementing effective network security,” the reporter turns to me.

			“Mr. Ennis agrees that the newest vulnerabilities are an issue of concern. The Wired Equivalent Privacy system, he says, has been known from the outset not to be an end-all-be-all security system. Like others, he advocates the use of additional security measures that would prevent unlawful breaches of privacy, such as virtual private network technology.” And then, here comes my dance, trying to get this point across without having to mention how long it will take: “He adds that IEEE is working on future versions that won’t be vulnerable.”

			This was the public face that we had quickly decided to put on in front of the press—yes, we agree there’s a problem, there are other things that users should be doing to protect themselves, and we’re working on a fix. But we knew that IEEE’s timetable—determined by their procedural rules regarding the development of a standard—was not going to be acceptable in the marketplace.

			Quickly, we started to coordinate with the new chair of IEEE 802.11, Stuart Kerry, who had recently taken over that position when Vic Hayes stepped down. Stuart was a long-time colleague of mine, dating back to 1993 when he had been a marketing manager at Symbol during the period of our intense DFWMAC collaboration with NCR and Xircom. And now, sadly for him, one of his first duties as the new 802.11 chair was to deal with this crisis.

			Might there be something that WECA could do in the interim, while we waited for the IEEE process to grind its gears towards a revised encryption standard? We needed all hands on deck, with both our organizations working together to figure out what could be done in the near term. As WECA’s Technical Director—my title had changed, but my role really hadn’t—I would be responsible for coordinating this.

			Fortunately, this headache wouldn’t completely dominate my life during these months, because starting in January, I was in the early days of a new and very promising relationship with Michalene.

			Starting in January? Actually, I can be more specific than that. Michalene and I met on January 1, 2001. Could there be a more fortuitous date than 01-01-01 for two people to meet?

			Like me, she was coming out of a twenty-year marriage. Other than that, we were very different. I was a native California boy, science and engineering, non-religious bordering on irreligious. She had lived for thirty years in Greenwich Village, had done film production in India, and was very attuned to the spiritual beauty she found in our world. So this was a mismatch—but apparently a mismatch made in heaven. When a friend of hers watched the two of us walking together, she later told Michalene that we looked like “one note.” Now, twenty-one years later, in the nineteenth year of our marriage, we still play music together.

			She lived in Santa Monica, while I was in San Jose—it was serendipitous that we ever met—so our first months were long distance, with phone calls, emails, and weekends together. After I explained my work with Wi-Fi, she seemed to understand what I was describing, but what she really latched onto was the amusing idea of the Wireless Ether—we would joke over the phone that it was a special communications path that lovers can tap into even when separated by long distances. It became a fun symbol of our growing closeness.

			My work life was intense but at the same time, flexible and unconstrained by geography—it consisted mostly of conference calls, emails, document development, and travel. I was enjoying the benefits of all the work-at-home technology that we all widely recognize today, even using early prototypes of Symbol’s Wi-Fi products. Michalene’s work life was more tied down. She worked for the Eames Office, the furniture/graphics/film design group started by Charles and Ray Eames, who were icons of mid-century modernism in the fifties and sixties. So, it was easier for me to be the one to travel to her, and I tried to be with her as much as possible.

			One Friday after a meeting in Silicon Valley, I was so excited to be heading to the airport that I backed my car right over my laptop, which, in my overheated haste, I had neglected to put inside on the seat. I was forced to buy a new one at Fry’s before my flight. I then had to spend my precious weekend with Michalene fussing around with file transfers—my Sony Vaio had a smashed screen, but I was somehow able to still access my data. In retrospect, that weekend probably gave her a taste of what life with me would really be like, and yet, like a miracle, she still seemed amenable.

			Judy came with me one weekend, and when she saw that Michalene had a picture of me on her refrigerator, she teared up in happiness, seeing what might end up being a lovely future for her dad. On the first of what would be many international trips we would share, Michalene came with me to Helsinki for our WECA members meeting, and we travelled from there to Berlin to meet up with Amy, who had flown in from Paris. My life had been brightened by the light of a beautiful star.

			Our next WECA meeting took place in Seattle. It was August; the air was crystal blue. I almost wished I had rented a convertible at the airport, although I wondered whether Avis would even offer convertibles here in the Rain Belt. Based on my previous visits, I had been resigned to the expectation of dreary drizzle—I’m told Seattle residents consider mildew an exotic house plant—so it was odd to arrive on such a glorious day. It dawned on me that I had never travelled to Seattle at the height of summer, and maybe this was all quite normal. As I drove to the hotel, the graceful, spiked silhouettes of Douglas firs against that blue sky made me realize why this city was so magnetic for so many people.

			Seattle was already central to our Wi-Fi story. Undoubtedly, Amazon at the time was using Wi-Fi to support its warehousing operations—recall that in the early nineties, wireless bar code scanners were just about the very first devices to incorporate wireless LAN technology, driving much of the initial development on the part of pioneers like Symbol, Telxon, and NCR. But it was the two other Seattle behemoths—Microsoft and Starbucks—who were on the front page of our Wi-Fi news in 2001.

			Microsoft was in the process of installing what would become one of the world’s largest Wi-Fi networks across their entire Redmond campus. Initially just a small system installed for their own use by engineers within the Microsoft Research group, Bill Gates quickly recognized the promise of this technology, and in December 1999, the company started a full campus deployment. This was a very public commitment to a company-wide use of Wi-Fi by a large enterprise, and it broke the ice for many other companies to follow. With Microsoft so committed to using Wi-Fi internally, it wasn’t a huge surprise when they announced that Windows XP would include native support for Wi-Fi in 2001, facilitating the easy installation of Wi-Fi adapter cards into XP-based laptops. This was certainly a good piece of news for our Wi-Fi team, but given their public commitment, Microsoft would naturally place significantly increased pressure on us to solve the WEP security issue as quickly as possible.

			The other Seattle company making Wi-Fi news in 2001 was, of course, Starbucks. Today it’s hard to imagine a time when Wi-Fi wasn’t a core part of the whole Starbucks experience. In the Santa Monica Starbucks, I would amuse myself by trying to figure out what percentage of the open laptops were using Wi-Fi at that moment to upload a new screenplay draft. In the Marais neighborhood of Paris, Amy has a favorite Starbucks where she brings her laptop and sits on the comfortable upstairs sofas with twenty other regulars, each escaping their tiny apartments to work. It’s the same story everywhere around the world—the inseparability of Wi-Fi and Starbucks—with every other café, bistro, and cantina following right along.

			This third leg of Wi-Fi’s three-pronged ubiquity—adding public hotspots to the home and enterprise markets—really began on June 25, 2001, when Starbucks announced a deal with MobileStar to roll out Wi-Fi in each of its 4000 locations in North America. According to reports, Starbucks initially felt they had to go wireless simply because they didn’t want customers tripping over wires. Ironically, Proxim was one of MobileStar’s financial backers, and their earlier hotel deployments had been based on Proxim’s RangeLAN system. But by mid-2001, MobileStar saw the future was Wi-Fi, and they joined the bandwagon, including for their Starbucks deployments. From that point on, my almond croissant with a non-fat latte would always come with a nice dollop of Wi-Fi.

			So Seattle in August 2001 was a perfectly natural venue for what was to be a turning point in the Wi-Fi story. We arrived knowing full well that we still didn’t have a strategy to deal with the hacking of WEP. It had now been six months since the Berkeley paper, and despite our somewhat-successful management of the PR disaster, we risked losing the confidence of our Wi-Fi customers, the press, and the analysts. We needed a plan, and this Seattle meeting was do-or-die.

			As usual, our meeting was scheduled to break up into parallel marketing and technical sessions, but this time around, everyone knew my agenda was going to cover the WEP issue, and it seemed like I had the whole set of attendees in my technical breakout. Obviously, the topic was going to revolve around the division of responsibility between IEEE and WECA, so Stuart Kerry was there in his role as the 802.11 chair. Also participating was Dave Halasz, the chair of the subcommittee within 802.11 responsible for security enhancements, plus numerous encryption experts from our member companies. The WECA board members were in attendance as well, including our new chair, Dennis Eaton, who had taken over for Phil Belanger just a couple of months before. Taking on my usual role, I was to be the moderator, standing in front of the group, capturing whatever important points people were making on my laptop and displaying them on the screen, trying to direct the discussion into useful directions, and in the end, making sure we reached some kind of conclusion.

			In retrospect, the conclusion we came to was more far-reaching than we realized at the time. At that meeting in Seattle, we set a precedent for a working relationship between IEEE and WECA that would determine not just the solution for the WEP replacement issue, but many other Wi-Fi technology advances over the coming years. The specific decision was to have WECA work jointly with IEEE to identify appropriate sections within the draft 802.11 security specification, then to call out those draft sections as requirements in a WECA specification, with a corresponding test program for device certification. This was all to happen many months before the finalization of the new 802.11 security standard. Basing a certification program on something that wasn’t a final-approved standard was never envisioned when WECA was originally conceived, but that’s what we decided to do on that day in Seattle.

			This was controversial. “WECA is not in the standards business” was a common opinion expressed during the meeting. “IEEE’s well-established process for creating standards mustn’t be pushed around by external exigencies” was another. But in the end, the necessity of solving the WEP problem won over the naysayers.

			The idea was that this WECA certification program would be an interim solution, and that when IEEE ratified a completed specification, we would transition to it with a revised certification program. These two programs were ultimately branded WPA (Wi-Fi Protected Access) and WPA2, but that was months after our Seattle decision. At this point, we were only establishing a framework. Importantly, the group agreed with the requirement that the interim solution must be implementable within existing equipment—in other words, capable of being downloaded as an update to devices in the field.

			This novel approach—basing a WECA certification program initially on a draft IEEE specification before transitioning to the final version—was later used successfully with the 802.11n standard.82 By taking this controversial step in Seattle, a new working relationship was established between the two organizations, and it established an expanded role for WECA beyond simply certifying products based on IEEE specifications. As things evolved, many later Wi-Fi enhancements would end up being based on technical specifications developed within WECA (soon to be renamed the Wi-Fi Alliance), in addition to those from IEEE. A true partnership was being forged, with IEEE and WECA sharing responsibility for the evolution of the technology.

			Of course, IEEE 802.11 is still the place where full-blown new generations of Wi-Fi get defined—over the years we’ve now seen IEEE develop 802.11b, a, g, n, ac, and ax—but the Wi-Fi Alliance has taken on an increasing role of defining additional standards for complete Wi-Fi product implementations. The very definition of what it means for a product to be Wi-Fi would henceforth derive not just from IEEE standards, but from Wi-Fi Alliance developments as well.

			Just days after the WECA meeting wrapped up, Dave Halasz held a meeting of his IEEE TGi security subcommittee, where the group unanimously passed the following motion:

			There will be a secure solution that will run on existing hardware and will be available before TGi completes and is irrespective of TGi finishing its work.

			This was exactly the strategy that we had settled upon in Seattle. WECA and IEEE were now in sync, with the division of responsibility clear. Both organizations now needed to do the actual work, which turned out to be no small task. Fortunately, on the WECA side, our new chair, Dennis Eaton, was eager to ensure the entire organization made this project a success, and with IEEE focusing on defining the necessary interim fix, we were seeing the proverbial light at the end of the tunnel.





CHAPTER 25

			Playing in a New Band

			Grabbing more gigahertz, vanquishing foes, preaching the religion

			Sometimes we had to just step back in astonishment at the juggernaut we had created. Despite our hiccup with the original 802.11 encryption scheme, the Wi-Fi market was exploding, along with our WECA membership numbers. It seemed like every company even remotely connected with high-tech wanted to be part of our organization, both major corporations and start-ups that had just sprouted.

			For all practical purposes, our years-long battle with HomeRF ended in March 2001, when Intel, previously one of its strongest proponents, announced that they had decided to cease their development of HomeRF products. One by one, the members of the core set of HomeRF “promoter” companies jumped ship to turn their full attention to Wi-Fi, and in 2002, Microsoft, Philips, Sony, and Intel all joined the original six founders of WECA to become WECA sponsors, with seats on the board.83 By July of 2002, WECA had grown to over 150 members, and by the fall, that number had jumped to 193. It certainly appeared like Wi-Fi had won the wireless LAN war. HomeRF disbanded and gave up their homerf.org URL, which shortly got picked up by a website promoting wife-swapping. It was an ignominious end to a once-dominant organization.

			In October 2002, with the Wi-Fi brand still struggling to be recognized by the general public, WECA decided to rebrand itself into “the Wi-Fi Alliance.” The WECA name—Wireless Ethernet Compatibility Alliance—had been chosen by the original founders to emphasize that the 802.11 technology was a wireless alternative to Ethernet, with the mission of ensuring “wireless Ethernet compatibility” among the products of disparate vendors. This was in the earliest days of 1999, obviously before the group had even filed legal incorporation papers. “Wireless Ethernet” was never viewed as the long-term name for the technology, and indeed, one of the very first actions of WECA was to pick the name Wi-Fi. Since a major focus of the organization was to promote the Wi-Fi brand as a trusted symbol of certified interoperability, it made sense to change the name of the organization itself.

			With the external threat of HomeRF now dispatched, the Wi-Fi Alliance’s attention centered on numerous other challenges, not the least of which was the ongoing effort to replace WEP’s broken encryption scheme with WPA. Wi-Fi technology was advancing on numerous fronts, with various initiatives progressing within IEEE that might need to be folded into the Wi-Fi brand and certification program. One of our conundrums involved an IEEE-variant that, by its very nature, could never be interoperable with Wi-Fi. This variant of 802.11 had been approved at just about the same time in 1999 as Wi-Fi’s 802.11b variant. Its name was 802.11a.

			To understand the interoperability complications that 802.11a introduced, we need to first recall from our earlier chapters that an 802.11 wireless LAN device incorporates two different “layers”: the upper MAC layer and the lower PHY layer. The MAC (Medium Access Control) is the protocol that governs how devices connect with each other, determines whose turn it is to speak, defines the format of the packets that are exchanged, and the mechanisms for error detection and recovery. The PHY (of which there are many) concerns the way that data bits are modulated via radio transmission onto the airwaves, including the required spectrum spreading functions, and defines the specific radio frequency channels that are to be used.

			One MAC supported by multiple PHYs—this is the essential architecture of the 802.11 family of standards. Even in the original 1997 standard, there were three PHYs—direct sequence, frequency hopping, and infrared—and today there are six (denoted by 802.11a, -b, -g, -n, -ac, and -ax). But all these PHYs operate under a single MAC, which uses the fundamental CSMA/CA access method derived from the original DFWMAC foundation protocol.

			Now returning to the 802.11a versus 802.11b issue: both are PHY variants within the umbrella 802.11 family, but they operate in completely different parts of the frequency spectrum, and they use very different techniques to modulate data bits for transmission. 802.11a (which was started as a project before 802.11b, and hence got named alphabetically first) operates in the 5-gigahertz band rather than the 2.4-gigahertz band of 802.11b. In addition, the modulation technique used in 802.11a (called OFDM84) is different from that of 802.11b (CCK). Consequently, no transmissions from an 802.11a device could even be received by an 802.11b device, much less be properly decoded. Devices incorporating these two distinct PHYs can’t communicate at all, so they certainly can’t interoperate.

			The name Wi-Fi had been selected in 1999 as the brand name for 802.11b—actually for the combination of the 802.11 MAC and the 802.11b PHY—running at a speed of 11 megabits per second. In contrast, 802.11a could operate at a speed of 54 megabits per second—basically five times faster than the original Wi-Fi. In 1999, it was common experience that 802.11b could be implemented much more easily than 802.11a, and there were multiple manufacturers producing components for the 802.11b PHY. But by the second half of 2001, this “implementability” advantage of 802.11b-based Wi-Fi was no longer so overwhelming, and indeed, there were companies starting to produce components for 802.11a. This resulted in a push from several companies within the Wi-Fi Alliance to expand the program towards certifying 801.11a products for interoperability.

			Of course, interoperability for 802.11a products meant strictly among 802.11a products—no interoperability between 802.11a and standard Wi-Fi products would be possible. This was a challenge for the Wi-Fi Alliance, which took many months to resolve: given that our mission was to promote interoperability among products based on the unifying technology of Wi-Fi, how can we then introduce yet another flavor of wireless LAN and promote a new interoperability certification for products that will never interoperate with Wi-Fi? This would potentially create two independent islands of interoperability, and never the twain would meet.

			Other questions revolved around the branding of a new 802.11a certification program. Would the certified devices also be called Wi-Fi? Would they be able to display the Wi-Fi logo on their packaging? The potential for significant confusion in the market was very real.

			Two companies were leading the charge on 802.11a. Radiata, an Australian startup, demonstrated their implementation in 2000 and was subsequently acquired by Cisco in early 2001 (acquiring Andrew Myles in the process, who later become the chair of the Wi-Fi Alliance). The second company was Atheros, an American startup founded in 1998 by Stanford engineering professors Teresa Meng and John Hennessy. Based on Meng’s Stanford research into CMOS semiconductor implementation of wireless circuits, Atheros created the first commercially successful 802.11a components and quickly built up a set of customers. The face of Atheros within the Wi-Fi Alliance was an impressive, charismatic engineer from Scotland—Andy Davidson—whose accent we would teasingly imitate by referring to him as “Ahn-dee.” When it came time to split off a technical group to focus on developing a possible 802.11a certification program, Andy was the natural choice to lead the effort.

			Once it became clear that an 802.11a certification program was going to be a possibility, the Wi-Fi Alliance board considered various options for branding. The first attempt was to call the 802.11a devices “Wi-Fi5,” the 5 indicating operation within the 5-gigahertz spectrum and distinguishing this from the original Wi-Fi operating within the 2.4-gigahertz frequencies. This might help to avoid customer confusion regarding these two non-interoperable systems. But eventually it was decided that market pressure would limit the appeal of a pure 5-gigahertz product, since by this time there were already many 2.4-gigahertz Wi-Fi networks operating in the field, and customers would demand that the new 802.11a devices be able to connect to these. Hence the “dual-band” product concept quickly came to dominate over the idea of a single-band pure 802.11a device. Such dual-band products implement both 802.11a and 802.11b, so that the advantages of interoperability with standard Wi-Fi plus the higher speed of 802.11a could be simultaneously provided.

			When the first 802.11a products were certified in January 2003, they were denoted as being Wi-Fi certified, just like the 802.11b products but with the “capability” of operating in 5 gigahertz. This branding decision was risky, but in the end, it proved to be the correct approach. Today, dual-band products are the norm, and no one ever worries about non-interoperability between 2.4- and 5-gigahertz systems. Our universal 802.11 MAC provides the necessary glue unifying a dual-band network—it’s all part of a single enveloping system architecture.

			Although 802.11a was an important milestone for the Wi-Fi industry, the fact that it didn’t operate in the same 2.4-gigahertz bands as all the previously shipped Wi-Fi equipment dampened its market enthusiasm. The expectation was for a significantly greater market potential if those same 54-megabit speeds could be achieved within the normal 2.4-gigahertz channels. When the FCC approved rules that allowed such higher-speed operation, IEEE moved forward with a project—called 802.11g—and a flood of companies rushed to get these products onto the market.

			This would prove to be both a boon for the Wi-Fi Alliance and a very significant challenge.

			This was the age of war chalking. Urban sidewalks around the world were being tagged in chalk with cryptic symbols indicating Free Wi-Fi Available Here. The media loved this story—like tech columnist David Pogue’s video report for the New York Times, ending with, “Of course you could get online at Starbucks, but you have to buy something—and where’s the illicit fun in that?” Yes, grabbing Wi-Fi access right on the street was illicit and fun. It was hip; it was speaking truth to power; it was Taking It to the Man—a New Revolution for the New Generation.

			Actually, I suspect the whole war-chalking reporting was more media hype than reality—they loved the “What are those crazy kids up to now?” angle—but there’s an element in this that points to a significant aspect of Wi-Fi’s allure, especially in those early days. There was a strong perception, both in the press and within the general public, that Wi-Fi was somehow non-corporate, even countercultural. Wi-Fi was seen as the people’s network, with its most common prefacing adjective being the word “free.” Wi-Fi was viewed as crazy and disorganized, sprouting up organically everywhere like weeds, installed by ordinary citizens, uncontrolled by the giant telecom firms. Wi-Fi was alternative to the max.

			Articles like this one from Wired magazine were common:

			Over the past three years, a wireless technology has arrived with the power to totally change the game. It’s a way to give the Internet wing without licenses, permission, or even fees. In a world where we’ve been conditioned to wait for cell phone carriers to bring us the future, this anarchy of the airwaves is as liberating as the first PCs—a street-level uprising with the power to change everything.

			The technology is Wi-Fi…. Among the geeks, Wi-Fi has become a fascination, a glimpse of the future of the Internet. Like the Web, it’s open, unregulated, and free. It doesn’t require a loyalty oath to some corporate behemoth. Anyone can deploy it, and millions have. For many it’s an epiphany—the unforgettable impact of being in the presence of something important and new.85

			Of course, dear reader, having gotten this far, you understand that there were, in fact, big corporate interests behind Wi-Fi. But there is a large kernel of truth behind this perception of Wi-Fi as an underground phenomenon driven by passionate rebels. Although large corporations were involved—Lucent and Nokia, for example—their small Wi-Fi engineering and marketing teams weren’t necessarily central to those companies’ mainstream business, and Wi-Fi was typically seen by their top executives as just a sideline pursuit. And we were passionate. It seemed to me like my friends within our budding industry were more loyal to Wi-Fi and its continued growth than to their own companies, and many did jump ship to new startups as soon as the Wi-Fi market exploded. We were consumed by a faith—a belief in this technology and what it could bring to the world, and there was something messianic about our mission.86

			In the early days, Phil and I were two of the primary faces of WECA to the public, and neither one of us shied away from being proselytizers of this Wi-Fi liberation theology, preaching salvation for the common citizen. But it was well recognized that the ultimate success of Wi-Fi wasn’t going to stem solely from home and small-business installations. After all, the original split in the marketplace was supposed to be HomeRF in the home and Wi-Fi in the enterprise market. We were succeeding in the home market, much to HomeRF’s chagrin, but we needed to also satisfy the decision makers within the corporate world.

			Security and speed were the two big requirements for wireless installations within large enterprises, and in February 2003, we had programs in place to address both. For security, we were still trying to recover from our WEP fiasco, but fortunately, our program to replace it with WPA had only a few months of work remaining before we would be able to certify the first product. The black eye that WEP had given us had undoubtedly stymied Wi-Fi shipments into the corporate market, but we felt we were finally approaching the end of this issue. On the issue of speed, we were thrilled to be headed for a significant speed boost from 11 megabits to 54 megabits. Our future with the enterprise market was looking very, very positive indeed.

			Until, yet again, just like with WEP, the gods slapped us back down. We must have been acting like overly proud monarchs basking in our success with an undeserved hubris, and like all good morality plays, it was now time for the heavens to put us back in our place. Reports of non-interoperability started to appear, and then became rampant, with the new 802.11g products. Our claim of interoperability—the centerpiece of our mission, our raison d’être—was being threatened. Following right on the heels of our WEP disaster, this was another major blow to Wi-Fi’s reputation and could seriously impact product shipments.

			As it turned out, this could have been predicted, because the problematic products had been rushed to the market without going through Wi-Fi certification. But still, this was another big obstacle thrown in our path.

			We were now facing our second crisis without having yet fully resolved our first.





CHAPTER 26

			More Money, Please

			Trying to fix encryption while drowning in our success? Help!

			Medical researchers have a well-defined methodology for determining the effectiveness of a new drug. It requires a large enough sample size with two distinct populations—a test population that is given the drug and a second population that is not. The second population is the control group, necessary to validate that it’s actually the drug that yields the result in the first population, rather than something unrelated. If the control group shows the same result, even if they didn’t take the drug, then the results can’t be attributable to the drug. This is simply scientific-method-for-dummies.

			This is analogous to the situation we found ourselves in with the appearance of non-interoperable 802.11g products. Did we really know whether our Wi-Fi certification program was having a positive impact on the interoperability of products in the field? We hadn’t been receiving significant numbers of interoperability problem reports with certified products in the field, so that was a good sign. But might those products have been interoperable even if there had been no Wi-Fi certification program in place?

			Maybe a product’s successful passing of our certification tests was just icing on the cake or gilding the lily—pick your favorite aphorism—and the product would have been interoperable anyway. As a scientific experiment on the effectiveness of Wi-Fi certification, we had our test population—namely, the certified products—but we didn’t have a second population as a control group. In the first months of 2003, a rash of uncertified products appeared on the market and served as such a control group. Although it was yet another black eye on the Wi-Fi industry, at least it seemed to demonstrate that our certification program was having a positive impact.

			The 54-megabit 802.11g specification had been working its way through the normal IEEE standards process for a couple of years, and in early 2003, it was close to being finalized. It was unlikely there would be any significant changes in the final approved specification, since it appeared that the remainder of the IEEE process would be procedural rather than involving further technical debate. Weighing their technical risk of putting out a non-standard product with the business risk of being late to market, many companies decided to ship early—and uncertified—802.11g products.

			Using the kind of descriptive language one only gets to hear in Britain, analyst Guy Kewney from Newswireless captured the inevitable result on February 27, 2003, with the sarcastic title: “New wireless 11g ‘standard’ ends in tears”:

			Now, the Wi-Fi Alliance has been forced to act as rival 50 megabit wireless systems have been launched on the market—without even the benefit of a finally agreed IEEE standard to conform to, and with no compatibility testing between the rivals, either.

			As predicted, the result is a monumental cockup.

			If this standard is rescued, it will take time; and by the time it is sorted out, many dismayed buyers will find themselves with obsolete gear. The Wi-Fi Alliance turned out to be helpless to intervene, and its credibility will be hard to re-establish.

			The British trade press wasn’t alone in raising this alarm. But as if taking a cue from Guy Kewney, this part of our story—our “monumental cockup”—serendipitously takes a detour to London.

			I have been to London many times, for many reasons, but I recall having gone there only three times as part of my Wi-Fi life, each time leaving me with very vivid and very different memories.

			Back in 1992, Chris Zegelin and I had a long layover at Heathrow on our way to visit NCR in the Netherlands, and Chris suggested that we put our luggage in a storage locker and take the tube into the city center, just for fun. Our flight had arrived before dawn on a Sunday, and it couldn’t have been much later than 6:00 a.m. when we climbed up the station’s steps leading out to Leicester Square, emerging silent and stunned.

			The city was deserted. No cars, no people. The buildings were gleaming in the morning sun—it must have rained overnight—as we strolled, amazed, down the middle of the streets, turning full circle to gaze from each intersection, thinking perhaps we were in a science fiction movie. Time had stopped, and we wondered if this experience had been gifted specifically to us. Then, as if the bells of Big Ben were a signal, we witnessed this world capital slowly arousing itself from sleep. As the streets gradually filled with pedestrians and cabs, I felt like saying to them all, “Thank you for the privilege of walking through your city in perfect silence.”

			My second strong memory of London: relaxing with Michalene in our small but gracious Knightsbridge hotel room, waiting for the rain to stop, the radiator clicking as we munched on some complimentary olives and toasted bread. This was our first international hotel stay. Our relationship had blossomed, but being jetlagged together in a foreign country was a new experience for us. We were on our way to Helsinki for the WECA meeting, and we figured a stop in London would be pleasant. Two years later, we would be married under the redwoods of Muir Woods on a magical, foggy October morning. Over the following years, we would cross many oceans and saunter the streets of many cities across the globe. But that rainy London afternoon was our first time together in a new country, as strangers in a strange land.

			My third strong memory of London is more prosaic—like so many of the events in this story, it involves a nondescript hotel conference room—but it was the start of my working relationship with Bill Carney, someone who will turn out to be a key character in our play. I had probably met Bill before but hadn’t had much real interaction with him until one day in London. He and I were both speakers at the two-day “Wi-Fi World Congress” conference in October of 2001, just a few months after my London trip with Michalene.

			It’s amusing now to flip through the pages of the conference proceedings; it seems that this was a real gathering of the tribes. Dennis Eaton was there, Jim Zyren, Jon Edney, Jim Lansford…. This was clearly the place to be. That first day of the conference was a busy one for me. I had presented in the morning on Wi-Fi certification requirements, then after lunch, I chaired a session on “Optimizing Wi-Fi Technical Development,” and at the end of the afternoon I moderated a panel on “Integrating Wi-Fi into Wireless Devices.” But the second day of the conference I could relax as a member of the audience, and that’s when I heard Bill Carney speak for the first time.

			I was impressed. His topic was “Trends in Wireless Networking Chipsets,” but my copy of the proceedings says, No paper was provided at the time of printing, and I have no recollection of what he said. I do remember that he explained his points with more clarity than I’m used to hearing at a technical conference. I felt like I had learned something. We chatted in the hallway when he was done, and I came away with the sense that he would be a good person to rope into a role within WECA.

			Two years later, in June 2004, Bill was elected to serve as the Wi-Fi Alliance’s new chair, succeeding Dennis Eaton. He continues on the board to this day. But in early 2003, he was focused on helping to solve the problems that were facing us, and, in particular, the problems that were facing me.

			I always felt like I had a good relationship with the board. I seemed to enjoy a professional yet still-friendly rapport. That didn’t mean they wouldn’t grill me, hard and often, on our plans, our technical decisions, and on my management of the certification program. In the beginning months of 2003, with uncertified 802.11g products on the market failing to be interoperable, it was Bill Carney’s turn to turn up the heat on me.

			The bad press we were getting on the non-interoperability of the early pre-standard 802.11g products was very irritating. But for Bill, this problem dovetailed into other issues Texas Instruments was having with the certification program, and it seemed to him to be a good time to review the whole situation. As he prepared a proposal for the board, he asked for my feedback. This led to a conversation of sorts, taking the form of exchanged PowerPoint slides about our current problems and possible solutions.

			To ensure that my lovely readers don’t glaze over with PowerPoint bullets, I believe this conversation can best be dramatized as a draft screenplay in anticipation of our future Michael Bay blockbuster.87

			A DRAMATIZATION

			[SCENE 17: interior of a large, glass-walled room on top of a Shinjuku skyscraper, looking out onto antennas and a helipad. Bill Carney is standing on a raised concrete platform staring at a bank of monitors; camera pans to show Greg Ennis walking nervously into the room, stepping cautiously over a laser tripwire, then camera cuts back to Carney as he turns to his left, opens a titanium lockbox, and pulls out a single sheet of paper. The hum of distant equipment is heard in the background. CARNEY turns towards ENNIS and starts to speak.]

			CARNEY: Certification is the cornerstone of our mission. We must do whatever possible to preserve its integrity and value.

			[Raising his voice and glaring at Ennis]

			The Wi-Fi Certified mark can NEVER be in doubt.

			[He stares down at the paper he’s holding and throws it on the ground]

			More negative press!

			ENNIS: [Picking up and glancing at the paper, he starts to smirk] Almost all about pre-g products!

			[Outside, visible behind CARNEY through the window, first one drone rises up, then a second, hovering in concert and appearing to scan the room]

			CARNEY: [Grabbing paper back from ENNIS and reading] Decreased significance and value of certification mark!

			[Turning around, Carney notices the drones outside. He walks calmly to his right and flips a switch to close the curtains]

			ENNIS: I believe the decrease in significance and value of the certification mark is due, to a large extent, to its NON-USE by major Wi-Fi Alliance member companies, even board member companies, in their advertising. They even seem to be afraid to say “Wi-Fi” and instead say “wireless.” This is very frustrating.

			[CARNEY pauses, apparently surprised ENNIS would criticize the board members. He scribbles a note on the paper and starts to put on a flight suit. An alarm suddenly sounds, gradually increasing in urgency].

			CARNEY: Recently, several new 802.11b products bearing Wi-Fi certification marks could not be made to interoperate, even with equipment specified in Wi-Fi test bed and after exhaustive adjustment.

			[CARNEY pauses to adjust his parachute pack while the alarm increases; camera pans up to skylight view of large black helicopter descending to the helipad. CARNEY then continues his thought].

			CARNEY: [More calmly now] No coincidence, these devices also offer pre-11g.

			ENNIS: [Shouting over the alarm] I definitely agree that it’s not co-incidental that these were pre-g products!

			CARNEY: [Gesturing wildly with his arms] Imagine life without Wi-Fi certification.

			[Drones suddenly crash through windows, get briefly entangled in curtains, then burst into room]

			CARNEY [Continuing]:   Endless  inter-teroperability issues. Continued user frustration. Whose claims to believe? Whose interoperability test is best? Who do you turn to; whom do you trust?

			[ENNIS is now batting furiously at the drones, but CARNEY seems unperturbed. He steps over to a microphone on the wall, slams a large red button, and speaks slowly in a formal, authoritative tone over the public address system]

			CARNEY [Over PA]: BEGIN OVERHAUL TO THE WI-FI CERTIFICATION PROGRAM… WITH BOARD DIRECTIVE…WITH INITIAL UPGRADE TOWARDS A STRONGER CERTIFICATION PROGRAM…IMPLEMENTED BY JUNE MEMBER MEETING.

			[Camera cuts to ENNIS pinning down one of the drones with his foot as PA speakers blare out CARNEY’s announcement. Doors burst open as black-uniformed security team escorts Carney to helicopter. Ennis follows.]

			ENNIS: [Shouting] At what cost? Up till now, all of the feedback has been to get the price down on certification, not to strengthen it.

			CARNEY: [Standing on helicopter landing skid as it starts to rise] Get going NOW!

			ENNIS: [Screaming up to the now empty sky] I agree that we should strengthen the certification program, and you have lots of good ideas. But to fight this battle you will have to argue that the overall cost of the program, both to the Wi-Fi Alliance and to our member companies, will very likely need to increase.

			[Camera cuts to second drone as it appears to scan CARNEY’s scribbled note, then flies off as alarm suddenly goes quiet. Scene ends with circling 360 shot of ENNIS standing alone on the roof, frustrated and confused. Ominous music builds, with slow rhythmic percussion.]

			[END SCENE]

			 

			It turns out that we were in violent agreement. Like Bill was saying, the problems we faced weren’t solely due to non-certified products on the market, although that’s what was generating the negative press. As the technical director in charge of the certification program, I was being perhaps a bit defensive. But I believe I was right in insisting that our problems were primarily due not to execution failures, but rather stemmed from our unexpectedly explosive success that was stressing the whole organization. We were testing and certifying far more products than we had anticipated, and our lab partner was swamped.

			It wasn’t just the number of product tests that had exploded. We were also expanding our set of distinct certification programs. We were now certifying 802.11a products in addition to our original 802.11b. And as we prepared to launch our certifications of 802.11g products, we were simultaneously preparing to test and certify for WPA. Our original concept of “Wi-Fi” as just being a new name for 802.11b had become obsolete—instead we were seeing that Wi-Fi would come to encompass an ever-expanding, ever-advancing family of technologies. The Wi-Fi Alliance would need to transform itself to deal with this challenge, and that would cost money.

			Fortunately, the board stepped up and agreed to spend the needed money. We decided to expand our test capacity by contracting with additional labs, but more importantly, we decided to staff up to create a substantial Wi-Fi Alliance organization beyond the board and me.

			The most significant decision was to create a new position of Managing Director, and in June 2003, Frank Hanzlik was hired.





CHAPTER 27

			Frank… and Edgar

			The cavalry arrives, our cert labs are tripled—and a lab of our own

			Hesitation was not a part of Frank Hanzlik’s personality, and he needed no time for acclimatization. His Texas homebase quickly became a new Wi-Fi nerve center, and we both became frequent flyers on the classic “nerd birds” between San Jose and Austin.

			We already knew each other, as he was part of our still-small Wi-Fi world and had attended some of our WECA member meetings while working for Wi-Fi chip developer Mobilian. But now, he and I needed to establish a new working relationship, and it wasn’t at all clear to me how this was going to play out.

			I would now be reporting to Frank rather than directly to the board, and that was a change that could have led to a conflict between us. But Frank quickly showed me that he knew exactly how to let me do my job as technical director—never inserting himself into the complex technical details, while still instructing me with insistence whenever necessary—and he proved to be a great partner as we both struggled to traverse the tangle of board politics. His arrival was a transformative moment for the Wi-Fi Alliance, marking the transition from our four-year-long start-up phase to a new organizational maturity. That meant establishing a marketing and administrative operation in Austin and, thankfully, bringing on more resources in support of our technical work.

			For those first four years, from the beginnings of WECA in the summer of ’99 to the arrival of Frank in the summer of ’03, I had personally been the entirety of the Wi-Fi Alliance’s technical staff. Other parts of our business had been staffed up in a way. Early on, we had contracted with an administrative support firm, and Brian Grimm had been working through that early period as a consultant to help with the marketing and PR work. But the work of managing both our current certification programs and the development of new programs was left in my hands as technical director—with the support of both the board and member companies, of course, but without any additional staff.

			When Frank arrived, we were swimming in a boiling kettle, with the interoperability issues of early 802.11g products, our test lab struggling with an accelerating backlog of products waiting for certification, and new programs for both WPA and 802.11g breathing down our necks. Fortunately, Frank recognized it was time to boost the organization’s investment in the technical side of the business beyond simply their payments to me.

			We decided to hire a new technical contractor, and the choice was obvious to me. I had known Joel Williams since 1997 when he and I had worked together as expert witnesses in some patent litigation, and he had more recently been working as a consultant for SVNL’s Wi-Fi certification testing, so he already had the relevant background knowledge.

			Frank wanted to move fast, but he was unsure what Joel would be doing. “What should Joel’s contract say, Greg? We need to specify his assignment in detail, don’t we?”

			With issues popping up all over the place, I was hesitant to try to pin down his exact responsibilities. “We need this to be flexible,” I said. “Can’t we just specify that he’s to do consulting under the direction of the Wi-Fi Alliance technical director?” Fortunately, Frank agreed.

			So now we had staffed up by two—Frank and Joel—and this was a tremendous boost. Maybe, just maybe, we’d be able to tame this beast.

			Based on the level of excitement within our member companies, 802.11g  would clearly be our most significant enhancement to Wi-Fi since its initial 1999 launch. All eyes were on me to deliver—and fortunately, I now not only had help from Joel but also from a pair of engineers within our member companies who were just as committed as we were to ensuring a successful launch.

			Mike Paljug, the Harris engineer who had been working closely with me since 1999, was now serving as chair of our member committee developing the 802.11g program. I knew I could count on Mike. But it was also the person serving with Mike as the editor of the test plan who would come to be a dynamic force helping to assure this program’s success—and over the subsequent many years, he would end up having his very intelligent fingerprints on just about every Wi-Fi Alliance program.

			Steve Palm was an engineer from Broadcom, a major Wi-Fi chip developer and a very influential company within the Wi-Fi industry. Beginning with our first projects together, he and I developed a partnership that might best be described as focused on quality control within the Wi-Fi Alliance’s technical programs. As a non-profit trade association dependent upon volunteer labor from our member companies, we would have to deal with a wide variety of commitment levels from participating engineers. The bosses of these engineers within their respective companies may have given them vague instructions to “go work with the Wi-Fi Alliance to help develop this program,” but in practice, we were commonly faced with the proverbial herding of cats. Even though I was the organization’s technical director (and later VP Technology), I obviously wasn’t their manager—they worked for their respective companies, not for me. In such circumstances, getting a volunteer group to commit to a schedule and deliver a quality technical specification was always a challenge, and starting with the 802.11g program, Steve would prove to be my very appreciated alter ego in this effort.

			Insisting that ambiguous text be rewritten, that waste-of-time discussions be cut short, and ensuring efforts didn’t veer off in a way inconsistent with our overriding goals, Steve was never shy about his opinions. We all would sometimes feel like we were in front of a prosecuting attorney, as he would lead the group down a set of ever-more-penetrating questions leading to a sudden, and typically correct, conclusion. His cajoling succeeded because of the technical respect he commanded. It was that initial project with Steve—the development and launch of our 802.11g program—where I first came to appreciate that his occasional provocateur persona might end up being a critical asset for the future of our Wi-Fi world.88

			With the pre-standard, non-certified 802.11g products mucking up our industry’s still-fragile reputation for interoperability, we needed to start certifying products as soon as the new standard was ratified by IEEE. This ratification happened in June of 2003, and with help of both Mike and Steve we managed to launch the 802.11g certification program in early July. But we knew it was still going to be a challenge post-launch, given the unprecedented popularity of this program.

			In that summer of 2003, it was clear that the lab network would need to be expanded. Shortly after we had rolled out the original Wi-Fi certifications, our contract with the Silicon Valley Networking Lab was taken over by Agilent, a spinoff of Hewlett-Packard, and for the first years afterwards, Agilent was our exclusive test lab. They had replicated SVNL’s Wi-Fi testing operations at other Agilent labs located in London, Singapore, and Tokyo, so our testing capacity had increased. But at the time of our 802.11g launch, Agilent had a huge backlog of Wi-Fi Alliance members waiting their turn for product certification—sixty applications just on the first day—and it was clear that new products were going to be coming at us fast.

			“Reduce the backlog, guys. We have to reduce the backlog! The members are irritated. They don’t understand why they have to wait so long to get a damn product tested. And the board is at my neck.” Frank rarely raised his voice, but he was getting pretty riled up. “Make this your mantra, Greg: R-E-D-U-C-E T-H-E B-A-C-K-L-O-G. Repeat it every day, over and over, until we get this done. Right?”

			Of course, Frank was right, and “reduce the backlog” indeed became my mantra. By pushing Agilent management to increase capacity with multiple shifts and working along with Joel to help them with any technical issues that arose, we managed to relieve the pressure over the next few months, reducing the queue waiting time from two months to two weeks.

			But that was just one issue regarding our lack of capacity to certify a mountain of new products. Starting in mid-2003, Joel and I set out on the real long-term solution—engaging other test companies to perform Wi-Fi certifications beyond just Agilent. Over the course of several months, he and I solicited new test labs, evaluated their responses, and travelled the world to kick the tires of our candidate labs. As we worked on this expansion plan, Frank, Joel and I tried to fathom what our lives were going to be like with the number of certification testing labs tripled, and it was clear we would need additional staff. So, in early 2004, we hired Jeff Mabert, who came to us recommended by people we knew at Microsoft, where he had been a program manager.

			We now had the nucleus of a technical staff, but Jeff, Joel, and I had no Wi-Fi Alliance facility in Silicon Valley to serve as our common workspace. The three of us would sometimes meet at the SVNL lab or sometimes at Joel’s home office above his garage in San Jose, where we’d be joined by his very friendly golden retriever. This was fine at the time—we were all veterans at the consultant mode of working: have-laptop-will-travel. But we came to the realization that once we had an expanded network of testing labs, we would need our own Wi-Fi Alliance lab, independent of any of our commercial testing partners. This idea would be controversial—we were sure of that, but it was obvious to us.

			Ultimately, we announced the expansion of our lab network in July 2004 with the addition of five new testing firms operating ten additional labs, expanding the Wi-Fi certification global footprint beyond just the US, Tokyo, and UK so as now to include Korea, Taiwan, Spain, and Germany.

			Agilent was included in our new set of labs, but in this new non-exclusive relationship, we couldn’t treat them as (essentially) part of our technical operations team. For example, we would no longer be using Agilent’s facility for plugfests. We needed our own space.

			It surprises me, and perhaps some of my readers, that I’m almost 300 pages into our story, yet I haven’t really discussed plugfests.89 These engineering events were central to the mission and the operation of the Wi-Fi Alliance.

			We had decided from the outset that our certifications would be based on a product’s demonstrated interoperability with other real products. Such interoperability testing tries to validate the operation of the product “in real life,” as close as possible to the experience of actual users. Besides, the rap against 802.11 was precisely that the products weren’t going to be interoperable, so we felt we needed to address that head-on by explicitly basing our product certifications on actual interoperability tests.

			There’s a chicken-and-egg problem with this approach. To perform interoperability testing on a product, you need to have other real products in the lab against which to test—the so-called “golden products”.90 But how do we validate those golden products? Which products are they tested against? Thus our plugfest concept was born—actually, the plugfest series concept—a sequence of events where potential golden products are tested against each other, each successive event increasing in rigor and formality, until a final set of golden products can be selected to be subsequently used in the testing of other products.

			For the first five years of the Wi-Fi Alliance, plugfests were almost always hosted at the Silicon Valley facility of our contracted testing lab partner, SVNL (later Agilent). Engineers from the participating Wi-Fi Alliance companies would gather for multiple days with their equipment, and Wi-Fi Alliance staff (initially meaning me, and later Jeff Mabert and Joel Williams) would organize the sequence of tests and the pairing off of devices, then document the results.

			This concept of a plugfest series leading up to the selection of products to be used within a certification testbed proved to be very successful. The transition from Agilent as the sole plugfest venue to the hosting of plugfests at our new Wi-Fi Alliance R&D lab would be a key inflection point in this evolution. But getting the board to agree that we needed our own lab was going to take some convincing.

			Non-profit trade associations don’t ordinarily have their own research-and-development facilities, so Frank and I needed to clearly articulate our reasoning. As we gamed out how to best approach the board, Frank played devil’s advocate to help us sharpen our argument:

			“Our own R&D Lab? Really? Why is this necessary? We’re not developing any products.”

			I tried out a possible response: “A certification program that we create is every bit as real a product as a Wi-Fi adapter card. Engineering effort is required for our programs. And our programs have to be developed, just like any product.”

			Frank, acting like he wasn’t convinced, hit back with another objection: “But we already have a lab that we contract with, and we’re soon going to have over ten such labs.”

			“The labs we contract with are testing labs,” I said. “They just execute the certification programs that we give them. Our proposed Wi-Fi Alliance R&D lab won’t be doing certifications. It will be where we develop the programs, including the test plans that our contracted labs follow.”

			“Who’s we?” Frank saw an opening and was clearly enjoying playing the role of a board member. “Isn’t it our members who develop the programs? We have all these task groups where top engineers from our member companies work on the test plans. All these conference calls, all these member meetings….”

			“Right,” I replied. “But the proof in the pudding happens during our plugfests.”

			Frank winced. “Don’t say ‘proof in the pudding,’ that sounds wishy-washy. Maybe say where the rubber hits the road. Or when push comes to shove.”

			“Okay, fine. It’s at our plugfests where the rubber hits the road. This is really important, Frank. We’ve been having Agilent host our plugfests, but once we have contracts with multiple commercial testing labs, we shouldn’t use the Agilent facility. We can’t give them special treatment. We need a Wi-Fi Alliance lab where we can host all future plugfests.”

			We were both starting to warm to this argument, but Frank kept going. I think acting like a skeptical board member came naturally to him. “So what happens at this lab when there’s no plugfest going on? It just sits empty?”

			“No, it doesn’t sit empty. It’s the mother ship!”

			I had been waiting for just the right moment to spring that one on him, and I liked his reaction, so I continued. “Glad you asked, Frank, good question. When we get our numerous new certification labs under contract all over the planet, each one is going to need to set up multiple testbeds for the different certifications—802.11b, 802.11a, 802.11g, WPA, eventually WPA2, the whole damn alphabet. First, we’ll need to train their engineers how to run the certification tests. But once they’re operational, they’re going to have problems. We’ll need to support them, and to do that, we’ll need to replicate whatever problems they report. That means we’ll need to have our own testbeds set up within our lab. That’s why I envision our new lab as the mother ship—a control center from which we can manage our far-flung set of commercial testing labs around the world.”

			“That’s great. And what about staffing?”

			“Wait, I’m not done. We’re not really doing this now, but I think we may need to start developing specialized software to support our certifications. Especially to support the wild variety of products that Wi-Fi is being integrated into. Cell phones, printers, cameras…that’s additional development work that will require our own lab.”

			But Frank had already flipped back into his managing director persona. “But what about staffing?”

			“We’ll need more than just me, Joel, and Jeff, so—” but before I could finish, Frank smiled and waved his hand in that we’re-done-now gesture. “So, Greg, give me a staffing plan.”

			We finished up our little devil’s advocate conversation and made up some slides for the board, and happily, we were able to get the board to authorize the start of a search for a small facility in Silicon Valley. We found something appropriate, though a little bit funky, right behind the San Jose airport—a couple of offices, a conference room, and a big open space in which we could hold plugfests.

			One of Frank’s new employees came out from Austin to help Joel, Jeff, and I set up the lab. I had earlier sent out a memo to our Wi-Fi Alliance members announcing his hire, saying, “We’re happy to have him join us and we look forward to his contributions.” His name was Edgar Figueroa, and his contributions turned out to be substantial indeed.

			Edgar is about as far from the typecast blustery, aggressive executive as you can get. That dominating CEO stereotype you have in the back of your mind: rough-but-rich, friendless, intimidating…? That is certainly not a description of Edgar. And this is probably one of the secrets to his success. With his unusually humble, reasonable, and accommodating demeanor, he’s able to get things done, make the right decisions, and organize groups to accomplish goals—all while looking like he’s not even exerted any effort. Edgar’s rise to CEO of the Wi-Fi Alliance was not predictable at all when I first met him, but once it happened, it seemed as natural as the weather.

			People are surprised when they first find out who Edgar is. He’s rather closed-mouthed about his personal story, but I know he came to the United States from Guatemala as a young boy. His family sent him north to live with relatives to escape the traumas of that small country, hoping he’d have a better life. And here he thrived—through the US Navy (working on jet engines), his university education and graduate school, and a career in high tech product management that ultimately brought him to the Wi-Fi Alliance. Beginning in 2007, Edgar served as President and CEO of the Wi-Fi Alliance for fifteen years, presiding over the seemingly never-ending explosive growth of Wi-Fi.

			But back in 2004, all I knew was that he was one of Frank’s new hires. He was based in Austin and would be working with me as we began the search for space to set up our new Wi-Fi lab facility. Edgar flew out from Austin, and after we found some suitable space, it now needed to be furnished. So, like a couple of newlyweds, we shopped the local used furniture warehouses on the outskirts of San Jose, none of which could be realistically called a “showroom.” How many pre-owned, upholstered desk chairs can a person try out while maintaining a sense of dignity? And we needed around fifty of them, hopefully identical, otherwise our plugfest participants would think we furnished the lab via garage sales. But ultimately, we succeeded, and we had fun doing it. Buying furniture for the lab was just the first of what would turn out to be many, many brilliant team efforts that Edgar and I would accomplish together over the next decade.

			Our furniture worked out fine, except the conference table was just a bit too large for the conference room, and it was a challenge getting it up the stairs. We even managed to find a podium—a useful prop for making sure our trainees and our plugfest participants focused their attention on us. We hung a big “Wi-Fi” banner from the ceiling and put a Wi-Fi Alliance decal logo on the front door. Soon we were training new labs and holding plugfests. We were no longer stateless itinerants—we had a home.91

			Meanwhile, Frank was busy establishing a physical presence in Austin, setting up an office and staffing up the marketing, program management, and administrative functions. Along with Edgar, the Austin team came to include Kelly Davis-Felner and Karen Hanley, who would both be instrumental in further growing our membership and expanding Wi-Fi’s brand recognition. But most important for me was Edgar’s role as Technical Operations Manager. As we tripled our set of labs, we depended upon his professional skill establishing processes for the management of our certification programs.

			As 2004 came to an end, with staff and facilities in two states, the Wi-Fi Alliance was no longer just a promising adolescent. It was still not fully mature, but we had a structure in place to support the next phases of Wi-Fi’s exploding wildfire.

			With a threefold expansion of our network of certification labs, the hiring of professional staff, and the establishment of both a headquarters facility in Austin and an R&D Laboratory in Silicon Valley, the Wi-Fi Alliance was set for the future. Despite the twin crises of a broken encryption scheme and a slew of uncertified and non-interoperable products on the market, our Wi-Fi wildfire had grown like a beast, and its blaze showed no signs of abating.

			However, as we head into 2005, the Wi-Fi contained in our narrative thus far is nowhere near the Wi-Fi that we know and love today. In 2005, it continued to be the case that the predominant application for Wi-Fi was laptop computers. Cell phones? Smart TVs? Game controllers? Security cameras? Thermostats? The Wi-Fi revolution’s expansion into every kind of product was still to come, and the convoluted tale of how Wi-Fi came to be the universal language for all these devices will be the subject of Part Eight of our story.

			But we need to insert a bit of a flashback at the start of our next chapter. As we pause this movie, our future with Wi-Fi covering the globe seems to be unstoppable, but there is one spot on the planet that is resisting: China. That resistance to Wi-Fi was driven, to a large extent, by our WEP encryption crisis—a situation that the Beijing government skillfully exploited to push for an alternative, incompatible, Chinese national wireless LAN technology.

			Addressing this will involve many trips to China, and to tell this part of our story, we need to backtrack a bit.





PART SEVEN

			China Rising

			in which we try to convince them to join with the rest of the world





CHAPTER 28

			A Meeting in the Capital

			Good vibes and celebratory cigars—but trouble is brewing

			On the evening of March 7, 2002, I flew from Hong Kong and arrived at my Beijing hotel for what would be the first of many trips to that astonishing, ever-evolving city. Feeling a bit disoriented, I turned on the TV, curious to see what soap operas and game shows might be available in a country still dominated by the Communist Party. I heard the TV’s sound come on first—kee-DONK, kee-DONK, kee-DONK, interrupted every twenty seconds or so by loud rhythmic chanting from what sounded like a large crowd of men. Then finally the TV screen flickered to life.

			Seriously? I thought. Is this a joke? Ping-pong? Here I am bringing a techno-political delegation to Beijing to meet with representatives of the Chinese government, and I’m watching a throwback to the 1971 ping-pong diplomacy prior to Nixon’s meeting with Mao, when the US table tennis team came to play in Beijing and thereby started the thawing process after so many years of distrust. But the game on my hotel TV featured no American players. Instead, everyone was in Chinese military uniforms. As far as I could tell, this was the Chinese Army versus the Chinese Navy, with hundreds of their compatriots standing erect on the tiered bleachers, cheering and clapping in unison. I was mesmerized by both the brilliance of the players and the strangeness of the event.

			I then remembered that ten years earlier, the Symbol engineers had enjoyed describing a part of their original wireless protocol as “our little ping-pong exchange,” so maybe that’s why the Chinese gods had decided to show me this upon my arrival. Tired, I turned off the TV, and tried to sleep through my anxious anticipation about the next day’s meetings.

			We were in Beijing to meet with the Chinese counterpart to the US’s FCC—the Ministry of Information Industry, or MII. If Wi-Fi was to succeed in China, we would need their regulations to be similar to those established by the FCC and other regulatory bodies around the world.

			For the most part, these regulations were in place, and it seemed at least possible that Wi-Fi could be used throughout China. But one key element in the Chinese regulations was significantly different from that in the rest of the world—allowable transmit power. The situation in most of the world was that Wi-Fi devices could transmit at up to 100 milliwatts, but China limited transmissions to 10 milliwatts. This restriction would severely limit the useability of Wi-Fi because it would reduce the range that could be achieved. Imagine if your home Wi-Fi could operate at only a fraction of the distance it currently supports—it’s easy to see how this could cripple the success of Wi-Fi in the Chinese market.

			We had just finished our Wi-Fi members meeting in Hong Kong (our first Asian meeting, which we had scheduled to show support for the growing number of Asian companies who had recently become Wi-Fi Alliance members). No Chinese companies were yet on our roster; it was mostly companies from Japan, Taiwan, and South Korea who were participating, although many of our member companies had facilities in China.

			Our meeting with MII had been arranged as a joint visit by IEEE and WECA. When we were made aware of their regulatory guidelines for transmit power, WECA contracted with a Chinese-American attorney who was expert in the political ways of Chinese government agencies, and she had managed to get us a meeting with the right people. We wanted a show of strength, so we ensured that we would be joined by a large delegation from various WECA member companies like Intersil (previously Harris), who would be represented by Mike Paljug, my old compatriot from our original Technical Committee when we first set up WECA. I was tapped to lead the delegation on behalf of WECA, with Vic Hayes the lead on behalf of IEEE. Vic was no longer the chair of 802.11, but he was still active in worldwide regulatory issues and would bring his gravitas and reputation to our effort.

			Vic and Mike had flown in from Hong Kong, and we all saw each other at breakfast. “Did you guys see that ping-pong?” I asked, but only got blank stares back. It seemed I had been the only one who had tried the TV.

			Setting aside our breakfast plates, Vic and I started to go over the draft slides we were planning to present, and Mike interrupted apologetically: “Sorry, but how many people are we bringing?”

			I had to pull out the list. “Looks like we’ll have a delegation of fourteen. I haven’t met most of these people yet. It looks like we’ve got a slew of Chinese nationals from our member companies who are based here in Beijing. Cisco, Dell, Intel, Symbol, Motorola, Agere, Intersil…. It’s a good list.” This had been our guidance—to come with a strong show of support, not just in numbers but to also demonstrate backing from firms with operations and employees in China. “And there will be a representative from the US Information Technology Office as well.”

			This participation from USITO concerned me a bit. Because the Wi-Fi Alliance and IEEE were both international organizations, we certainly didn’t want this to be viewed as a US-versus-China dispute. As it turned out, this was a foreshadowing of later developments: the potential transformation of Wi-Fi technical disagreements into broader international diplomatic battles.

			 We didn’t know the history of their decision to allow only extremely low-power transmissions. Was it for a valid technical reason? Was it based on a misunderstanding? Or was this driven by the Chinese government’s desire to cripple our international standard in favor of their technology? We had no clear insight into the real nature of their decision, so we had to approach this from every angle.

			We would find out a few months later that China’s flexing of their nationalistic muscle against Wi-Fi would eventually be focused on encryption issues rather than the power issues we had come to discuss in 2002. But on this first visit, nothing was obvious, and we approached the meeting with uncertain expectations.

			Driving in the van to MII’s office was my first real view of Beijing. I was reminded of Los Angeles—not just because of the 1950s pre-catalytic converter smoggy atmosphere, but also because there seemed to be no clear center of the city, with vast stretches of low-rise commercial and residential neighborhoods punctuated occasionally by a massive, thirty-story building. Some of these buildings looked to me like they had been dropped into the city by a spaceship that had touched down randomly without regard to the surrounding environs, depositing Chinese variants of a Flash Gordon architecture that screamed proudly, “Look, I’m modern!” I couldn’t tell if this was a remnant of Communist-era aesthetics or a newer capitalist style. But it seemed to me that the grand, excessively wide boulevards we drove along could only have been bulldozed through the crowded ancient city by a government in complete control. As it turned out, over the next six years, I would witness a remarkable beautification of this city as Beijing prepared for the 2008 Olympics. But my first impressions were not positive.

			We were ushered into our meeting room. I had been advised by our Chinese attorney to bring a gift for our hosts, so I presented them with a coffee-table book on California, and we all settled into our seats. Vic and I shared the presentation duties. I started off by introducing the participants who had come with us, and I went through a set of slides describing the state of the international Wi-Fi explosion and giving an overview of both WECA and IEEE 802.11. I explained the different but cooperative roles of our two organizations and why we are coming jointly to speak to the Chinese regulators. Vic followed with a presentation on the specific Chinese regulation that we felt was out of step with the rest of the world. During the subsequent back and forth group discussion, we all emphasized the reasons for higher transmit power levels. Finally, we thanked our hosts and said goodbye, feeling upbeat about the meeting and about our prospects for a change to the Chinese regulations.

			Back at the hotel, Mike Paljug wanted to go on a celebratory jaunt. “We should go find some Cuban cigars.” Mike and I had worked closely together for over a year by this point. He had been a key contributor on our Technical Committee when we were first launching Wi-Fi, and we had become real friends. Jovial and unpretentious, his enthusiasm made it hard for me to refuse an adventure with him.

			Still, I was skeptical. “Cuban cigars? That sounds like a goose chase. What are you proposing? That we just wander around until we happen to run into a cigar store? And frankly, I wouldn’t know the difference between a Cuban and a Canadian cigar.”

			“We’ll ask a cab driver. Look, my book here gives the translation of cigar.” He thumbed through it further. “We just need to find out how to say Cuba. That’s all we need to do.”

			This sounded to me like an opportunity to get ripped off twice, first by the cab driver and then by the cigar shop. After multiple cab rides and some very confused shopkeeper responses, we finally found a place that seemed to be legitimate enough. We lit up two cigars while sitting on top of a roadwork construction barrier, pretending they might really be from Cuba—who knows, maybe they were. In any event, we felt that we deserved something for our successful initiation into China lobbying.

			We learned several weeks later that our arguments had been persuasive, as MII announced that they would modify their regulations to conform with the rest of the world. Happily, we imagined that China would soon be swept up in the same Wi-Fi revolution that we were spreading all over the globe.

			Unfortunately, our elation was about to turn into confusion and despair.

			Like just about every other ten-year-old kid back in 1961, I would sneak my Japanese transistor radio into bed with me and hide it under my pillow, quietly tuning in to the Top-40 hits without my parents being aware. The Tokyo Telecommunications Engineering Corporation hadn’t been the first to market these amazingly small radios, but in 1957 their TR-63 model was introduced under the new brand name of “Sony” and quickly became the first transistor radio to achieve mass-market appeal. At the time, no one recognized that this was a harbinger of an economic revolution that would transform the world’s trading patterns.

			From that simple beginning, the evolution of Asia into today’s technology powerhouse has been a slow but inexorable tsunami. Japan led the way, entering the world’s consciousness with brand names like Toshiba, Sharp, and Panasonic, then South Korea joined in with Samsung and LG, and Taiwan blossomed into a center of electronics manufacturing. But what about China? By the 1990s, it was clear that China had indeed been transformed by the economic policies of Deng Xiaoping, but as the twenty-first century approached, this was still an ongoing process, and whether the Chinese electronics sector would develop into a global force was anyone’s guess.

			The cartography of Wi-Fi’s development followed this standard pattern. Wi-Fi was initially created by engineers in Europe and the US, and the first products were developed by American and European companies. In 1999, none of the six founding companies of the Wi-Fi Alliance were Asian, although Sony and Samsung very quickly became members (eventually to become sponsors with representation on the organization’s board). But in the early 2000s, it was clear that the production of Wi-Fi products would be centered in Asia—and in particular (at least initially) in Taiwan, whose companies were already manufacturing components like computer motherboards for leading international brands.

			In 2003, China loomed over the Wi-Fi industry like a huge, slowly descending spaceship from another world. How does this ancient, yet now-modern civilization fit into the global Wi-Fi picture? It was hoped that China would be a vibrant market, with its billion-plus consumers growing in wealth and ostensibly hungry for wireless connectivity. Also, they probably would become a future manufacturing power, both for the export market and for the Chinese domestic market. But the big unknown was whether China might eventually become a source technology provider, joining with their engineering counterparts around the world in advancing Wi-Fi technology.

			This last question was answered for us sooner than expected, for by 2003, China had indeed started developing new Wi-Fi technology. This was to confound the picture of Wi-Fi in China for years (and still to this day) because much to our chagrin, this new Chinese national technology was an explicit competitor to Wi-Fi—an alternative wireless LAN sponsored and promoted by the Chinese government. We suddenly faced a convoluted environment of intertwining threads: the potential Chinese consumer market for Wi-Fi and the possibility of Chinese Wi-Fi product factories were now unexpectedly wrapped up in an international technical and diplomatic battle. And the outcome seemed to be beyond our control, as it would depend upon the competing agendas of factions within the Chinese corporate and political leaderships.

			This China-developed technology was called WAPI, for “WLAN Authentication and Privacy Infrastructure.” The WAPI specification didn’t call for a complete overhaul of Wi-Fi—the focus was on an alternative encryption and authentication scheme. But it would not be interoperable with standard Wi-Fi, hence there would be no reason for its developers to maintain any kind of interoperability as the system evolved. Our fear was that it might ultimately diverge into a completely separate and incompatible wireless LAN standard.

			Our cherished dream of a universal wireless LAN technology available throughout the world was at risk, and not just within the borders of China. The explicit intent of the WAPI developers—with the backing of the Chinese government—was to get an international standards body to approve WAPI as a worldwide standard. With China’s well-publicized international efforts to establish themselves as preferred partners within the developing world, we saw that this might even impact the attractiveness of Wi-Fi in Africa and elsewhere. That looming China spaceship had landed, and it wasn’t looking friendly.

			But we were confident—or perhaps cocky is a more accurate term. We had faith that our Wi-Fi juggernaut was unstoppable. We took solace in the fact that with our first interaction with the Chinese regulators in 2002, we had successfully convinced them to conform their transmission rules with the rest of world—and so we assumed that WAPI would similarly be just a temporary aberration. Besides, the overall Asia picture for Wi-Fi was exploding, with rapid adoption within both the consumer and business sectors along with an accelerating number of Asian companies producing products and joining the Wi-Fi Alliance. Japan and Korea were both booming, but our focus was particularly on Taiwan, which had come to be the center of Wi-Fi product manufacturing. With the establishment of our new Taiwanese Wi-Fi Alliance certification labs, we found ourselves often on flights to Taipei.

			Which means that it’s time to introduce Qiumin Hu.

			My Taipei tourist booklet had enticed us with a glossy photo of the world’s largest “tuned mass damper.” The purpose of this pendulum? To protect Taipei 101, the world’s tallest building, from typhoons and earthquakes. The Damper hangs as a counterbalance that’s designed to sway precisely whenever nature tries to show her power, thereby stabilizing the structure. An engineering marvel and a Taipei tourist attraction, the Damper is a beloved symbol of the city, with gift shops selling cute Damper dolls and window decals. So Qiumin92 Hu and I decided we just had to see it.

			Six hundred sixty metric tons of steel, painted gold and oddly shaped like a perfect beehive, the Damper hangs cradled in the support of a dozen massive cables that suspend it down a full five stories near the top of Taipei 101. We had been told that it can be viewed from a special window on the building’s observation deck that peers into the structure rather than outwards. From our cab, Taipei 101’s very-Chinese-looking towering needle initially appeared delicate, like the dream of a slender pagoda striving to touch the sun. But it grew taller, and still yet taller, as we approached. Arriving at its base, its true size became apparent and overwhelmed us with vertigo, its topmost spire hidden from our earthbound view.

			The elevator ride to the top of Taipei 101 is an eardrum-popping swoosh. Since its neighboring skyscrapers don’t even reach up to half its height, the view of Taipei, and beyond to the surrounding lushness of Taiwan’s mountains, is said to be both fearsome and awesome. But on that day—our one day of sightseeing—Qiumin and I would see only grey fog. The tip of Taipei 101 had pierced into the clouds of heaven, and while our occluded vision was disheartening, it seemed to have some kind of hidden meaning for us both.

			Perhaps that day we were simply having our fortunes displayed to us. Because for Qiumin and me—and for the entire Wi-Fi industry—the opaqueness of a persistent fog would soon become a constant presence in our lives, tempered only by occasional swirling winds of rumor and gossip. For as the focus of our Wi-Fi world shifted from Taiwan to China, our breezy global joyride was about to bog down in a murky uncertainty.

			I had first interviewed Qiumin in October 2004, and by the end of the year, we had hired him as a software engineer. He had been born and raised in China, graduating with an engineering degree from Southeast University in Nanjing, one of China’s leading technical institutions. But by the early nineties, he was in the United States, eventually getting a graduate computer engineering degree from the University of Massachusetts and then working as an engineer for AT&T, Motorola, and our old nemesis, Proxim. Along with Jeff Mabert, he would form the nucleus of our technical team.

			Smart, conscientious, and creative—and with a background in Wi-Fi technology—we hired Qiumin for his software talents. We needed him primarily to work on new software tools that would facilitate our certification testing of so-called “application-specific devices” like printers, cameras, and other consumer electronic products that our existing PC-oriented test tools couldn’t easily handle. But in addition to his technical skills, Qiumin brought other talents that would ultimately prove to be just as useful, if not more so—political savviness, an engaging personality, and a strategic mindset. Frank Hanzlik quickly recognized that Qiumin could be a tremendous asset for us as we tried to figure out what was going on in Beijing. And, of course, it didn’t hurt that he had grown up in China.

			Qiumin’s new assignment was to help us understand what was going on. The two of us had joked that if it weren’t for the fog, we’d have seen all the way to China from the top of Taipei 101. After all, it was the world’s tallest building. But as we discovered, even on the ground in Beijing, it was hard to see China clearly. Our hope was that Qiumin could help us dissipate the fog around WAPI.





CHAPTER 29

			Cocktails Under Darkening Clouds

			We campaign for a Wi-Fi Olympics—but what is WAPI doing?

			Our initial reports in 2003 about WAPI came from gossip: things like, “Our sources in Beijing tell us that the Chinese government is going to mandate that all wireless LAN devices must include WAPI,” and “I heard from our Beijing sales rep that the government is going to require that foreign technology companies hand over their Wi-Fi intellectual property to Chinese companies.” But soon we started to get translations from the Chinese trade press, and then the Western technology journalists started to circulate their latest understanding. Alarmingly, the gossip was starting to look like it was accurate.

			In some reporting, it sounded to us like the plan for WAPI was to have it first mandated for government usage along with key industry segments such as energy, where an argument could be made that special security precautions need to be taken. But clearly, there were forces behind the scenes who had convinced the government that a universal requirement was necessary, meaning that all wireless LAN equipment used in China would need to implement WAPI. As this technology was only available through a selected set of Chinese firms, this had the effect of forcing all Wi-Fi chip developers to strike deals with companies who were potentially their competitors. Objections were quickly voiced by governments and companies around the world, arguing that this was a restraint-of-trade policy that went against China’s obligations under the WTO.93

			Our little Wi-Fi industry was now suddenly embroiled in a major international trade dispute. The arcane topic of wireless authentication protocols was weirdly being debated by VIP government diplomats, taking its place right alongside things like tariffs on tires and steel import quotas. An article in Infoworld was typical of the reporting:

			 

			Controversy over Chinese WLAN standard deepens

			The Chinese standard for WLANs was approved by the Standardization Administration of China (SAC) in May and came into effect on Dec. 1, although a transition period has been granted that extends the compliance deadline for some WLAN products until June 1, 2004.

			To conform to this standard, foreign equipment vendors must license WAPI through a manufacturing agreement with one of 11 Chinese companies designated by the Chinese government, including Legend Group Ltd. and Huawei Technologies Co. Ltd., according to Anne Stevenson-Yang, managing director of the U.S. Information Technology Office (USITO) in Beijing.

			In addition to market access, the licensing move raises other issues. Chinese companies that license WAPI may demand detailed access to foreign companies’ products and technologies, raising concerns about the protection of intellectual property rights, Stevenson-Yang said.94

			 

			Comments coming from official Chinese sources suggested the issue was strictly a technology disagreement: Wi-Fi’s original encryption scheme—namely WEP—had been broken, and consequently, a stronger method needed to be made a requirement within China. Of course, we couldn’t dispute the first part of this argument: both IEEE and the Wi-Fi Alliance obviously agreed that WEP was broken, and in fact, the two organizations were deep into a joint development schedule to replace it, initially with WPA as an interim measure, and then ultimately with the new 802.11i standard (branded as WPA2). So, as a technology argument, the issue boiled down to the relative merits of WAPI versus Wi-Fi’s WPA2.

			But there was much more to unpack here than a battle between competing technologies. To the Wi-Fi proponents, China’s WAPI initiative had all the markings of a nationalistic restraint-of-trade push. For example, the Chinese encryption algorithm appeared to be a state secret. The development of WAPI had not occurred within the setting of an international standards organization, consequently disadvantaging any potential non-Chinese contributions to the technology. Many feared that a requirement for foreign companies to contract with specific Chinese firms was going to become a cover for enforcing a West-to-East transfer of intellectual property and that this was part of a general Chinese government effort to promote their own national technology development.

			The Chinese argument that “WAPI is better than WEP” seemed to be a red herring, given that WEP was already being replaced by a stronger encryption method, and IEEE took the lead in trying to convince the Chinese to work within the standard IEEE processes to satisfy their concerns. In November 2003, Paul Nikolich, the chair of IEEE 802, wrote a letter to the Chinese authorities:

			While we appreciate the similarity between these two GB standards and IEEE Standard 802.11, we are concerned regarding the requirement to support the new WLAN Authentication and Privacy Infrastructure (WAPI) security protocol. We believe that globally adopted standards provide great benefits both for manufacturers and users, and we have seen many examples of the successes of our standards. Therefore, we are always concerned by activities that limit their global use. We believe that mandatory implementation of the WAPI protocols would unnecessarily fracture the world market for WLAN products. We are concerned that mandatory use of the standard would prohibit the use of 802.11 standard products and thereby limit choice and increase costs to users.

			We recognize that 802.11 security is not optimal and have been working to improve it through the 802.11i project. We would like to better understand your concerns and see if they can be met through the current 802.11i draft standard. That draft could be made available through the appointment of a bilateral liaison.

			But what should be the role of the Wi-Fi Alliance in this fight? On the positive side, Wi-Fi equipment was already being marketed successfully in China—there seemed to be the same desire for Wi-Fi on the part of Chinese consumers and businesses as in the rest of the world. However, it sounded like the government—or more precisely, a certain faction within the government—was trying to control the messaging so as to convert this market demand for Wi-Fi into a demand for a generic “WLAN.” Negative and misleading press about Wi-Fi’s security was appearing. Fortunately, there were also forces within China—both within the government and within industry—that supported standard Wi-Fi over WAPI. But political pressures were causing many companies to remain silent in public about their true attitudes, and while they were providing the necessary lip-service to WAPI, our received gossip informed us that they did not plan to deploy it widely.

			This internal factional fighting was not visible to us, hidden behind a misty fog, but nonetheless, our best strategy was clear as day: the Wi-Fi Alliance needed to provide our allies—whoever they were—with information strengthening the argument that widespread implementation of standard, international Wi-Fi was the right direction for China. Frank was insistent: We must be in China, often and everywhere. We must strengthen our relationship with MII that we initially had established in 2002. We must encourage and support the Chinese telecom carriers with their Wi-Fi deployments. We must entice Chinese companies to join the Wi-Fi Alliance and to produce and certify products for both export and for the Chinese market. And we must get the truth about Wi-Fi security out to the Chinese trade press.

			But this was, by necessity, only a long-term strategy. In the near term, we could only wait and watch while the bigger players battled it out—and the battlefield turned out to be the US-China Joint Commission on Commerce and Trade.

			Madame Wu Yi was called “Iron Lady” by the press. Forbes Magazine listed her for several years as the second most powerful woman in the world. US Treasury Secretary Henry Paulson described her as “a force of nature.” As vice premier, it was her clear voice that China selected when it came time to publicly chide Japan’s prime minister for visiting the controversial Yasukuni Shrine. So, it was oddly satisfying to have an official of this stature being involved in our Wi-Fi dispute.

			As the co-chair—along with the US Secretary of Commerce—of the US-China Joint Commission on Commerce and Trade, Vice Premier Wu announced on April 21, 2004, that China would suspend indefinitely its proposed implementation of WAPI as a mandatory wireless encryption standard. She also ensured that China would work to revise its WAPI standard by taking into account comments received by Chinese and foreign firms, and would participate in international standards bodies on WAPI and wireless encryption for computer networks.

			This was a remarkable turn of events. Reports indicated that the US had pressured the Chinese government with a letter from Secretary of State Colin Powell to Vice Premier Wu, threatening a fight before the World Trade Organization. This was apparently not something China wanted. Pressure from industry—both foreign and domestic—undoubtedly played a role as well. With Vice Premier Wu’s announcement, it looked like Wi-Fi products would continue to be freely offered in China without WAPI, and we breathed a sigh of relief. But did this mean that WAPI would disappear?

			The answer came within months. While we were hopeful that China’s statement to “participate in international standards bodies” meant cooperation with IEEE, the Chinese had a different idea. The following November, they proposed that WAPI be considered for adoption as an ISO standard in explicit competition with IEEE 802.11i. This was the start of an even more acrimonious fight than before.

			ISO—the International Standards Organization—is, in a certain sense, the emperor of all standards organizations. ISO’s membership is made up of the national standards bodies of 165 member countries, and the organization has “general consultative status” within the UN. Other organizations like IEEE create their own standards, but the final step in the process is commonly for those standards to be submitted for ISO ratification. One reason why ISO ratification is so vigorously sought is because of the special status that their approved standards have within international treaty organizations such the WTO. Trade dispute resolutions can sometimes hinge on whether the technology at issue is an ISO standard.

			For wireless LAN standards, ISO had in the past essentially designated IEEE as the sole authority, and consequently the entire family of 802.11 specifications had been adopted verbatim on a special “fast-track” basis. But in November 2004, the Chinese delegation proposed that ISO abandon that precedent and grant WAPI the same fast-track status that IEEE had always received.

			This meant that WAPI was certainly not disappearing. Instead, China was doing an end run to make WAPI an international standard by going directly to ISO and sidestepping IEEE’s recognized role as the wireless authority within the world’s family of standards. While Vice Premier Wu’s announcement meant that WAPI was no longer mandatory in China, the government was still pushing for WAPI as the preferred system, and the Chinese government certainly had enough leverage to influence the market in this way.

			The most common refrain from Beijing was that WAPI, though not required, should be used in government, energy, and other applications where security considerations are paramount. However, we were also hearing that pressure was being exerted on the Chinese carriers to include WAPI within all their network equipment. It was not out of the question that WAPI would eventually become dominant in all environments—not by brute government mandate but by softer pressures applied to companies intertwined with the political leadership. Besides, using WAPI was portrayed as the patriotic thing to do, and with this initiative to make it an international standard, it was becoming a flag-waving symbol of China’s emerging technology leadership.

			The deliberations within ISO regarding WAPI’s fast-track status did not start out promising for the Chinese delegation. Visa problems and procedural issues seemed to conspire against them, and at the February 2005 meeting, the China delegation walked out with accusations that ISO was unfairly favoring IEEE. But this was only the beginning of their standardization effort, and their initial tribulations undoubtedly strengthened their resolve and further fueled a national pride in their ostensibly superior technology.

			So by early 2005, our task as outlined by Frank was clear. It was time for our pivot to China. It was time for us to promote the hell out of Wi-Fi. Thus began our intense China odyssey. Our whole Wi-Fi Alliance team got involved, flying again and again to Beijing, Shanghai, Shenzhen, meeting with companies large and small, meeting with MII and government officials, visiting with China Mobile and China Unicom and other cellular carriers, interviewing with the Chinese trade press, presenting at conferences, and putting on technical symposia.

			We scheduled our September Wi-Fi Alliance meeting in Beijing to demonstrate our commitment to China, to recruit new members, and as an opportunity to meet both with government and industry leaders. But in addition, there was a very specific opportunity on the horizon that we felt could serve as the largest imaginable demonstration of Wi-Fi’s prowess: the 2008 Beijing Olympics.

			We wanted to make sure the Olympics would be gloriously blanketed with Wi-Fi, providing the strongest possible statement—to the government, to the press, and to the Chinese public—that Wi-Fi was in China to stay.

			Host and guest, guest and host—two words in English that come from a common Indo-European root, a sign that in the distant past, the mutuality of the relationship itself was more significant than the specific role played by one party or the other, for such roles could easily switch the next time around. Trade relations have expanded throughout history via the catalyst of one culture hosting travelling guests from another, and I felt very much a part of this ancient human story as we wandered from meeting to meeting during those months in China. Our Chinese hosts were always gracious. We tried our best to be gracious in turn, and our sessions were filled with the symbolism of tradition and respect.

			Much of this, as you’d expect, centered on food. China has one of the great cuisines of the world, and we were invited by our various hosts to savor many astonishingly good meals. But I’m not an adventurous eater. My friends in California like to joke about all the foods they can’t serve when I’m their guest. Our Chinese hosts seemed to enjoy letting us know how special a particular dish was, and that they had arranged these dishes with the restaurant in advance of our meal. They obviously wanted us to know how honored they were to be hosting us. This frequently presented me with a challenge.

			Could I really refuse the sea-cucumber soup in such circumstances? Clearly no, so I would gamely try to sip at the thick and gelatinous brown liquid, hoping they wouldn’t notice my avoidance of the slimy echinoderm in the middle of the bowl. And here comes our very special dessert—crabs. OK, no problem there, except these crabs are female, and I’m not supposed to eat the crab itself. Instead, they show me how to crack her backside open and suck out the bright yellow string of eggs.

			Even meat could be a challenge for me, though I’m ordinarily a meat lover. After enjoying some kind of pinkish, spicy shredded meat from our communal lazy Susan, I asked my new friends what kind of meat it was. “Daung-kee” was the answer. I asked again what it would be called in English. “Daung-kee,” they repeated. I was still confused, so they clarified: “That is its English name: daung-kee.” I suddenly realized I had been eating donkey.

			But poor vegetarian Edgar had even bigger challenges. At one particularly important luncheon, our hosts had set up a grand finale of Peking Duck, and this was not just an ordinary Peking Duck. This duck had a pedigree. A book was displayed to Edgar, opened to a page showing the list of this particular duck’s ancestors. Yes, our duck had a name and a long, distinguished heritage. This was the only time I have ever witnessed Edgar eating meat. He clearly understood the formality of the situation, and he took one for the team.

			Like good appreciative guests, we recognized that we needed to reciprocate as hosts, and our opportunity arose in a big way with the Beijing Organizing Committee for the Olympic Games—BOCOG. The 2008 Olympics were expected to be a grand coming out party in which China would show the world that they were ready to take on their natural role as a leading nation, having sloughed off their Communist past and transformed into an economic miracle. And part of their plan was to support their international Olympic visitors—and journalists—with all the accoutrements of an advanced twenty-first century civilization. We of course believed this would require Wi-Fi (not WAPI!) throughout all the Olympic venues. And not just any Wi-Fi, but huge Wi-Fi, beautiful Wi-Fi, the world’s fastest Wi-Fi in the world’s largest public Wi-Fi network, right in the capital of China. We just needed to convince the Beijing Olympic Committee that as host to the world they needed to take this idea seriously.

			So we decided to throw a cocktail reception in their honor.

			Frank had sent out a notice to all the Wi-Fi Alliance board members regarding our upcoming September 2005 meeting in Beijing: “Men should bring a suit, and women should bring a dress—we will be hosting a cocktail reception in honor of the Beijing Olympic Committee, and everyone should look sharp.” So, before Judy packed for the trip, I told her she first needed to buy a dress.

			Judy and I had decided that this would be her opportunity to see Asia for real. She was majoring in Asian Pacific history at UC Santa Cruz, and our plan was to first stop in Tokyo before heading to Beijing. The Wi-Fi Alliance’s planned cocktail reception for the Beijing Olympic Committee was an unusual complication for Judy—college students at UC Santa Cruz don’t typically wear dresses. When the campus first opened (as they say, “back in my day”), students were sleeping in hippie teepees among the redwood groves. Tree Hugging is probably no longer an available major, but the campus, like the city of Santa Cruz itself, is still laid back to the extreme. An international cocktail reception with VIP guests would be a new kind of experience for Judy.

			She already had plenty of exposure to the Wi-Fi Alliance—helping with sister Amy in 1999 to choose the name Wi-Fi as our brand; later as a fifteen-year-old joining in on those early dinners with Phil and Brian in San Jose as we were first starting the Wi-Fi Alliance; even doing duty with attendee registration at the members meeting in Amsterdam. But now she was an adult, and I felt no qualms having her join us as we worked to convince the Beijing Olympic Committee that Wi-Fi was key to their success. My Wi-Fi colleagues already knew her, and they fortunately agreed with me that we could trust her to be her typical charming self.

			Beijing’s Kerry Hotel is one of those faultless hotels that seem to only exist in the major Asian cities. The neighborhood has no street life—central Beijing is an unwalkable morass of massive buildings with no clear entrances and boulevards wide as a freeway, with never-ending overpasses for non-existent pedestrians. But when you enter the hotel and stroll through the elegant and spacious lobby, your eye is drawn to the huge wall paintings of abstract calligraphic brushwork, and somehow your consciousness is floating between the twenty-first century and the China of a thousand years ago. The interior was stylish but restrained, lit by subtle spotlights oh-so-precisely positioned, and with a service staff that seemed to always know exactly what to do. Not surprisingly, the hotel’s bar (which we would take over for the evening) was coolly seductive. Frank had found the perfect venue for our private Olympics affair.

			It was a shock to see my work colleagues dressed up. Business casual is about as dressy as high-tech ever gets—with Steve Jobs leading the way, slumming in jeans and running shoes has become a proud symbol of one’s status as an industry visionary. Certainly, doing business in Asia can require more formal attire, and I would obligingly bring a suit and a white button-down shirt for my speaking engagements in Tokyo or Seoul. But this was to be a cocktail reception for the Beijing Olympics Committee, and we didn’t shy away from the glamorous moment: here comes Frank, spiffed up in a tailored suit, and here comes Kelly looking smashing. The board members were nearly unrecognizable, every one of them looking better than I could have ever imagined. My favorite photograph of that evening is a posed shot of Edgar and Judy: Edgar in a fashionable tie, as always looking younger than his years, Judy in her new dress looking older than hers, the two of them standing next to each other and smiling right into the camera as though at their high school prom.

			As our guests from the Beijing Olympic Committee arrived, the drinks started to flow. I’m not sure what the drinking age was in China at that time, but no one questioned Judy when she asked for a glass of wine. We had met with some of the Committee members before, but there were still introductions to be managed, and fortunately Qiumin was there for us, in his natural element—convivial with our guests, speaking fluently in both Chinese and Wi-Fi, and helping our conversations in both directions. Frank asked that the music be quieted, and he got up to give his welcoming remarks.

			“It’s an honor to welcome the members of the Beijing Organizing Committee for the Olympic Games. Thank you so much for joining us here tonight. We at the Wi-Fi Alliance want to help make the 2008 Beijing games the most successful Olympics in history. There will be over five million spectators visiting from all over the world and attending events at dozens of venues, including the athletes and representatives of the international press.”

			Then Frank hit them with our pitch: “These worldwide attendees have increasingly come to rely on Wi-Fi as their portal to the Internet, and they’ll expect high-speed Wi-Fi at all the venues. We understand that the Beijing Committee is committed to ensuring that these Olympics will be China’s showcase to the world, and in keeping with that goal, we’d like to encourage you to install a comprehensive Wi-Fi network throughout the Olympic facilities. This is no small challenge, but if you decide to proceed, we commit to you our help in making the Beijing Olympics Wi-Fi network a shining part of the Olympic experience for all your Chinese and international guests.”

			I noticed Qiumin whispering to our guests, translating Frank’s remarks in real time, and there seemed to be smiles all around—but maybe they were just enjoying their martinis? Frank went on to explain that we were, at that moment, holding our Wi-Fi members meeting right here in Beijing, so the leaders of the industry were all here. “This is an opportunity for everyone.” One of the Olympic Committee members then got up to speak, with remarks basically parallel to Frank’s (though perhaps more cautiously diplomatic), and we then got back to the serious business of chatting and drinking.

			Everyone mingled as hoped for. Our Wi-Fi Alliance board members were certainly doing their job. Clint Chaplin from Symbol—a well-respected engineer with substantial IEEE standards experience—had just taken over the board chairmanship from Bill Carney, and he fit naturally into his new role, schmoozing our new Olympic Committee friends. I had lost track of Judy, though I assume she was somewhere explaining what her Asian Pacific studies at UC Santa Cruz were all about. At the end of the evening, Frank was clearly happy. It sounded like a Wi-Fi infrastructure may very well end up being included at these Olympics, and that would mean the Beijing Olympics would be a major showcase for us as well as for China.

			But there was still the cloud of WAPI hanging over us, and in fact, we were aware that its proponents were also pushing for a major demonstration during the Olympics. We left Beijing that week knowing that we’d have to come back soon and often. We needed to nail this, making Wi-Fi indispensable in China among the Chinese population. Since the Chinese government was pushing their own incompatible national variant, this was still going to require a significant effort.





CHAPTER 30

			Black Market, Olympic Gold

			A WAPI defeat, a mysterious ban, and a spectacular Wi-Fi showcase

			Meanwhile, back at the lab…. We put the final touches on the WPA2 certification program, thus completing our plan to evolve Wi-Fi away from the vulnerabilities of its original WEP encryption scheme. WPA2 had been made available for product certifications on an optional basis in 2004, and by March 2006, nearly 600 products had already been certified. From that point on, it was a mandatory requirement for all Wi-Fi certified products. Given the product lifecycles we were seeing in the Wi-Fi market, it was clear that our problematic WEP would be quickly replaced out in the field, and the Wi-Fi security issue would be put to rest. Hopefully, by losing its “better security” justification, WAPI would simply wither away.

			But this wasn’t the reporting we were seeing in the Chinese trade press. Admittedly, our story could sound confusing—the acknowledged problems with the original encryption scheme, our initial rollout of WPA as an interim replacement based on a subset of the still-not-finalized IEEE specification, and the launch of WPA2 certification incorporating the final standard. So, it was understandable that there might be some misreporting on the issue of Wi-Fi security. But we were seeing not just simple misunderstandings, but also purposefully misleading articles and statements conflating WEP with WPA2, stating that Wi-Fi will be forever insecure and that only WAPI can provide real protection. The fact that the full security of WPA2 was already being utilized around the world was being conveniently ignored. WAPI proponents had the ear of the government, which had influence over the telecom carriers, and their story was being patriotically wrapped in the Chinese flag.

			We could only counter this public relations challenge by executing on Frank’s plan: spending weeks in China, meeting with companies and the government and the press, publishing a white paper, speaking at conferences, putting on technical symposia…all with the purpose of telling the real story about Wi-Fi security. I would join in this effort with our entire team. But our task was helped tremendously after we made a major announcement in September 2005: the authorization of our first Wi-Fi certification lab in China.

			And this wasn’t just any lab. TMC, the Telecommunication Metrology Center in Beijing, was closely associated with MII itself. With TMC, we had established a foothold for Wi-Fi certification testing to be sponsored within the government. We had labs already in Japan, Taiwan, and South Korea, and perhaps our member companies in China would consider having their products certified at one of those foreign labs. But it would be significantly easier for them to certify products right in Beijing, so our announcement with TMC was big news. TMC’s relationship with the Wi-Fi Alliance would help us to recruit new Chinese members, so a key element in our strategy of promoting Wi-Fi had fallen into place.

			TMC had the facilities, the experience, the connections, and the reputation to be a very strong lab for us. But most of all, it was our relationships with the people at TMC that would prove central to our future China initiatives. Our friends from TMC would introduce us to government agencies and prospective new Wi-Fi Alliance members, and they helped us understand the players as we tried to negotiate the complex corridors of China’s technology environment. In particular, it was one very bright, very kind young woman who became our number-one friend in Beijing—TMC’s lead engineer on their Wi-Fi project, Gao Hong.

			We first knew her as Gao Hong, but like so many of the younger Chinese doing business with foreigners, she had come up with an English name for herself to help us all avoid the embarrassment of screwing up the vocal tones in her real name.95 For years, Heather would be a constant and respected colleague for us all, sharing her sharp technical and political insights, presenting jointly with us at conferences, participating in our meetings, taking us to great Mongolian restaurants, even helping Edgar and me haggle with Beijing shopkeepers for a fair deal on new suits. In one of my favorite photos from those days, she can be seen with Edgar cheering me on as I played ping-pong with the engineers at one of our prospective new Wi-Fi Alliance member companies. With my serving skill apparently gaining my opponents’ respect, this perhaps provided my most significant contribution to our mission that day.

			TMC was, as expected, also establishing a WAPI lab. In fact, it seemed like the WAPI proponents were taking some lessons from our success with the Wi-Fi Alliance. In March 2006, it was announced that an industry association was being formed called the WAPI Alliance with the express purpose of certifying interoperability of equipment.

			But it was another event that same March that would turn up the heat on our conflict even higher—the time had arrived for the formal international vote on whether to move forward with WAPI standardization.

			The Chinese delegation wasn’t happy with the result of the vote. In fact, they were furious. It’s hard to understand how they could have expected a different outcome. Wi-Fi’s popularity all over the world was immense and continuing to grow, we had resolved the WEP security issue, and long-time precedent within the International Standards Organization had recognized IEEE as the authority for worldwide wireless local network standards. Moreover, WAPI’s encryption algorithm wasn’t published for the rest of the world to evaluate until just two months before the ISO vote, and this was viewed by many as purposeful obfuscation. But even though the outcome should have been expected, when it was overwhelmingly decided to move forward with IEEE 802.11i and to not move forward with WAPI, the Chinese reacted strongly.

			A sharply worded statement from the Chinese representatives to ISO in April 2006, shortly after the ISO vote, attested that “IEEE conducted numerous unethical activities during the fast-track process. Many procedural rules and principles were violated during the ballot process. Because of those violations, the fast-track process was marred by unfairness, prejudice, favoritism, and conspiracy.” Their main complaint was that IEEE had improperly lobbied the “National Bodies” (the formal representatives to ISO from the various countries). But the language in their complaint could easily be interpreted as being intended for domestic consumption to firm up internal political support for a continuation of the WAPI push despite its rejection by the international community.

			In June 2006, just months after the ISO rejection vote, the Chinese redirected their WAPI standardization effort into a request that it be approved as a standalone standard, independent of 802.11. To the Wi-Fi community, this was a less threatening option—IEEE would maintain its de facto status as the designated wireless LAN authority, and any such resulting WAPI standard would likely have less impact. But this continuation of their effort indicated that more confusing battles likely lay ahead, and in August, Paul Nikolich, the IEEE 802 chair, asked Andrew Myles to be the IEEE’s point person figuring all this out.

			Andrew was to take on an even more substantial responsibility just a few weeks later, when he became the new chair of the Wi-Fi Alliance’s board of directors, taking over from Clint Chaplin. He was Cisco’s representative to the board—an Australian PhD engineer with a highly organized technical and political mind, and with years of substantive participation in a variety of high-impact standards activities, so it wasn’t surprising at all that he would step up into the chair position. However, his simultaneous roles within IEEE and the Wi-Fi Alliance would confuse the WAPI proponents, somewhat complicating the Alliance’s goal that IEEE should take the lead on the China battles. In any event, his insights into both the diplomatic and technical subtleties of the WAPI issue were a tremendous help to both organizations.

			Andrew would be chair until March 2011, a period of remarkable growth for the Wi-Fi Alliance and the entire industry, undoubtedly due in part to his leadership. I admit his Aussie accent sometimes confused me—he once asked me in a board meeting how we deal with a test filing, and I responded that we maintain records in multiple redundant files. When he asked again, I responded the same way, until another board member interrupted to say, “Greg, he’s asking how we deal with a test failing.” With his international travel commitments during this period, I suspect Andrew received Qantas Super-Platinum-Executive-VIP status—or maybe even Qantas citizenship—with his permanent residence being Row 4, Seat A.

			While the Wi-Fi community had breathed a sigh of relief with the March ISO vote rejecting WAPI, it was now clear that within China, WAPI would gain strength as a result of this action. Our task of promoting the benefits of Wi-Fi to the Chinese government agencies, the telecom carriers and other companies, the trade press, and the public, couldn’t slow down. But there was another major hurdle standing in the way of Wi-Fi’s China expansion, one which had been in place since 2004 but which exploded into a critical issue on January 9, 2007—when Steve Jobs unveiled the iPhone.

			Yes, yet again Steve Jobs enters our story. From the moment the iPhone was announced, it was clear that it would be a phenomenon, transforming both the cellular industry and the general public’s perception of what a phone could be. With the iPhone’s standard Wi-Fi feature providing significantly faster Internet access than the cellular service available at that time, and with “apps” depending upon the Internet for download and operation, Wi-Fi would henceforth be a must-have feature for all smartphones. Our problem was that the Chinese regulators were not approving any Wi-Fi-enabled phones for use within China.

			The reasoning behind this policy was even more opaque to us than the policies regarding WAPI. If there was a formal government policy, it was kept well hidden. Our awareness of this policy came from reports trickling in from our Wi-Fi Alliance member companies stating that their Wi-Fi-enabled handset products had been disallowed. But in those days prior to the release of the iPhone, while Wi-Fi was indeed being incorporated into some handsets, the number of such products wasn’t huge. Also, there was no strong awareness among Chinese consumers that fast Wi-Fi access to the Internet was something that they would want in a phone. This would suddenly change with the advent of the iPhone.

			Why were the Chinese authorities disallowing Wi-Fi in phones? Was it because of potential competition from free Wi-Fi-based voice services with the paid services by cellular carriers? Was it a worry about possible radio interference with cellular receivers? Was it a politicized backroom action by the WAPI proponents to buy themselves some time, to keep Wi-Fi at bay until they were ready? We were in again the middle of that familiar, murky fog that constantly surrounded our efforts in China.

			It was eventually reported that, in order to be allowed to market the iPhone in China, Apple was being required to either remove the Wi-Fi feature entirely or to incorporate WAPI. With Apple’s resistance to both alternatives, eventually over a million black market iPhones made their way into the hands of Chinese consumers. In the summer of 2008, as the world watched the spectacular opening ceremony fireworks of the Beijing Olympics, there were still no iPhones for sale in China, and in fact, no legal Wi-Fi smartphones at all.

			But this wasn’t true for the Olympic attendees from elsewhere in the world. In the stadiums and the swimming arenas, in both the indoor and the outdoor Olympic venues, and all around Beijing, foreign journalists and spectators could be seen happily enjoying their Wi-Fi iPhones. Would China really be able to deny Wi-Fi phones to their own population?

			About thirty yards ahead of me on the rough stone path was what appeared to be an old man, traditionally dressed. He had his back to me and was walking backwards oh-so-slowly, so I couldn’t see exactly what he was doing. But he periodically crouched over as he took his backwards steps, pausing and looking intently at the stone walkway before moving further in my direction. It was a sunlit day at the Summer Palace grounds outside of Beijing. A small brook gurgled among the rocks below the willows. I needed to step off the path to make my way around him, and as I passed, I noticed he was carrying a small wooden bucket filled with water, and was holding a long, slender brush. He ignored me when I stopped to watch him work. As he slowly stepped backwards along the flat stones, he would dip his brush in water, bend down, and paint some Chinese characters, which would last for a few seconds and then evaporate.

			Yes, I said to myself, I’m definitely in China now. I imagined that he must be brushing the words of some thousand-year-old Tang dynasty poem onto the pathway, like a child practicing the characters. As I continued past him, the trees ahead of me suddenly seemed to be full of blossoms, inked lightly against the watercolor wash of the sky, as though the scene were held in place by a slight silk string affixed to its scroll. His poem surely was about flowers.

			Of course, flowers are objects of wonder worldwide. But there is a particular flower consciousness deep-rooted in the Chinese spirit. I have an example hanging on the wall in my home office: a frame in which I’ve placed a glossy print image of an article from the Chinese technical trade press. It’s a picture of me, speaking at some Wi-Fi event in China, surrounded by several paragraphs in Mandarin giving the journalist’s description of my presentation. It’s a nice picture—I’m in my suit at the podium—but it has an eerie strangeness that takes me back to China whenever I glance at it. Undoubtedly, I was droning on as usual about 802.11-this and 802.11-that, but in this photograph, I’m encircled by a giant arrangement of glorious flowers. Nothing seems more Chinese to me than that image.

			All this is just to provide an introduction to explain why I should not have been surprised when I arrived in Beijing shortly after the Olympics. The city I had come to view as a monotony of pure concrete and glass was now bursting in flowers.

			Beijing had been an object of my fascination for over six years. I thought I knew the city. I knew what to expect—dingy brown skies, interminable traffic, inexplicably wide streets, and mile after mile of generic, inorganic cityscape. On this trip in September 2008, my first shock was the beautiful, airy spaciousness of the brand-new Terminal 3. It was like something out of the future, with graceful roof support structures paying homage to ancient bamboo scaffolding. Next, in the taxi, I’m suddenly bombarded with a riotous explosion of color—along every boulevard, in front of every structure of steel and glass, at every intersection, along the pedestrian sidewalks. Flowers everywhere. What on earth is this gorgeousness doing here? Where is Beijing?

			This, of course, was Beijing transformed for the Olympics. A new airport terminal for international passengers, months of severe (and temporary) environmental restrictions to clean up the smog, demolitions of the old city hutong neighborhoods. It was impossible to view this new city and not be reminded of emperors past, secure in their complete authority, operating under a universal Mandate of Heaven that has apparently now been bequeathed to their descendants in the current national leadership.

			Our friends later drove us around to see the Olympic facilities set along the same north-south axis as the Forbidden City and the Temple of Heaven and hence aligned with the stars. As we stopped to view the new National Stadium—the spectacular “Bird’s Nest” designed by Ai Weiwei—I thought back to my very first impressions of Beijing in 2002, when the randomness of the city’s structures looked to me like the result of an alien visitation. I now recognized that whoever those aliens were, they must have been brilliant and very artistic.

			It was as though the entire city had been under construction during all my previous visits, and they had left the landscaping to the end. I stared openmouthed at the beds of iris and zinnia shimmering under now-crystalline blue skies. The floral displays turned my thoughts to the loveliness of the people that I had been working with here over the past six years—so universally gracious and kindhearted—and I said to myself, This has now become the city that our friends deserve to have.

			But our flower theme doesn’t end with the landscaping. Apparently, the Chinese gods had determined that even the Wi-Fi in Beijing would be named after a flower.

			Azalea, fittingly, was the name of the company that won the Wi-Fi contract for the 2008 Beijing Olympics. The Beijing Olympic Organizing Committee had listened to us intently back at our cocktail reception for them in 2005, and they had also obviously been paying attention to the growing popularity of Wi-Fi within China itself. I suspect that the major players within the Chinese technology sector—including Huawei and Lenovo, China Mobile, and China Unicom—had all helped to convince the powers-that-be that the Olympics needed Wi-Fi. But over the prior several years, we had been working hard to proselytize Wi-Fi within the Chinese technology sector, so we watched the spectacular opening ceremonies of the world’s first Wi-Fi-enabled Olympics with a real feeling of satisfaction.

			Amazingly, Azalea’s successful Wi-Fi installation materialized in the face of determined and powerful opposition forces within the government. The WAPI proponents were still promoting their China-centric national alternative to Wi-Fi that would be incompatible with the international standard. Their strategy would be consistent with similar Chinese national initiatives in telecom, space technology, and semiconductors, and certainly this idea must have sounded patriotic to the upper echelons of the government. The Olympic Committee’s decision to go forward with a massive deployment of Wi-Fi infrastructure—standard, international Wi-Fi—must have been an act of some political courage, and it must have been disheartening to those who viewed Wi-Fi as a non-Chinese interloper.

			Azalea certainly gave the city a massive deployment. At the time, it was one of the largest Wi-Fi installations ever conceived, covering nineteen square miles with over 600 Wi-Fi access points. Journalists sent in their articles right from the venue, spectators kept track of schedules and results from their Wi-Fi enabled smartphones—remember that 3G, with its barely-useable Internet service, was the cell technology of the day—and while today this all seems matter of course, at the time this was a brave new world. The Beijing installation set the course for future Olympics in London, Rio, and Tokyo, and established that Wi-Fi at large events was not only possible, but necessary.

			We were informed that just in the first twenty-four hours of the Olympics, over 160,000 minutes of Wi-Fi usage had been logged. By all measures, Azalea’s installation was a smashing success. The City of Beijing announced that after the Olympics, Azalea would expand the Olympics network to provide further Wi-Fi coverage into the city. China had demonstrated to the world that they could put on a world-class event, complete with the latest in world-class technology. And simultaneously, they had provided us with the best possible demonstration that Wi-Fi had a major presence in China and was there to stay.

			Except that—isn’t there always a caveat in this chapter?—WAPI had also used the Olympics as a demonstration opportunity. Compared to the general Wi-Fi usage, it was on a relatively small scale. But still, the new WAPI Alliance would have their own promotional victory to hype with their government patrons. As always, our task of telling the Wi-Fi story would need to continue.

			In fact, we were in Beijing that September after the Olympics to participate in “Wireless China,” a major industry conference that attracted a large number of leading figures in both government and industry. Such conferences were an important part of our overall China initiative, an opportunity to present the latest facts about Wi-Fi’s current presence in the world, the new developments on the horizon, and to speak directly about Wi-Fi in China to an influential audience. Edgar—who had become the Wi-Fi Alliance’s CEO at the end of 2007—gave the keynote, the first of his many for Wireless China over the subsequent years. But most importantly, we had worked with the conference organizers to incorporate into the program a special subconference—nearly two full days—called “Wi-Fi World.”

			It had been a struggle for us to get this organized. During the summer, there had been ominous signs that the economy was headed for a significant downturn, and in fact, the day I arrived in Beijing, I heard the news that Lehman Brothers had declared bankruptcy, triggering a freefall in the stock market as the 2008 financial crash erupted. Travel budget cutbacks had already been put into place at many companies, and consequently our hoped-for board-member speakers had to back out. It was up to Edgar, Kelly, and me to pull this off ourselves.

			Ah, Kelly Davis-Felner, how wonderful you are. Along with Edgar’s elevation to the CEO role, Kelly had recently been promoted to marketing director for the Wi-Fi Alliance. For the next seven years, she and I would work closely together as the designated Marketing/Technical tag team for the Wi-Fi industry, but it was at this 2008 Wireless China event that I first came to appreciate the full set of her skills. Despite the complications caused by our board members not being able to travel, Kelly miraculously worked with our Chinese partners to fully populate all our planned speaking slots. With over 700 participants attending and with WAPI still looking for any opportunity to bash Wi-Fi, we couldn’t afford any hiccups.

			Edgar, Kelly, and I all did triple duty during the event—presenting, moderating panels, acting as emcees—but I also had help from our number-one friend at the Wi-Fi Alliance’s TMC Beijing certification lab, Heather Gao Hong. She and I put together a joint technical presentation that focused on the specifics of the Wi-Fi certification process. This topic was of particular interest to our audience—our total of over 300 member companies now included over twenty from China, and our expectation was that we’d see an increasing number of Chinese products being submitted for Wi-Fi certification, both for export and domestic use. Many of these prospective members were watching our presentation, and with the number of people coming to speak with Heather afterwards, it was clear we had stoked their interest.

			We felt we had a tremendous amount of impressive information to share, and we didn’t shy away from facts and statistics: Over 4800 certified products. 500 million users worldwide, with analysts projecting 500 million Wi-Fi handsets by 2012. Nearly 200 application-specific Wi-Fi devices certified, a harbinger of the future “Internet of Things.” Chinese carriers announcing plans for hundreds of thousands of Wi-Fi hotspots, even with the ban on Wi-Fi cell phones still in place. Along with Wi-Fi’s spectacular Olympics showing and the fact that we now had opened a second certification lab in China, our story was compelling. Our WAPI friends may be able to go into the corridors of power and whisper into the ears of officials, but we were happy to have our megaphone, blasting our story to China and the world.

			But those murky restrictions were still in place preventing Wi-Fi-enabled phones from being offered in China. The iPhone itself—already being used in fifty countries, including Hong Kong—was still only available on the Chinese black market. All expectations were that smartphones could become the Chinese population’s dominant means of Internet access, and we were sure that Wi-Fi should play the same central role in China as in the rest of the world. But something was holding us back and disallowing Wi-Fi phones within China. We were making progress, but by now, we were very used to saying to ourselves, “Back to work.”





CHAPTER 31

			The Forbidden City Opens Its Gates

			A forced marriage with WAPI—but we’ll count this as success

			Just to prove that things didn’t always go according to plan, let’s advance the calendar by one year. September 2009, Edgar and I are again in Beijing. This time, Kelly’s second-in-command, Sarah Morris, joined us. “Yikes!” is what I remember her saying. “There will be more people from MII coming to our meeting than we expected.”

			That sounded like a good thing to me—they obviously were taking us very seriously. But Edgar immediately knew what the problem was. “How many journals do we have?”

			Sarah started calculating in her head, then turned to me. “I’ve got a bunch in my room, but Greg, you brought fourteen with you, right?”

			We were worried about our gifts. Handsome, black leather-bound journals, subtly embossed with the Wi-Fi Alliance logo, with a leather closing tag, seventy-five pages of high-grade lined paper, and not just one, but two satin bookmark ribbons. Elegant gifts, intended for all our meetings. Suddenly, we didn’t have enough to last the whole trip, and this MII meeting was probably our most important session.

			We would be meeting with Xie Feibo, the director of the Radio Regulatory Bureau at MII, the agency prohibiting Wi-Fi within Chinese cellular phones. Smart, handsome, and dignified, Director Xie was a very respected and influential policy maker in China. Previously, at the Wireless China conference, I’d overheard the conference organizers delay the start of a session because Director Xie had not yet joined the audience.

			We had met with him on multiple occasions in the past, so he was very knowledgeable about Wi-Fi and the Wi-Fi Alliance. He and Edgar had a solid and respectful professional relationship. But we were still facing an uphill battle with the restrictions on Wi-Fi in cell phones. We wanted our meeting to go smoothly. It was an excellent sign that he would be bringing more people to the meeting than we had expected.

			Edgar looked at Sarah. “Don’t we also have pens? We’ll just give the journal to Director Xie and pens to the others.”

			Fortunately, this simple problem with our gift inventory was the most nerve-wracking complication we faced that day, for the meeting went better than we possibly could have hoped. With our Wi-Fi Alliance journal on the table in front of him, Director Xie informed us that there was “good news”: the restrictions on Wi-Fi in cell phones were being lifted. And, as if to emphasize the good news, he proudly showed us his own Wi-Fi-enabled iPhone.

			I then asked Director Xie the question that he had left ambiguous in his good-news announcement: “Must the Wi-Fi-enabled phones also implement WAPI?” The answer came back immediately: “Yes.” We suspected this would be the case, though it wasn’t what we hoped he would say. Still, it was good to have this finally clarified directly from Director Xie.

			The China environment was finally shaking out into what appeared to be a stable configuration: Wi-Fi would be allowed everywhere, and in every device, but for cell phones specifically, it would only be implemented along with WAPI. WAPI would be mandated for government networks and for other security-sensitive sectors, such as energy. But private networks—homes, hotels, cafés—could be implemented using just Wi-Fi. The murky fog was finally starting to dissipate, revealing an underlying muddy landscape.

			Pressure from China’s wireless manufacturers must have played a role in this decision. They certainly wanted to build products for the global market, and it simplifies their logistics if they can sell the same product in China. The government was aware of the huge number of black-market iPhones—testimony to the Chinese public’s craving for Wi-Fi-enabled products—and by the end of 2009, the iPhone with Wi-Fi was finally legally available in China.

			After our meeting with Director Xie, we approached our next meeting with a fair amount of wariness. This would be our first meeting with the WAPI Alliance, the main organization promoting WAPI, which had obviously been modelled on the Wi-Fi Alliance. Given the government’s new decision, and, in particular, the fact that WAPI would be mandated within cell phones, we thought they might feel emboldened and would be equally wary of us. But the meeting turned out to be cordial—perhaps even overly cordial—and essentially uneventful.

			“Overly cordial…” I laughed when writing those words. In fact, it was downright embarrassing.

			I chalk it up to a mistranslation, or perhaps just a simple excess of hospitality. As Edgar, Sarah, and I took our seats and our WAPI hosts started to pour us some tea, it was time for our mutual introductions. The WAPI Alliance’s chair, Cao Jun, looked at me and said, “I know many wireless engineers who worship you because of your research back in 1993.” The sound of Edgar and Sarah’s jaws dropping open was audible. Perhaps the English word he was looking for was something more like “respect?” In any event, Sarah wrote this up in her trip report, and my Wi-Fi Alliance colleagues in Austin would later tease me with comments like, “Hey, Greg, we worship you in Texas too.” Michalene had a custom baseball cap made for me (which I never wear) with “I’m Worshipped in China” embroidered on the front. I always suspected she wanted to include “But Not in This House.”

			After years of this dance with WAPI, the end result was still confusing. We both would have to coexist with the other, and there was not much that could be said beyond that. As an illustration of this confusion, I can think of no better anecdote than this, from one of our Wireless China conferences several years later:

			We were in the last few minutes of a panel I was moderating on Wi-Fi, and all of my panelists were speaking in Chinese. I was wearing a headset—as was everyone in the audience—for in a closed booth in the back of the room, a set of interpreters were doing simultaneous translations for us all. This had been working fine, though my translations had been somewhat garbled, but I could still make out the gist of my panelists’ comments. Then my headset went dead. Standing there in front of hundreds of people, I was dazed and confused, but figuring we were right at the end of the session and not wanting to cause a disruption, I gamely went on, pretending to understand their Chinese while attempting to moderate the final minutes by asking generic questions. I turned to one of my panelists and said, “Would you like to respond to what our previous panelist just said?” That was the best I could come up with, given the circumstances. Edgar and Kelly told me later I had done a great job, unaware of my headset disaster. They probably didn’t understand why I looked at them with bewilderment.

			Fortunately, Qiumin was up next, who gave a bravura performance in Chinese. I found a working headset and sat down to listen to the English interpreter as my friend captivated yet another Chinese tech audience with our Wi-Fi story.

			As I’m writing this, I can look up and see the starry heavens mounted on my bedroom wall. It’s a chart of the constellations—a large silk fabric in a night-sky deep blue, with various white lines zigzagging from star to star—but these constellations are indecipherable to my Western-educated mind. I bought this fabric as a souvenir at the Beijing Ancient Observatory, which dates back to the Ming Dynasty. The image on the fabric is even older—a reproduction of the Suzhou star chart, which had been etched onto a stone in 1247 and was used by the emperor’s scholars for calendrical and divination purposes.

			This simple fabric souvenir was inexpensive and looked easy to pack into a suitcase, but what really enticed me into my purchase was its unsettling strangeness. The stars are shown in the same location as on our familiar charts—as they must be, of course, being part of objective reality—but the connecting lines are very different from our Orion, Gemini, and Ursa Major. Taking a tourist break from my own small contributions towards uniting the world around a common wireless technology, this chart of the Chinese constellations seemed to me weirdly significant: Could there be a better metaphor for how cultural differences affect our applications of science and technology? As I gazed upon it in the observatory’s gift shop, it suddenly symbolized for me the push for WAPI within China, which seemed to be more of a cultural battle than a scientific one.

			Huge bronze astronomical instruments are mounted on the raised platform of the ancient observatory, all predating the usage of telescopes. The instruments look very Chinese, decorated with the winding bodies of bronze dragons, but they’re actually monuments to the very earliest technological exchanges between Europe and China. They had been built by the Chinese under the tutelage of Ferdinand Verbiest, a Jesuit missionary and astronomer whom the emperor had put in charge of the observatory in 1673. The arrival of the Jesuits had initiated an East-West scientific and cultural exchange—document translations, ideas, and technology flowing in both directions—that continues today. The observatory’s instruments exemplify one direction of this flow: the adaptation of Western science into the Chinese landscape.

			It’s tempting to view WAPI as fitting into this long tradition: built on a Western technological foundation and then elaborated via some decorative bronze dragons. But the story goes beyond this aspect. The discoveries and inventions of Chinese wireless engineers and scientists are increasingly playing a significant role in the global picture. This is particularly true in the arena of cellular transmission standards, and the world is undoubtedly better off with their contributions helping to improve our shared future wireless technologies. Had things played out differently, the ideas within WAPI might have played a similarly constructive role.

			Although there were significant technical disagreements, it wasn’t just their technology per se that inspired the resistance of the world’s wireless community. It was also the nationalistic push: government mandates, trade restrictions, the advantaging of Chinese companies, and state-secret algorithms. This was China closing itself off rather than opening to the world, surrounding itself with the fog of rumor and gossip.

			Wi-Fi is indeed now available throughout China, improving people’s lives there just as it has everywhere else around the globe. There are now five authorized Wi-Fi certification labs in China. Huawei is a Wi-Fi Alliance sponsor company with a seat on the organization’s board, and major companies like Midea—the world’s largest producer of appliances—are putting Wi-Fi-enabled devices into homes throughout China. China has joined the rest of our Wi-Fi world.

			In the meantime, during the period we’ve covered in this chapter, Wi-Fi continued to explode around the rest of the planet, with skyrocketing shipments, higher data rates, new applications, new types of devices, new continents (and even in space). So, it’s time for us to leave China and pick up where we left off.





PART EIGHT

			A Continuing Global Explosion

			in which Wi-Fi becomes a ubiquitous part of our lives and keeps getting better





CHAPTER 32

			Here Come the Gizmos

			Everything deserves to be connected, no matter how weird

			Twenty-three. That’s the number I come up with when I do a quick mental inventory of the number of Wi-Fi devices in my house. Admittedly, my wife and I might not be typical. With both of us having careers involving substantial work from home, we have two printers and two laptops—and of course, two cell phones—so perhaps that bumps up our number above the average. Also, when we built our house in 2011, I wanted to use Nest thermostats, as much for their sleek design as for their Wi-Fi capability. I have four Wi-Fi security cameras—undoubtedly more than is common, but something out there devours our vegetable garden at night, and I’m on a mission to figure out what. But in other respects, our inventory of Wi-Fi might be low—we have no kids in the house, so no Wi-Fi toys or video game controllers, and no teenagers’ cell phones or computers.

			One of our cars has Wi-Fi. We have a couple of e-reader tablets. But there’s nothing terribly exotic going on in our home, and most everything here could be found at Costco or Best Buy. TVs, cameras, printers—we live with the twenty-first century versions of products that have been common in households now for generations. And today, that of course, means lots of Wi-Fi devices. I suspect if my readers do the same kind of personal inventory, they’ll find a similarly surprising number of Wi-Fi devices in their daily lives.

			This proliferation of Wi-Fi into all manner of gizmos might not have happened. The initial explosion of Wi-Fi back in the early 2000s was focused on a single type of device—namely, the computer, and more specifically, the laptop. Virtually all the over six hundred products that received Wi-Fi certification during the first three years of Wi-Fi testing were either laptop interfaces or access points. But now in 2022, as my home inventory illustrates, all but a fraction of our everyday Wi-Fi devices are things other than laptops—and this adoption of Wi-Fi into all these different devices didn’t happen by chance. The challenge of ensuring the interoperability of these “application-specific devices”—our industry’s techspeak for everything other than laptops—was a major focus for the Wi-Fi Alliance in the early 2000s, and our success now speaks for itself.

			You’ll recall from previous chapters that much of the early 1990s wireless LAN development was focused on specialized handheld devices, like the trading terminals for the Chicago Board of Trade or Symbol’s bar code scanners—so it might seem odd that in the early 2000s, dealing with such devices would be a challenge. But those early handheld devices were intended for single-vendor networks, and consequently, the issue of multi-vendor interoperability simply never arose. After Wi-Fi was launched, the situation for such application-specific devices—now including consumer products like cameras and printers—was radically altered. The goal now was to have these devices operate correctly not just within a single-vendor network, but within an arbitrary installation. This required putting all these new devices through our Wi-Fi certification testing, but unfortunately, our entire program was initially structured around the testing of laptop interfaces.

			Soon we were being asked to certify all kinds of strange devices. A refrigerator? An audio speaker? A smart ceiling lamp? Whatever use these devices might be making of Wi-Fi must involve a unique user interface specific to a given product. Our challenge was to somehow test these products for interoperability without requiring that the testing engineers get involved in an arduous manual process, fumbling around with configuration headaches as they tried to set up some weird new device. Just developing the written test plan for a new type of device would be labor-intensive, not to mention the test execution itself.

			Our first approach was to put at least some of the burden on the manufacturer, requiring that they submit a detailed custom test plan for their specific device. After a review and approval from our Wi-Fi Alliance technical staff (primarily Jeff Mabert), the manufacturer could then submit the device along with its approved test plan to one of our authorized certification labs for testing. Although this was still a very laborious process, at least it allowed us to begin certifying non-laptop devices—most notably, the first Wi-Fi-enabled phone in December 2003: the HP iPAQ Pocket PC. This was a harbinger of what we knew was coming—a surge of Wi-Fi-enabled cell phones—and we needed to come up with a more efficient process.

			But it wasn’t just phones that were showing up on our doorstep to be tested and certified. There were some more unusual gizmos as well. And these newfangled Wi-Fi devices were starting to generate quite a buzz.

			When I first saw the billboard on the afternoon of April 17, 2005, I probably slammed on my brakes too hard and startled the driver behind me. Later that evening, I decided to drive out to the location again, knowing that my photograph would be more dramatic with the sign lit up against the dark of the night sky.

			This was Olympic Boulevard in West LA, where the movie studios commonly put up stunning, artistic billboards promoting their latest Best-Picture hopeful, intended for the eyes of the industry heavyweights driving home from a shoot. Though this billboard wasn’t about a movie, it was certainly dramatic. Simple and elegant in design, with a straightforward white background and a futuristic digital device floating on the right-hand side. The black device had control buttons on its left and right sides and an indigo LED screen partially filled with inscrutable white icons. Nothing was written on this billboard that would give any sense of what was being advertised. The only text was on the billboard’s left-hand side in a narrow, very modern font, in all caps:

			WI-FI. HI-FI. SCI-FI.

			The billboard’s inscrutability seemed to be intentional. It wanted us to stare at it in wondrous confusion, probably a well-known advertising trick. Although the name Sony didn’t appear anywhere on it, this enigmatic billboard would certainly draw attention to the new Sony PSP game controller—and to Wi-Fi in particular—which Sony’s big-time advertising gurus had apparently decided was the number-one feature that would get people talking about this new product. Like science fiction come to life, Wi-Fi had arrived.

			Sony had become a major player in the Wi-Fi Alliance early on, and their board representative, Ko Togashi, had been a strong advocate for getting Wi-Fi into other devices besides laptops. So, once I realized what was being promoted in the billboard, it all made sense. But soon, an equally surprising ad appeared, this time a full-page color print in the New York Times. Supermodel Kate Moss is staring seductively towards the reader, bare-shouldered, holding a small camera. “Brilliance made beautiful—introducing CoolPix, Nikon’s sleek and sexy new digital camera.” And then, below that text—our Wi-Fi logo.

			With Wi-Fi going into such exciting new devices and being advertised with words like “science fiction” and “sleek and sexy,” we could see we were entering a new dimension for our humble wireless technology. It looked like Wi-Fi would soon become a must-have feature in products we couldn’t yet imagine, and they would be promoted heavily by marketing geniuses. We feared being swamped in this coming flood of weird gizmos. We’d have to ensure these new devices were interoperable, but how would we test them?

			Fortunately, the results of some previous whiteboard conversations came to the rescue.

			Qiumin and I were squirrelled away in the conference room. We had already moved several ugly office chairs away from the white board to give us more space to work. The table was too large for the room, but it served as a convenient spot for me to sit while watching Qiumin scribble on the board. He’d curse at the mysteriously missing eraser, his fingers turning red and blue and black as he wiped off some of my previous marks with his hand.

			We were in our beloved new Wi-Fi lab, right next to the San Jose Airport. Edgar and I had certainly saved money on the office furniture. Still, our lab—the “Wi-Fi Alliance R&D Lab”—was very functional. It had a purpose to serve, and it served it well. We would soon outgrow it, then outgrow a second lab as the workload exploded along with Wi-Fi—but in early 2005, that funky conference room was a perfect space for Qiumin and me to plan our attack on the coming “Internet of Things.”

			The board had a rough sketch on it that I had drawn, depicting our typical test configuration. Scrawled little boxes represented various access points and laptops forming the testbed. Arrows running up and down and diagonally represented data packets flinging through the air during a test run. Illegible bullet lists in special colors intended to focus our attention on some important point or another. Qiumin grabbed a marker, drew a small rectangle, and stared at it for a few seconds.

			“What’s that?” I asked.

			“That’s a cell phone, or maybe a camera—the device under test. Could be anything. Isn’t that what we need to figure out? How do we perform our tests to certify a phone or a camera?” He drew a little black dot on one of the rectangle’s smaller edges. “That’s its USB port,” he said as he traced out a connecting line over to one of the laptops. “They’ll all have USB.”

			I wasn’t sure where he was going. “But we’re not certifying a USB connection. We’re certifying the device’s Wi-Fi implementation.”

			Qiumin was getting animated now. “Right, but we can command the device’s Wi-Fi implementation to do what we need it to do—like transmitting a stream of Wi-Fi packets—through the USB port.”

			Well, OK, I thought. This may prove to be an interesting idea. In our previous discussions about all the weird Wi-Fi-enabled gizmos that might be in the pipeline, we had always stumbled on the problem that they would each have a unique user interface with very limited functionality, so we’d have no uniform way of commanding them through a test sequence. Qiumin might be onto something. By using the USB ports for phones, cameras, and maybe other devices, we could sidestep their user interfaces. That would be way more tractable.

			But, like a skeptical naysayer, I zeroed in on the effort required. “Looks like some significant development work to me,” I replied, going over to point at the board. “We’d need some software in the laptop to do that. And software in the phone or whatever that we’re trying to test.”

			As always, he was full of confidence. “The laptop software is easy. We can use the Python scripting language. I could put together a prototype overnight.” But we both knew he wasn’t addressing the harder problem of the software in the tested device.

			I shook my head in frustration. “But Qiumin, what about the device? How does that software get developed? What do we do, provide some sort of specification to all the manufacturers describing what software they have to put into their device? That’ll never fly.”

			We both stared at the board in silence, then took turns scribbling some more marks as we talked this through, until it finally dawned on us that we could develop sample software—portable code—that could be provided to the Wi-Fi Alliance member companies. They could take our sample code and, through some hopefully straightforward adjustments, get it to work within their device. That would greatly simplify their development work, and the result would be a standardized way for our authorized certification labs to test all sorts of different devices. Even those devices with no USB port in the final product would likely have USB or something similar in their engineering prototypes—so this strategy could possibly be applied to many devices besides phones.

			Sure enough, Qiumin had a quick prototype implemented within a week (he must have been working nights as well as days). But as we refined our “Test Engine” concept over the next few years, its development would require a full team of software engineers, including Wi-Fi Alliance staff in Santa Clara and contractors in India. New Wi-Fi certification programs were specified to include Test Engine as an optional testing method, and when the Test Engine was used to certify the iPhone in 2008, we felt we were in a good position to address the anticipated flood of application-specific devices and the coming “Internet of Things.”

			But there was a second, complementary avenue we could go down to help us certify cell phones, game controllers, light bulbs, and all the other strange devices that people were putting Wi-Fi into—an avenue that didn’t involve any software development. In fact, it wouldn’t involve any testing at all. It did, however, require a tremendous amount of thought, collaboration, and negotiation, involving the board of directors, member companies, certification labs, and Wi-Fi Alliance staff. With his skill set perfectly suited to successfully organize such an effort, it was Edgar’s turn to take charge.

			Process is my valentine. That’s the tongue-in-cheek motto encased in a big red heart on one of my daughter Judy’s coffee mugs. I assume she got it at some government conference of educational policy professionals. But whenever I see it in her cabinet, I’m tempted to steal it and ship it to Edgar. I’m not being pejorative here—Edgar’s ability to organize a disparate group of competing interests to cooperatively invent an effective set of organizational processes has always amazed my engineer’s brain.

			This particular issue was quite thorny. From the very earliest days of the Wi-Fi Alliance, it was often argued by certain manufacturers that we should relax the requirements for product certification. This made a certain amount of sense. Our basic policy was that to be declared Wi-Fi certified, a product must pass our defined set of certification tests. The argument for relaxing this policy revolved around the definition of “product.” To take a simple example (and one that was often cited as the most egregious problem with our existing policy): if a product that’s painted black passes the tests, then why is it necessary to also test the same product because it’s painted white? Clearly, we needed a policy that allowed a manufacturer to receive Wi-Fi certification for a set of nearly identical products without all of them being tested.

			But what does it mean for two products to be nearly identical? That was the conundrum.

			For the purposes of Wi-Fi certification, the key element within the product was obviously the implementation of Wi-Fi. The other extreme from the “different color” case would be “uses a different Wi-Fi chip”—clearly in that case, testing is required. But where do we draw the line? What if only part of the Wi-Fi implementation has been changed from one product to another, like the antenna? And with software determining so much of the Wi-Fi functionality, two products based on identical hardware could behave very differently in our interoperability tests.

			If we were to liberalize the requirements too far, granting certification to too many non-tested products, there would be a significant danger that our interoperability mission would be jeopardized. This was the minefield that Edgar navigated us through—finding that sweet spot that allowed product variants to be declared Wi-Fi certified without opening the door so wide as to ruin our industry’s hard-fought reputation for seamless interoperability. Ultimately, a set of carefully crafted processes were put into place to allow certification of so-called “derivative” products, including documentation requirements on the manufacturers, legal stipulations, and approval cycles on the part of the Wi-Fi Alliance staff.

			This new policy allowed additional products to be Wi-Fi certified, including derivatives of traditional access points and laptops in addition to application-specific devices. But the real kicker facilitating easier certification of Wi-Fi gizmos developed out of a related set of discussions on the use of modules within products. Manufacturers had started to create complete Wi-Fi implementations within modular components that could be integrated into a wide variety of different products. Again driven by Edgar, new processes were developed within the Wi-Fi Alliance to allow products to be declared certified if they incorporated such a module, so long as the module had already passed the standard set of interoperability tests within a so-called “reference” product. In this fashion, products as disparate as a speaker and a game console could conceivably be certified based on an approved Wi-Fi module without themselves going through testing. Of course, that requires a tight set of process controls and approval steps to ensure that products with interoperability problems don’t improperly squeak through the system.

			This has been a somewhat technical section—I sense some eyes glazing over right now—so I want to re-emphasize the importance of these developments for the entire Wi-Fi story. Today, Wi-Fi plays a role in our lives as a universal way to connect not just our laptops to the Internet, but our phones, TVs, cameras, speakers, game consoles, thermostats, dishwashers, and who knows what else. This explosion of devices has continued to satisfy our original 1999 Wi-Fi interoperability commitment, but this was only accomplished with significant work on the part of the Wi-Fi Alliance, and indeed, the whole industry. The development of software tools like the Test Engine has played a major role allowing these devices to be tested and certified, but equally important has been the painstaking establishment of new policies and processes within the Wi-Fi Alliance.

			We were now prepared to connect not just everyone, everywhere—but everything as well. We were ready for the Internet of Things.

			The Internet of Things—our twenty-first-century buzzword for the latest twist on how humans control inanimate objects. It turns out that I came prepared to work on this through my family heritage—in particular, through my great-grandfather Hermann Perk, who was granted US Patent 464,891 in December 1891, for his invention entitled “Automatic Fire Lighter.” If your kitchen oven has a timer feature that turns it on automatically at a set time, your manufacturer would probably have been sued for infringement had this Hermann Perk patent not expired.

			I’ve been an expert witness in many patent trials, so I understand that a patent’s drawings only need to be conceptual—and this is fortunate for great-grandpa Hermann, because his drawings are a masterpiece of Rube Goldberg mechanisms that would undoubtedly need adjustment to actually work. His patent’s drawings show an ordinary alarm clock sitting on a high shelf, looking like something that would awaken Betty Boop or Popeye. Tied to the alarm mechanism is a rope hanging through a loop with a suspended weight at one end and a “match-lighter” on the other:

			The present fire-lighter can be used in connection with almost any of the ordinary fireplaces in use. In the present instance, it is applied to a cook-stove A. Its leading elements are the match-lighter B and the time-piece C. The match-lighter is adapted by means of its arm b and screw b’ to be attached, say, to the hearth a of the stove, so that it is in position for the flame caused by the ignition of the match to be communicated to some part in the nature of a fuse—a strip of paper, for instance—which leads to the fire laid in the fireplace of the stove.

			So, when the alarm clock goes off, the suspended weight drops, pulling the rope and actuating the match-lighter, and—voila!—the cookstove’s wood fire is set ablaze. It’s automatic! I plan on filing a revised patent application in which Wi-Fi is used to set the alarm clock as soon as I finish writing this book.

			Did it really take a hundred years for the next major advance towards the Internet of Things? And this time, the appliance involved wasn’t a wood cookstove but an electric toaster. John Romkey, who was well known at the time as the developer of the first MS-DOS implementation of TCP, came to the Interop ’90 conference in San Jose with a Sunbeam Deluxe Toaster, which he had modified to be connected to the Internet. It was a simple implementation—a single command that would switch off the toaster. The desired “degree of doneness” could be determined by timing when the command was sent, for the toaster would pop up the toast whenever it lost power. The Internet of Things had commanded its first Thing.

			By 2008, a variety of technologies were being used to connect real-world devices to the Internet, but it was the advent of wireless connection options that truly expanded the possibilities. With a wireless connection, inexpensive sensors measuring things like temperature, pressure, moisture, and the presence of chemicals could be easily and widely deployed. This greatly enhanced the capabilities for industrial control, environmental monitoring, agriculture, and transportation applications. On the home front we started to see wireless connections for appliances, door locks, thermostats, security cameras, and even light bulbs. So, in practice the term “Internet of Things” means “wireless Internet of Things,” and every conceivable wireless technology started fighting for its fair share of this application space.

			Bluetooth, cellular, and even satellite connections were being promoted for IoT applications, and of course, with our recently matured ability to certify all manner of devices, we could advocate for Wi-Fi unashamedly. After all, since “wireless Internet” was a common synonym for Wi-Fi, what better technology could there be for the wireless Internet of Things? But when a relative unknown among wireless technologies started to gain traction as being ideal for IoT, and especially when we saw a federal US agency developing policies that seemed to favor this technology, we suddenly realized that we couldn’t simply assume Wi-Fi would dominate this market segment.

			This upstart technology was called ZigBee. ZigBee could be described as a sister of Wi-Fi, since it is based on an IEEE standard (802.15.4) just like Wi-Fi is based on IEEE 802.11. But with a much lower data rate than Wi-Fi, it could conceivably be implemented very inexpensively, and consequently, it was being touted as ideal for sensor and other IoT applications. In particular, ZigBee proponents were promoting it for something called “smart energy”—and the power companies, appliance manufacturers, and the US Department of Commerce were listening.

			As the Obama administration took office in Washington, DC, it started to seem like the cosmos was experiencing some kind of Harmonic Convergence for green technologies. Energy applications for the Internet of Things fit perfectly into this zeitgeist—the promise of improved energy management via smart Internet-connected devices was viewed as a valuable tool, maybe even as important as renewable energy and electric cars. Three different applications fall into this smart-energy basket: first, the power grid itself could be made more efficient with advanced sensors and control elements distributed along its network; secondly, wireless-capable power meters could help to reduce peak energy demand by facilitating things like time-of-day pricing; and finally, smart appliances could give consumers themselves the ability to better monitor and control their own energy usage. Although Wi-Fi has a role to play in all three of these applications, it was the third that seemed to involve our sweet spot—namely, Internet connections for devices within homes and business—so, with both the Department of Commerce and the appliance manufacturers being wooed by ZigBee, it was here that we stepped up our focus. We did not want to see a competing technology treading on our turf.

			It wasn’t a fair fight. By this time, the Wi-Fi explosion was already well established. One major advantage that Wi-Fi has over other competing technologies, particularly within residences, is simply that it is already present. Even back in 2008, any consumer who might be considering a new wireless-enabled appliance would undoubtedly already have a Wi-Fi router installed for Internet access. Putting in a new Wi-Fi appliance means simply installing the appliance. No other equipment is required, because the Wi-Fi router is already in place. In contrast, if a ZigBee appliance is to be installed, it’s first necessary to put in a new and otherwise unnecessary device (sometimes called a “hub”) that attaches to the router so that the ZigBee device can connect to the rest of the devices in the house and to the Internet. The ZigBee consumer needs to set up not just one new piece of equipment, as is the case with Wi-Fi, but two. Extra expense, extra space taken up in the consumer’s residence, and perhaps most importantly, extra hassle.

			During those several years following 2008, Edgar and I took the opportunity to present this case for Wi-Fi in numerous forums—in conferences, directly to the appliance manufacturers, as well as within the “Smart Grid Interoperability Forum” that was sponsored by the US Department of Commerce. It was during these efforts that I first came to recognize the skills of a young West Point computer sciences graduate (now with an MBA as well), whom we had recently hired and who was clearly destined to be a major contributor. Even in these early days of Kevin Robinson’s tenure with the organization, it was clear he could wade into the complex technology world we inhabited with grace and intelligence. He would eventually become VP Marketing for the Wi-Fi Alliance in 2015, and became CEO in 2022 following Edgar’s retirement.

			Somewhat surprisingly, we were able to establish a collaboration with the ZigBee proponents to try to advance certain smart energy standards. Our expectation was that with a level playing field, Wi-Fi would prove to be the more attractive technology. Our efforts were international—for example, I gave a keynote presentation at the Wireless China conference in Beijing specifically addressing Wi-Fi in the Internet of Things. But in the end, it was primarily the success of Wi-Fi within non-IoT applications—like Internet access and smart phones—that ended up driving Wi-Fi’s dominance in the battle to connect other types of devices.

			Just to take a couple of examples of applications presumably targeted by ZigBee, if we look at irrigation controllers, we find that Consumer Reports includes multiple Wi-Fi-enabled products, but none of ZigBee’s, in their review of the “Best Smart Sprinkler Controllers of 2021.96” Similarly, doing a quick search on Best Buy for wireless smoke alarms, you’ll find multiple Wi-Fi-enabled products but none from ZigBee. This is just anecdotal evidence and certainly not a scientific analysis, but it illustrates that Wi-Fi continues to be the Internet of Things technology of choice, even in applications where ZigBee has been specifically promoted.

			Essentially, Metcalfe’s Law came into play here: “The value of a network technology is proportional to the square of the number of devices it can connect.” With the huge number of Wi-Fi devices already being used, every manufacturer of every new product continues to focus on Wi-Fi as the obvious first choice for the product’s wireless implementation. Yes, today there are still ZigBee devices available for the home, but the numbers pale next to those for Wi-Fi. Sadly for them, it’s difficult for competing technologies to gain a foothold in the market that’s already dominated by Wi-Fi.

			But among all these crazy Wi-Fi gizmos, the most important has been the smartphone. When the iPhone achieved its Wi-Fi certification on June 16, 2008, it was clear that the Wi-Fi explosion was about to go nuclear.





CHAPTER 33

			Love/Hate

			Putting Wi-Fi in cell phones creates some drama

			Although it probably wouldn’t make for a very successful romantic comedy, it sometimes seems like Wi-Fi and the traditional cellular industry have been following a clichéd love-hate relationship movie script, complete with emotional ups and downs, bouncing around between flirtation, jealousy, rejection and dependence.

			Our movie’s two lovebirds, as is standard in a hit rom-com, come from very different backgrounds and have very different personalities. The cellular industry grew out of the traditional telecom world, which used to be dominated by national monopolies like AT&T in the US, and whose focus was primarily providing voice calls. Wi-Fi came out of the more data-oriented Internet and office-automation world, where providing voice services has been considered nice to have, rather than a fundamental requirement. Cellular involves huge networks run by behemoth companies requiring billion-dollar government licenses for their spectrum, and tight management of the system resources via centralized control is a necessity. Wi-Fi involves mom-and-pop networks using unlicensed (and hence free) airwaves, installed by consumers, and with a management philosophy bordering on the happily chaotic. But for various reasons, these two very different characters are forced to work together, awkwardly, in close proximity. The script practically writes itself.

			The first meeting between these two protagonists came about in the early 2000s, when the telecom industry saw that people were attaching third-party Wi-Fi access points to their DSL modems, and it might make sense for them to provide their customers with an integrated unit—creating the commonplace “Wi-Fi router” of our day. But the plot really thickened with the realization that access to the Internet was likely to be a killer app for cell phones—leading to both flirtation and jealousy.

			The cellular industry’s efforts towards providing Internet access within phones are recorded in the familiar 3G, 4G, and now 5G nomenclature that they have adopted in their promotional messaging. This terminology can be confusing—within each generation there are various transmission technologies deployed in various countries with widely varying characteristics—but for a top-level view, these buckets are useful. The key differentiating factor between these generations of cellular data services is the speed of the connection.

			3G started to be deployed in the 2002 timeframe, supporting data rates typically ranging from 200 to 400 kilobits per second, although some networks eventually were enhanced to support multiple megabit rates. These speeds were considerably bumped up with the introduction of 4G (also called LTE for “Long Term Evolution”), which could theoretically provide download speeds of up to 100 megabits. Today we are seeing deployments of 5G, the latest incarnation of this picture.

			Wi-Fi, in the meantime, has followed a parallel development, with successive generations providing faster and faster speeds. Typically, at any given point in time, Wi-Fi speeds exceeded those achievable within the cellular network, and usage of Wi-Fi wouldn’t count against a subscriber’s caps on data transfers. Consequently, it seemed like a natural step to put Wi-Fi inside of a cell phone.

			But that’s not as easy as it sounds, for both technical and political reasons. To help the Wi-Fi Alliance navigate this complicated situation, we fortunately had help from one of the dominant cell phone manufacturers.

			Nokia had been a bit of a strange beast among the six founding companies within the Wi-Fi Alliance, at least for the first few years. Originally, their name had come up as a company that we should invite to join the organization because of their acquisition of InTalk, the small Cambridge research firm whose founders had been key contributors to the early 802.11 specifications. But once they joined, there was little participation from their InTalk group within the Alliance, and it was unclear—at least to me—what Nokia’s plans were going to be with Wi-Fi technology.

			They initially seemed content to sit on the sidelines. But in 2003, when Paul Meche became Nokia’s representative to the board of directors, it became very obvious what they were focused on and why they had thus far been so quiet—and duh, it was putting Wi-Fi in cell phones.

			No longer would it be just calm observing for Nokia—Paul was a bulldog on the issues that concerned him. As the sole representative of the cellular sector within the inner circle and full of that we-know-best attitude that seems to be a genetic cellular industry trait, he assumed it was his responsibility to educate the Wi-Fi Alliance about the right way to do things. He was determined, pugnacious, and almost came to blows with other directors in the heat of various arguments. But…we must admit…he ended up having a huge—and positive—impact on the organization and on Wi-Fi itself.

			In 2003, it was clear that Wi-Fi would end up in phones. We were still years away from smartphones—the iPhone wasn’t introduced until 2008—but the cellular industry was trying their best to integrate email and other non-graphic Internet applications into their flip phones. With Wi-Fi increasingly viewed as the natural interface for Internet access, and with its higher data rate than the cellular standards, many companies had started developing so-called “converged” products combining Wi-Fi and cellular in a single device. But Paul wasn’t shy in pointing out the obstacles that might stand in the way of the Wi-Fi Alliance successfully certifying converged products—and he could be very blunt and somewhat shocking in the way he argued his case.

			“They’ll just ignore us.” Since Paul would often reveal his insider’s take on what the cellular industry was thinking, I figured the “they” must mean Verizon and AT&T and the other carriers, but the “us” was…what? The Wi-Fi industry? IEEE? The Wi-Fi Alliance? The board of directors?

			“What part of us are they going to ignore?” I asked.

			He looked over at me and tapped his fingers on the table. “The whole Wi-Fi certification program.” This still confused me. Certainly the carriers would want their customers to have a good experience with the Wi-Fi in their phones.

			“Well, that would be a mistake,” I said. “We know what kind of problems can result from uncertified Wi-Fi implementations.”

			Paul shook his head. “No, no. Obviously, no carrier wants uncertified Wi-Fi in their phones. What I’m saying is that they’ll do their own Wi-Fi certification testing. They’ll ignore the Wi-Fi Alliance’s certifications and do it themselves. They’re sure they can do it better.”

			This was making me very uncomfortable and not just because of the bruising of my ego that would result if someone stepped into our turf. If the carriers were to institute their own Wi-Fi certifications, it could lead to a divergence in requirements, and consequently result in interoperability problems between products that were certified by the Wi-Fi Alliance versus those certified by the cellular carriers. If Verizon or AT&T or whoever decided they couldn’t rely on our Wi-Fi Alliance certification program, that would be a major blow to our overriding mission: assuring all Wi-Fi products work together smoothly.

			I was starting to get riled up now. “Paul, what exactly are they thinking is missing in our certification program? Let’s deal with that, fix it, and just make sure we have the trust of the cellular operators.”

			“Well, for starters, Agilent should never have been in the testing business. They don’t know how to do this properly.” He certainly had a point here, although I felt he was maybe exaggerating a bit. And in any event, by now, this was an old issue.

			At this point in 2003, Agilent was still our sole authorized provider of testing services. They had done a good job for us but were now swamped with the volume of 802.11g products coming in for testing—so yes, there were challenges. Paul was a relatively new player, and although I assumed he knew how we were dealing with Agilent, I felt I needed to reiterate our plan.

			“Paul, we’re working to expand our test lab network significantly. We’ll be getting proposals in a few months from additional labs all over the world, and Agilent may end up not even being in our final selection.”

			He was starting to smile. I suddenly had the sinking feeling he had been baiting me into a rhetorical trap, and he was enjoying this. “So, Greg, why will the new labs be any better than Agilent?”

			I wasn’t sure how to respond to that. Because we’d make sure they were better? I knew that wouldn’t be a very satisfactory retort. Fortunately, before I had to answer his question, he answered it himself, continuing to smile: “We need to insist they’re all accredited.”

			I was somewhat familiar with test lab accreditations but certainly no expert. I knew there was a specification from the International Standards Organization that detailed quality assurance standards for testing laboratories, spelling out requirements for things like documentation management, repeatability of tests, and management of personnel. There were also accreditation processes that a lab could go through based on this ISO specification.

			“So,” I said, “let’s include a requirement that the new labs must be accredited. Will that make the cellular carriers happy?”

			“That’s what I’m talking about.” It seemed that Paul had made his point and had gotten the result he wanted. “That would help quite a bit.”

			I admit that I often get annoyed by the father-knows-best attitude that we in the Wi-Fi industry must put up with from our friends in the cellular world, but this wasn’t one of those times. This was a good suggestion from Paul, and fortunately, it was simple to implement. I’m always willing to learn, or so I like to think. We ended up with an excellent set of new labs—accredited labs—and with no competitive Wi-Fi certification programs being set up by the carriers.

			This wasn’t the only problem with Wi-Fi certification of phones that Paul was hyped up about. There was the fundamental issue of how we would actually test a phone, which is a prime example of the “application specific devices” that we simply weren’t geared up to test in our early days. Paul made sure that Nokia was one of the most insistent companies encouraging us—and helping us—to develop the Test Engine tools that Qiumin had initiated. This also ended up enabling our certification programs for printers, cameras, and other gizmos, so the impact went way beyond just cell phones.

			But there was a third, and very cell phone-specific, obstacle that we had to overcome—something that wasn’t germane to other types of devices. And again, it was Paul along with his colleagues at Nokia who got us on the right path to a solution. Since this required considerable cooperation with the cellular industry, I guess this is the “love” part of our two industries’ love-hate relationship.

			It turns out, cramming two different radio transceivers right next to each other in a handheld device is a difficult challenge. The problem is that the transmissions from one transceiver may overwhelm the other transceiver, even when they are operating on different frequencies, simply because they are so close to each other. Shielding or careful design of the internal components may solve this problem, but other implementations might not. The cellular operators certainly didn’t want to allow phones on their network with a Wi-Fi transceiver that would interfere with a voice call, and similarly, it was in our best interest to ensure that the phone’s Wi-Fi throughput was optimal even if a phone call was in progress. Solving this problem would be the proverbial win-win.

			We decided to collaborate with the primary trade organization for the cellular industry—CTIA, the Cellular Telecommunications Industry Association—to develop a testing method that would validate the proper operation of both Wi-Fi and cellular when they were simultaneously active. Paul enlisted another senior Nokia engineer named Alan Ewing to co-chair a “Wireless Convergence Group” on behalf of CTIA. Alan’s co-chair from the Wi-Fi Alliance side was a sharp engineer from Philips named Steve Shearer—whom we subsequently hired onto the Wi-Fi Alliance technical staff and who would later play a crucial role as the lovefest between our two industries started to go sour. This joint CTIA/Wi-Fi group successfully developed a test specification for this converged device problem, and we thereby surmounted this final obstacle.

			Our ability to certify Wi-Fi within cell phones was finally a reality and was henceforth relied upon by both the cellular and the Wi-Fi industries. The iPhone itself was certified on June 16, 2008—and the floodgates were opened.

			Paul Meche left us somewhat abruptly in 2008. He didn’t just leave the Wi-Fi Alliance—he left Nokia altogether, retiring from high tech to focus on his rural property somewhere in Louisiana. I picture him on a tractor, arguing like a pit bull with a field of sugar cane about the proper way to grow. He probably doesn’t fully appreciate the impact that he had on the Wi-Fi story. But I suspect he has Wi-Fi in his house—and Wi-Fi in his cell phone. I hope he takes some pride in that.

			There’s one final way that Nokia influenced our story—or at least my story. One of the Nokia senior engineers participating in the Wi-Fi Alliance surprised me in one of our meetings by casually mentioning that he lived in Lake Tahoe. A Nokia engineer in Lake Tahoe? This got me thinking. With technology having advanced to the point where we can work from anywhere, why shouldn’t Michalene and I live exactly where we want?

			Mariposa is a historic Gold Rush town in the foothills of the Sierra Nevada east of the San Francisco Bay Area. The town is cute but quite dinky, and usually, if someone says they live in Mariposa, what they mean is they live in Mariposa County, a landscape of mountains and valleys filled with oaks and ponderosa pines stretching up into the granite of Yosemite National Park. In fact, Yosemite Valley is in Mariposa County, and we’re fond of referring to it as our “county park.”

			With this topography, and with the county’s sparse population, cell phone coverage is worse than spotty. In 2008, when Michalene and I bought our property out here in the boonies, we already knew we could get DSL—one of our neighbors was a remote IT manager for Cisco, and somehow, she had arranged for our dirt road to be trenched for fiber. But our cell phone coverage was a big zero.

			Fortunately, I didn’t need to worry about this because I was a long-time T-Mobile customer, and I had their Wi-Fi Calling feature on my phone. I first started with T-Mobile out of my loyalty to Wi-Fi back in its early days. T-Mobile was one of the first of the major cellular carriers to deploy Wi-Fi hotspots—in fact, they provided the early Starbucks networks—and they were the first cellular carrier to become a sponsor company within the Wi-Fi Alliance. But T-Mobile’s attachment to Wi-Fi went beyond just hotspots. With fewer licensed cellular transmission channels than AT&T and Verizon, T-Mobile needed to aggressively take advantage of every possible way to service their customers, and their early adoption of Wi-Fi Calling in 2007 was an important element of this strategy.

			In early 2009, Michalene and I had just started construction on our property’s first structure: a little 600-square-foot studio that we planned as a weekend getaway. It was still unfinished—no sheetrock, no water—but I had arranged for both electricity and a phone line, including DSL. At my very first opportunity, I took a Wi-Fi access point, set it down on the floor, plugged it in, and then, taking out my cell phone, I connected to Wi-Fi and dialed my T-Mobile voice mail. Turning to Michalene, I exclaimed excitedly, “It works!” and she breathed a big sigh of relief. We would indeed have our own bubble of cellular voice service right around our house, courtesy of Wi-Fi Calling.

			Of course, using a cell phone to place a voice or video call over Wi-Fi had long been possible without requiring explicit support from the cellular carriers, with Skype being the prime example in the 2009 timeframe. Today, additional voice/video Wi-Fi applications such as Zoom and Whatsapp are very popular. But Wi-Fi Calling is different from these third-party applications; it’s a subscriber service offered directly by cellular carriers that completely integrates voice-over-Wi-Fi with the subscriber’s standard cellular calling plan, using the same phone number, same texting account, and same voice mailbox as the normal cell number. This was the feature that T-Mobile pioneered, and it allowed Michalene and me to maintain our cellular life even within the Mariposa coverage desert.

			By 2014, T-Mobile had seventeen million customers with Wi-Fi Calling enabled, and in a typical month, over five million customers were using the service. On June 1 of that year, Apple announced that the iPhone would support Wi-Fi Calling, and the other carriers quickly realized this was a necessary feature to support. Today, most cell phone carriers provide Wi-Fi Calling. There are even companies like Republic Wireless that make Wi-Fi Calling the default mode of operation, transitioning to use of the traditional cellular frequencies only if no Wi-Fi is available.

			So by 2014, it was looking like the love-hate relationship between the Wi-Fi industry and the cellular industry was resolving on the side of love. Our Wi-Fi-in-cell-phones certification issues were in the past—we knew how to test the devices, we had a jointly defined program that ensured we didn’t interfere with each other, and we had a set of test labs that were acceptable to the carriers. On top of that, the carriers were now using Wi-Fi even for voice calls, not just for data.

			But 2015 would bring a new challenge to our romance.

			Get it in writing! Isn’t that guidance we’re always given? Everyone knows that a handshake deal or a verbal agreement may prove to be just a phantom of the imagination. And if you’re assuming some agreement is in place that wasn’t even sealed by a handshake?—well, good luck with that. So, in retrospect, we shouldn’t have been surprised when the cellular guys decided to invade our territory.

			It was a fundamental, unspoken maxim within the communications industry: there are services using licensed spectrum, and there are services using unlicensed spectrum, and never the twain shall meet. This was the natural order of the universe—maybe it was even a law laid down by Moses. Throughout the first decade of the twenty-first century, this “natural” split between licensed and unlicensed was reflected in a well-established status quo—the cellular providers use licensed frequencies, and Wi-Fi uses unlicensed frequencies, and that’s the end of the story. We didn’t have this is writing—we didn’t think it was necessary. Except the cellular companies didn’t recognize this law of nature, and in horror, we discovered it must have been just a stupid assumption on our part.

			In 2015, we learned that an effort was underway within the cellular industry to use unlicensed channels for their 4G LTE transmissions, specifically to use the 5-gigahertz band that the Wi-Fi industry had come to view as its home turf. Called “LTE-Unlicensed,” the idea was that a cellular base station could double up on its frequency usage—thereby increasing its potential throughput—by transmitting not just in its allocated licensed frequencies but in “our” unlicensed 5-gigahertz band as well. This traffic from the cellular providers would directly compete with Wi-Fi users for this bandwidth.

			Back in 1985, when the FCC opened up portions of the airwaves spectrum for unlicensed use, everyone recognized that many competing services would simultaneously be using the same channels and that their transmissions may interfere with each other. These unlicensed services—like Wi-Fi—were designed with that reality in mind, and consequently included protocol mechanisms that ensured their own proper operation even in the face of competing transmissions. For example, a Wi-Fi transmitter will listen to the channel before transmitting and will defer its own transmission if it senses that the channel is currently being used, even by a non-Wi-Fi device. If this cellular LTE-Unlicensed proposal were deployed, it would need to incorporate a similar “listen-before-talk” mechanism, which is radically different from the way that LTE normally operates in its licensed channels. The impact on Wi-Fi traffic would depend on the specific design of this new protocol, which became a topic of considerable controversy.

			Would LTE-Unlicensed be a good neighbor in the 5-gigahertz band? Would their transmissions appropriately defer to ongoing Wi-Fi traffic? Would the cellular operators play fair? The fear among many in the Wi-Fi industry was that the cellular transmissions would come in like a gorilla, and as the joke says, an 800-pound gorilla gets to sit wherever he wants.

			The politics on this issue were even more convoluted than usual, stemming from the fact that one of major companies involved was active on both sides of the topic. Qualcomm was a major contributor within the Wi-Fi industry—after having acquired Atheros, they quickly became one of the primary providers of Wi-Fi chips, they were very active in the development of our certification programs, and they had become a sponsor member of the Wi-Fi Alliance with a seat on the board of directors. Andy Davidson and Rolf de Vegt in particular were highly respected voices both within the board and within our member task groups. But Qualcomm’s dominant business as a corporation was in cellular. They had very early on developed key patents in cellular transmission technology and had become a semiconductor powerhouse within that industry. Their Wi-Fi business was certainly important to them, but to some extent, it was a sideline. Their development and promotion of LTE-Unlicensed technology was focused on enhancing their position within the cellular market, and it seemed to many that they were pursuing this strategy to the possible detriment of Wi-Fi.

			But it was also true that Qualcomm’s interests in both Wi-Fi and cellular could be a positive factor in how this would play out. Perhaps they would ensure that their own Wi-Fi business wouldn’t suffer with the introduction of LTE-Unlicensed. They made a significant effort via demonstrations and test reports to show that Wi-Fi wouldn’t be unduly harmed. But Qualcomm’s competitors in the Wi-Fi space were quite wary. It would be necessary for the Wi-Fi Alliance to get involved, and I felt some sympathy for both Andy and Rolf, who would be on the hotseat in the center of a very complicated situation.

			Qualcomm’s proprietary LTE-Unlicensed effort soon expanded into a push for an analogous cellular standard to be developed by 3GPP, the primary standards organization for the cellular industry. 3GPP—the “3rd Generation Partnership Project”—had originally been formed as an international consortium in 1998 to standardize 3G cellular protocols, but it has continued to develop the subsequent cellular generations, including 4G (LTE) and 5G. 3GPP’s proposed use of Wi-Fi’s frequency bands was christened “Licensed Assisted Access”—this name presumably derived from the idea that the unlicensed bands would be “assisting” the licensed bands.

			In 2015, the task fell to me to participate in these 3GPP meetings as the representative for the Wi-Fi Alliance, and I found myself adding numerous 3GPP meetings on three continents to my already packed international travel schedule. It was remarkable to me that the person I sat next to in so many of those 3GPP meetings all over the world was Carolyn Heide, who was first introduced into our story back in Part One.

			Carolyn and I were obviously on parallel paths back then in the early nineties—two enthusiastic engineers, both working hard towards the development of a wireless LAN technology that we hoped could be adopted worldwide. We were opponents back then, but we had each other’s respect. And now, after two decades apart, we were amazingly brought together again in 2015—this time on the same Wi-Fi team—as we battled over frequency bandwidth against the cellular industry. “Can you save me a seat?” I would ask, and sure enough she did—in Belgrade, Beijing, Fukuoka, Malmo, Paris…. So, Carolyn has appeared in our story like two bookends, marking the beginning and now again as we head towards the end.

			With active support within 3GPP from some of our member companies, including Google, Comcast, Broadcom, and Ruckus, we tried our best to make the case to ensure that Wi-Fi applications would still have fair access to the 5-gigahertz band even if the cellular companies were also using it. As predicted, the FCC took an interest. For years, Wi-Fi had been recognized as a crucial service by governments worldwide—and in meetings with Chairman Ajit Pai and other FCC commissioners, we would state our case as succinctly as possible. I even participated on a panel that was requested by Congress where we publicly debated these issues on Capitol Hill in Washington, DC.

			The end result seemed to be as positive as we could have hoped for: an agreement that a test plan would be developed by Wi-Fi Alliance—with the active participation of the LTE-Unlicensed proponents—that, using real equipment, could be used to verify that fair access wasn’t being impeded. We started a project to develop a test plan, led by Steve Shearer, which included proponents from both the Wi-Fi and the LTE-Unlicensed communities. It was our understanding that statements had been made by Verizon, T-Mobile, and Qualcomm to the FCC indicating that this test plan would indeed be used. But—you guessed it—we didn’t get that in writing, and by late 2016, after the work was completed, it appeared that the cellular companies would simply go their own way, with no commitment to put any products through the tests. Paul Meche’s prediction from 2003—“They’ll just ignore us”—was finally coming true. By 2019, reports indicated that thirty-two different carriers were planning deployments.

			It’s hoped that even without the desired coexistence testing, these systems will still operate somewhat fairly vis-à-vis Wi-Fi—just not in the way that many within the Wi-Fi industry were hoping for. This will likely become just a new status quo. After all, the 5-gigahertz band is unlicensed, so everyone expects there to be traffic from many different sources. Also, the evolution of Wi-Fi into faster and faster speeds ameliorates congestion issues from competing traffic, at least to a certain extent.

			But most importantly, regulatory agencies around the world are opening up new channels for Wi-Fi using the 6-gigahertz bands, with new “Wi-Fi 6E” products already hitting the market using those bands. The world’s regulation authorities recognize that they need to ensure Wi-Fi can support its growing usage and billions of users, in the face of intensifying competition for bandwidth.

			So this is how our cellular and Wi-Fi lovebirds have settled down into their marriage: sometimes bickering, sometimes cuddling, sometimes sleeping in the same bed, and sometimes not.

			The cellular industry’s plans to use unlicensed bands will likely become part of their mainstream 5G development. And there’s nothing that gets more hype these days than 5G, along with the issue of how Wi-Fi fits into a 5G world. Conference promoters today love to have panel sessions on the battle between Wi-Fi and 5G. With the 5G narrative pushed by the huge PR budgets of companies like Verizon and AT&T, it sometimes seems like the Wi-Fi side of the story gets lost in the noise.

			But the reality is different from what the 5G promoters may claim. In 2015, Wi-Fi generated ten times more Internet traffic than cellular, and in recent years, that number has increased even further. The cellular industry likes to talk about using Wi-Fi to “offload” Internet traffic from the cellular system, as though a customer uses Wi-Fi only if the cellular network is congested or otherwise unavailable. But given the actual statistics, the question can be asked: Who’s offloading whom? It appears to be more accurate to assume users prefer Wi-Fi for almost all their data needs and only use cellular Internet when Wi-Fi is unavailable on their cell phone.

			The cellular industry has historically been single-mindedly focused on one type of user device: the phone. As the cellular standards developed towards an increased Internet capability—with 3G, 4G, and now 5G—there have been efforts to expand cellular’s reach into other types of devices. This has especially been promoted with 5G, where Internet of Things applications are being advertised. But it seems very likely that Wi-Fi’s dominance in devices other than phones will continue.

			For example, what about the television in your living room? Wi-Fi rather than 5G will undoubtedly continue to be the way we watch Netflix on our living room TVs—and how Wi-Fi came to be our video connection of choice is the next part of our story.





CHAPTER 34

			Netflix Gets a Wi-Fi Boost

			Faster speeds! So let’s cut the cable!

			When the roar and the crashing and the terror suddenly stopped, I noticed that my baby grand piano had scraped a two-foot gash in the wall. The kitchen was strewn with broken dishes and our television was face down on the floor. The sudden quiet of the neighborhood was almost more disturbing, like one of those eerie horror-movie silences that come after the shock of some unearthly, bestial growling. Running outside, I was greeted by the explosion of an electrical transformer on the pole across the street. I was hoarse; presumably I had been screaming. I went back in, picked up the television set assuming it was dead, but it miraculously came to life, and I saw the first helicopter shots of the Bay Bridge upper deck collapsed onto cars.

			This was our home in Los Gatos, California, on October 17, 1989. The Loma Prieta epicenter was just thirteen miles away up in the Santa Cruz mountains. Just moments before, it had been one of those peaceful, God-infused forests so treasured by Northern Californians, with the dark shade of fern-embraced redwoods fragrant with the leaves of our native bay tree. But something deep below those trees had ruptured, and as the entire Bay Area shuddered from the aftershocks, we gradually learned that sixty-three people were dead.

			Los Gatos had been hit hard. Our neighbors’ homes had been knocked off their foundations, and some historic commercial buildings had collapsed downtown. Of all the towns in Silicon Valley, Los Gatos sits closest to the San Andreas fault, one consequence of which is its cozy landscape of hills that makes the town such a charming bedroom community. For years, it seemed that a bedroom was all Los Gatos was ever going to be—a simple residential community on the outskirts, never hosting a high-tech big-name company headquarters like Cupertino, Santa Clara, or Sunnyvale.

			But then ten years after the ’89 quake, a second temblor hit the town with tectonic force, when Netflix started to transform itself from a purveyor of little envelopes into an Internet entertainment behemoth, and Los Gatos became one of the world’s media capitals. What my family used to call “our little toy town” is now home to one of the largest media companies in the world, right up there with Disney and Comcast.

			Netflix revolutionized the distribution of film entertainment, and indeed, transformed the entire motion picture industry in the process. Originally, their business model involved shipments of DVDs to customers via US mail, but it was ultimately the streaming of digital video content directly to television sets that would make them the giant force that they are today. And a key technology enabler for their success? Wi-Fi.

			It has been Wi-Fi’s evolution into higher and higher data rates, and its consequent ability to support high-quality video streaming, that greased the market boom for Internet-enabled TVs. The sudden availability of these Wi-Fi-enabled “smart TVs” shook the ground under the whole media world as this new competitor to cable and satellite emerged and grew.

			Netflix had been successful prior to the technology shock of Internet TV, but only moderately so compared to their later explosive growth. In 2010—more than ten years after its founding—Netflix was only the fifth largest employer in little Los Gatos, with fewer employees than the high school and only slightly more than the local tennis club. Since then, Netflix has exploded to employ over 1500 just in Los Gatos and nearly twelve thousand worldwide. It’s not just a coincidence that this period of Netflix’s massive growth coincided with the advent of a new generation of Wi-Fi and the corresponding widespread availability of Wi-Fi-enabled televisions.97

			Without Wi-Fi—in particular, without Wi-Fi 802.11n—Netflix would still be very dependent upon the post office. But just as this next generation of Wi-Fi was starting to become a reality, we saw our old potential problem of interoperability yet again rearing its head, and we almost blew it.

			Were we going to make the same mistake again? It certainly seemed so. As the next generation of Wi-Fi after 802.11g was working its way through the IEEE standardization process—based on a new technology that seemed perfect for high-quality video support—the Wi-Fi Alliance put out a press release:

			 

			Wi-Fi Alliance Will Not Certify Pre-Standard 802.11n Features

			Austin, TX, October 11, 2004—The Wi-Fi Alliance today announced that it will not certify data rate enhancement features based on the IEEE (Institute for Electrical and Electronics Engineers) 802.11n amendment to the 802.11 wireless LAN standard until the standard is ratified….

			This looked like déjà vu all over again. It had been just over a year since the Wi-Fi industry had faced a crisis with non-interoperable, pre-standard, non-certified 802.11g products hitting the market and mucking up our reputation. Our program to replace the IEEE’s original broken encryption scheme had already established the precedent of the Wi-Fi Alliance certifying products based on draft IEEE standard text. So it certainly seemed proper that we should plan to certify 802.11n products prior to the finalization of the standard. And yet, for some reason, we were backing away from such a strategy.

			802.11n promised yet another significant boost in Wi-Fi’s speed, up to and possibly even exceeding 150 megabits per second, which would be nearly three times the speed of the recently released 802.11g products. But there were additional reasons to be excited. For the first time, a new technology generation for Wi-Fi would be applicable not just to the 2.4-gigahertz band or to the 5-gigahertz band—but to both. 802.11n would be a unifying standard, essentially combining the two frequency bands within a single specification, thereby bringing the 5-gig band into parity with the original 2.4 band in the consumer’s mind. The likelihood that many products would end up being dual-band was therefore high, which in practice would significantly increase the total capacity of a Wi-Fi network. 802.11n looked like it was going to be a major step forward for the Wi-Fi industry, and the press was already starting the hype cycle, hence our need for the press release.

			The Wi-Fi Alliance board of directors probably had various reasons to refrain from certifying pre-standard 802.11n products. I recall one of the concerns being that there might be unsatisfactory protections against predatory patent claims with technology that was not (yet) a formal standard. Some may also have had residual concerns left over from our WPA experience, believing that the Wi-Fi Alliance shouldn’t be usurping responsibilities from IEEE. But did anyone really think there would be no pre-standard 802.11n products appearing on the market? Certainly not, especially given the precedence of what happened with 802.11g—so in retrospect, it’s hard to see the logic of this decision. And in fact, this initial decision to refrain from certifying pre-standard 802.11n products, announced with some fanfare via the press release, would ultimately be abandoned.

			But in the meantime, the actual work on this new Wi-Fi standard needed to progress, both within IEEE and within the Wi-Fi Alliance. The by now well-established strategy of forming an alliance of companies to promote a specific technical proposal played out in spades with 802.11n. Two large groups formed, choosing ugly names for themselves that I like to think were in tribute to our original six-syllable gobbledy-gooky DFWMAC mouthful back in 1993: WWISE (from Broadcom, Conexant, Airgo, and Texas Instruments) and TgnSync (from Agere, Atheros, Intel, Sony, and Qualcomm). These two alliances battled it out, but in July 2005, the various competitors decided to merge their proposals. This was good news—those ugly acronyms would disappear from our conversations—but it had a downside, since the end result of countless compromises was likely going to be a standard with so many options that the Wi-Fi Alliance’s certification program would, by necessity, be extremely complex.

			 Years of work within IEEE—five, to be precise—were still ahead before the 802.11n standard would be finally ratified. But it was only twenty-two months after our original press announcement that the Wi-Fi Alliance had to say “whoops.”

			Hindsight is 20/20, and with it, it’s obvious we needed to change our initial 802.11n strategy. By August of 2006, IEEE’s draft specification of 802.11n seemed stable enough for many companies to begin implementing it, and indeed, it appeared products would be appearing in 2007, long before the scheduled finalization of the standard. So, the Wi-Fi Alliance put out a new press release, essentially rescinding our previous one:

			 

			Wi-Fi Alliance to Certify Pre-Standard 802.11n

			Products Next Year

			AUSTIN, TEXAS—August 29, 2006—The Wi-Fi Alliance has announced it plans to certify interoperability of Wi-Fi products that include baseline features from the developing IEEE 802.11n standard in the first half of 2007. This is the first phase in a certification program of the next generation of Wi-Fi products. A second phase brings full alignment with the ratified standard.

			It goes on to say, “Analysts forecast that tens of millions of pre-standard devices will ship in 2007.” We had decided we wouldn’t make the same mistake we made with 802.11g. We would ensure that, this time, there’d be no black eye for our industry with non-interoperable products hitting the market. This decision meant our technical team would need to shift into high gear—the schedule had just been moved forward dramatically, requiring a speed-up on finalizing the test plan, holding plugfests, selecting the certification testbed equipment, and training our various authorized test labs around the world.

			With the 802.11n draft specification chock-full of optional features, the critical task of deciding specifically what elements would be included in this initial certification program fell to our Wi-Fi Alliance member committees. We decided to designate the “Draft 2.0” version of the IEEE’s specification text as our baseline, but which optional features should be included? And how will this certification program transition to the final ratified standard once it’s available? Fortunately, by this point we had a stable of very experienced and influential actors within our membership who had previously helped shepherd the launches of prior certification programs, including Mike Paljug, Steve Palm, Rolf de Vegt, and Andy Davidson. These “task group leaders” from our member companies were all well-versed, not only in the technology but also in the operational challenges of developing a certification program, so we were in good hands. But given our compressed schedule, this pre-standard 802.11n was going to be a challenge for us all.

			And then again, just like in 1999 when we came up with the name Wi-Fi, we faced the issue of what to call this new certification program. Only this time we just threw up our hands.

			“So, what name am I supposed to put on this slide?” We were about to wrap up our Wi-Fi Alliance members meeting in San Francisco, and I needed to know what we were going to call our pre-ratification 802.11n certification program, so I had cornered both Edgar and Karen Hanley next to the coffee and cookies.

			It was June 6, 2007, and I was preparing our Wi-Fi Alliance Roadmap. It had become a tradition that I would close the final plenary session of our member meetings by reviewing our roadmap with the attendees—a single slide that captured all the programs we were working on, along with their scheduled launch dates. These roadmap presentations would bring everyone into sync on everything going on in the industry and gave us all a chance to marvel at the expanding sea of different technologies our industry was now voyaging into. We were about to launch our pre-ratification 802.11n program, and it was time to put its formal name on the roadmap, whatever it was.

			Edgar and Karen both looked at each other in silence. I assumed they had no immediate answer. But I needed to put something on the slide, so I pushed. “We’ve been calling it Baseline, but there must be a more appropriate name”

			Karen sighed and finally replied to me. “There’s no good option. I think we’re going to call it 802.11n, Draft 2.0.”

			Edgar, being practical as always, pointed out one problem. “It’ll be a challenge for Greg to even fit that on the Roadmap slide. But Karen’s right.”

			With some pomposity, I felt like I should give them a history lesson. “You guys do realize, don’t you, that we came up with the name Wi-Fi to avoid having to say things like 802-Dot-Eleven-B-High-Rate-Wireless-LAN? And now we’re going to name this new program Wi-Fi-802-Dot-Eleven-N-Draft-2-Point-0? Seems like we’re going backwards.” I paused to mutter out the words, counting on my fingers. “Fourteen syllables. DFWMAC was just six syllables and was called one of the worst names ever.”

			Edgar glanced into the conference room where it looked like the board meeting was about to start. “They’re waiting for us. Just put that down on the slide for now, Greg. Maybe it will be changed later.”

			It had an ugly name, this new “Wi-Fi 802.11n, Draft 2.0,” but it would prove to be one of our most significant programs ever, bringing smart TVs to the world and thereby massively increasing the amount of traffic the Internet would need to support.

			With the launch on June 25, 2007 of our 802.11n, Draft 2.0 certification program, we had proclaimed to the world that the Wi-Fi Alliance was now certifying the interoperability of new 802.11n products, even though the standard had not yet been finalized. IEEE finally ratified the 802.11n standard in September of 2009, but by that time, the major television manufacturers, including Sony, Samsung, Philips, and LG, had already Wi-Fi certified over forty different products under the “Draft 2.0” program.

			With a set of 802.11n devices having now gone through our Draft 2.0 interoperability testing, a new challenge was thrown to the technical team—a public relations challenge. Now that we have real products, can we verify that this new Wi-Fi will indeed support high-quality video? Amazingly, although we had been touting this for months, until we had real products, there was no way of knowing for sure. And if the answer turned out to be disappointing, we’d better find that out quick and come up with something to tell the press.

			On the surface, just looking at the data rates that would be achievable with 802.11n, the answer seemed to be an obvious yes. But there are issues with proper support of video streams that go beyond data rate. Streaming digital video will look its best when the video packets arrive at the television set in a regular cadence, without large time gaps between packets. In fact, what is particularly problematic is when there are some very short time gaps and others that are significantly longer. This issue is called “jitter,” and if you ever use a speed-testing app to see how fast your Internet service is, you’ll notice that one of the measured results they give you is jitter. Minimizing jitter is a critical performance requirement for supporting video, and we weren’t exactly sure how our actual products were going to stack up.

			Our potential problem here goes back to the very beginnings of our story, when the DFWMAC protocol that Wim Diepstraten, Phil Belanger, and I developed was selected by IEEE to be the foundation for the standard. Our competition in that selection process were various proposals based on a “centralized” philosophy as opposed to our “distributed” protocol approach. It was exactly this issue—support of streaming applications—that was at the heart of the dispute between with the centralized and distributed advocates.

			It was well understood that distributed protocols could be susceptible to jitter problems. Our opponents had argued back then that a protocol with a centralized controller capable of precisely managing the transmission of packets would be better able to support jitter-sensitive applications like voice and video. We had argued that given the wide range of contemplated applications, and given the problems that a centralized controller faces within the chaotic unlicensed radio environment, our proposal was the best approach.

			Better late than never, it was time to test. So, with actual products finally available from our member companies, we set out to verify they would support high-quality video. This task fell to one of our Wi-Fi Alliance staff employees at our Silicon Valley lab—a no-nonsense engineer named Patrick Green. We knew that Patrick wouldn’t look at this with rose-colored glasses. He’d give us the answer we needed to hear, not just the one we wanted to hear.

			Probably. That one word summarizes Patrick’s findings. I was reminded of the answer I had gotten from my Technical Committee back in 1999 when I asked them if we could guarantee a successful demo at our Wi-Fi launch event, and they similarly told me, “Probably.” This time around, the question was, “Can 802.11n products truly support high-quality video?” And Patrick, quite reasonably, was hedging his bet.

			Patrick had set up a substantial test rig with a variety of products that simulated as closely as possible a real-world home video environment with 802.11n. Our other engineers had been quite excited when they learned that as part of this experiment, we’d have to add some fancy TVs to our inventory of lab equipment. Included in the set-up were additional Wi-Fi devices generating a variety of non-video data traffic, since a key variable determining the amount of jitter in the video stream would be other users competing for the airwaves.

			I’d occasionally wander by to check on his progress. “How are things looking, Patrick?”

			“Glitches. I see glitches.”

			We’re all familiar with digital video glitches. Sometimes a portion of the screen might pixelate into colored blocks. Sometimes things might briefly freeze. Sometimes we have to wait while more of the video stream gets buffered.

			Patrick wasn’t happy seeing these glitches. “When I crank up the background traffic, it happens more often.”

			That wasn’t surprising. While the raw data rate for 802.11n was well over 100 megabits per second, in practice, the useable throughput was lower due to various system factors like control messages and packet formatting overhead. But even so, in the absence of any background traffic, 802.11n should still be able to provide more than enough speed for glitch-free video. The problems would stem from competing Wi-Fi usage, whether from within your home or from your neighbors, that could potentially decrease the actual throughput. Even more importantly, the presence of competing users’ packets could increase the jitter experienced by the video stream.

			I stared at his TV for a few seconds—he was playing a blockbuster action movie with tons of movement all over the screen, basically the worst-case scenario for jitter-induced glitches. “It looks good to me,” I said.

			“Right,” he replied. “You have to wait awhile. But it will glitch at some point.”

			Hmmm. Perhaps, I thought, this will, in the end, have an element of subjectivity. At what point do we say this works or doesn’t work? Would glitching every forty-five minutes mean 802.11n can’t support video? Obviously, it works—I was standing there watching an action flick on Patrick’s TV. Maybe there would be occasional issues—but would that be good enough for consumers?

			The answer turned out to be a resounding yes. Thanks to 802.11n—and thanks to Wi-Fi Certified 802.11n Draft 2.0 in particular—the consumer market for Wi-Fi video exploded. First came products like Roku, which incorporated the wireless interface into an external box that attached to the TV, then a flood of Wi-Fi-enabled “Smart TVs” from Sony, Samsung, LG, Philips, and all the other major manufacturers. Consumers voted with their dollars to confirm that this new generation of Wi-Fi satisfactorily supported streaming video.

			Faster, faster, faster. This part of our story hasn’t ended and continues even today. Although 802.11n was the generation of Wi-Fi that really enabled high-quality video support, further technology advances within the Wi-Fi industry since then have enabled data rates far beyond. Given the shared airwaves nature of the Wi-Fi protocols, these data rate increases have simultaneously expanded the capacity of Wi-Fi networks, supporting larger and larger populations of users within dense environments. Today, sports stadiums offer their spectators high-speed Wi-Fi, with one stadium reporting that they see forty thousand active Wi-Fi users at the same time. Dense environments, indeed.

			In 2013, IEEE ratified a new Wi-Fi advancement that commonly achieves transfers up to 500 megabits per second to a given device and supports over a gigabit total throughput with multiple devices. Denoted as 802.11ac—the IEEE had already exhausted the alphabet of single letters and had flipped over into a double-letter nomenclature—this new technology was, of course, supported with the launch of a Wi-Fi Alliance certification program. Wi-Fi 802.11ac only operates in the 5-gigahertz band, where more bandwidth is available for wider channels, and so dual-band products evolved to include “ac” along with 802.11n support in the original 2.4-gigahertz band.

			The newest generation of Wi-Fi—802.11ax—was launched in 2021, with enhancements focused on further increasing the total throughput achievable for multiple users within very dense environments, up to a 400 percent increase over what is possible with 802.11ac.

			Happily, the Wi-Fi Alliance has finally eliminated the 802.11 alphabet soup, retroactively renaming all the generations of Wi-Fi as follows:

			 

			
				
					
					
					
					
				
				
					
							
							NEW NAME

						
							
							OLD NAME

						
							
							YEAR OF CERTIFICATIONS

						
							
							NOMINAL

							THROUGHPUT

						
					

					
							
							Wi-Fi 1

						
							
							802.11b

						
							
							2000

						
							
							11 megabits/sec

						
					

					
							
							Wi-Fi 2

						
							
							802.11a

						
							
							2002

						
							
							54 megabits/sec

						
					

					
							
							Wi-Fi 3

						
							
							802.11g

						
							
							2003

						
							
							54 megabits/sec

						
					

					
							
							Wi-Fi 4

						
							
							802.11n

						
							
							2009

						
							
							150 megabits/sec

						
					

					
							
							Wi-Fi 5

						
							
							802.11ac

						
							
							2013

						
							
							1 gigabit/sec 

						
					

					
							
							Wi-Fi 6

						
							
							802.11ax

						
							
							2021

						
							
							4 gigabits/sec

						
					

					
							
							Wi-Fi 6E

						
							
							802.11ax in 6-gigahertz band

						
							
							2021

						
							
							4 gigabits/sec

						
					

				
			

			 

			 

			A new specification is already underway—802.11be—which will become Wi-Fi 7, further increasing throughput to tens of gigabits. At the same time, the world’s regulatory agencies haven’t been standing still, with many countries opening up a new 6-gigahertz band for Wi-Fi, complementing the existing 2.4- and 5-gigahertz bands and promising even more capacity for future Wi-Fi use. The Wi-Fi Alliance has decided to call 802.11ax running in the 6-gigahertz band Wi-Fi 6E.

			Today, there are over five thousand different Smart TV models that are Wi-Fi certified. What media applications might appear in the future? Ultra-high-definition virtual reality? Holographic movies? The never-ending Wi-Fi evolution means that Netflix, Amazon, Disney, AppleTV, Hulu, and all the other digital media providers can continue to plan for their futures, knowing Wi-Fi will be there.

			This also means that my “Wi-Fi as a wildfire” metaphor has come to the end of its usefulness. Wildfires eventually stop exploding. Sooner or later the rains come to drench the land, or the heroic bulldozer operators achieve containment, or maybe the fire just burns itself out, exhausted. So, this no longer seems an appropriate analogy for the Wi-Fi story. As its history thus far has shown, there’s no reason to think Wi-Fi will ever stop exploding.

			`





CHAPTER 35

			An Ending That’s Not an Ending

			Istanbul, Budapest, and a final game of what-if

			My first visit to Istanbul was with twelve-year-old Judy in 1997. We had a journalist friend there who had mysteriously disappeared, and the two of us went to see if we could find him. Eventually, we found out through the police that he had been investigating an antiquities smuggling network, and he had probably been kidnapped or worse. The authorities seemed afraid to pursue the case. Frustrated but determined, we searched for clues in Hagia Sophia, the Blue Mosque, Topkapi, the Grand Bazaar…. The call of the daily prayer added an enigmatic soundscape behind the visual riot of the city’s colors, with its rugs and jewels and its gold-leafed mosaics. It was almost a sensory overload for us both, even though the aroma of spices was sadly absent. This, of course, was a videogame.

			When Edgar, Michalene, and I travelled for real to Istanbul after our Athens Wi-Fi meeting in early 2006, I felt like I had been there before. Byzantine: The Betrayal had been remarkably accurate. The pixel density of its interactive animated journey was state-of-the-art for 1997. Judy and I felt it was real when the game’s plot led us down into the dark, to the city’s ancient cistern with its frightening upside-down Medusa head carved into a stone column that rose out of the green water. The game had even taken us to the Galata Tower—the same place where Michalene and I watched in horror as knives were being thrown at Edgar, and this time it wasn’t a videogame.

			I couldn’t shake my memory of this evening with Edgar. We were now in Budapest together, on an October evening in 2015, and I was preparing for what I was about to tell him. But it was my reveries of that crazy Istanbul night that kept running through my brain.

			The medieval Galata Tower stands guard over the ship docks on the Golden Horn, and its top floor has a restaurant that caters to international tourists. The sun had already set. Across the water, graceful mosques were lit up all over the city like a sparkling diorama in a darkened museum hall. As we were shown to our table, we noticed that the guests were all seated with a small flag of their country placed in a little stand—Brazil, Japan, Israel, France, plus many others I didn’t recognize. This will be amusing, I thought. Will they have one for Edgar?

			“And what is your country, sir?” Edgar saw I was smiling, and he realized I was hoping he’d challenge the depth of their flag inventory. “Guatemala,” he said, and with no hesitation the waiter went to the back room and arrived with the proper flags for us all.

			But Edgar’s time in the spotlight was really to come during our dessert and coffee. The after-dinner nightclub show was a Turkish delight of belly dancers and dervishes, with the grand finale being The Sultan’s Guardian of the Knives—big knives, ornate and very sharp, held by their tip and thrown across the room to pierce a gilded target. I don’t recall Edgar volunteering, but suddenly he was part of the show, putting his life on the line for our entertainment. He was asked to lie down on his back, and we all tried to stifle our screams as one knife, then another, then still more came flying down to stick their landings with a thunk in the wooden floor, until they surrounded his whole body. Yet he seemed to enjoy it. Yes, it was hokey, but we were very happy that he survived.

			Unflappable Edgar, calm and deliberate, with just the slightest smile of amusement always on his face—even while knives rained down all around him. This was very familiar to me. Having worked with him so closely, I was very used to him figuring out the solution, unruffled and patient, while the rest of us were still just swearing at the problem.

			And now, many years later, while the two of us were wrapping up a meeting in Budapest, I couldn’t help but think back on that Istanbul evening, along with all the other times he and I had been just a couple of travel buddies. Dragon Boat races in Taipei, shopping for suits in Beijing, dinner with Judy in DC, or with Amy in Paris, a Singapore children’s theme park with fake monsters from hell—Edgar and I always found something fun, wherever we were. That evening, my mind couldn’t focus on Edgar as CEO or me as the Wi-Fi Alliance’s vice president of technology—our professional lives together during the nearly twelve years of our intense partnership seemed relatively unimportant. Instead, on that October evening in 2015, it was our friendship that was occupying my reverie.

			We were meeting with some of our lawyers in a Budapest hotel’s conference room, probably discussing regulatory issues or maybe a lab contract, I don’t remember now. As we wrapped up our meeting and the other participants got up to leave, I asked Edgar to stay. I wasn’t sure how he would react to what I was about to tell him.

			“I’m going to retire at the end of the year.”

			I sensed this came as a shock, but we both tried to keep the conversation professional. We decided to keep this decision between the two of us until we informed the board, which would happen at the end of the week. We talked about the remaining work that I would be taking care of during my final two months. But later that evening, my brain had me floating in the sea of implications—a serene and shimmering sea, but one whose shore was difficult to make out in the distance. Perhaps Edgar had a similarly unsettled night.

			Ahead of me, I could see my wondrous life with Michalene rising large like a springtime dawn. I could see our grandchildren exploring our Sierra foothills property, our land so alive with our orchard, our creek, our 300-year-old oaks, our carpets of wild lupine, with deer and mountain lions, and with nuthatches scrambling up and down the trunks of the ponderosa pines. Ahead of me would be music—gigs!—books to finally enjoy, and, of course, a book to write. That night I was, for the most part, in a plain and simple state of happiness, proud of myself for having crossed that threshold and to have finalized my decision with those simple words to Edgar.

			But that night, there was also the sadness. I would no longer enjoy the thrill of being at the center of a world-transforming technology revolution. I had devoted twenty-six years of my life to Wi-Fi—creating, fighting, nurturing, arguing, conspiring, delighting, persuading—it’s obviously something I love like a child. I was now stepping aside, proud, but wistful, nonetheless.

			There was no reason to expect anything besides a continued cruising into the sky for Wi-Fi and the Wi-Fi Alliance. Further technology advances would be unstoppable. Edgar had proven his competence for eight years as CEO of the Wi-Fi Alliance, and with Kevin Robinson stepping up as VP Marketing, there was a core experienced leadership team in place, and I had no doubt Edgar would be able to find the right people to fill out his team once I was gone.

			Edgar was now directing an organization with facilities in Austin, Santa Clara, Beijing, and Taipei, along with additional technical contractors in India, and a network of fourteen authorized certification labs in eight countries. And with over 600 member companies participating in the further development of the technology, our Wi-Fi juggernaut would obviously keep on rolling. I was happy to be retiring at a moment of tremendous momentum within the industry I had come to love.

			Also, the Wi-Fi Alliance board was certainly in good hands. Ian Sherlock had taken over from Andrew Myles as chair in 2011 and had enjoyed the longest tenure of any Wi-Fi Alliance chair. Ian’s calm and reasoned touch with the board reminded me of Vic Hayes’s stewardship of IEEE 802.11 in the nineties—undeniably evenhanded and objective. And the set of Wi-Fi Alliance sponsor companies—those with a representative on the board—had grown from the initial six in 1999 to comprise many of the technology world’s heavyweights: Apple, Samsung, Intel, Cisco, Microsoft, Dell, Comcast, Huawei, LG, Texas Instruments, Broadcom, Qualcomm, Sony, Nokia. Certainly, with such strength behind it, the Wi-Fi Alliance would continue into a very bright future indeed. And with my old friend Dorothy Stanley taking the reins as the new chair of IEEE 802.11, things would continue to blossom there as well.

			Of course, I knew I was going to miss these colleagues. I’d miss the warmth of the many collegial relationships I had developed with people from all over the globe. Sadly, I would no longer be there with my comrades within the Wi-Fi Alliance organization to fight the good fight. That night, after telling Edgar that I was retiring, I knew that the hardest sting would be that I’d never again have that pleasant anticipation as I flew across some ocean, happily expecting to see them all at breakfast the next day. We’d be in some strange city, jetlagged, but getting ready to do our work, confident in our mission. Even the members of the board of directors—often so tough on me, but still my friends. I would miss them as well.

			As was our pattern, at the end of the week in Budapest, we wrapped up our Wi-Fi Alliance members meeting on Thursday afternoon when I got up to go over the Wi-Fi Roadmap with everyone one final time. As all the participants started to pack up their laptops and say goodbyes to their colleagues, Edgar and I walked together to the conference room upstairs for the final board meeting of the week. He asked me, “How do you want to do this?” and we agreed that he would let me address the board at the very end of the meeting. They probably expected an announcement about some kind of FCC issue, or maybe an unforeseen scheduling hiccup in a new certification program.

			I went up to stand in front of the projection screen. “I’ve done a quick calculation. There have been fifty-five Wi-Fi Alliance member meetings, going back to the very first one in Santa Clara in 1999. I’ve been at every one of them. But this Budapest meeting will be my last because I’m going to retire at the end of the year. It’s been a fun ride, and I’m sure for all of you, the fun will continue for many more years. But starting January 1, I’ll be cheering you all on from the sidelines.”

			From our story’s beginnings on a corrupt Chicago trading floor, to the over 18 billion devices that are today depended upon by billions of people, it’s been a very long journey. Looking back over the story I’ve told over the course of these nearly 400 pages, I find myself playing a “what-if” game.

			At the beginning of our story, I promised there would be key points, that, if things had gone a different way, Wi-Fi may never have become a reality. Now having gone through the entire tale, it’s not hard to think back through our narrative and spot some of these moments of serendipity.

			Time and again, things could have happened differently, and Wi-Fi may have never come to be. I don’t mean that there wouldn’t be wireless LANs in our lives. The obvious benefits of wireless LANs would have made the eventual appearance of such a technology a necessary development. But Wi-Fi as we’ve come to know and love it is more than just a wireless LAN.

			There’s a universality to Wi-Fi that distinguishes this wireless LAN incarnation from others that might have emerged in an alternate universe. Wi-Fi is used in every environment—home, business, industry, agriculture, education, stores, and coffee shops. Wi-Fi is used in planes, trains, space stations, and automobiles. Wi-Fi is used in exactly the same fashion worldwide—in Shanghai and Cairo, Lima and Spokane, Alice Springs and Tehran. Wi-Fi is used to connect virtually all our devices—computers, phones, televisions, printers, thermostats, cameras, tablets, game controllers, you name it. Wi-Fi is a universal language linking everyone and everything, everywhere.

			It’s this universality that we think of when contemplating Wi-Fi’s impact on our lives. Had Wi-Fi not happened the way that it did, we’d likely be hassling with several different and non-interoperable networking systems. Perhaps we’d be using a different technology for home versus for business. Perhaps we’d be using a different technology depending on our country of residence. Perhaps we’d be using a different technology for connecting different types of devices. If things had gone differently at various points in our story, this universality could easily have broken down along any one of these dimensions. Examples are easy to come up with. Of course, this is all speculation, but still….

			What if Wim, Phil, and I had not gotten together to propose DFWMAC? That proposal, once adopted as the foundation, quickly gathered momentum and received substantial support within the IEEE committee for its further development. Had one of the competing proposals been selected as the foundation—none of which were initially backed by a multi-company alliance—it’s possible that the resulting specification effort wouldn’t have garnered the same level of support and perhaps would have died in committee or in the marketplace. Specifically, if IBM’s proposal had been selected, it may have come to be viewed as a just a company-specific technology like their earlier Token Ring, without wide multiple vendor support. Also, it seems hard to argue that Wi-Fi’s explosive success would have happened no matter which proposal had been selected as the foundation.

			What if Jeff Abramowitz hadn’t launched his point of order in 1998, freezing the voting process towards determining the approach for 802.11b? It seems likely that Micrilor would have won—and in that situation, with Harris, Lucent, Symbol, and 3Com all far along on their own contrary developments, the likelihood of competing proprietary wireless LANs hitting the market would have been high. As things played out, Harris and Lucent ended up developing a merged proposal, thereby unifying all the major players of the day, and the full blueprint for Wi-Fi was in place.

			What if Steve Jobs had selected Proxim rather than Lucent as Apple’s wireless LAN partner? Our wireless LAN universe would likely have bifurcated into an Apple version and a second incompatible version for everyone else based on the IEEE standard. Of course, this same split has occurred with other technologies, since Apple isn’t shy about promoting an Apple-specific de facto standard.

			What if the Wi-Fi Alliance had never been formed? Or if it had failed in its primary mission of ensuring interoperability? Without this organization’s shepherding of the industry through multiple technology generations, and without its critical product certification programs, competing approaches would have almost certainly appeared on the market.

			What if HomeRF had won their battle against Wi-Fi and established themselves as the wireless LAN standard for the home? We’d have likely ended up with one wireless LAN technology for our work lives and a different one for our homes.

			What if China had succeeded in getting ISO to recognize WAPI as on par with IEEE 802.11? Perhaps this China-specific wireless LAN technology would have been promoted throughout the world, leading to country-specific standards as opposed to the geographic universality of Wi-Fi.

			I’m sure there are other inflection points where Wi-Fi might not have happened. Despite its current ubiquity, Wi-Fi’s emergence into our lives wasn’t a slam dunk. It took a lot of hard work and a fair amount of luck. But most of all, it required the passion, determination, and intelligence of the many, many people I was honored to call my friends.

			Obviously this isn’t really the end of the Wi-Fi story; it’s just the end of my personal Wi-Fi story. Wi-Fi isn’t going to disappear anytime soon.

			Remember Metcalfe’s Law? “The value of a communications technology is proportional to the square of the number of devices using it.” There are over eighteen billion devices using Wi-Fi. Squaring that number yields a result so large that we have to use scientific notation to express it: ten to the twentieth power. That’s not quite as large as the number of stars in the universe, but it’s only off by two orders of magnitude, and that just means there’s room for more growth.

			All technology has a lifespan. These days, the lifespan of a piece of software is measured in months. Our hardware devices have lifespans on the order of a few years, typically. But protocols, like Wi-Fi? Once established, a protocol can have an extremely long lifespan, way beyond that of either software or hardware. The reason for this can be easily explained: swapping out a protocol requires that it be changed in multiple devices, not just in a single device. There’s no easy way to hit a reboot button and have everything suddenly implementing a new protocol all over the world. For example, we’re all still using the protocols that were designed for the Internet fifty years ago. And with eighteen billion devices, the likelihood that Wi-Fi will be replaced anytime soon is very small indeed.

			Over half of all Internet traffic goes over Wi-Fi. The economic value of Wi-Fi to the world is currently over $3 trillion and is expected to be nearly $5 trillion by 2025. More than four billion new Wi-Fi devices are sold every year.

			The Wi-Fi explosion? “To be continued…”





Epilogue

			Wi-Fi in the Time of COVID

			in which the world has been changed

			As I sit here finishing up my manuscript, the entire world is wavering somewhere between hopeful and fearful. We all hope COVID will disappear. Vaccines have allowed us to hug our friends and family without worry, and it was starting to look like we might be getting to the end of this pandemic—but new variants keep springing up to slap us in the face.

			Across the planet, our ways of living were transformed in 2020 by necessity: working from home was forced upon companies and employees alike, virtual learning was forced upon students of all ages, video conferencing became required for family holiday celebrations. It has been difficult, but it could have been so much worse. Just try to imagine what life under COVID would have been like if it wasn’t for Wi-Fi, which over the course of 2020 sharply expanded its role as the predominant means for people everywhere to access the Internet. According to the Wireless Broadband Alliance, Wi-Fi activity has increased by approximately 80 percent over pre-pandemic conditions. What if we had not been able to maintain even a semblance of our human connections, our employment, our education?

			And now, as we start returning to “normal,” our cherished person-to-person contacts are again filling our lives. But the world won’t simply return to our pre-COVID days. Hopefully, the future will be different from 2021 and 2020, but it will also be different from 2019. Because, as a society we’ve now completed a crash course on how to take advantage of a variety of technologies and how to incorporate them into the most critical of our social interactions—technologies like Wi-Fi, which has proven to be a dependable helpmate through our most difficult times.

			It’s very likely, for example, that work-at-home policies will stay liberalized; that the tools developed for distance learning will be enhanced and brought into service for the benefit of students everywhere; that we will continue to enjoy Zooming with our distant friends and families. Fortunately, these new social behaviors will become just an adjunct to our in-person interactions rather than a substitute for them, enhancing our lives beyond what we had even before COVID.

			And as a critical supporting tool within this new enriched human experience, Wi-Fi will continue to evolve, continue to expand, and continue to be beloved.
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							3Com

						
							
							Major provider of wired LANs for office automation during 1990s, founded by Bob Metcalfe (inventor of Ethernet). Their “Trilogy” wireless LAN partnership with Symbol and Harris formed the nucleus of what was to become the Wi-Fi Alliance. One of the six founders of the Wi-Fi Alliance (with board representative David Cohen).

						
					

					
							
							3GPP

						
							
							3rd Generation Partnership Project. Industry trade association that develops standards for cellular systems, including 3G, 4G, and 5G.

						
					

					
							
							802.11

						
							
							IEEE wireless LAN standards committee and the original numeric name for Wi-Fi. Now incorporates multiple PHY layers along with the original MAC layer, commonly denoted as 802.11b, a, g, n, ac, and ax. The Wi-Fi Alliance has renamed these as Wi-Fi 1, 2, 3, 4, 5, and 6.

						
					

					
							
							802.11b

						
							
							1999 wireless PHY layer variant capable of 11-megabits-per-second operation in the 2.4-gigahertz band. The combination of the 802.11 MAC with the 802.11b PHY formed the original Wi-Fi.

						
					

					
							
							802.11a

						
							
							Early variant of Wi-Fi that operated in the 5-gigahertz frequency band rather than the 2.4-gigahertz band in the original (802.11b) Wi-Fi.

						
					

					
							
							802.11g, n, ac, ax

						
							
							Subsequent generations of Wi-Fi providing steadily increasing data rates for users.

						
					

					
							
							Abramowitz, Jeff

						
							
							3Com business development executive leading their push into wireless LANs. Put together the Trilogy partnership with Symbol and Harris in 1999, which was the progenitor of the Wi-Fi Alliance. Launched an accusatory point of order that disrupted the IEEE’s progress towards a 10-megabit version of the standard, but with the end result a full blueprint for Wi-Fi.

						
					

					
							
							Agilent

						
							
							Equipment manufacturer spun out of Hewlett Packard. Acquired SVNL and thereby became Wi-Fi Alliance’s certification testing laboratory.

						
					

					
							
							Agilis

						
							
							Pioneering early wireless LAN company (with Ken Biba); part of Synerdyne’s team on the Chicago Board of Trade’s AUDIT project.

						
					

					
							
							Aironet

						
							
							Early wireless LAN pioneer, spun out of Telxon in 2000 and subsequently bought by Cisco. One of the six founders of the Wi-Fi Alliance, with Aironet board representative Phil Belanger serving as the Alliance’s first chair.

						
					

					
							
							Arpanet

						
							
							Predecessor to the Internet.

						
					

					
							
							AUDIT

						
							
							Chicago Board of Trade’s wireless network project in the early 1990s (Automated Data Input Terminal). Predecessor of 802.11 creation, with Greg Ennis and Ken Biba both playing key roles.

						
					

					
							
							Azalea

						
							
							Wi-Fi product manufacturer that won the contract to install a massive Wi-Fi network at all the venues for the 2008 Beijing Olympics.

						
					

					
							
							Bagby, Dave

						
							
							Chair of the 802.11 MAC committee during the early nineties. Instigator of the DFWMAC half-joke acronym as a result of his remark hoping that the proponents of different proposals would meet up by chance at DFW airport.

						
					

					
							
							Bandwidth

						
							
							A measure of the size of the set of frequencies used to transmit a radio signal. Generally speaking, faster speeds can be accomplished with wider bandwidths.

						
					

					
							
							Belanger, Phil

						
							
							Co-author (along with Greg Ennis and Wim Diepstraten) of the joint Symbol/NCR/Xircom proposal that was adopted in 1993 as the foundation for the IEEE 802.11 standard. Subsequently served as the first chair of the Wi-Fi Alliance.

						
					

					
							
							Biba, Ken

						
							
							Early wireless LAN pioneer with Agilis, subsequently managed Xircom’s developments leading up to the joint Symbol/NCR/Xircom DFWMAC proposal that was adopted by IEEE as the foundation for the 802.11 standard. Greg Ennis’s boss at Sytek during the 1980s.

						
					

					
							
							BOCOG

						
							
							Beijing Organizing Committee for the Olympic Games. Decided to procure a massive Wi-Fi network for the 2008 Olympics, a major showcase that established Wi-Fi in China despite trade restrictions.

						
					

					
							
							Borisov, Nikita

						
							
							UC Berkeley cryptography researcher, cracker of Wi-Fi’s original encryption scheme (WEP), which was subsequently replaced by WPA (Wi-Fi Protected Access).

						
					

					
							
							Carney, Bill

						
							
							Chair of Wi-Fi Alliance from 2003 to 2005 as board representative from Texas Instruments. Subsequently board representative for Sony.

						
					

					
							
							CBOT

						
							
							See “Chicago Board of Trade.”

						
					

					
							
							Centralized Access

						
							
							A philosophy of network design in which a designated specialized device, typically located at the network’s center, is responsible for allocating transmission opportunities to the other devices. Contrast with Distributed Access.

						
					

					
							
							Certification

						
							
							The result of a product successfully demonstrating to the Wi-Fi Alliance that it meets stringent interoperability requirements by passing a series of tests.

						
					

					
							
							Champness, Angela

						
							
							Member of original NCR wireless team and subsequent founding board member of the Wi-Fi Alliance as the representative from Lucent (which had acquired NCR’s wireless development group).

						
					

					
							
							Chaplin, Clint

						
							
							Chair of Wi-Fi Alliance board of directors as representative from Symbol, 2005 to 2006.

						
					

					
							
							Chicago Board of Trade

						
							
							Commodities exchange targeted by the FBI’s Operation Sourmash sting operation in 1989. Subsequently required by federal government to procure the AUDIT wireless LAN, a major Wi-Fi progenitor.

						
					

					
							
							CODIAC

						
							
							Proposal for the 802.11 foundation protocol from Spectrix based on a centralized philosophy. This proposal was not selected by IEEE; the DFWMAC proposal was adopted instead.

						
					

					
							
							Cohen, David

						
							
							Founding member of the Wi-Fi Alliance board of directors as representative from 3Com. Subsequently served as chair, succeeding Phil Belanger.

						
					

					
							
							Crowder, Bob

						
							
							IEEE 802.11 committee member who forced a vote determining that DFWMAC would become the foundation protocol.

						
					

					
							
							CSMA/CA

						
							
							Carrier Sense Multiple Access with Collision Avoidance. Medium-access method within the Symbol/NCR/Xircom DFWMAC proposal that was adopted by IEEE as foundation for the 802.11 standard. Is used by Wi-Fi.

						
					

					
							
							CSMA/CD

						
							
							Carrier Sense Multiple Access with Collision Detection. Medium-access method used by Ethernet.

						
					

					
							
							Daedalus

						
							
							NCR’s wireless LAN chip from the early 1990s used in their WaveLAN products.

						
					

					
							
							Davidson, Andy

						
							
							Engineer from Qualcomm (formerly Atheros), board member for Wi-Fi Alliance. Key contributor to many Wi-Fi Alliance initiatives.

						
					

					
							
							Davis-Felner, Kelly

						
							
							Wi-Fi Alliance VP Marketing from 2008 to 2015.

						
					

					
							
							DFWMAC

						
							
							Distributed Foundation Wireless Medium Access Control. Joint proposal from Symbol, NCR, and Xircom to IEEE 802.11 that was adopted as the foundation for the standard.

						
					

					
							
							Diepstraten, Wim

						
							
							Co-author (along with Greg Ennis and Phil Belanger) of the joint Symbol/NCR/Xircom proposal that was adopted in 1993 as the foundation for the IEEE 802.11 standard.

						
					

					
							
							Direct Sequence

						
							
							A spread spectrum radio transmission technique in which data signals are encoded into multiple “chips” to provide improved interference mitigation.

						
					

					
							
							Distributed Access

						
							
							A philosophy of network design in which all communicating devices are equally responsible for ensuring the fair allocation of opportunities to transmit. CSMA/CA used in Wi-Fi is a distributed access method. Contrast with Centralized Access.

						
					

					
							
							Eaton, Dennis

						
							
							Engineer from Harris (later Intersil). Chair of Wi-Fi Alliance 2001 to 2004. Led the organization through security crisis when Wi-Fi’s encryption scheme was cracked.

						
					

					
							
							Ethernet

						
							
							Predominate example of a wired LAN. Wi-Fi was originally viewed as “wireless Ethernet.”

						
					

					
							
							Fakatselis, John

						
							
							Harris engineer who chaired the IEEE subcommittee responsible for developing the 802.11b PHY variant that was incorporated into the original Wi-Fi.

						
					

					
							
							FCC

						
							
							Federal Communication Commission. The US national agency responsible for regulations governing Wi-Fi’s use of the airwaves, among other things.

						
					

					
							
							Ferrari, John

						
							
							Founding member of the Wi-Fi Alliance board of directors as representative from Nokia. Unveiled the Wi-Fi name and logo to the world.

						
					

					
							
							Figueroa, Edgar

						
							
							President and CEO of Wi-Fi Alliance, 2007 to 2022.

						
					

					
							
							Floyd

						
							
							Hurricane impacting the entire US East Coast in 1999 that almost disrupted the launch of Wi-Fi.

						
					

					
							
							Frankel, Paul

						
							
							Financial consultant who was instrumental in setting up the Wi-Fi Alliance organization at its founding in 1999.

						
					

					
							
							Frequency Hopping

						
							
							A spread spectrum radio transmission technique in which a transmitter successively “hops” from one frequency to another, with its intended receiver synchronized to listen on each such frequency at the correct instant. Invented by Hedy Lamarr. See Spread Spectrum.

						
					

					
							
							Gao Hong (Heather)

						
							
							Engineer from TMC (Beijing Wi-Fi certification lab associated with government). Influential Wi-Fi proponent in China.

						
					

					
							
							Gigahertz

						
							
							Unit of frequency within the radio airwaves spectrum. Billions of cycles per second. Often used as shorthand to indicate a specific frequency band, such as “2.4 gigahertz,” which is one of the frequency bands used for Wi-Fi transmission.

						
					

					
							
							Grimm, Brian

						
							
							Marketing and public relations consultant who managed WECA’s marketing efforts from 2000 to 2003.

						
					

					
							
							Halasz, Dave

						
							
							Cisco engineer who chaired the IEEE 802.11i subcommittee responsible for developing a replacement for the original WEP encryption scheme after it was shown to be susceptible to attacks.

						
					

					
							
							Hanzlik, Frank

						
							
							Managing Director of Wi-Fi Alliance 2003 to 2007. Oversaw major expansion of Wi-Fi Alliance staff and facilities, as well as Wi-Fi’s expansion into China.

						
					

					
							
							Harris

						
							
							Developer of 802.11 chips based in Melbourne, Florida. Partnered with Symbol to provide 3Com’s wireless product line. Joint proposal with Lucent was adopted as the basis for 802.11b. Founding member of Wi-Fi Alliance with board representative Jim Zyren. Harris Semiconductor division (including wireless) was later spun off as Intersil.

						
					

					
							
							Hayes, Vic

						
							
							NCR (and then Lucent) engineer who championed the creation of the IEEE 802.11 committee and served as its first chair.

						
					

					
							
							Heide, Carolyn

						
							
							Engineer at Spectrix involved in Chicago Board of Trade AUDIT project, and developer of CODIAC proposal for IEEE 802.11’s foundation protocol.

						
					

					
							
							Heiman, Fred

						
							
							Director of the wireless product group for Symbol Technologies during the 1990s.

						
					

					
							
							HomeRF

						
							
							Multi-company trade organization founded in late nineties that developed and promoted an alternative technology to 802.11/Wi-Fi. Was eventually vanquished in the market by Wi-Fi’s success.

						
					

					
							
							Hu, Qiumin

						
							
							Wi-Fi Alliance engineer, developer of the Test Engine concept facilitating the certification of a wide variety of Wi-Fi devices.

						
					

					
							
							IEEE

						
							
							Institute of Electrical and Electronics Engineers. A professional engineering organization that creates standards, including the IEEE 802.11 family of standards for Wi-Fi. Commonly pronounced “Eye-Triple-E.”

						
					

					
							
							InTalk

						
							
							Wireless LAN product company from Cambridge, UK, later acquired by Nokia.

						
					

					
							
							Interoperability

						
							
							The desired state-of-affairs in any network involving devices from multiple manufacturers, in which every device works correctly with every other device. Difficult to achieve in practice, this is the fundamental goal of the Wi-Fi Alliance’s product certification program.

						
					

					
							
							ISM Bands

						
							
							Specific frequency bands designated by the FCC for unlicensed operation (“Industrial/Scientific/Medical”). The 2.4-gigahertz and 5-gigahertz ISM bands are used by Wi-Fi.

						
					

					
							
							ISO

						
							
							International Standards Organization. UN-affiliated organization with representation from national standards bodies, ultimately responsible for final global ratification of many standards, including IEEE 802.11.

						
					

					
							
							Jobs, Steve

						
							
							Adopter of Wi-Fi into Apple’s products, originally (1999) branded as “Airport.”

						
					

					
							
							Kaufman, David

						
							
							DeskTalk CEO. Part of Synerdyne’s team on CBOT AUDIT project.

						
					

					
							
							Kerry, Stuart

						
							
							Chair of IEEE 802.11 2000 to 2008, taking over from Vic Hayes. Previously a marketing manager at Symbol Technologies who was involved in NCR/Symbol negotiations leading up to the DFWMAC proposal.

						
					

					
							
							Kesey, Ken

						
							
							Author of One Flew Over the Cuckoo’s Nest and subject of The Electric Kool-Aid Acid Test. Early LSD promoter and a neighbor of Greg Ennis in the 1960s.

						
					

					
							
							Knighton, Mark

						
							
							Synerdyne CEO and program manager of winning proposal for CBOT AUDIT procurement.

						
					

					
							
							LAA

						
							
							License Assisted Access. A 3GPP-standardized usage of the 5-gigahertz unlicensed band to support cellular services, in competition with Wi-Fi’s usage of the same band. This essentially replaces LTE-U.

						
					

					
							
							Lamarr, Hedy

						
							
							Inventor of frequency hopping. Scandalous movie star.

						
					

					
							
							LAN

						
							
							Local Area Network. A wireless LAN is often denoted as a WLAN – Wi-Fi being the predominant example.

						
					

					
							
							Lansford, Jim

						
							
							HomeRF Technical Director, subsequently major contributor within Wi-Fi Alliance.

						
					

					
							
							LAWN

						
							
							Gerard O’Neill’s early 1990s wireless LAN product (stands for Local Area Wireless Network).

						
					

					
							
							Layer

						
							
							Engineering design principle for computer networks in which the required communications functionality is divided up among multiple component protocols. The term refers to the organization of these protocols into upper and lower levels.

						
					

					
							
							License

						
							
							Authorization from a national regulatory agency (such as the FCC within the US) allowing license holder to transmit radio waves within a specific frequency band and a specific geographic area.

						
					

					
							
							Links, Cees

						
							
							NCR executive (later Lucent) responsible for wireless products.

						
					

					
							
							Local Area Network

						
							
							A limited-distance wired or wireless network typically spanning one building or a small set of buildings. Typically abbreviated as LAN. Ethernet and Wi-Fi are examples.

						
					

					
							
							LTE-U

						
							
							Version of cellular LTE (4G) promoted by Qualcomm that uses the unlicensed 5-gigahertz band (in competition with Wi-Fi) to support cellular data traffic. See LAA.

						
					

					
							
							Lucent

						
							
							Equipment-manufacturing spin off from AT&T, including the original NCR WaveLAN team in the Netherlands. One of the six founders of the Wi-Fi Alliance (with board representative Angela Champness).

						
					

					
							
							Mabert, Jeff

						
							
							Wi-Fi Alliance staff engineer and operations manager.

						
					

					
							
							MAC

						
							
							Medium Access Control. A wireless protocol governing (among other things) how multiple devices cooperatively determine whose turn it is to transmit (“medium access”). In Wi-Fi, the MAC is the upper protocol layer in the IEEE 802.11 standard and must be paired with a lower layer called PHY (Physical) which specifies the way data is modulated into radio waves. The Wi-Fi MAC is based on the 1993 DFWMAC specification.

						
					

					
							
							Marcus, Michael

						
							
							FCC engineer who led the effort to allow unlicensed spread spectrum transmitters within certain frequency bands, which was formalized in a 1985 FCC ruling.

						
					

					
							
							Meche, Paul

						
							
							Wi-Fi Alliance board representative from Nokia, instrumental in facilitating cooperation between cellular and Wi-Fi industries to enable Wi-Fi within cell phones.

						
					

					
							
							Metcalfe, Robert

						
							
							Ethernet inventor, founder of 3Com, wireless naysayer.

						
					

					
							
							MII

						
							
							Ministry of Industry and Information. Chinese regulatory agency whose role is akin to that of FCC within the US. Sometimes referred to as MIIT (the T standing for Technology).

						
					

					
							
							Myles, Andrew

						
							
							Chair of Wi-Fi Alliance board of directors, 2006 to 2011 as representative from Cisco.

						
					

					
							
							N+I

						
							
							Networld+Interop. Major set of industry trade shows during the 1990s. Wi-Fi was launched to the world at the 1999 Atlanta N+I show.

						
					

					
							
							NCR

						
							
							National Cash Register. Early wireless LAN pioneer. American company with a wireless development group in the Netherlands that developed WaveLAN. Helped establish the 802.11 standards effort and was instrumental in the development of the joint Symbol/NCR/Xircom DFWMAC proposal later adopted as the foundation for the standard. Bought by AT&T, with the Dutch wireless group subsequently spun out to be part of Lucent.

						
					

					
							
							Nokia

						
							
							Finnish cell phone manufacturer. Entered Wi-Fi market by acquiring InTalk in 1999. Founding member of Wi-Fi Alliance with board representative John Ferrari. Subsequent board representative Paul Meche was instrumental in bringing together the Wi-Fi and cellular industries.

						
					

					
							
							O’Neill, Gerard

						
							
							Princeton physicist and early wireless LAN pioneer (O’Neill Communications’ LAWN product). More famous as a space colonization visionary.

						
					

					
							
							OpenAir

						
							
							Proxim-sponsored trade organization during 1990s that promoted Proxim technology as an alternative to IEEE 802.11.

						
					

					
							
							Operation Sourmash

						
							
							1989 FBI sting operation at the Chicago Board of Trade.

						
					

					
							
							Paljug, Mike

						
							
							Engineer from Harris (later Intersil). Original member of Wi-Fi Alliance Technical Committee. Served as chair of multiple task groups.

						
					

					
							
							Palm, Stephen

						
							
							Engineer from Broadcom and board member of Wi-Fi Alliance. Key contributor to many Wi-Fi Alliance initiatives.

						
					

					
							
							Part 15

						
							
							Section of FCC regulatory rulebook allowing devices like Wi-Fi and Bluetooth to transmit in designated frequency bands without requiring a license. Such devices are sometimes called “Part 15” devices by engineers.

						
					

					
							
							PHY

						
							
							Physical Layer. The lower level of the IEEE 802.11 used by the upper-level MAC layer to modulate data bits into radio waves. Although there is only one MAC protocol, there are multiple PHY variants within Wi-Fi, commonly referred to as 802.11a, b, g, n, ac, and ax.

						
					

					
							
							Plugfest

						
							
							Event hosted by Wi-Fi Alliance in which companies test their prototype products against products from other manufacturers. A specific series of plugfests eventually concludes with the finalization of a Wi-Fi certification program.

						
					

					
							
							Proxim

						
							
							Successful early wireless LAN pioneer who promoted their technology as a proprietary alternative to standard 802.11. Source technology provider to the failed HomeRF initiative that was competitive with Wi-Fi in the 2000 timeframe.

						
					

					
							
							Quinn, Liam

						
							
							Wireless executive at Dell and long-time member of Wi-Fi Alliance board of directors.

						
					

					
							
							RF

						
							
							Radio Frequency. Generic term for wireless technology that transmits electromatic waves in the radio part of the spectrum. Wi-Fi is an RF-based technology, whereas infrared is not.

						
					

					
							
							Robinson, Kevin

						
							
							Wi-Fi Alliance, VP Marketing 2015 to 2022, became CEO when Edgar Figueroa retired in 2022.

						
					

					
							
							RTS/CTS

						
							
							Request-to-send, Clear-to-send. An optional exchange of short packets at the beginning of a longer data transmission to verify whether or not there is interference currently in the neighborhood of the receiver. Originally proposed by Xircom and then adopted into the Symbol/NCR/Xircom DFWMAC foundation protocol for Wi-Fi.

						
					

					
							
							Schuessler, Jim

						
							
							Engineer from National Semiconductor who presented their proposal for the foundation protocol for 802.11.

						
					

					
							
							Sherlock, Ian

						
							
							Chair of Wi-Fi Alliance board of directors, 2011 to 2022 as representative from Texas Instruments.

						
					

					
							
							Spectrix

						
							
							Early wireless LAN pioneer with infrared technology. Runner-up bidder on CBOT AUDIT project. Subsequently put forward a proposal for 802.11 foundation protocol.

						
					

					
							
							Spread Spectrum

						
							
							A technique for transmitting data signals over radio waves by using more frequency bandwidth than would otherwise be necessary to reduce potential interference with other transmissions. See Direct Sequence and Frequency Hopping.

						
					

					
							
							Standard

						
							
							A specification developed by a “standards organization” that multiple companies can use to build products, the intent of which is often to promote interoperability. The 802.11 family of standards come from the IEEE standards organization.

						
					

					
							
							SVNL

						
							
							Silicon Valley Networking Lab. The original test lab selected by the Wi-Fi Alliance to perform interoperability certification testing. Later acquired by Agilent.

						
					

					
							
							SWAP

						
							
							Name of HomeRF’s underlying protocol technology.

						
					

					
							
							Symbol Technologies

						
							
							Early wireless LAN pioneer initially focused on wireless handheld bar-code scanning systems. Greg Ennis served as their representative to IEEE 802.11 during the early 1990s, resulting in the joint Symbol/NCR/Xircom DFWMAC proposal becoming the foundation for the IEEE 802.11 standard. Founding member of the Wi-Fi Alliance with their board representative Sarosh Vesuna.

						
					

					
							
							Synerdyne

						
							
							Mark Knighton’s company with winning bid on CBOT AUDIT network in partnership with Agilis, DeskTalk, and Seiko.

						
					

					
							
							Sytek

						
							
							1980s early (wired) LAN pioneer, developing radio-based products using cable-television technology (cable modems). Greg Ennis’s first employer (with Ken Biba).

						
					

					
							
							TCP/IP

						
							
							Fundamental protocols used within the Internet (Transmission Control Protocol, Internet Protocol).

						
					

					
							
							Telesystems SLW

						
							
							Early wireless LAN pioneer. First company to receive FCC-type approval for their spread spectrum product. Merged into Telxon then spun off into Aironet, which then became Cisco’s wireless LAN division.

						
					

					
							
							Tuch, Bruce

						
							
							Director of NCR’s wireless LAN development during the 1990s.

						
					

					
							
							Type Approval

						
							
							Grant to a product manufacturer by a regulatory agency (like the FCC) verifying that the product’s radio transmissions meet all applicable rules, thereby allowing that specific product model to be sold and placed into operation.

						
					

					
							
							Unlicensed

						
							
							Mode of airwaves access requiring no regulatory license, used by low-power transmitters like Wi-Fi within designated frequency bands.

						
					

					
							
							Vesuna, Sarosh

						
							
							Symbol engineer who contributed to the development of the DFWMAC proposal. One of the founding members of the Wi-Fi Alliance board of directors as Symbol’s representative.

						
					

					
							
							Vogel, Peter

						
							
							Pseudonym of FBI undercover agent Dietrich Volk at CBOT during Operation Sourmash.

						
					

					
							
							Volk, Dietrich

						
							
							Undercover FBI agent responsible for identifying numerous corrupt traders during FBI’s 1989 Operation Sourmash.

						
					

					
							
							van Bokhorst, Henk

						
							
							NCR engineer who contributed to the development of the DFWMAC proposal.

						
					

					
							
							WAPI

						
							
							WLAN Authentication and Privacy Infrastructure. Chinese-developed alternative to Wi-Fi that was heavily promoted as a “national technology” within China with corresponding trade restrictions.

						
					

					
							
							WaveLAN

						
							
							NCR’s early wireless LAN product line.

						
					

					
							
							WECA

						
							
							Wireless Ethernet Compatibility Alliance. Original name of the Wi-Fi Alliance. Founded in 1999 by Symbol, 3Com, Harris, Lucent, Aironet, and Nokia.

						
					

					
							
							WEP

						
							
							Wired Equivalent Privacy. The original encryption method in the 802.11 standard, which was broken by cryptography researchers in 2001 and was subsequently replaced by WPA (Wi-Fi Protected Access). See WPA and WPA2.

						
					

					
							
							WHAT

						
							
							Wireless Hybrid Asynchronous Time-Bounded Protocol. Xircom’s original proposal to 802.11 for the foundation protocol before it was merged into the NCR/Symbol WMAC proposal to eventually become part of DFWMAC.

						
					

					
							
							Wi-Fi Alliance

						
							
							“The worldwide network of companies that brings you Wi-Fi.” Originally named WECA. Over eight hundred member companies now with over sixty thousand certified products.

						
					

					
							
							WI-FI CERTIFIED

						
							
							“Seal of approval” granted to a product by the Wi-Fi Alliance upon demonstration that it meets stringent interoperability requirements.

						
					

					
							
							Williams, Joel

						
							
							Technical contractor to Wi-Fi Alliance in 2003. Instrumental in expanding lab network internationally.

						
					

					
							
							Wireless Ethernet

						
							
							Informal name for 802.11b before the Wi-Fi brand was created in 1999.

						
					

					
							
							WLAN (Wireless Local Area Network)

						
							
							Generic term for a wireless network that operates within a limited range. In the 1990s, there were multiple competing WLAN technologies including HomeRF and Wi-Fi. Today the term WLAN is sometimes used as a synonym for Wi-Fi.

						
					

					
							
							WMAC

						
							
							Wireless Medium Access Control Protocol. The specification developed by NCR and Symbol put forward in 1993 as a proposal for the 802.11 foundation. Eventually merged with ideas from Xircom’s WHAT protocol to yield the Symbol/NCR/Xircom DFWMAC proposal that was voted in to be the foundation for the standard.

						
					

					
							
							WPA and WPA2

						
							
							Wi-Fi Protected Access. Enhanced security mechanisms that replaced the original WEP method, which had been broken by cryptography researchers. WPA was an interim fix based on a draft 802.11 specification. WPA2 was the final fix once the full specification was completed.

						
					

					
							
							Wu Yi (Madame)

						
							
							China vice premier. Negotiated with US and other countries regarding WAPI and trade restrictions against Wi-Fi, ultimately announcing a relaxation of the barriers.

						
					

					
							
							Xircom

						
							
							Early wireless LAN pioneer led by Ken Biba along with Phil Belanger. Instrumental in the development of the joint Symbol/NCR/Xircom DFWMAC proposal that was foundation for the standard.

						
					

					
							
							Zegelin, Chris

						
							
							Symbol engineer who contributed to the development of the DFWMAC proposal.

						
					

					
							
							Zigbee

						
							
							Low-speed wireless standard focused on Internet of Things applications.

						
					

					
							
							Zyren, Jim

						
							
							Strategic marketing executive for Harris. Led team at Harris in developing the Harris/Lucent joint proposal that became 802.11b. Founding member of the Wi-Fi Alliance’s board of directors as representative for Harris.
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Endnotes

			
				
					1	IEEE (pronounced “Eye-triple-E”) is the Institute of Electrical and Electronics Engineers, the world’s largest technical professional organization. Among other things, IEEE is the recognized standardization body for many important international standards. In particular, their “802.11” committee is responsible for standardizing the core technology within Wi-Fi.

				

				
					2	Throughout this exposition, I’m just going to refer to CBOT rather than both CBOT and CME for simplicity’s sake. Some of the details pertain specifically to one or the other, but in our work, we always just called it the CBOT project.

				

				
					3	The best book covering the FBI’s sting operation against CBOT and the resultant AUDIT program is Brokers, Bagmen, and Moles: Fraud and Corruption in the Chicago Futures Market by David Greising and Laurie Morse, Wiley 1991.

				

				
					4	A Local Area Network (LAN) is a communications network that typically spans just a single building or a small cluster of buildings, as opposed to a Wide Area Network (WAN) that may cover longer distances. In the 1980s, Ethernet was the original archetype of a LAN, commonly used to support computer workstations and other equipment within an office environment. A Wireless LAN is simply a LAN that uses wireless transmission rather than wires to connect devices. Although in the early 1990s there were various different wireless LANs, today Wi-Fi is the only wireless LAN in widespread use, so the terms “wireless LAN” and WLAN are common synonyms for Wi-Fi. In fact, Wi-Fi is the predominant LAN of any type today.

				

				
					5	One of my very first business trips as a young engineer for Sytek was a trip to Cox Cable in Atlanta to give their engineers a tutorial on how to provide data communications over cable TV systems. One of my patents covers this technology as well.

				

				
					6	Later chapters will cover the use of CSMA within Wi-Fi, where we use “collision avoidance” rather than collision detection. The controversy about this will play a major role in our story.

				

				
					7	TCP is the Transmission Control Protocol, and IP is the Internet Protocol. These are the two fundamental protocols used in the Internet. They were originally developed in the 1970s but are still central to the Internet today.

				

				
					8	Throughout this book I focus primarily on the US FCC rather than the corresponding regulatory agencies in other countries. This is primarily for simplicity of presentation and is not intended to slight the importance of these other national agencies. It is true that early rulings by the FCC were critical to the Wi-Fi development story, but in much of the narrative that follows, I use FCC as a proxy term for all such regulators worldwide.

				

				
					9	See Chapter 10 to read about how the actress Hedy Lamarr invented (and patented) frequency hopping back during World War II. But it will be the direct sequence technique that gets incorporated into Wi-Fi.

				

				
					10	Brand’s original Whole Earth Truck Store, located where I grew up in Menlo Park, California, was a hangout for my high school friends in the sixties.

				

				
					11	Some other companies also received FCC approvals prior to 1990, including X-Cyte, Gambette, and Lifepoint, but to the best of my knowledge, none of these companies nor their products ended up playing a role in the future development of Wi-Fi.

				

				
					12	See Chapter 13.

				

				
					13	Named after Bob Metcalfe, the inventor of Ethernet and the founder of 3Com.

				

				
					14	Standards are commonly referred to as being either de facto or de jure. A de facto standard is one that is promoted by a specific company based on their own technology, encouraging other companies to build compatible products via licensing arrangements. A de jure standard is one that is developed within a formal standards organization such as the IEEE.

				

				
					15	Frank Norris, The Pit (New York: Doubleday, Page & Co, 1903).

				

				
					16	Andrew M. Volk, Peter A. Stoll, and Paul Metrovich, “Recollections of Early Chip Development at Intel,” Intel Technology Journal Q1 2001, https://www.intel.com/content/dam/www/public/us/en/documents/research/2001-vol05-iss-1-intel-technology-journal.pdf.

						George Rostky, “MOSFETs: a hopeless quest,” EETIMES Online, https://www.cognasys.com/files/09_MOSFETs_a_hopeless_quest_EETimes.html.

				

				
					17	Walmart had recently selected Telxon’s direct sequence products over Symbol’s frequency-hopping network in a hotly competitive bidding process; perhaps this had influenced Symbol’s new direction.

				

				
					18	It’s amusing to note that a similar problem is faced by the Perseverance Mars rover and its Ingenuity helicopter sidekick. They need to manage their batteries while tightly coordinating their periods of battery-conserving radio silence so as to ensure they are both active whenever communication is necessary. On May 3, 2022, they got out of sync, and the rover was commanded to leave its radio on for nearly a full day, using its battery to do nothing else but listen for the helicopter’s signal. Eventually they managed to reconnect.

				

				
					19	How to speak like a Wi-Fi expert: Unfortunately our story will involve many references to the clumsily named IEEE 802.11 standard and its variants, and indeed, the obscurity of this acronym/number naming is one of the key reasons why the consumer-friendly name “Wi-Fi” was coined. As mentioned previously, my friends in the industry pronounce IEEE as “Eye-Triple-E” and usually pronounce 802.11 as simply “Dot Eleven.” There will also be letter suffixes, like “802.11b” and “802.11n.” These are similarly pronounced as “Dot Eleven B” or “Dot Eleven N,” or even more simply as “Eleven B” or “Eleven N.” By speaking this way, you might increase your enjoyment of our story, and you’ll sound like an expert.

				

				
					20	Our group from Symbol also included Ray Martino and Stuart Kerry. Ray was a solid engineer, a respected manager, was very politically savvy, and would ultimately lead Symbol’s Wi-Fi development group. Stuart Kerry came from the Symbol product marketing group; he would end up becoming chair of IEEE 802.11 in 2000, taking over from NCR’s Vic Hayes. Also in the meetings from NCR (according to my notes) were Henk van Bokhorst and Angela Champness. Angela would become a founding board member of the Wi-Fi Alliance in 1999.

				

				
					21	Mandela was released from prison in February 1990 and was elected as South Africa’s first black president in 1994.

				

				
					22	Both PSP and PSNP ended up in our eventual DFWMAC specification, and after it was adopted by IEEE as the foundation for the standard, both schemes remained in the draft specification for several iterations. But eventually, the committee voted to eliminate PSNP, so that in the ultimate published standard, Power-Save-Polling was the only power management scheme.

				

				
					23	The basic layering concept is not unique to LANs and, in fact, pervades all communications architecture design. It’s considered “good engineering practice” to use layering in the design of any network.

				

				
					24	Pronounced “fie.”

				

				
					25	The RTS/CTS scheme was apparently adapted by Xircom from an idea of Apple’s that they had designed into their AppleTalk LAN.

				

				
					26	Voting privileges within the committee were determined by a person’s full-time attendance at a sufficient minimum number of prior meetings.

				

				
					27	This was surprising, because the history of standards showed that proposals initiated by alliances can more easily attract a more widespread adherence than those viewed as coming from a single company—Ethernet being a primary example of the first type (Intel, DEC, and Xerox), and IBM’s Token Ring of the second.

				

				
					28	The above characterization of Hedy Lamarr’s invention of frequency hopping is a treasured part of wireless industry folklore, but the real picture is probably a bit more complicated.  There were predecessors of hers who could also be called the inventors of frequency hopping, in which case it would only have been her particular way of doing frequency hopping that was innovative. Still, the story is a good one.

				

				
					29	The frequency-hopping option for 802.11 wireless LANs was eventually abandoned by the industry due to further rulings by the regulators that made direct sequence more attractive. The predominant frequency-hopping system still in common use is Bluetooth.

				

				
					30	“Acknowledgment with retransmission” is a protocol technique where the receiver of a packet will send back a short acknowledgment packet to the transmitter if the original packet was received without error, and the transmitter will retransmit the packet if an acknowledgment isn’t received. In a LAN, this is usually taken to be the job of higher-level protocols (like TCP), and hence not something that should be in a MAC-level protocol. Wim’s suggestion to include ack+retransmission with the wireless MAC (even if it was also being done at higher levels) was somewhat radical. We ended up adopting this approach within the DFWMAC foundation protocol, and it is used within today’s Wi-Fi.

				

				
					31	The eleven active proposals were BFP (Crowder), BLAMA (Hitachi), Chan’s LAN (Rypinski), CODIAC (Spectrix), “Combo” (National Semiconductor), GRAP (Chen), IBM, INRIA, DAMA (J Cheah), WHAT (Xircom), and, of course, our WMAC (NCR/Symbol).

				

				
					32	On behalf of Sytek back in the mid-eighties, I had presented a three-company proposal to IEEE involving broadband LAN technology. (“Broadband” in this context meant based on cable television wiring). Intel and General Instruments were the other two companies in our informal alliance, but IBM was there in the background. The specific approach we were proposing centered on the technology that Sytek had developed for IBM’s Personal Computer Division (called “PC Network”), and our proposal led to the formation of a new IEEE subcommittee that I chaired. This effort proceeded for a year before ultimately failing, with a close and crucial vote that terminated the project.

				

				
					33	Basically, we found we could achieve the same benefits as a central controller by giving transmission priority to those devices that needed a time-bounded service, accomplished by simply allowing them to use a shorter inter-packet gap before transmitting than would otherwise be required. In this fashion we managed to incorporate into the protocol a point-coordination function option that was still based on a the distributed CSMA foundation.

				

				
					34	Ten years later, members of the Wi-Fi Alliance would get a private tour of the Sistine Chapel, with the lights literally turned on as we entered and turned off as we left.

				

				
					35	Yes, this is actually in the minutes. In fact, my entire narration of these events are basically taken directly from the minutes, including most of the specific quotes.

				

				
					36	My daughters recently reminded me that the gift box contained tulip bulbs, among other “typically Dutch” items.

				

				
					37	Harold Gilliam, San Francisco Bay (New York: Doubleday & Company, 1957).

				

				
					38	Menlo-Atherton’s most famous graduates are Stevie Nicks and Lindsey Buckingham from Fleetwood Mac. Their original band used to play at our school dances, and I have a yearbook showing “Stephanie” performing at one of our assemblies.

				

				
					39	Clemons once took our entire physics class on a field trip to watch Kubrik’s 2001: A Space Odyssey. It amazed us that he was able to convince the school’s administration to let him do it. He made being a physicist seem very cool.

				

				
					40	Physics may have been outside my father’s universe, but surprisingly, computer science was not. His management consulting firm was part of the Diebold Group, whose founder John Diebold was an early pioneer in the application of computers within industry, and he is given credit for coining the term “automation” in the early 1950s. John Diebold, Automation: The Advent of the Automatic Factory (New York: Van Nostrand, 1952).

				

				
					41	UC Berkeley was intimately tied to the development of nuclear weapons, with the Lawrence Radiation Laboratory on the hill right above campus and the nearby Lawrence Livermore Laboratory both associated with the University. E.O. Lawrence had been a physics professor at UC when he invented the cyclotron.

				

				
					42	Jon Barwise was my original thesis advisor. The University of Wisconsin was a center for logic and set theory research, with Stephen Kleene, Jerome Keisler, Ken Kunen, and other great mathematicians in addition to Barwise. I continued my thesis under Alexander Kechris at Caltech and also worked with Robert Solovay during the year he was at Caltech. I wrote up Solovay’s research into two papers, essentially acting as his scribe. Solovay is one of the greatest set theorists of all time. I’m literally a footnote to Robert Solovay; in fact, I’m two footnotes—something I’m quite proud of.

				

				
					43	Alexander Kechris, The Cabal Seminars, Volumes I–IV (New York: Cambridge University Press, 2016).

				

				
					44	Adam Osborne’s name later became a verb: “to Osborne oneself,” meaning to hype the next generation of your product before it’s ready, thereby killing sales of your current product.

				

				
					45	Benjamin Siegel and Richard Sinnott, “The El Cerrito Cyclotron,” Physics Today 1, no. 4 (August 1948): 10, https://physicstoday.scitation.org/doi/10.1063/1.3066099.

				

				
					46	Luis Alvarez won the Nobel Prize for his development of the bubble chamber used in particle physics. Today, he is most famous as the originator, along with his son Walter, of the Alvarez Hypothesis, proposing that an asteroid led to the extinction of the dinosaurs, which now is scientific orthodoxy. The Alvarezes had used advanced neutron physics techniques to examine the material in the Cretaceous-Tertiary boundary.

				

				
					47	My lab partner at Stanford was Mark Merrill, a friend of Sally’s brother Sam. Mark later co-founded Netgear and became its chief technology officer. Netgear is a major Wi-Fi manufacturer. Neither one of us did anything remotely related to wireless while at Stanford.

				

				
					48	DFWMAC’s foundational elements were all left intact in the final 1997 specification, including CSMA plus acknowledgments, collision avoidance, multiple interframe gaps, virtual carrier sense, time-bounded operation, parametrized RTS/CTS, power management, ad hoc operation, synchronization, probes, and scanning.

				

				
					49	With 18 billion connected Wi-Fi devices, Metcalfe’s Law calculates Wi-Fi’s value as 18 billion squared—beyond astronomical—explaining why it may never disappear from our lives.

				

				
					50	Douglas Smith and Robert Alexander, Fumbling the Future (Bloomington, Indiana: iUniverse, 1999).

				

				
					51	Bob Metcalfe, InfoWorld, August 16, 1993, accessible on books.google.com. In 1995, Metcalfe wrote another column predicting the imminent collapse of the Internet, promising to eat his words if he was wrong—which he ended up doing on stage at a conference two years later by ripping the offending article into pieces, mixing it into a drink, and swallowing it.

				

				
					52	Aironet was purchased by Cisco in 1999 in what was viewed as a major corporate validation of the nascent wireless LAN market. Telxon was a bitter competitor to Symbol until Symbol acquired them in a dog-eat-dog transaction.

				

				
					53	As usual, I’m here using “FCC” as a proxy for “the various national regulatory agencies.” Getting approvals for operation within Europe and Asia was equally critical. However, many of the smaller countries closely followed the regulations developed by the FCC, and in addition, given the large US market, FCC approvals were particularly important.

				

				
					54	In February 1999, InTalk was acquired by Nokia, who subsequently became one of the founding companies of the Wi-Fi Alliance. Nokia would go on to be the most aggressive Wi-Fi proponent among the cell phone manufacturers, leading the way for Wi-Fi to be viewed as an essential feature of all cell phones.

				

				
					55	MBOK stands for “M-ary Bi-Orthogonal Keying,” a more advanced form of direct sequence spread spectrum than that in the original 802.11 standard, at an 11-megabit data rate rather than 2 megabits. The higher data rate was achieved by using spreading codes of only eight chips rather than the eleven of the original PHY.

				

				
					56	The TGb committee would eventually specify the extension to the 802.11 standard known as 802.11b. The combination of the 802.11 MAC with 802.11b would become branded as Wi-Fi in 1999.

				

				
					57	Ensuring backwards interoperability would be a major theme within the Wi-Fi Alliance, and as the technology evolved from 11 megabits per second (802.11b) to 54 megabits (802.11g) and beyond, certified devices would be required to still support the previous generations. Not all technology initiatives have been able to accomplish this, and the fact that Wi-Fi maintained interoperability across generations has been a major factor in its success.

				

				
					58	The ban on such corporate vote coordination within IEEE derives from a core principle of its organizational charter—namely, it is an organization of individual engineers as opposed to an organization of companies. Of course, standards committee participants are typically employees (or contractors) of various companies; those companies are paying them to attend the IEEE meetings, and obviously the interests of the company will usually match the interests of their employees. But still, the formal expectation within IEEE is that the participants are there as individual engineers, not as company representatives, and they are to use their best professional judgment during the development of a standard. Hence the taboo on any efforts a company may take to ensure their participants vote as a block.

				

				
					59	The meeting minutes state: “Note from Vic: the point of order was still not solved.”

				

				
					60	The key individuals responsible for the CCK compromise proposal were Richard van Nee from Lucent, along with Mark Webster, Steve Halford, and Jim Zyren from Harris. Zyren will be a major character in our next chapter and was one of the founding board members of the Wi-Fi Alliance.

				

				
					61	Dean was director of Symbol’s RF design group and chaired the frequency-hopping subcommittee within 802.11.

				

				
					62	Jim will end up being a founding board member of the Wi-Fi Alliance, as detailed in our next chapter.

				

				
					63	A few years later, Jim Lansford will become a key contributor to Wi-Fi’s development, taking on leadership positions within the Wi-Fi Alliance.

				

				
					64	Wi-Fi CERTIFIED™ is a registered trademark of the Wi-Fi Alliance.

				

				
					65	Nokia is the only one of the original six founders to still have a seat on the board as a sponsor company of the Wi-Fi Alliance.

				

				
					66	Angela had been part of those very first meetings in 1993 between Symbol and NCR when we were kicking off our joint proposal effort for the 802.11 foundation protocol.

				

				
					67	As of 2022, the Wi-Fi Alliance has certified over 60,000 different products from over 800 manufacturers. Even I am astonished by these numbers.

				

				
					68	Microsoft launched their Kinect line of motion sensors in 2010. But in fact, this possible brand name for Wi-Fi that Interbrand proposed is so generic that in 2021, it was even being used for a drug research study.

				

				
					69	Unfortunately, in French it came to be pronounced “Wee-Fee.”

				

				
					70	As the chief technical editor of the original 1997 802.11 standard, I am well aware of these possibilities.

				

				
					71	Jobs was referring to Apple’s licensing of Sony’s three-and-a-half-inch diskette technology for the Macintosh.

				

				
					72	Cees Links, “WiFi Pioneer Cees Links Sets His Sights on the Smart Home,” interview by Charles Murray, Design News, February 7, 2019, www.designnews.com/wifi-pioneer-cees-links-sets-his-sights-smart-home.

				

				
					73	After a decade of competing against IEEE 802.11, Proxim ended up joining WECA and started certifying their own Wi-Fi products in 2001.

				

				
					74	It’s amusing to speculate that had Steve Jobs made his Airport announcement on August 23 rather than in July, after teasing the crowd with “let’s connect to CNN Interactive,” he would have possibly landed on this story. http://www.cnn.com/TECH/computing/9908/23/langroup.idg/index.html

				

				
					75	John Cox, “New group plans testing for wireless LANs”, CNN.com August 23, 1999, www.cnn.com/TECH/computing/9908/23/langroup.idg/index.html

				

				
					76	The other companies who joined in that first announcement were Alantro, Breezecom, No Wires Needed, Intermec, Zoom (not the video conferencing company), Cabletron, Sharewave, and Wayport.

				

				
					77	As WECA transformed itself into the Wi-Fi Alliance, this “testbed selection” issue would become a major focus of the organization, both technically and administratively, with a series of increasingly stringent “plugfests” open to all members, leading to a final selection of testbed equipment performed by Alliance technical staff.

				

				
					78	It may be that Y2K and the bursting of the dotcom bubble are connected. One theory is that the Federal Reserve was loathe to take any stepwise actions prior to January 1 that could have cooled down the hyperactive tech industry for fear of the looming Y2K threat, so that when action was finally taken, it was a shock.

				

				
					79	This, of course, would change as the cellular companies eventually jumped onto the Wi-Fi bandwagon, incorporating it universally as a key feature within every cell phone. See Chapter 33.

				

				
					80	Josh Quittner’s article in Time was particularly friendly, but when he wrote, “I’m told that a major coffee chain whose name I’m not allowed to mention will be offering Wi-Fi service by the end of the year,” I had to blame Phil for spilling the beans about Starbucks.

				

				
					81	Guitarist Jim Hall played at the Vanguard, and at the Blue Note: Chick Corea, Christian McBride, Kenny Garrett, and Roy Haynes.

				

				
					82	Unfortunately, this approach was not used with the 802.11g certification program, much to our chagrin—as will be detailed later in Chapter 26.

				

				
					83	Microsoft’s new board member, Amer Hassan, has continued on the Wi-Fi Alliance board to the present day.

				

				
					84	OFDM would later also be incorporated into IEEE 802.11g. An Australian government research organization called CSIRO had some patents regarding OFDM. Since they hadn’t been participating in the IEEE standards effort, these patents weren’t contributed into the general patent pool for the standard, leading to some significant litigation victories for CSIRO. Needless to say, there are countless patents that were contributed by many companies to the 802.11 standard, yet the Australian press is fond of claiming that “the Australians invented Wi-Fi.”

				

				
					85	Chris Anderson, “The Wi-Fi Revolution,” Wired, May 1, 2003, www.wired.com/2003/05/wifirevolution/.

				

				
					86	Over the next several years, Wi-Fi would become a liberating technology for the developing world, providing inexpensive Internet access to rural residents of India, Africa, Asia, and throughout the world.

				

				
					87	Apparently, Wi-Fi plays a role of some sort in one of Michael Bay’s Transformers movies—I’m not sure which one—so this dramatization might not be as farfetched as it seems.

				

				
					88	Steve was to become a very influential voice on the Wi-Fi Alliance board of directors.

				

				
					89	The term “plugfest” comes from the world of wired networking—like Ethernet—denoting an informal gathering where equipment from different manufacturers would be brought together in a common room and “plugged in” to see if they can communicate. The Wi-Fi Alliance used this same term to denote a much more formal and highly structured series of events with a very specific end goal: to select devices to be used within a certification testbed.

				

				
					90	We didn’t actually use the term “golden products”, instead we called them “testbed products”, as they were the devices forming the testbed. But the term “golden” is commonly used for such products elsewhere within high tech, so I’ve decided to stick with that.

				

				
					91	We would quickly outgrow this original lab space and would again outgrow our second space, eventually moving to a large new lab in Santa Clara with room for multiple simultaneous plugfests, half a dozen RF chambers, and office space for an engineering staff of thirty. Recently, the Wi-Fi Alliance opened a second R&D lab in Taiwan.

				

				
					92	Pronounced “Chu-min.”

				

				
					93	China had joined the World Trade Organization in 2001.

				

				
					94	Sumner Lemon, “Controversy over Chinese WLAN standard deepens,” InfoWorld, IDG News Service, December 10, 2003.

				

				
					95	One convention for the choice of an English name apparently is to match the first letter with the sound of the Chinese name (for example, Hong becomes Heather). When one of our new Chinese colleagues asked us to help her pick the right name, we were stumped when we discovered she needed a name starting in the letter Y. Edgar came to the rescue, immediately responding, “Yvette.”

				

				
					96	Daniel Wroclawski, “Best Smart Sprinkler Controllers of 2023,” Consumer Reports, updated January 1, 2023, https://www.consumerreports.org/sprinkler-timers/best-smart-sprinkler-controllers-of-the-year/.

				

				
					97	While smart TVs can also be connected via Ethernet, it would be hard to argue that some kind of advance happened in Ethernet technology around 2007 that suddenly made Ethernet-enabled TVs possible. Ethernet supported 100-megabit connections in 1995 and gigabit speeds starting in 1999, so the potential of Ethernet video had existed for years. Yet it wasn’t until 2007, when Wi-Fi 802.11n became available and Netflix started their streaming service, that Internet TV started to take off. Scanning through web links on the topic of connecting your Smart TV to the Internet, you can see that Wi-Fi is indeed the consumer’s dominant mode of connection.
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